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As cloud computing has become a popular computing paradigm, many companies have
begun to build increasing numbers of energy hungry data centers for hosting cloud com-
puting applications. Thus, energy consumption is increasingly becoming a critical issue
in cloud data centers. In this paper, we propose a dynamic resource management scheme
which takes advantage of both dynamic voltage/frequency scaling and server consolidation
to achieve energy efficiency and desired service level agreements in cloud data centers. The
novelty of the proposed scheme is to integrate timing analysis, queuing theory, integer pro-
gramming, and control theory techniques. Our experimental results indicate that, com-
pared to a statically provisioned data center that runs at the maximum processor speed
without utilizing the sleep state, the proposed resource management scheme can achieve
up to 50.3% energy savings while satisfying response-time-based service level agreements
with rapidly changing dynamic workloads.

� 2013 Elsevier Ltd. All rights reserved.
1. Introduction

Cloud computing [1] has recently received considerable attention in both academic community and industrial commu-
nity as a promising approach for sharing resources that include infrastructures, software, applications, and business pro-
cesses. As a direct result of cloud computing’s increasing popularity, cloud computing service providers such as Amazon,
Google, IBM and Microsoft have begun to establish increasing numbers of energy hungry data centers for satisfying the
growing customers resource (e.g. computational and storage resources) demands. Cloud computing model provides flexibil-
ity and reduction in management costs. Cloud users can access the required services from anywhere in the world on an on-
demand and pay-per-use basis. From the point of view of the cloud operator, the key issue is to maximize their profit mar-
gins by minimizing the operational costs of the data center. Power management has become an increasingly prominent con-
cern in cloud data centers since operating costs of a cloud data center are dominated by their power consumption. As
reported in [2], it is expected that by 2014, infrastructure and energy (I&E) costs would contribute about 75% of the total
operation cost, while information technology (IT) expenses, i.e., the equipment itself, would contribute a significantly smal-
ler 25% of the cost (compared with 20% I&E and 80% IT in the early 1990s). What’s more, it is worth noting that the cost to
manage a server will exceed the cost to buy one [3]. The rated power consumption of a typical server is estimated to have
increased tenfold over the last ten years [4].
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A number of key technologies have been developed over the last years to reduce the power consumption of cloud data
center. Virtualization and consolidation are two crucial methods to achieve energy saving. Virtualization is a technology that
partition a physical server into a number of small, virtual servers. Modern cloud computing systems exploit virtualization to
achieve significant gains in terms of flexibility and power consumption. With the rapid development of virtualization tech-
nology, such as VMware, Xen, KVM and OpenVZ, server consolidation can be achieved by consolidating applications running
on a large number of low utilization servers to a smaller number of highly utilized servers, each of which is encapsulated in
virtual machines (VMs) separately. Server consolidation using virtualization is an effective approach to achieve better energy
efficiency of cloud data center. The reason is that at times of low load, VMs are consolidated on a limited subset of the avail-
able physical resources, so that the remaining (idle) computing nodes can be switched to low power consumption modes or
turned off. Dynamic voltage/frequency scaling (DVFS) is also a commonly-used power-management technique. The key idea
behind DVFS techniques is to dynamically scale the frequency and voltage of the microprocessor at runtime according to
processing needs and thereby reducing the energy dissipation. DVFS techniques has proven to be a highly effective method
of reducing data center power consumption [5]. Many commercial microprocessors such as Intel’s XScale and Transmeta’s
Cruso are now equipped with DVFS capabilities.

Cloud providers face the challenge of two contradicting goals, namely reducing energy consumption of the cloud infra-
structure while ensuring compliance with service level agreements (SLAs) negotiated between customers and cloud provid-
ers. SLAs generally specify performance-related quality of service (QoS) properties, such as response time and availability,
that must be maintained by a cloud provider during the services runtime. On one hand, the reduction of energy consumption
helps to reduce the total cost of ownership (TCO) and increases the return on investment (ROI) of cloud infrastructures. How-
ever, on the other hand, a violation of SLAs may lead to reduced customer satisfaction as well as penalty payments. Thus, an
important issue in resource management for cloud environments is how to correctly provision resource, such that service
level agreement (SLA) requirements are met while minimizing power consumption.

This paper presents a dynamic resource management scheme that is able to automatically manage physical resources of a
cloud infrastructure in such a way to maximize the profit of the cloud provider by minimizing SLA violations while reducing
the energy consumed by the physical infrastructure. Our scheme utilizes both DVFS and server consolidation to minimize
power consumption for cloud data centers while providing application-level performance guarantees. We integrate timing
analysis, queuing theory, integer programming and control theory to achieve the optimal dynamic configuration of the cloud
data center, that is, which servers must be active and their respective CPU frequencies. We experimentally validate it in a
prototype data center consisting of 12 servers with a multi-tier application benchmark. Our experimental results indicate
that, compared to a statically provisioned data center that runs at the maximum CPU speed without utilizing the sleep state,
the proposed system can achieve up to 50.3% energy savings while satisfying response-time-based SLAs with rapidly chang-
ing dynamic workloads.

The rest of the paper is organized as follows. Section 2 describes related works. Section 3 describes the system model.
Section 4 describes the heuristic algorithm we propose. Section 5 gives analysis of our resource actuator. Section 6 describes
the experiment results. We conclude in Section 7.
2. Related work

In recent years, extensive efforts have been put into the research of performance modeling for virtualized systems. Kaly-
vianaki et al. [6] presented a new resource management scheme that integrates the Kalman filter into feedback controllers
for dynamically allocating the CPU resources of multi-tier virtualized servers. Rao et al. [7] proposed a response time-based
fuzzy control approach for resource allocation in virtualized environments. Wang et al. [8] developed a distributed control
framework that dynamically optimizes the CPU capacity provided to each VM in response to incoming workload intensity
such that desired response times are satisfied. In contrast, we combine queueing prediction and feedback control to dynam-
ically adjust the CPU resources allocated to each VM in order to maintain the desired response time for multi-tier
applications.

There is a huge body of work on reducing power consumption in data centers. Krioukov et al. [9] presented a power-
aware cluster manager, called NapSAC, which minimizes the server idle power waste by keeping the minimum number of
servers awake for matching demand. Elnozahy et al. [10] proposed five distinct policies for applying various combinations
of intra-node (dynamic voltage scaling) and inter-node (node vary-on/vary-off) power management mechanisms to reduce
the power consumption of a server cluster. Singh et al. [11] proposed a new energy optimization methodology using the Pot-
luck Problem concept to model the optimization of resource allocation in large and complex IT systems. These studies are
different from our work because they focus solely on reducing power consumption of the infrastructure and thus cannot pro-
vide guarantees for performance targets of hosted applications.

A significant number of papers have appeared in the literature examining dynamic performance- and power-aware re-
source management in cloud infrastructures. In [12], the authors proposed a two-levels control architecture that provides
explicit guarantees on both power and application-level performance for virtualized clusters. Guazzone et al. [13] proposed
a resource management framework to automatically adjust physical and virtual resources of a cloud infrastructure in order
to simultaneously achieve suitable QoS levels and to reduce the energy consumed by the physical infrastructure. More
recently, Beloglazov et al. [14] developed several novel heuristics for dynamic consolidation of VMs to reduce energy
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consumption of the cloud infrastructure while ensuring the SLAs are achieved. In contrast to the discussed studies, we inte-
grate timing analysis, queuing theory, integer programming, and control theory techniques to dynamically optimize config-
uration of the heterogeneous virtualized datacenters, such that SLA violations and energy consumption are minimized. The
proposed approach also considers the power consumption costs due to turning on servers and migrating VMs.

3. Problem statement and model formulation

In this section we present our models and state assumptions related to these models.

3.1. Problem statement

Our resource management system is built in a web server cluster level. We consider a cloud data center consisting of
many heterogeneous physical machines. A virtualized computing environment is assumed, where there are multiple mul-
ti-tier web applications hosted in VMs of the cluster. An application can deploy on multiple VMs. The response time for
all requests must meet a predefined threshold. For simplicity, we have the following assumptions: First, all the servers in
the cluster have processors that support dynamic scaling of voltage and frequency, and processor operating frequencies fi

could be adjusted in a continuous range [f min
i ; f max

i ]. If a processor can only operate at a discrete set of voltages and frequen-
cies, we adopt an approach similar to that proposed in [15] to approximate any desired continuous frequency by switching
between two adjacent discrete frequency levels. For example, to approximate 2.15 GHz frequency during a 30-s sampling
period, the processor can firstly operate at 2.0 GHz for 7.5 s and then at 2.2 GHz for 22.5 s. Second, when a server is switched
off, it consumes no power; when the machine is turned on, it can operate at certain frequencies. Last, we assume all the
incoming requests are CPU bounded, in other words, CPU speed is the bottleneck of performance. This is reasonable for most
web servers because much of the data are already stored in main memory [16].

Fig. 1 shows the energy-efficient resource management framework considered in this paper. The dispatcher module is for
delivering a user request to its corresponding application manager. Then the application manager uses the well-known round-
robin dispatching policy for delivering a user request of an application to its corresponding VMs. The monitor module is em-
ployed to collect run-time data of the server cluster and send the monitored values to the application manager. Next, the
workload forecasting module estimates future values from past observed values for the workload time series. The response
time prediction module models a multi-tier application as a network of queues whose model parameters are obtained via
system monitoring and workload prediction models. The IP model is then updated using the predicted values for application
Fig. 1. The energy-efficient resource management framework.
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workloads and response times, and a new instance of the optimization problem is constructed. The reconfiguration engine
module implements a heuristic algorithm and solves the new optimization problem instance, generating a new optimal con-
figuration. The resource actuator module firstly uses a proportional-integral (PI) controller to adjust resource allocation for
each VM in order to achieve a better performance guarantee. Then, the resource actuator module changes the server cluster
configuration to a new state given by the new optimized configuration. The above optimization process is periodically
performed.

3.2. Capacity model

Since we consider the CPU resource as the bottleneck in our system, CPU throughput is used as the measure for server
capacity. Similar to previous work [17], processor throughput is approximately proportional to CPU frequency. Thus, the
capacity Ci of server i can be modeled as:
Please
Comp
Ci ¼ ei � fi ð1Þ
where ei is a coefficient that represents the performance of a processor. Different types of servers can have different values of
ei. In the case of a fixed CPU frequency, larger values of ei mean that the server is more powerful. The capacity (throughput) of
a VM on a particular server depends on its allocated processor resource and its requirement for processor. Let Cj;t;k be the
throughput of VM k assigned to tier t of application j. If the VM is placed on server i, then the throughput Cj;t;k can be modeled
as:
Cj;t;k ¼
ei � fi;j;t;k

wj
ð2Þ
where fi;j;t;k denotes the virtual frequency of VM k allocated to tier t of application j and placed on server i (i.e. the CPU re-
sources allocated to VM k), wj represents the CPU requirement coefficient of the jth application. Larger values of wj mean that
more CPU resources is needed to deal with a request of type j.

3.3. Power model

The processor is one of the largest power consumers in today’s servers, and the choice of CPU has a significant impact on
the server’s power consumption. We model the power Pi consumed by a server i when operating at frequency fi as below:
Pi ¼ ai þ bi � f k
i ð3Þ
where ai and bi are positive constants. In realistic systems k varies between 2.5 and 3 [10]. In the remainder of this paper, we
use k ¼ 3 to illustrate our approach. This cubic relationship between operating frequency and power dissipation has been
adopted by other related work (e.g., [18]). ai includes the power consumption of all components except the CPU, plus the
base power consumption of the CPU. The power bif k

i is the dynamic power consumption of a processor. ai and bi can be ob-
tained by curve fitting against empirical measurements obtained from profiling the system off-line. Every server is either
switched off or is switched on and runs at a certain frequency. We have assumed that the power consumed by servers is
roughly 0 watts when they are switched off. Therefore, the server power consumption can be modeled as:
Pi ¼
ai þ bi � f 3

i when operating at frequency f i

0 when switched off

(
ð4Þ
3.4. Workload forecasting

There are several approaches available for load forecasting, like linear regression (LR), auto-regressive model (AR) and
exponential weighted moving average (EWMA). Dinda et al. [19] concluded that the web server workload is consistently pre-
dictable to a very useful degree from past behavior and the simple, practical models such as AR produce very good load esti-
mates for up to 30 s into the future. Therefore, we use an auto-regressive model based on p past values (ARðpÞ) to predict the
load of the applications in the cluster. Let fkðkÞg be the sequence of periodic samples of application workload, where kðkÞ
represents the measured value of application workload k during time interval k. At the beginning of every interval k, the
workload forecasting module forecasts the workload of the application for the current interval using a linear combination
of its measured value in the past several intervals,
k̂ðkÞ ¼
Xp

i¼1

½wi � kðk� iÞ� ð5Þ
where k̂ðkÞ is the predicted value for kðkÞ;wi is the predictor coefficients, and p is the order of the model that indicates that
number of past samples used for the prediction. In this paper, we set p to 8 and the predictor coefficients are estimated on-
line using the recursive least-squares (RLS) algorithm [20].
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3.5. Performance model

One important and commonly used QoS metric on web servers is response time, which is defined as the summation of
waiting time and service time. As response time is the most concern from user’s perspective, we choose it as performance
metric. In order to mathematically express the QoS constraint, each VM at a tier is modeled as a G/G/1 queuing system to
handle an arbitrary arrival distribution and service time distribution. The queuing discipline is assumed to be first-come-
first-serve (FCFS). According to the queuing foundations, the average response time dj;t;k of requests served at VM k of appli-
cation j at tier t can be calculated using the following equation:
Please
Comp
dj;t;k ¼
kj;t;k � ðr2

a þ r2
bÞ

2 � lj;t;k � ðlj;t;k � kj;t;kÞ
ð6Þ
where kj;t;k is requests arrival rates. r2
a and r2

b are the variance of inter-arrival time and the variance of service time, respec-
tively. In our work, r2

a and r2
b are estimated by online monitoring our system, similar to the approach applied in [21].

lj;t;k ¼ 1=Cj;t;k is the average service time.

3.6. Optimization model

Suppose that we are given a cloud data center that has n physical servers virtualized and shared by m types of applica-
tions with T tiers. Let L be the set of all the tiers. The set of servers is denoted by S and the set of applications is denoted by A.
Each server i 2 S hosts a subset of the applications. It does so by providing a VM for every application hosted on it. An appli-
cation may have multiple instances running across different VMs in the data center. Vj;t is the set of VMs allocated to tier t of
application j. TRj stands for the desired response time of application j. Each server i has a maximum capacity MCi (i.e. re-
quests/s) and a power consumption given by Pi.

One of the good properties of multi-tier architecture is that the response time in any tier only depends upon the number
of servers allocated to this tier. Therefore, we decompose an end-to-end response time guarantee into the per-tier average
response time targets, denoted by Tdj;1; Tdj;2; . . . ; Tdj;T , such that

PT
t¼1Tdj;t ¼ TRj. We adopt a network of queues model for per-

formance analysis of multi-tier applications. Each application is represented as a network of queues and each queue repre-
sents a VM at a particular tier. Fig. 2 illustrates an example on a typical three-tier server cluster. kj is the incoming request
rate for application j and is defined in Eq. (5) above. The workload is shared approximately equally among all the VMs at the
same tier and the request arrival rate of the various tiers in an T-tier application j is set to kj so that it can service its peak
workload demand. Thus, the requests arrival rate kj;t;k at VM k allocated to tier t of application j is kj=jVj;tj. In order to meet an
application response time requirement, we approximate the response time dj;t;k of requests served at VM k of application j at
tier t to be Tdj;t .

As in [22], we also consider the power consumption costs incurred when turning on the server and moving VMs for the
next control period. Let ONi represent the power consumption of turning on a server i. Its value is obtained experimentally.
The power consumption of moving a VM is computed using the linear model adopted in [22]. Therefore, the power consump-
tion Emj;t;k of migrating a VM k of application j at tier t from a server s to a server i can be expressed as follows:
Ems;i
j;t;k ¼ us;i �Mj;t;k þ v s;i ð7Þ
where Mj;t;k is the VM’s allocated memory size in GBs, us;i and vs;i are experimentally determined model parameters. We note
that for heterogeneous server clusters the model parameters need to be re-estimated for each of two different platforms. In
our work, we use ordinary least squares (OLS) regression to train the model parameters. To generate a sufficient number of
samples, we conduct a large number of experiments to evaluate the energy consumption of live migration of VMs with dif-
ferent sizes of memory configurations. For each experiment, we record the memory size of VM transmitted during migration
Fig. 2. End-to-end response time guarantee on a 3-tier server cluster.
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and calculate the power consumption using equation ð
PNS

k¼1ðP
k
s � Ps0Þ þ

PNS
k¼1ðP

k
d � Pd0ÞÞ=Tmig . Pk

s and Pk
d are the kth sample

power drawn by the source node and destination node during VM migration, respectively. Ps0 and Pd0 is the steady state
power drawn by the source node and destination node before migrating VM, respectively. Tmig is the duration of migration.
NS is the number of samples during a live VM migration.

The decision variables are defined as follows: xi;j;t;k is a binary variable which indicates whether a VM k of application j at
tier t is placed to a server i and yi is a binary variable which indicates if a server i is active. Let xi;j;t;k and yi be the values of the
variables xi;j;t;k and yi in the solution of the previous control time period, respectively. Let pj;t;k be an index of the server hosing
VM k of application j at tier t in the solution of the previous control time period.

Our objective is to minimize the power consumed by the cluster while satisfying response time goals for multi-tier appli-
cations in virtualized environments. As a result, the optimization problem of selecting the most power efficient configuration
of a virtualized server cluster can be formulated as follows:
Please
Comp
Min E ¼
Xn

i¼1

yi � ðai þ bi � f 3
i Þ

� �

þ
Xn

i¼1

Xm

j¼1

XT

t¼1

XjVj;t j

k¼1

Em
pj;t;k ;i
j;t;k �Maxð0; xi;j;t;k � xi;j;t;kÞ

h i

þ
Xn

i¼1

ONi �Maxð0; yi � yiÞ½ �

ð8Þ
Subject to :
Xm

j¼1

XT

t¼1

XjVj;t j

k¼1

Cj;t;k � xi;j;t;k

� �
6 yi �MCi 8i 2 S ð9Þ

Xn

i¼1

xi;j;t;k ¼ 1 8j 2 A;8t 2 L;8k 2 Vj;t ð10Þ

dj;t;k ¼ Tdj;t 8i 2 S;8j 2 A;8t 2 L;8k 2 Vj;t ð11Þ

fi ¼Max
Xm

j¼1

XT

t¼1

XjVj;t j

k¼1

½xi;j;t;k � fi;j;t;k�; f min
i

 !
8i 2 S ð12Þ

fi 6 f max
i 8i 2 S ð13Þ

yi; xi;j;t;k 2 f0;1g 8i 2 S;8j 2 A;8t 2 L;8k 2 Vj;t ð14Þ
The objective function given by Eq. (8) aims to find a cluster configuration that minimizes the operational cost of the ser-
ver cluster in terms of power consumption. Constraint Eq. (9) avoids the capacity of a physical machine (PM) to be exceeded.
Constraint Eq. (10) ensures that each application is assigned to run in the cluster. Constraint Eq. (11) ensures the QoS
requirement. Constraint Eq. (12) expresses CPU operating frequency on server i. Constraint Eq. (13) ensures that CPU oper-
ating frequency is in the range ½f min

i ; f max
i �. Constraint Eq. (14) defines the domain of the variables of the problem.

4. The heuristic algorithm

Due to the NP-Hard nature of the optimization problem described above, it is not possible to develop an algorithm pro-
viding optimal solutions in practically acceptable times. In this section we present an algorithm which is based on the mod-
ified best fit decreasing (BFD) heuristic producing high quality solutions with respect to the optimization objective described
in the previous section. Algorithm 1 shows the pseudo code for the solution of the energy- and performance-aware VM
placement problem.

Algorithm 1.

1. Input: The list of physical servers (PMList) and the list of VMs (VMList)
2. Output: The placement set of VMs to servers (MapSet) and the set of CPU frequencies allocated to servers and their

corresponding VMs (FreSet)
3. Initialize the collection MapSet to the empty set
4. Sort VMList in decreasing order based on the number of requests served at VMs
5. For i ¼ 1 To jVMListj do
6. For j ¼ 1 To jPMListj do
7. If VM i can be placed on PM j then
8. Calculate the increment of power consumption when VM i is allocated to PM j;
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9. EndIf
10. EndFor
11. If VM i cannot be placed to any PM in PMList then
12. Place VM i to PM j with the least load
13. Else
14. Place VM i to PM j with the smallest increment of power consumption
15. EndIf
16. Add the assignment to the set MapSet
17. EndFor
18. Update the CPU frequency set FreSet according to the placement set MapSet
19. Return FreSet and MapSet

As given in Algorithm 1, we start by sorting the list of VMs based on the number of their service requests. Then the heu-
ristic takes one VM at a time and try to place it onto the physical server with the smallest increment of power consumption.
If a suitable placement is found in this way, the allocation set is updated. Finally, when all VMs are placed, we use Eqs. (2)
and (12) to calculate CPU frequency for each active server and its corresponding VMs, respectively. The total increment in
power consumption caused by the assignment of a VM to a server is the sum of the power consumption increment for
the server, VM live migration and turning on servers. The increment in power consumption of the server is calculated using
Eqs. (2), (3) and (6). The increment in power consumption of VM live migration is calculated using equation
½Em

pj;t;k ;i
j;t;k � ð1� xi;j;t;kÞ�. The increment in power consumption of turning on servers is calculated using equation

½ONi � ð1� yiÞ�. Given a set of k VMs and a set of n physical servers, the complexity of the heuristic is Oðk � nÞ.
5. Resource actuator

In order to achieve a better performance guarantee, resource actuator uses the PI controller to adjust the virtual frequency
of each VM. Based on control theory, a feedback control loop is designed for each VM. In the control loop, the monitor module
computes and passes the average response times to the feedback controller, which computes the error eðlÞ between the mea-
sured response time d̂j;t;kðlÞ and the desired response time Tdj;t . Based on this input, the controller calculates CPU resource
adjustment Dfj;t;kðlÞ for each VM in next control interval. We use Root Locus [23] to design the PI controller. A digital form
of the PI control function is:
Please
Comp
Dfj;t;kðlÞ ¼ Dfj;t;kðl� 1Þ þ p � ðeðlÞ � q � eðl� 1ÞÞ; Dfj;t;kð0Þ ¼ 0
where p and q are design parameters called the control gain and the controller zero, respectively.
Thus, the actual frequency allocated to each VM during management interval l is:
f̂ i;j;t;kðlÞ ¼ fi;j;t;kðlÞ þ Dfj;t;kðlÞ
Accordingly, the CPU frequency setting for each PM is:
f̂ iðlÞ ¼

f max
i If

Pm
j¼1

PT
t¼1

PjVj;t j
k¼1 ½xi;j;t;k � f̂ i;j;t;kðlÞ� > f max

i

f min
i If

Pm
j¼1

PT
t¼1

PjVj;t j
k¼1 ½xi;j;t;k � f̂ i;j;t;kðlÞ� < f min

iPm
j¼1

PT
t¼1

PjVj;t j
k¼1 ½xi;j;t;k � f̂ i;j;t;kðlÞ� Otherwise

8>>><
>>>:
In our work, CPU resources are allocated to each VM by means of Xen credit scheduler. Credit scheduler allocates CPU in
proportion to the weights assigned to the VMs. In each control period, the resource actuator computes a weight ri;j;t;kðlÞ for
every VM using the following equation:
ri;j;t;kðlÞ ¼
xi;j;t;k � f̂ i;j;t;kðlÞPm

j¼1

PT
t¼1

PjVj;t j
k¼1 xi;j;t;k � f̂ i;j;t;kðlÞ
6. Experimental evaluation

In this section, we introduce our testbed and present our empirical results.

6.1. Testbed

Our testbed uses a 12-node cluster composed of four different types of servers, whose parameters are listed in Table 1. A
computer named Storage is used as the storage server for the Network File System (NFS). Storage is not part of the cluster.
Each sever has a DVFS-capable processor and an Ethernet interface that supports the Wake-On-LAN protocol for remote
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Table 1
Specification of four types of server used in our testbed.

Type Processor Frequency steps f max
i (GHz) f min

i (GHz) ai bi Boot time (s) ei ONi

1 AMD Athlon 64 3800+ 5 2.4 1.0 70.03 4.17 101 63.13 112W
2 AMD Athlon 64 3500+ 4 2.2 1.0 66.19 4.91 110 52.27 102W
3 AMD Athlon 64 3400+ 5 2.4 1.0 67.59 3.11 114 42.50 96W
4 AMD Athlon 64 X2 5000+ 6 2.6 1.0 76.62 3.98 91 108.46 126W
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wakeup capability. The host operating system is SUSE Linux Enterprise Server 10.2 with Linux kernel 2.6.21. We use Xen 4.0
as our hypervisor. All nodes are connected by 10 Gigabit Ethernet. The AC power draw of the entire cluster is measured with
the use of a Watts Up Pro power meter which is connected to the power strip. The power meter has an accuracy of ±1%. The
Monitor module periodically collects two types of statistics: the application server-side response time and throughput. In our
testbed, the application server-side response time is defined as the amount of time taken to service a client request and the
throughput defined as the total number of client requests serviced in a defined time.

We select the TPC-W benchmark as the hosted cloud application for the evaluation of the proposed resource management
system. TPC-W is a typical e-business application that implements an online store, which is primary CPU-intensive [24] and
allows users to browse and make orders, and managers to manage orders, suppliers and inventory. We employ a three-tier
cluster implementation of TPC-W, which consists of two Apache (version 1.3.11) web servers and four Tomcat (version
5.5.20) application servers and four MySQL (version 5.0.45) database servers. The three tiers of each instance of TPC-W
are deployed as 10 VMs. We have deployed up to 4 TPC-W instances, referred to as from TPC-W-1 to TPC-W-4, and thereby,
deployed up to 40 VMs in a small data center. Table 2 illustrates the parameters of four TPC-W instances in the cluster.

The workloads used in our experiments are generated based on the web traces from the 1998 Soccer World Cup site [25]
and an customer’s web server traffic statistics from Shanghai Science & Technology Network Communications Corporation
(STNC). We have chosen one hour’s traffic from each of these traces and then scaled them to the range of request rates that
our experimental setup can handle. Fig. 3 shows these scaled workloads, where workload-1 and workload-2 use the scaled
World Cup trace, and workload-3 and workload-4 use the STNC workload trace. The data are sampled every 30 seconds. A
real-time log replayer [26] is employed to generate the trace-driven load.

We choose a control interval of Ts = 30 s. This value is found to be applicable to our case, but it typically depends on target
systems and application workload characteristics. The number of control periods is 120. The request rate in each 30 s is con-
sidered as the average request arrival rate over a 30-second period. Every 30 s, our resource management scheme controls
the number of servers running in active and inactive modes according to system workload and adjusts their respective CPU
frequencies. When reconfiguring the cluster, the overhead of frequency adjustment is ignored since it is very small [27].
However, the server boot time cannot be ignored, which greatly affects the performance during boot time. In this work,
we use the double control periods (DCP) model proposed by Zheng et al. [28] to compensate the overhead. The basic idea
of DCP model is to use two control periods to achieve better performance. One control period is used to adjust the number
of active servers and their CPU frequency, and the other control period helps to turn on the additional servers in advance.
Finally, in order to reduce the total migration time of all migrated VMs, we introduce simultaneous migrations proposed
by Murtazaev et al. [29] to shorten overall migration time. Simultaneous migrations mean that we can perform multiple
VM migrations simultaneously on different servers as long as these servers are not busy with other VM migrations.

6.2. Model validation

In the first set of experiments, we employ one server of type 4 and workload-1 to evaluate the accuracy of the workload
predictor, the accuracy of the power model, the accuracy of the performance model, and the accuracy of the capacity model.

We use a simple TPC-W configuration, in which the Apache, MySQL and Tomcat servers are placed into one VM. The VM
are deployed on one server of type 4. To evaluate the accuracy of the models, we introduce two metrics, the mean absolute
percentage error (MAPE) and the coefficient of determination (R2), which is defined as:
Table 2
Applica

Appl

TPC-
TPC-
TPC-
TPC-

Please
Comp
MAPE ¼ 1
n

Xn

t¼1

ct � ĉt

ct

����
���� ð15Þ

R2 ¼ 1�
Pn

t¼1ðct � ĉtÞ2Pn
t¼1ðct � �cÞ2

ð16Þ
tion parameters.

ication wj TRj (s)

W-1 1.0 0.7
W-2 1.2 0.5
W-3 1.6 0.9
W-4 2.0 1.0
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Fig. 3. Workload traces for four applications.
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where n is the total number of samples, ct and ĉt are the measured value and the model-predicted value, and �c is the sample
mean of ct .

To evaluate the predictive power of the power model, we vary the CPU frequency of the server of type 4 and use Eq. (3) to
predict the server power consumption. The predicted results are shown in Fig. 4(a) against measurement results. We can see
from the figure that the power model has a high degree of accuracy with the MAPE 4.4% and the R2 95.6%. To evaluate the
predictive power of the performance model, we utilize the Xen credit scheduler to vary the CPU capacity allocations of the
VM deploying on the server of type 4 and use Eq. (6) to predict the end-to-end response times. The prediction is shown in
Fig. 4(b) against the measured results. The result shows that the performance model provides effective estimates with the
MAPE 3% and the R2 93.1%. Fig. 4(c) shows the measured request rate, and the request rate estimated by our workload pre-
dictor. Again, we can see that the predicted workload closely approximates the measured workload with the MAPE 10.3% and
the R2 94.2%. Finally, Fig. 4(d) shows that the capacity model is able to accurately predict the server’s capacity for various CPU
frequency values with the MAPE 4.2% and the R2 96.7%.

6.3. Effectiveness evaluation

To evaluate the effectiveness of our resource management scheme, we compare the power consumption and QoS for our
scheme and for four other policies, as follows:

PG the performance governor, which is a standard Linux baseline policy, that sets the CPU speed to the highest available
frequency all the time. This governor provides no energy saving benefits and reproduces the behavior of a typical com-
mercial data center.

OG the on-demand governor, which is a standard Xen power management policy, that dynamically changes CPU fre-
quency in response to CPU utilization but does not include server on/off mechanisms. We implement the on-demand
policy based on the algorithm described in [30]. The basic idea is as follows: if current CPU utilization is more than a
threshold (80%), the policy increases the frequency to the maximum. Whenever a low CPU utilization (less than 20%) is
observed, the policy makes the frequency jump to the lowest frequency.

OOP the SLA-based On–Off power management policy that does on–off reconfigurations based on the optimization scheme
described in Section 3 and operates all used servers at their maximum CPU frequency. The OOP policy differs from our
approach in two ways: first, in the OOP policy no feedback control of DVFS is applied; and second, the OOP policy does
not adjust CPU frequencies of servers used.
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Fig. 4. The prediction accuracy of power, performance, capacity and load forecasting models.
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UG the utilization-based policy that adopts LRR-MMT-1.2 heuristics proposed by Beloglazov et al. [14] to dynamically
consolidate VMs based on two CPU utilization thresholds in order to reduce energy consumption of cloud infrastruc-
tures while ensuring cloud applications’ SLA. Its main idea is to determine upper and lower utilization thresholds for
severs and these utilization thresholds are dynamically adjusted. If the CPU utilization of a server is under the lower
threshold, all VMs are migrated from this server and the server is turned off to reduce the idle power consumption. If
the CPU utilization goes beyond the upper threshold, some VMs are migrated from the server to avoid a possible SLA
violation.

We conduct a set of experiments using four TPC-W applications (for a total of 40 VMs) deployed in 12 servers. The VM
placement for the performance and on-demand governors are statically configured such that response time targets can be
met under the peak workload arrival rate. Similar to the approach applied in [21], we set the per-tier average response time
target to be 10%, 50% and 40% of the end-to-end response time target, for Apache, Tomcat, and Mysql respectively.

The response time results for five policies are shown in Fig. 5. In all response time plots, each data point is an average over
a 30 seconds period. The horizontal straight line represents the response time targets. As demonstrated by Fig. 5, the PG and
OG policies meet desired average response time targets at any time. In comparison, our approach , UG policy and OOP policy
maintain substantially response time below a predefined threshold. However, compared to the OOP and UG policies, our ap-
proach is able to provide better assurance of average response time targets in the face of dynamically changing workloads.
This is due to the fact that our approach combine the queuing-theoretic prediction with the feedback control to regulate the
response time. The better performance of our policy compared to the UG and OOP policies is also confirmed by a smaller
value of SLA violation shown in Table 3. The SLA violation is defined as a ratio of the number of requests missing their re-
sponse time targets to the total number of requests served over the experiment.
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Fig. 5. The response time for four applications.

Table 3
Performance comparison of five management approaches.

Approach SLA violation (%)

PG policy 0
OG policy 0
OOP policy 16.38
UG policy 11.12
Our policy 3.91
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Fig. 6 shows the total energy consumption for five policies within one hour. The total energy consumed in the experi-
ments is approximately 1.322 kW h for the PG policy, 1.189 kW h for the OG policy, 0.707 kW h for the OOP policy,
0.716 kW h for the UG policy and 0.656 kW h for our policy. This means an energy consumption reduction of approximately
50.3% from the PG policy to our policy. The energy consumption reduction from the OG policy to our policy is about 44.8%.
Comparing the OOP policy with our policy, the results show an energy consumption reduction of about 7.2%. Our policy pro-
vides a 8.3% savings in energy consumption when compared to the UG policy. The reason is that our policy combine DVFS
mechanisms with VM based server consolidation to simultaneously optimize the server’s operating frequencies and the
number of active servers in order to reduce the overall energy consumption.

In summary, compared to the PG and OG approaches, our policy provides significant energy savings while still guaran-
teeing the performance of multi-tier applications in a prototype cloud data center. Compared to the OOP and UG policies,
our policy provides better performance and saves energy.
Please cite this article in press as: Gao Y et al. Service level agreement based energy-efficient resource management in cloud data centers.
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Fig. 6. Power Consumption for five management approaches.
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7. Conclusion

In this paper, a dynamic resource management scheme is proposed to address combined power and performance man-
agement in cloud data centers. The proposed scheme exploits both DVFS and server consolidation to achieve energy effi-
ciency and desired application-level performance in cloud data centers. We accomplish this goal by providing each
application with the minimum amount of physical resource capacity needed to meet its SLA, and dynamically relocating
VMs according to current resources requirements. We introduce the system architecture of our resource management
scheme, and the implementation details of each component. A 0-1 integer programming model is built for integrated power
and performance management problem in cloud data centers. The objective of the model is to find a cluster configuration
(i.e., which servers must be active and which VMs can be placed on which server) that minimizes the overall server cluster
cost in terms of power consumption. Our scheme has four advanced features. First, based on simple but effective mathemat-
ical models, the scheme leads to low software customization costs when deployed to new platforms. Second, the scheme is
developed upon a solid theoretical foundation, where we integrate timing analysis, queuing theory, integer programming,
and control theory techniques. Third, compared to previous studies, the proposed scheme can provide strict QoS guarantees
and effectively deal with heterogeneous hardware and VMs. Fourth, a fast heuristic algorithm is developed for dynamic
placement of virtual machines in run time applying live migration according to the incoming workload and thus minimizing
energy consumption. We experimentally validate it in a prototype multi-tier data center consisting of 12 servers with a mul-
ti-tier application benchmark. Our experiments show that the proposed resource management scheme can achieve power
savings of 50.3% compared to a statically provisioned case, while achieving application SLAs.
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