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Abstract. Classification of detected pulmonary nodules is a key task
in deciding the optimal follow-up strategy for patients in lung cancer
screening. We propose a framework based on Convolutional Networks
(ConvNets) to automatically assess nodule type for lesions detected in
CT scans. The proposed ConvNet processes nodules in 3D scans through
a combination of several 2D views and classifies it as solid, part-solid,
non-solid and calcified. We validated the method on data from the lung
cancer screening trials DLCST and MILD.
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1 Introduction

Lung cancer screening is being implemented in the U.S. as a consequence of the
positive results of the NLST trial [1], which showed a 20% reduction in mortal-
ity from lung cancer in subjects who underwent Computed Tomography (CT)
screening. For this reason, high-risk subjects will be checked for the presence of
nodules. In case a nodule is found, the main question radiologists have to answer
is: what to do next? In order to address this question, the Lung CT Reporting
And Data System (LungRADS1) guidelines for defining the best follow-up strat-
egy for patients have been introduced, which mainly is based on nodule type, size
and growth. However, in the presence of a baseline scan, only information on
nodule type ans size is available. Pulmonary nodules can be classified into four
main types: solid, non-solid, part-solid and calcified nodules. Examples of ap-
pearance of pulmonary nodules on the 2D axial view of a CT scan are shown in
Figure 1. Automatic classification of nodule type can allow automatic assessment
of LungRADS category, making screening routines more efficient.
1 http://www.acr.org/Quality-Safety/Resources/LungRADS
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(a) solid (b) non-solid (c) part-solid (d) calcified

Fig. 1: Axial views of pulmonary nodules in CT scans.

Researchers have recently proposed approaches for automatic classification
of pulmonary nodules in CT scans. A typical approach for nodule classification
consists in (1) designing an informative descriptor of lung nodule and (2) training
a classification model to automatically predict nodule type. In [2], nodules were
classified as solid, non-solid and part-solid. A nodule descriptor was designed
based on information on volume, mass and intensity of the nodule, and a kNN
classifier was applied. In [3], the SIFT descriptor was used to classify nodules
as juxta, well circumscribed, pleural-tail and vascularized. A feature matching
strategy was used for classification purposes. A descriptor specifically tailored
for lung nodules analysis was introduced in [4], which was successfully used to
classify solid nodules as spiculated. However, to the best of our knowledge, an
approach which covers all the nodule types relevant for assessing LungRADS
category has not been presented yet.

In this paper, we present a framework for automatic pulmonary nodule clas-
sification in chest CT. Differently from what has been done in previous work,
we design a classification framework based on Convolutional Network (ConvNet)
[5]. This allows to simultaneously learn the nodule descriptor and the parameters
of the classifier from raw data while training the whole architecture end-to-end.
The analysis of nodules in CT scans implies working with 3D data. However,
in [6] it was shown that a combination of 2D views of nodules is informative
enough for classification purposes. For this reason, in our approach we extract
nodule data by using several planes that intersect a 3D volume containing the
nodule and feed the ConvNet with the obtained 2D patches. Differently from [6],
we go beyond the limit of three 2D views of the nodule, which allows to have a
richer 3D data representation. To the best of our knowledge, this is the first time
this kind of approach is applied to generate patches for training a ConvNet. We
evaluated the performance of the proposed system using data from lung cancer
screening trials, namely DLCST [7] and MILD [8].

2 Method

The proposed framework is developed in the context of lung cancer screening, in
which we assume that the location (e.g., the center of mass) in the CT scan and
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Fig. 2: Examples of patches extracted by intersecting N planes with the nodule
in 3D are depicted, with N = 1, 2, 3, 10. The center used as reference for rotation
is indicated, as well as a “top-right” reference point for each patch, used to better
visualize the kind of rotation applied to the reference patch.

the diameter of the nodule are known. Even though these might seem a strong
assumption, it is worth noting that CAD systems are often used by radiologists
during reading sessions, and that tools for (semi-)automatic nodule detection
and segmentation are available.

2.1 2D patches generation

The core of the proposed framework for nodule type classification is a ConvNet.
In our approach, we feed the ConvNet using several 2D views of each detected
nodule. Given the center of mass c = [cx, cy, cz] of a nodule and its equivalent
diameter d, we extract a set of N 2D patches by intersecting the 3D image with
planes Ψn (n = 1, . . . , N) passing through c. For each plane Ψn, the content of the
CT scan inside a square patch of size k·d is extracted, where k is a coefficient that
scales the patch size according to the nodule diameter d. In order to generate a
plane Ψn, we consider three rotation angles (θnx , θny , θnz ) with respect to the x, y, z
axes respectively. Given the number of planes N , we assign the same value to
the three angles as θnx = θny = θnz = (n−1)π

N . We finally extract the nth patch by
applying the plane Ψn obtained by rotating Ψ1 with respect to (θnx , θ

n
y , θ

n
z ) in

the order x→ y → z. Examples of planes generated for patches extraction for
several values of N are depicted in Figure 2(a-d). The advantage of this kind of
approach for patch extraction is two-fold. First, it allows to easily capture the
appearance of a 3D object as a combination of a N 2D views, without being
constrained by a fixed orientation of patches. Second, making the parameter N
depend on nodule types distributions allows to efficiently tackle the problem of
skewed training data sets.

2.2 Data augmentation

Varying the parameter N can be seen as a technique for augmenting data.
However, in order to increase the robustness of the network to variability in
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4 weight layers

conv3-64 maxpool conv3-64 maxpool FC-16 FC-4 soft-max
Table 1: ConvNet architecture. The nomenclature follows the one used in [9].

nodule type, orientation and size, we further augment each patch by apply-
ing the following transformations: (1) shift of the center of mass by a vector
∆cl = [δlx, δ

l
y, δ

l
z] (l = 1, . . . , L), where each δ is drawn from a uniform distribu-

tion U(
√
3,
√
3), where 3 mm is considered as the radius of the smallest nodule of

interest in a screening scenario; (2) scaling the patch size by setting the parame-
ter k = (1.0, 1.5, 2.0); (3) flip up-down and left-right of each patch, additionally
to the original patch. As a consequence, each patch is augmented by a factor 9L.

2.3 ConvNet design

In order to define the optimal ConvNet architecture for the nodule classification
problem, we followed the approach proposed in [9]. We set the size of convolu-
tional kernels to 3×3 px, starting with 64 filters. Similarly to [9], we kept adding
pairs of convolutional and maxpooling layers maximizing the performance on a
validation set until no substantial improvements were obtained. As a result, we
built a final network based on the architecture detailed in Table 1. The soft-max
layer has 4 neurons, which produces a probability for the classes solid, non-solid,
part-solid and calcified. We implemented the network using Theano [10].

3 Data

We are interested in evaluating the performance of the proposed method in a
lung cancer screening scenario. For this reason, we validated our approach using
baseline scans from 823 subjects from the Danish Lung Cancer Screening Trial
(DLCST) [7] and 1,544 subjects from the Multicentric Italian Lung Detection
(MILD) trial [8]. In all cases, non contrast-enhanced low-dose CT scans were
acquired using a 16-detector row CT system, with section collimation 16 × 0.75
mm. Nodules were manually detected and labeled by screening radiologists and
sets of independent experienced readers, which gave a total of 4,715 nodules. In
the rest of the paper, we refer to the collected dataset as screening-ds. The
details on number of nodules grouped per type are reported in Table 2.

4 Validation

We trained the ConvNet using data from screening-ds. We split the data set
into training (70%), validation (20%) and test (10%), equally distributing nodule
types and avoiding intersection of data from the same patient across data sets. In
order to build the training and validation data set, we set the number of offsets
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solid calcified part-solid non-solid

Training nodules 1,835 1,137 112 237

Validation nodules 525 325 33 68

N 6 9 90 42

Training patches (w/o augmentation) 11,010 10,233 10,080 9,954

Validation patches (w/o augmentation) 3,150 2,925 2,970 2,856

Test nodules 251 154 11 27

Sensitivity 0.92 0.96 0.45 0.89

Specificity 0.97 0.97 0.97 0.98
Table 2: Details of nodule types grouped per data set used in the validation of
the ConvNet.

ConvNet

solid calcified part-solid non-solid

R
ef
er
en

ce

solid 231 8 10 2

calcified 3 148 0 3

part-solid 2 0 5 4

non-solid 1 0 2 24
Table 3: Confusion matrix computed on the test data set.

L = 10 and specifically adapted the parameter N per nodule type, in order to
obtain around 10,000 training patches and around 2,800 validation patches per
nodule type (see Table 2). In this way, all classes were equally represented in the
training and validation set. The final number of patches used for training the
ConvNet was 10, 000× 4(classes)× 9L = 3.6M. We initialized the parameters
of the ConvNet using the method in [11] and trained using stochastic gradi-
ent descent, minimizing the cross-entropy error. During optimisation, we used
RMSProp [12] with η = 10−4, ρ = 0.9 and ε = e−6. We set the batch size to
128 and used dropout with a probability of 0.5. We trained the network using
the training set and used the validation set to stop training when the highest
accuracy was reached.

We evaluated the performance on the test set. For testing purposes we set
N = 9, which provided 9 patches per test nodule at constant angular distance,
and k = 1.5, which set the area covered by the 2D patch as 1.5 times the diame-
ter of the nodule, making sure that the whole nodule and part of the surrounding
parenchyma/structures was visible. For each test sample, we predicted the nod-
ule class for each one of the 9 patches and computed the predicted nodule type
as the label that maximizes the mean probability per class. We computed the
confusion matrix (see Table 3) by comparing the class obtained from the auto-
matic procedure and the annotations provided by experts, and derived measures
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of sensitivity and specificity per class (see Table 2). Good values of sensitivity
are obtained for the four nodule types, even though the ConvNet sometimes con-
fuses non-solid and part-solid nodules. This was expected, since the difference
between the two types consists in the presence of a solid core, which is some-
times very small or attached to a vascular structure and therefore very difficult
to define. Confusion between solid and part-solid nodules is also observed. It is
worth remembering that part-solid nodules are recognizable in CT scans as a
non-solid opacity with the presence of a solid core. In cases in which the solid
core is comparable with the size of the whole nodule, the non-solid part of it is
reduced to a thin interface between the solid core and the parenchyma. In thses
cases, distinguishing a solid by a part-solid nodule can be challenging, even for
experienced readers.

5 Conclusion

We have presented a framework based on Convolutional Networks to automati-
cally assess nodule type for lesions detected in CT scans, which has the potential
for being used to decide the optimal follow-up strategy for patients in lung cancer
screening. We are planning to perform observer studies to compare the perfor-
mance of the ConvNet with the inter-observer variability in classifying the four
considered nodule types, as well as investigating the feasibility of training the
ConvNet with raw 3D data. Finally, training the network with a larger data set,
including examples from diagnostic settings is a topic for future work.

6 Acknowledgement

This project was funded by a research grant from the Netherlands Organiza-
tion for Scientific Research, project number 639.023.207. The MILD project was
supported by grants from the Italian Association for Cancer Research (AIRC):
IG research grant 11991 and the special program “Innovative Tools for Can-
cer Risk Assessment and early Diagnosis”, 5 1000, No.12162; Italian Ministry of
Health (RF- 2010). The authors would like to thank NVIDIA Corporation for
the donation of a GeForce GTX Titan X graphics card.

References

1. Aberle, D.R., Adams, A.M., Berg, C.D., Black, W.C., Clapp, J.D., Fagerstrom,
R.M., Gareen, I.F., Gatsonis, C., Marcus, P.M., Sicks, J.D.: Reduced lung-cancer
mortality with low-dose computed tomographic screening. New England Journal
of Medicine 365 (2011) 395–409

2. Jacobs, C., van Rikxoort, E.M., Scholten, E.T., de Jong, P.A., Prokop, M.,
Schaefer-Prokop, C., van Ginneken, B.: Solid, part-solid, or non-solid?: Classifica-
tion of pulmonary nodules in low-dose chest computed tomography by a computer-
aided diagnosis system. Investigative Radiology 50 (2015) 168–173



7

3. Farag, A., Elhabian, S., Graham, J., Farag, A., Falk, R.: Toward precise pulmonary
nodule descriptors for nodule type classification. Medical Image Computing and
Computer-Assisted Intervention 13 (2010) 626–633

4. Ciompi, F., Jacobs, C., Scholten, E., Winkler Wille, M., de Jong, P., Prokop,
M., van Ginneken, B.: Bag of frequencies: a descriptor of pulmonary nodules in
computed tomography images. IEEE Transactions on Medical Imaging 34 (2015)
1–12

5. Schmidhuber, J.: Deep learning in neural networks: an overview. Neural Networks
61 (2015) 85–117

6. Ciompi, F., de Hoop, B., van Riel, S.J., Chung, K., Scholten, E.T., Oudkerk, M.,
de Jong, P.A., Prokop, M., van Ginneken, B.: Automatic classification of pul-
monary peri-fissural nodules in computed tomography using an ensemble of 2d
views and a convolutional neural network out-of-the-box. Medical Image Analysis
26 (2015) 195–202

7. Pedersen, J.H., Ashraf, H., Dirksen, A., Bach, K., Hansen, H., Toennesen, P.,
Thorsen, H., Brodersen, J., Skov, B.G., Dossing, M., Mortensen, J., Richter, K.,
Clementsen, P., Seersholm, N.: The Danish randomized lung cancer CT screen-
ing trial–overall design and results of the prevalence round. Journal of Thoracic
Oncology 4 (2009) 608–614

8. Pastorino, U., Rossi, M., Rosato, V., Marchiano, A., Sverzellati, N., Morosi, C.,
Fabbri, A., Galeone, C., Negri, E., Sozzi, G., Pelosi, G., La Vecchia, C.: Annual or
biennial CT screening versus observation in heavy smokers: 5-year results of the
mild trial. European Journal of Cancer Prevention 21 (2012) 308–315

9. Simonyan, K., Zisserman, A.: Very deep convolutional networks for large-scale
image recognition. arXiv:14091556 (2014)

10. Theano Development Team: Theano: A Python framework for fast computation
of mathematical expressions. arXiv e-prints abs/1605.02688 (2016)

11. Glorot, X., Bengio, Y.: Understanding the difficulty of training deep feedforward
neural networks. In: International conference on artificial intelligence and statistics.
(2010) 249–256

12. Dauphin, Y.N., de Vries, H., Chung, J., Bengio, Y.: Rmsprop and equilibrated
adaptive learning rates for non-convex optimization. arXiv:150204390 (2015)


