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AI and Brain Science
To make intelligent machines by electronics, 
we should not bother biological constraints.

As there’s a superb implementation 
in the brain, we should learn from that.

AI in 20th century: program human expertise
AI in 21st century: learn from big data

Brain-like implementation like Deep Learning
gives the best performance.



Artificial IntelligenceBrain Science

Coevolution in Pattern Recognition

Multi-layer learning
(Amari, 1967) 

Neocognitron
(Fukushima 1980)

ConvNet (Krizhevsky, Sutskever, Hinton, 2012)

GoogleBrain(2012)

Place cell
(O’Keefe 1976) 

Face cell (Bruce, Desimone, Gross 1981)

(Sugaseet al. 1999)
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the stimulus groups monkey, human and shape. The four fine
categories were classifications within the facial stimuli: F1, monkey
identity; F2, monkey expression; F3, human identity; and F4,
human expression. For each category, we calculated the time
course of the transmitted information (Ic) from the number of
spike discharges using a moving time window of 50 ms, and
evaluated significance of information with the x2 test13 (see
Methods).

Figure 2a shows the results of the information analysis for the
responses of the neuron in Fig. 1. The neuron coded ‘significant’
information about all five categories tested. The earliest information
was global (G). Its transmission rate increased rapidly, correspond-
ing to the initial part of the averaged response (beige histogram),
and then decreased. Information regarding F2 (monkey expression)

and F3 (human identity) peaked after the global peak. Once F2
peaked, it declined slowly and lasted during the sustained dis-
charges, whereas global and F3 information fell rapidly from their
peaks before levelling off. F1 (monkey identity) and F4 (human
expression) were encoded at a much lower level than the others. The
response latency of this neuron was 53 ms, and the latencies for the
information about each category were as follows: G, 45; F1, 157; F2,
93; F3, 125; and F4, 125 ms. Thus, the earliest transient discharge
conveyed global information, and the later sustained discharge
encoded one category of the fine information best14.

Of the 86 face-responsive neurons, 11 neurons (13%) did not
encode significant information in any category, 43 (50%) coded
either global or fine category information, and 32 (37%) coded both
categories. To clarify how single neurons encoded both global and
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Figure 1 Responses of a face-responsive neuron. a, Areas of brain examined.

AP0 represents the position of the external auditory meatus; A14, A19, A22 and

A24 represent anterior 14,19, 22 and 24mm, respectively. AMTS, anterior middle

temporal sulcus; STS, superior temporal sulcus. b–d, Response diagrams of a

single neuron for monkey, human and shape stimuli, respectively. Each diagram

consists of a stimulus image, a raster plot of the response and a spike-density

plot, in the first, second and third rows, respectively. The expressionsof 4monkey

models were neutral (A), pout-lips (B), full open-mouthed (C) and mid open-

mouthed (D). Those of 3 human models were neutral (A), happy (B), surprised (C)

and angry (D). The colours of circles and rectangles were red (A), blue (B), green

(C) and pink (D). For the spike-density plot, spikes per ms over all trials were

summed and smoothed with a gaussian filter (s:d: ¼ 10ms). The vertical line in

eachplot indicates the timeof stimulus onset, and the dashed part in the abscissa

indicates the duration of stimulus presentation.
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FIG. 2. Place fields for all place units except 21342 and those from animal 217. 

distributed around the maze. The concentration of fields from the other 
animals in arm B may have reflected the fact that many of the rats spent 
their “free time” in this arm. The fact that the initial search for units 
was conducted there might also have introduced a bias towards units 
active in that area. In any case, it was clear that the majority of fields 
were not located in those places which contained the rewards or other 

FIG. 3. Place fields for place units from animal 217. 

Experience dependence
(Blakemore & Cooper 1970)

RECEPTIVE FIELDS IN CAT STRIATE CORTEX 579
found by changing the size, shape and orientation of the stimulus until a clear
response was evoked. Often when a region with excitatory or inhibitory
responses was established the neighbouring opposing areas in the receptive
field could only be demonstrated indirectly. Such an indirect method is
illustrated in Fig. 3B, where two flanking areas are indicated by using a short
slit in various positions like the hand of a clock, always including the very
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Fig. 3. Same unit as in Fig. 2. A, responses to shinling a rectangular light spot, 1° x 8° ; centre of
slit superimposed on centre of receptive field; successive stimuli rotated clockwise, as shown
to left of figure. B, responses to a 1° x 5° slit oriented in various directions, with one end
always covering the centre ofthe receptive field: note that this central region evoked responses
when stimulated alone (Fig. 2a). Stimulus and background intensities as in Fig. 1; stimulus
duration 1 sec.

centre of the field. The findings thus agree qualitatively with those obtained
with a small spot (Fig. 2a).

Receptive fields having a central area and opposing flanks represented a
common pattern, but several variations were seen. Some fields had long narrow
central regions with extensive flanking areas (Figs. 1-3): others had a large
central area and concentrated slit-shaped flanks (Figs. 6, 9, 10). In many
fields the two flanking regions were asymmetrical, differing in size and shape;
in these a given spot gave unequal responses in symmetrically corresponding

37 PHYSIO. CXL,VIIT) by guest on October 20, 2012jp.physoc.orgDownloaded from J Physiol (

Feature detectors 
(Hubel & Wiesel 1959)

Perceptron
(Rosenblatt 1962)



Brain Science

Co-Evolution: Reinforcement Learning
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Classic conditioning (Pavlov 1903)

Operant conditioning
(Thorndike 1898,
Skinner 1938)

Deep Q network (Mnihet al. 2015)difficult and engaging for human players. We used the same network
architecture, hyperparameter values (see Extended Data Table 1) and
learning procedure throughout—taking high-dimensional data (210|160
colour video at 60 Hz) as input—to demonstrate that our approach
robustly learns successful policies over a variety of games based solely
on sensory inputs with only very minimal prior knowledge (that is, merely
the input data were visual images, and the number of actions available
in each game, but not their correspondences; see Methods). Notably,
our method was able to train large neural networks using a reinforce-
ment learning signal and stochastic gradient descent in a stable manner—
illustrated by the temporal evolution of two indices of learning (the
agent’s average score-per-episode and average predicted Q-values; see
Fig. 2 and Supplementary Discussion for details).

We compared DQN with the best performing methods from the
reinforcement learning literature on the 49 games where results were
available12,15. In addition to the learned agents, we also report scores for
a professional human games tester playing under controlled conditions
and a policy that selects actions uniformly at random (Extended Data
Table 2 and Fig. 3, denoted by 100% (human) and 0% (random) on y
axis; see Methods). Our DQN method outperforms the best existing
reinforcement learning methods on 43 of the games without incorpo-
rating any of the additional prior knowledge about Atari 2600 games
used by other approaches (for example, refs 12, 15). Furthermore, our
DQN agent performed at a level that was comparable to that of a pro-
fessional human games tester across the set of 49 games, achieving more
than 75% of the human score on more than half of the games (29 games;

Convolution Convolution Fully connected Fully connected

No input

Figure 1 | Schematic illustration of the convolutional neural network. The
details of the architecture are explained in the Methods. The input to the neural
network consists of an 84 3 84 3 4 image produced by the preprocessing
map w, followed by three convolutional layers (note: snaking blue line

symbolizes sliding of each filter across input image) and two fully connected
layers with a single output for each valid action. Each hidden layer is followed
by a rectifier nonlinearity (that is, max 0,xð Þ).
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Figure 2 | Training curves tracking the agent’s average score and average
predicted action-value. a, Each point is the average score achieved per episode
after the agent is run with e-greedy policy (e 5 0.05) for 520 k frames on Space
Invaders. b, Average score achieved per episode for Seaquest. c, Average
predicted action-value on a held-out set of states on Space Invaders. Each point

on the curve is the average of the action-value Q computed over the held-out
set of states. Note that Q-values are scaled due to clipping of rewards (see
Methods). d, Average predicted action-value on Seaquest. See Supplementary
Discussion for details.
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TD learning(Bartoet al. 1983)

Reward prediction error coding of
dopamine neurons
(Schultz et al. 1993, 1997)

Dopamine-dependent
synaptic plasticity
(Wickenset al. 2000)

W. SCHULTZ4

fails to occur, even in the absence of an immediately preced-
ing stimulus (Fig. 2, bottom) . This is observed when animals
fail to obtain reward because of erroneous behavior, when
liquid flow is stopped by the experimenter despite correct
behavior, or when a valve opens audibly without delivering
liquid (Hollerman and Schultz 1996; Ljungberg et al. 1991;
Schultz et al. 1993). When reward delivery is delayed for
0.5 or 1.0 s, a depression of neuronal activity occurs at the
regular time of the reward, and an activation follows the
reward at the new time (Hollerman and Schultz 1996). Both
responses occur only during a few repetitions until the new
time of reward delivery becomes predicted again. By con-
trast, delivering reward earlier than habitual results in an
activation at the new time of reward but fails to induce a
depression at the habitual time. This suggests that unusually
early reward delivery cancels the reward prediction for the
habitual time. Thus dopamine neurons monitor both the oc-
currence and the time of reward. In the absence of stimuli
immediately preceding the omitted reward, the depressions
do not constitute a simple neuronal response but reflect an
expectation process based on an internal clock tracking the
precise time of predicted reward.

Activation by conditioned, reward-predicting stimuli
About 55–70% of dopamine neurons are activated by

conditioned visual and auditory stimuli in the various classi-
cally or instrumentally conditioned tasks described earlier
(Fig. 2, middle and bottom) (Hollerman and Schultz 1996;
Ljungberg et al. 1991, 1992; Mirenowicz and Schultz 1994;
Schultz 1986; Schultz and Romo 1990; P. Waelti, J. Mire-
nowicz, and W. Schultz, unpublished data) . The first dopa-
mine responses to conditioned light were reported by Miller
et al. (1981) in rats treated with haloperidol, which increased
the incidence and spontaneous activity of dopamine neurons
but resulted in more sustained responses than in undrugged
animals. Although responses occur close to behavioral reac-
tions (Nishino et al. 1987), they are unrelated to arm and
eye movements themselves, as they occur also ipsilateral toFIG. 2. Dopamine neurons report rewards according to an error in re-

ward prediction. Top : drop of liquid occurs although no reward is predicted the moving arm and in trials without arm or eye movements
at this time. Occurrence of reward thus constitutes a positive error in the (Schultz and Romo 1990). Conditioned stimuli are some-prediction of reward. Dopamine neuron is activated by the unpredicted what less effective than primary rewards in terms of responseoccurrence of the liquid. Middle : conditioned stimulus predicts a reward,

magnitude and fractions of neurons activated. Dopamineand the reward occurs according to the prediction, hence no error in the
prediction of reward. Dopamine neuron fails to be activated by the predicted neurons respond only to the onset of conditioned stimuli and
reward (right) . It also shows an activation after the reward-predicting stim- not to their offset, even if stimulus offset predicts the reward
ulus, which occurs irrespective of an error in the prediction of the later (Schultz and Romo 1990). Dopamine neurons do not distin-reward ( left ) . Bottom : conditioned stimulus predicts a reward, but the re- guish between visual and auditory modalities of conditionedward fails to occur because of lack of reaction by the animal. Activity of

appetitive stimuli. However, they discriminate between ap-the dopamine neuron is depressed exactly at the time when the reward
would have occurred. Note the depression occurring ú1 s after the condi- petitive and neutral or aversive stimuli as long as they are
tioned stimulus without any intervening stimuli, revealing an internal pro- physically sufficiently dissimilar (Ljungberg et al. 1992;cess of reward expectation. Neuronal activity in the 3 graphs follows the P. Waelti, J. Mirenowicz, and W. Schultz, unpublishedequation: dopamine response (Reward) Å reward occurred 0 reward pre-

data) . Only 11% of dopamine neurons, most of them withdicted. CS, conditioned stimulus; R, primary reward. Reprinted from
Schultz et al. (1997) with permission by American Association for the appetitive responses, show the typical phasic activations also
Advancement of Science. in response to conditioned aversive visual or auditory stimuli

in active avoidance tasks in which animals release a key to
avoid an air puff or a drop of hypertonic saline (Mirenowicztogether, the occurrence of reward, including its time, must
and Schultz 1996), although such avoidance may be viewedbe unpredicted to activate dopamine neurons.
as ‘‘rewarding.’’ These few activations are not sufficiently
strong to induce an average population response. Thus theDepression by omission of predicted reward
phasic responses of dopamine neurons preferentially report
environmental stimuli with appetitive motivational value butDopamine neurons are depressed exactly at the time of

the usual occurrence of reward when a fully predicted reward without discriminating between different sensory modalities.

J857-7/ 9k2a$$jy19 06-22-98 13:43:40 neupa LP-Neurophys

Value coding in striatum (Samejimaet al. 2005) 

Dopamine TD learning hypothesis
(Bartoet al. 1995, 

Montague et al. 1996)
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Largest Cortical Neural Network 
Simulation by K (August 2013)

1.73 billion “Integrate-and-Fire” neurons
10.4 trillion synapses
synaptic plasticity rule
NEST simulator

Number of neurons
mouse: 70M
marmoset: 600M
macaque: 6B
human: 86B

40 min runtime for 1sec
12MW energy for 20W…

Kunkel et al. Simulation code for the petascale

FIGURE 8 | Comparison of performance of 3g and 4g technology. Setup
time (upper panel) and simulation time (lower panel) as a function of
number of virtual processes for the maximum network size that can be
simulated when using the 3g technology (see Figure 7) and parameter set
1 (cf. Section 2.2). Circles refer to simulations with 3g (open) and 4g (filled)
technology, respectively. Results are shown for the K computer (red) and
JUQUEEN (blue) using T = 8 threads per compute node.

new kernel points at the random memory access as an important
contribution to the computation time. The smaller objects of the
connection infrastructure enable more efficient use of the cache
and reduce the overall required memory bandwidth.

The 4g implementation exhibits a reduction in setup time by
a factor of 2–8 depending on network size (Figure 8, top panel).
In parts this higher performance is due to ongoing conventional
optimization of the wiring routines; for example, by representing
consecutive neuron ids within the wiring process by the begin-
ning and end of the range (4g) instead of by explicitly naming
all elements (3g). In parts the difference is due to faster memory
allocation through the dedicated pool allocator and the smaller
objects representing synapses and connection infrastructure.

The comparison of the 3g and 4g kernels in Figures 7, 8 is
based on the maximum network size the 3g kernel can represent
on a given number of cores. The reduced memory consumption
of the 4g kernel allows us to simulate larger networks with the
same computational resources. In Figure 9 we therefore show a
maximum-filling scaling determined for the 4g kernel, showing
the maximum network size that can be simulated with a given
number of cores MT and hence for a given amount of working
memory. The growth of network size N with MT stays close to
the ideal line.

Using parameter set 2 with K = 6000 synapses per neuron and
employing all 82,944 nodes of the K computer simultaneously

FIGURE 9 | Maximum network size and corresponding run time as a
function of number of virtual processes. Triangles show the maximum
network size that can be simulated with parameter set 1 (cf. Section 2.2) on
the K computer (red) and on JUQUEEN (blue) when using the 4g
technology with T = 8 threads per compute node. The dotted black line
indicates the ideal case where the network size increases with the same
factor as the number of virtual processes. Dark blue (JUQUEEN) and
orange (K) triangles represent the maximum network size using all
compute nodes and parameter set 2 (JUQUEEN: 1.08 · 109 neurons, K:
1.86 · 109 neurons). Filled circles show the corresponding wall-clock time
required to simulate the network for 1 s of biological time.

in a single simulation with 8 cores each, we reached a maxi-
mum network size of 1.86 · 109 neurons and a total of 11.1 · 1012

synapses. This is the largest simulation of a spiking neuronal
network reported so far (RIKEN BSI, 2013). This world-record
simulation was performed on K, because only this machine pro-
vides the necessary memory to represent all synapses of the
simulation with generic connectivity. Access to JUQUEEN and
its predecessor JUGENE was, however, crucial for the design and
implementation of the simulation kernel during the development
phase of the K computer and for performing smaller simula-
tions testing the implementation (Diesmann, 2012). In terms
of memory, the K computer is at the time of writing the sec-
ond largest computer (1.4 PB RAM, on the nodes available here
1.3 PB), exceeded only by the IBM sequoia computer (1.5 PB)
at the Lawrence Livermore National Laboratory. JUQUEEN pro-
vides about one-third (0.46 PB) of the memory of the former two
systems. Previous to the current report, the largest spiking net-
work simulation comprised 1.62 · 109 neurons with on average
about 5700 synapses per neuron (Ananthanarayanan et al., 2009).
The simulation required less than 0.144 PB of memory by making
use of a specific modular connectivity structure of the network.
Thus, in contrast to the case of an arbitrary network discussed in
the present study, the choice of a specific structure enabled the
authors to condense the memory components of the connectiv-
ity infrastructure, corresponding in our implementation to the
sparse table, the intermediate infrastructure, and the synapses (see
Figure 2), into effectively only 16 B per synapse.

Comparing the theoretical prediction of the memory model to
the empirically found maximum network size reveals that the the-
ory underestimates the actual memory consumption. As shown
in our previous work (Kunkel et al., 2012b) these deviations are

Frontiers in Neuroinformatics www.frontiersin.org October 2014 | Volume 8 | Article 78 | 15



What Should We Further Learn?
Energy Efficiency

spike & timing vs floating point

Data Efficiency

one-shot learning, meta-learning

Multiple Representations/Algorithms

intrinsic/spatial, model-free/model-based

Modularity/Compositionality

transfer, analogy,…

Autonomy

finding own goals



Basal Ganglia for Reinforcement Learning?
(Doya 2000, 2007)

Cerebral cortex

state/action coding

Striatum

reward prediction

Pallidum

action selection

Dopamine neurons

TD signal

Thalamus

d

V(s) Q(s,a)

state action



Learning by Multiple Representations
(Nakahara et al., 2001, J Cog Neuro)

Visual coordinate
quick learning
slow execution

Motor representation
slow learning
quick execution

Parallel RL model reproduced behavioral data
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Bounce Up and Balance by PILCO
(Paavo Parmas)

1st try 2nd try 8th try



Mental Simulation
Consciousness: fascinating, hard to define/study

Mental Simulation: mathematically well-defined
Process using a state transition model P(s’|s,a)

Estimate the present from past state/action

perception under noise/delay/oculusion

Predicting the future

model-based decision, action planning

Imagining in a virtual world

thinking, language, science,…
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Cerebellum: Supervised Learning
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Basal Ganglia: Reinforcement Learning

Cerebral Cortex：Unsupervised Learning
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Specialization by Learning Algorithms
(Doya, 1999)



Multiple Action Selection Schemes
(Doya, 1999)

Model-free Model-based



Multiple Ways of Action Selection
Model-free

a = argmaxa Q(s,a)

Model-based

a = argmaxa [r+V(f(s,a))]

forward model: s’=f(s,a) 

Memory-based

a = g(s)
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Q
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V
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Model-based action planning 
involves cortico-cerebellar and 
basal ganglia networks
Alan S. R. Fermin1,2,3, Takehiko Yoshida1,2, Junichiro Yoshimoto1,2, Makoto Ito2, 
Saori C. Tanaka4 & Kenji Doya1,2,3,4

Humans can select actions by learning, planning, or retrieving motor memories. Reinforcement 
Learning (RL) associates these processes with three major classes of strategies for action selection: 
exploratory RL learns state-action values by exploration, model-based RL uses internal models to 
simulate future states reached by hypothetical actions, and motor-memory RL selects past successful 
state-action mapping. In order to investigate the neural substrates that implement these strategies, 
we conducted a functional magnetic resonance imaging (fMRI) experiment while humans performed a 
sequential action selection task under conditions that promoted the use of a specific RL strategy. The 
ventromedial prefrontal cortex and ventral striatum increased activity in the exploratory condition; 
the dorsolateral prefrontal cortex, dorsomedial striatum, and lateral cerebellum in the model-based 
condition; and the supplementary motor area, putamen, and anterior cerebellum in the motor-memory 
condition. These findings suggest that a distinct prefrontal-basal ganglia and cerebellar network 
implements the model-based RL action selection strategy.

Using exploration and reward feedback, humans and other animals have a remarkable capacity to learn new 
motor behaviors without explicit teaching1. Throughout most of our lives, however, we depend on explicit or 
implicit knowledge, based upon past experiences, such as a map of the area or properties of the musculoskeletal 
system, to enable focused exploration and efficient learning2,3. After repeated practice, a motor behavior becomes 
stereotyped and can be executed with little mental load4. What brain mechanisms enable animals to employ 
different learning strategies and to select or integrate them in a given situation? In this paper, we take a new 
behavioral paradigm that captures different stages of motor learning during a single experimental session5, and 
using fMRI we explore brain structures that are specifically involved in implementing different learning strategies.

The theory of reinforcement learning (RL)6 prescribes three major classes of algorithms for action selection 
and learning: motor-memory, exploratory, and model-based strategies. The motor-memory strategy reinforces 
the sequence of states and actions that led to successful results in past experiences, which is simple, but requires 
many trials before finding an optimal sequence, unless there are clues to minimize exploration. The exploratory 
strategy recursively updates values of states and actions to efficiently utilize experiences resulting from explora-
tory actions, acquired rewards, and state transitions. The model-based strategy employs an internal model that 
enables simulation of the future state reached by a hypothetical action, or multiple actions. Since these strategies 
require different degrees of pre-acquired knowledge and computational loads for real-time execution, it is reason-
able to speculate that humans may utilize them depending on their experience level with a certain context or task.

Computational models of RL and fMRI studies with humans have explored the neural substrates of 
model-based and motor-memory strategies, given their strong resemblance to classical, psychological, dichot-
omous behavior control employing deliberative and automatic processes, respectively. Activity in the dorsolat-
eral prefrontal cortex (DLPFC) has been associated with the use of model-based strategies when an internal 
model of environmental dynamics is available and can be used for forward planning and prediction of an action’s 
future outcomes7,8,9,10. Conversely, activation of the posterior dorsal striatum is observed when actions become 
automatic after extensive practice, and a motor-memory strategy is more likely to control behavior10,11. 
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A R T I C L E S

Animals have to act despite limited sensory information because of 
factors such as interfering background noise or occluded vision. Thus, 
the ability to estimate the current state of the outside world from a 
sequence of sensory observations and their own actions is essential. 
This process is optimally realized by dynamic Bayesian inference, 
such as a Kalman filter1, which predicts the state with an internal state 
transition model and updates the prediction with new sensory inputs. 
For example, when a mouse navigates in darkness, it must keep track 
of the location of its destination based on both its movement (predic-
tion) and sensory signals such as calls from its nest mate (updating). 
We hypothesized that dynamic Bayesian inference is implemented in 
cerebral neocortex and investigated the plausibility of this idea using 
two-photon microscopy2.

Most areas of the cerebral neocortex receive ascending sensory 
inputs (feedforward streams) and descending inputs (feedback 
streams) from the thalamus and other cortical areas3. Previous stud-
ies have shown that feedback streams are essential for self-motion  
perception, consciousness and attention4,5, suggesting that the neo-
cortex integrates internal state prediction on the basis of its own 
actions and ascending sensory signals. In addition, there have been 
proposals of cortical implementation of Bayesian inference using 
probabilistic population code6. A recent proposal further advocated 
implementation of dynamic Bayesian inference by spiking population 
codes7. In the ‘canonical microcircuit’ of the neocortex3,8, feedforward 
signals project mainly to layer 4 and are then forwarded to layers 
2/3 and 5. Pyramidal neurons in layers 2/3 and 5 receive feedback  
signals from their apical dendrites in layer 1 and feedforward and 
feedback signals merge in these neurons. Feedback signals (for exam-
ple, motor activity) are stronger in deeper layers of sensory corti-
ces9,10. These anatomical connections and their activity lead to the  

hypothesis that dynamic Bayesian inference is implemented in pyram-
idal neurons of layers 2, 3 and 5, with increasing action dependence 
in deeper layers.

To test this hypothesis, we trained mice to perform an auditory 
virtual navigation task and imaged neuronal activity in layers 2, 3 
and 5 of the PPC and the PM located posterior to PPC11–13. The task 
required mice to approach a water reward site (goal) by estimating 
the distance on the basis of sound cues and their own locomotion. 
PPC is involved in spatial navigation by representing route maps, 
head directions, turning locations and locomotory accelerations with 
egocentric and allocentric representations14–17. PPC lesions disrupt 
navigation on the basis of self-motion information (path integra-
tion)18,19. PM also represents egocentric and allocentric reference 
frames20. Both PPC and PM receive inputs from auditory cortex 
and secondary motor cortex (M2)21,22, but PM receives fewer feed-
back projections from M2 than PPC13,23,24. If feedback signals are 
important for internal state prediction based on an animal’s own 
actions, association cortex (PPC) should show a more reliable neu-
ral implementation of dynamic Bayesian inference than the sensory 
cortex (PM).

We found that mice increased anticipatory licking as they 
approached the goal, even when sound cues were omitted, indicating 
that they were performing action-dependent state estimation, and that 
silencing of PPC by muscimol disturbed this behavior. Using proba-
bilistic population decoding, we observed that neurons in all layers 
in PPC, and slightly less in PM, implemented the two fundamental 
features of dynamic Bayesian inference: prediction and updating. 
Population activity predicted the goal distance even without sounds 
(prediction). The uncertainty of prediction decreased with sound 
inputs (updating).

1Neural Computation Unit, Okinawa Institute of Science and Technology Graduate University, Tancha, Onna-son, Kunigami, Okinawa, Japan. 2Optical  
Neuroimaging Unit, Okinawa Institute of Science and Technology Graduate University, Tancha, Onna-son, Kunigami, Okinawa, Japan. Correspondence should be 
addressed to K.D. (doya@oist.jp).
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Neural substrate of dynamic Bayesian inference in the 
cerebral cortex
Akihiro Funamizu1,2, Bernd Kuhn2 & Kenji Doya1

Dynamic Bayesian inference allows a system to infer the environmental state under conditions of limited sensory observation. 
Using a goal-reaching task, we found that posterior parietal cortex (PPC) and adjacent posteromedial cortex (PM) implemented 
the two fundamental features of dynamic Bayesian inference: prediction of hidden states using an internal state transition model 
and updating the prediction with new sensory evidence. We optically imaged the activity of neurons in mouse PPC and PM layers 
2, 3 and 5 in an acoustic virtual-reality system. As mice approached a reward site, anticipatory licking increased even when 
sound cues were intermittently presented; this was disturbed by PPC silencing. Probabilistic population decoding revealed that 
neurons in PPC and PM represented goal distances during sound omission (prediction), particularly in PPC layers 3 and 5, and 
prediction improved with the observation of cue sounds (updating). Our results illustrate how cerebral cortex realizes mental 
simulation using an action-dependent dynamic model. 
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Two Photon Imaging
GCamp6 expressed in cortical pyramidal neurons

posterior parietal cortex (PPC)

posterior medial area (PM)

Akihiro Funamizu, Bernd Kuhn, Kenji Doya 

Investigation of action-dependent state prediction in 
the mouse parietal cortex with two-photon microscopy 

OIST Graduate University 

Investigate the neural correlates of model-based decision 
making in posterior parietal cortex (PPC) in mouse 

Two-photon microscopy: 

- Calcium imaging was conducted with a 
behaving mouse during the task 

- Adeno-associated virus (AAV) delivering the 
gene of GCamp6f was injected into PPC 

Objective 

Virtual sound navigation task: 
- Mouse estimates the distance between him 
and a sound source based on an internal model 
of locomotion 

- Mouse was head restrained under the two-photon microscope 

Speaker 

Spout 

- Locomotion of mouse was captured by an USB mouse 

Two-photon microscopy 
- Sampling rate:  
   30.9 Hz 
- 400 x 400 Pm  
   field of view 
- 512 x 512 pixels 

AAV injection: 
1.5 – 2.5 mm 
posterior,  
1.4 mm right of 
bregma 

Virtual sound navigation task 

Sound: Harmonic sound  
(2,4,8,16,32 kHz, 100 dB SPL from 25 cm, 
every 80 ms) 
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Conclusions 

Virtual Real 

- The virtual position of mouse was updated 
by the mouse’s own locomotion 

- When a mouse passed a sound source and licked a spout, he got a reward 

- In a virtual sound navigation task, mice increased the lickings even when the sound was omitted, suggesting 
that they updated the prediction of sound source position without auditory inputs 

The cortico-cortical circuit from V2 to parietal cortex not only reduces the 
overall uncertainty of state prediction, but also improves the action-dependent  
model-based prediction 

- The sound-generating speakers and sound 
intensity depended on the virtual position of 
mouse 

Reward: Two drops of water  
(4 Pl: 2 x 2 Pl) 
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- Neural 
activities of 
parietal and 
V2 cortices in 
layer 2, 3 and 
5 were 
recorded  

Licking behavior 
- The licking increased even 
when the sound was omitted 
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Regression analysis 
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- Neurons mainly encoded 
the time from trial start and 
the distance to sound source 
- Locomotion speed was 
encoded in the parietal cortex 

Regression + Anova 
Neurons encoding the distance or time to sound source were extracted 
(Example: Parietal cortex, layer2) 
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- Parietal neurons tended to increase the 
activities in the intermittent conditions, 
while V2 neurons had the opposite tendency - Neurons in the parietal and secondary visual (V2) cortices mainly represented the time from trial start 

and the distance to sound source 
- For encoding the sound-source distance, neurons in the parietal cortex tended to increase the activities during the 
intermittent conditions. Also, they represented the locomotion speed which was important for the action-dependent 
state prediction 
- Bayesian decoding showed that, from V2 to parietal cortex, (i) the prediction accuracy in the intermittent1 
condition improved and (ii) the prediction uncertainty significantly reduced 

Distance decoding:  
Bayesian method 
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were compared between the parietal and V2 cortices  
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- At the zero to sound source, V2 cortex had the 
significantly worse prediction of sound-source 
distance in the intermittent1 and 2 conditions 

MAP: Task conditions 
p-value: ANOVA 

Intermittent1 
Intermittent2 

: No-sounded distance in intermittent1 

Continuous 

- x: Distance to sound source 
- n: Neural activities 
- i:  Number of neuron 

P(xt|nall,t) ҃ P(nall,t|xt)P(x) 

P(nall|x) = 3i P(ni|x) 

134 

67 

100 

33 

0 

Es
tim

at
ed

 d
is

ta
nc

e 
(c

m
) 

Distance to sound source (cm) 
134 67 100 33 0 

0 Posterior 0.8 

Decode the distance to sound source 
from population neural activities 

Leave-one-out cross validation Training data 
Continuous 

Example: (2013-10-11-mouse11) 
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- Even at the no-sound periods in the intermittent 
conditions, the neurons successfully decoded the 
distance to sound source 

- The prediction in intermittent1 condition 
improved in the parietal cortex 

: No-sounded distance in intermittent2 

MAP: Parietal vs. V2 

Uncertainty: Parietal vs. V2 

p-value: ANOVA 

- The prediction accuracy was improved in 
the parietal cortex compared to V2 

The standard deviations in decoding were compared 
between the parietal and V2 cortices  (*: p < 0.01) 

- x was discretized for every 4.19 cm  

- Training data: Continuous condition 

- n was normalized and discretized 
to 3 bins: [-inf, -1.96, 1.96, inf] 

Recorded from 8 mice: 

Parietal cortex 
layer 2: 8 sites (n = 4155) 
  519±16 per site 
layer 3: 9 sites (n = 4530) 
  500±19 per site 
layer 5: 8 sites (n = 2895) 
  361±23 per site  

V2 cortex 
layer 2: 9 sites (n = 4577) 
  509±19 per site 
layer 3: 8 sites (n = 3832) 
  479±21 per site 
layer 5: 8 sites (n = 2693) 
  336±23 per site  
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- The neurons mainly encoded the start of trial and 
reward presentation 

One session, single neuron 
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Decoding the Goal Distance
Neuron i activity fi at distance x

response model p(fi|x) 

Bayesian decoder: p(x|f1,…,fN) � ∏ip(fi|x)p(x)

goal distance updated under sound omission
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Hypothetical cortical algorithm of model-based state prediction 
with Bayesian inference 
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AlphaGo (Silver et al., 2016)

Supervised learning from play data

Reinforcement learning by self-play

Representation learning by deep 
neural networks

Not too wide/deep search

2 8  J A N U A R Y  2 0 1 6  |  V O L  5 2 9  |  N A T U R E  |  4 8 5

ARTICLE RESEARCH

sampled state-action pairs (s, a), using stochastic gradient ascent to 
maximize the likelihood of the human move a selected in state s

∆σ
σ

∝
∂ ( | )
∂

σp a slog

We trained a 13-layer policy network, which we call the SL policy 
network, from 30 million positions from the KGS Go Server. The net-
work predicted expert moves on a held out test set with an accuracy of 
57.0% using all input features, and 55.7% using only raw board posi-
tion and move history as inputs, compared to the state-of-the-art from 
other research groups of 44.4% at date of submission24 (full results in 
Extended Data Table 3). Small improvements in accuracy led to large 
improvements in playing strength (Fig. 2a); larger networks achieve 
better accuracy but are slower to evaluate during search. We also 
trained a faster but less accurate rollout policy pπ(a|s), using a linear 
softmax of small pattern features (see Extended Data Table 4) with 
weights π; this achieved an accuracy of 24.2%, using just 2 µs to select 
an action, rather than 3 ms for the policy network.

Reinforcement learning of policy networks
The second stage of the training pipeline aims at improving the policy 
network by policy gradient reinforcement learning (RL)25,26. The RL 
policy network pρ is identical in structure to the SL policy network, 

and its weights ρ are initialized to the same values, ρ = σ. We play 
games between the current policy network pρ and a randomly selected 
previous iteration of the policy network. Randomizing from a pool 
of opponents in this way stabilizes training by preventing overfitting 
to the current policy. We use a reward function r(s) that is zero for all 
non-terminal time steps t < T. The outcome zt = ± r(sT) is the termi-
nal reward at the end of the game from the perspective of the current 
player at time step t: +1 for winning and −1 for losing. Weights are 
then updated at each time step t by stochastic gradient ascent in the 
direction that maximizes expected outcome25

∆ρ
ρ

∝
∂ ( | )

∂
ρp a s

z
log t t

t

We evaluated the performance of the RL policy network in game  
play, sampling each move ∼ (⋅| )ρa p st t  from its output probability  
distribution over actions. When played head-to-head, the RL policy 
network won more than 80% of games against the SL policy network. 
We also tested against the strongest open-source Go program, Pachi14, 
a sophisticated Monte Carlo search program, ranked at 2 amateur dan 
on KGS, that executes 100,000 simulations per move. Using no search 
at all, the RL policy network won 85% of games against Pachi. In com-
parison, the previous state-of-the-art, based only on supervised 

Figure 1 | Neural network training pipeline and architecture. a, A fast 
rollout policy pπ and supervised learning (SL) policy network pσ are 
trained to predict human expert moves in a data set of positions.  
A reinforcement learning (RL) policy network pρ is initialized to the SL 
policy network, and is then improved by policy gradient learning to 
maximize the outcome (that is, winning more games) against previous 
versions of the policy network. A new data set is generated by playing 
games of self-play with the RL policy network. Finally, a value network vθ 
is trained by regression to predict the expected outcome (that is, whether 

the current player wins) in positions from the self-play data set.  
b, Schematic representation of the neural network architecture used in 
AlphaGo. The policy network takes a representation of the board position 
s as its input, passes it through many convolutional layers with parameters 
σ (SL policy network) or ρ (RL policy network), and outputs a probability 
distribution ( | )σp a s  or ( | )ρp a s  over legal moves a, represented by a 
probability map over the board. The value network similarly uses many 
convolutional layers with parameters θ, but outputs a scalar value vθ(s′) 
that predicts the expected outcome in position s′.
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Figure 2 | Strength and accuracy of policy and value networks.  
a, Plot showing the playing strength of policy networks as a function 
of their training accuracy. Policy networks with 128, 192, 256 and 384 
convolutional filters per layer were evaluated periodically during training; 
the plot shows the winning rate of AlphaGo using that policy network 
against the match version of AlphaGo. b, Comparison of evaluation 
accuracy between the value network and rollouts with different policies. 

Positions and outcomes were sampled from human expert games. Each 
position was evaluated by a single forward pass of the value network vθ, 
or by the mean outcome of 100 rollouts, played out using either uniform 
random rollouts, the fast rollout policy pπ, the SL policy network pσ or 
the RL policy network pρ. The mean squared error between the predicted 
value and the actual game outcome is plotted against the stage of the game 
(how many moves had been played in the given position).

15 45 75 105 135 165 195 225 255 >285
Move number

0.10

0.15

0.20

0.25

0.30

0.35

0.40

0.45

0.50

M
ea

n 
sq

ua
re

d 
er

ro
r

on
 e

xp
er

t g
am

es

Uniform random 
rollout policy
Fast rollout policy
Value network
SL policy network
RL policy network

50 51 52 53 54 55 56 57 58 59
Training accuracy on KGS dataset (%)

0

10

20

30

40

50

60

70
128 filters
192 filters
256 filters
384 filters

A
lp

ha
G

o 
w

in
 ra

te
 (%

)

a b

© 2016 Macmillan Publishers Limited. All rights reserved



How to Select/Connect Right Modules?

Central executive??

prediction errors (Wolpert & Kawato, 1998)

Bellman error (Sugimoto et al., 2012)

uncertainty (Daw et al., 2005)

affordance competition (Cisek, 2007)

How can they talk to each other?

gating network?

rhythm and choerence?

without interpreter?

cerebral cortical regions, perhaps, owing to an assump-
tion that the cortex is a new structure concerned with
new cognitive functions. However, as discussed above,
this assumption is not justified. The organization of the
cerebral cortex has been conserved for a long time,
motivating one to interpret it, like subcortical circuits,
in terms of interactive behaviour. Figure 1 outlines a
proposal on how the affordance competition hypothesis
may be used to interpret neural data from the primate
cerebral cortex during visually guided behaviour.

The visual system is organized into two parallel
processing pathways: an occipito-temporal ‘ventral
stream’, in which cells are sensitive to information
about the identity of objects, and an occipito-parietal
‘dorsal stream’, in which cells are sensitive to spatial
information (Ungerleider & Mishkin 1982). From the
traditional cognitive perspective, the ventral stream
builds a representation of ‘what’ is in the environment,
while the dorsal stream builds a representation of
‘where’ things are. However, the dorsal stream does not
appear to contain any unified representation of the
space around us, but rather diverges into a number of
substreams each specialized towards the needs of
different kinds of actions (Stein 1992; Andersen et al.
1997; Wise et al. 1997; Colby & Goldberg 1999;
Matelli & Luppino 2001). For example, the lateral

intraparietal (LIP) area is concerned with the control of
gaze (Snyder et al. 1997), represents space in a body-
centred reference frame (Snyder et al. 1998a,b) and is
strongly interconnected with parts of the oculomotor
system including the frontal eye fields (FEFs) and the
superior colliculus (Paré & Wurtz 2001). In contrast,
the medial intraparietal (MIP) area is involved in arm
reaching actions (Ferraina & Bianchi 1994; Kalaska &
Crammond 1995; Snyder et al. 1997), represents target
locations with respect to the current hand location
(Graziano et al. 2000; Buneo et al. 2002) and is
interconnected with frontal regions involved in reach-
ing, such as the dorsal premotor cortex (PMd; Johnson
et al. 1996; Marconi et al. 2001).

These observations are consistent with the proposal
that the major role of the dorsal visual stream is not to
build a unified representation of the world, but rather
to mediate various visually guided actions (Goodale &
Milner 1992). It may therefore be part of the system for
action specification (Fagg & Arbib 1998; Kalaska et al.
1998;Cisek&Turgeon1999;Cisek 2001; Passingham&
Toni 2001), processing visual information to specify
potential actions of various kinds: LIP cells specify
potential saccade targets; MIP cells specify possible
directions for reaching, etc. Furthermore, the dorsal
stream represents not only a single unique movement

cognitive
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attention

behavioural
biasing

potential actions 

motor
command

visual feedback

predicted
feedback
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Figure 1. Sketch of the proposed neural substrates of the affordance competition hypothesis, in the context of visually guided
movement. The primate brain is shown, emphasizing the cerebral cortex, cerebellum and basal ganglia. Filled dark arrows
represent processes of action specification, which begin in the visual cortex and proceed rightward across the parietal lobe,
transforming visual information into representations of potential actions. Polygons represent three neural populations along this
route: the leftmost represents the encoding of potential visual targets, modulated by attentional selection; the middle represents
potential actions encoded in parietal cortex; and the rightmost represents activity in premotor regions. Each population is
depicted as a map of neural activity, with activity peaks corresponding to the lightest regions. As the action specification occurs
across the fronto-parietal cortex, distinct potential actions compete for further processing. This competition is biased by input
from the basal ganglia and prefrontal cortical regions which collect information for action selection (double-line arrows). This
biasing influences the competition in a number of loci, and owing to reciprocal connectivity, these influences are reflected over a
large portion of the cerebral cortex. The final selected action is released into execution and causes both overt feedback through
the environment (dashed black arrow) and internal predictive feedback through the cerebellum.
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MOSAIC for Multiple-Reward Environments 581

Figure 1: Schematic diagram of MOSAIC-MR. Reward modules (top left) pre-
dict the immediate reward (r̂i), and forward modules (bottom left) predict the
local dynamics of environment ( ˆ̇x j). Reward and forward modules decompose
a complex environment into subenvironments on the basis of prediction errors
(r − r̂i) and (ẋ − ˆ̇x j), respectively. RL modules (displayed at right) output action
(uk) appropriate for each subenvironment. The learning and control of each
RL module are weighted based on TD error (δk), that is, on how well each RL
controller predicts the expected discounted future rewards.

modules is performed on the basis of the prediction errors of the reward
and the dynamics, respectively. The RL module, which receives the reward
and dynamics predictions (r̂(t), ˆ̇x(t)) and the weights of each module in
the decomposition (λr

i (t), λ
f
j (t) defined later) from the reward and forward

modules, approximates a local value function and selects an action that
maximizes the local value function. Finally, MOSAIC-MR determines an
action appropriate for the current status of the environment on the basis of
each RL module’s TD error, as described below.

In the following sections, we explain how selection and learning are
performed in the reward, forward, and RL modules in that order. For sim-
plicity, we denote them by r, f, and c and index them by i = 1, . . . , Mr, and
j = 1, . . . , M f and k = 1, . . . , Mc.

2.1 Reward Module. Each reward module consists of a reward model
that predicts local reward function r and responsibility signal estimator
λr

i (t). We assumed that the reward signal at each time step can be predicted
by a mixture of local reward functions. The responsibility signal, which



Temporal Discount Factor g
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only to near reward



Temporal Discount Factor g
V(t) = E[ r(t) + gr(t+1) + g2r(t+2) + g3r(t+3) +…]

controls the ‘character’ of an agent
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Dorsal-Ventral Map of Time Scale
(Tanaka et al., 2007)

Tryptophan depletion/loading in delay discounting



2.2. Independent �-Ensemble 10

Figure 2.1: Independent �-Ensemble framework.

�-Ensemble

Gamma Ensemble
(Chris Reinke)

µAgents (Kurt-Nelson & Redish, 2009)

Adapt to varying time constraints

where �k 2 � is one of several goal formulations. Eq. 1 can be solved by minn max⇡ E⇡ [�k(r, n)] where n is the number
of steps to reach a goal state. The IGE computes at the beginning of an episode for every neighboring �-module pair
the expected external reward r and the number of steps ns. From this information it can calculate the resulting internal
reward �k(r, ns) and select one module that maximizes it while having the smallest number of steps. For the rest of the
episode the IGE uses the values from the selected �-module for the action selection. In this way the IGE can choose the
optimal policy from its learned policies to solve the task �k. If in the next episode a different goal �j 6=k is used it can
immediately adapt to it by choosing again its most appropriate policy.

3 Experiments

We tested the goal adaptation of the IGE and compared it to a time-dependent Q-learning in the MDP defined in Fig. 1.
Both agents had to adapt to 8 different goals � = (�

1

(r, n), . . . ,�
8

(r, n)) (Fig. 2). Each goal defines the internal reward
after reaching a goal state with n steps and receiving an external reward r. The first goal �

1

is to receive the maximum
external reward in an episode. The second goal �

2

also maximizes external reward, but a negative punishment of �10
for each step is given after 3 steps. �

3

gives exponentially increasing negative punishment for more than 3 steps. The
goal of �

4

is to find the shortest path to the closest goal state. For �
5

the shortest path to a goal state that gives at least an
external reward of 65 is optimal. Reaching a goal state with less external reward will result in a strong negative internal
reward. For �

6

the goal is to find the highest external reward with a maximum of 7 steps. For �
7

the agent has only a
maximum of 5 steps. In �

8

the goal is to maximize average reward.

The IGE used the external reward rt to learn the values of its �-modules (Eq. 2). At the beginning of each episode it
calculated r and ns for each neighboring module pair and selected one module that maximized the internal reward
�k(r, ns). The values of the selected �-module where then used for the action selection during the episode. The time-
dependent Q-learning learned values directly based on the internal reward. It held values for each possible time step t
during an episode which were limited to N = 50. During the learning all values for t = (0, ..., N � 1) have been updated
after an observation of (s, a, r, s0) with:

Q(t, s, a) Q(t, s, a) + ↵
⇣
�s0(r, t) + �max

a0
Q(t+ 1, s0, a0)�Q(t, s, a)

⌘
. (3)

For both agents an ✏-Greedy action selection was used with a decaying epsilon over episodes: ✏(j) = max

�
✏
0

· dj , 1
�
.

�
1

= r �
2

=

⇢
r | n  3

r � 10(n� 3) | n > 3

�
3

=

⇢
r | n  3

r � 3

(n�3) | n > 3

�
4
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Figure 2: The learning performance of the IGE and Q-learning for all goal-formulations. The IGE can adapt directly to
changes in goal-formulations � whereas Q-learning needs time to adjust its values. The performance is measured by the
internal reward �k(r, n) the agent achieved per episode. The plots show the mean and the standard deviation of 1000
learning runs per algorithm. The minimal reward per episode was limited to �100 to make the plots more readable,
because some goal formulations can result in a large negative reward during explorations.
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Optogenetic Stimulation of 
Dorsal Raphe Serotonin Neurons

(Miyazaki et al., 2014, Current Biology)

Reward Delay Task (3, 6, 9, ∞ sec)

3 sec: success
omission: 12.1 s
omission: 20.8 s



Timing Matters!
no stim. vs full stim.

first 10 sec vs full stim.

after 10 sec vs full stim.

At the time of deciding 
“give up or hang on”



Cyber Rodent Project (Doya & Uchibe, 2005)

What is the origin of rewards?

Robots with same constraint as biological agents

Self-preservation
capture batteries

Self-reproduction
exchange programs
through IR ports



Learning to Survive and Reproduce
Catch battery packs
survival

Copy ‘genes’ by IR ports
reproduction, evolution



Robots

Virtual agents
15-25

Population

w1, w2, …, wn

Genes

Embodied Evolution (Elfwing et al., 2011)

Weights for top layer NN

Weights shaping rewards

Meta-parameters

v1, v2, …, vn

αγλτkτ 0

13

(a)

(b)

Figure 1. Two physical robots with six energy sources and the neural network controller.
(a) The Cyber Rodent robots used in the experiments were equipped infrared communication for the
exchange of genotypes and cameras for visual detection of energy sources (blue), tail-lamps of other
robots (green), and faces of other robots (red). (b) The control architecture consisted of a linear
artificial neural network. The output of the network was the weighted sum (

P
i

w

i

x

i

) of the five
network inputs (x

i

) and the five evolutionarily tuned neural network weights (w
i

). In each time step, if
the output was less or equal to zero then the foraging module was selected, otherwise the mating
module was selected. The basic behaviors were learned from by reinforcement learning with the aid of
evolutionarily tuned additional reward signals and meta-parameters. The foraging module learned a
foraging behavior for capturing energy sources. The mating module learned both a mating behavior for
the exchange of genotypes, when a face of another robot was visible, and a waiting behavior, when no
face was visible.



Evolution of Shaping Rewards
Vision of battery Vision of face



Polymorphism within Colony
Foragers and Trackers

15

−0.5 0 0.5 1

1.6

2

2.4

2.8

w1

w 5

 

 

Roamers
Stayers

(a)

0 0.2 0.4 0.6 0.8 1
0%

4%

8%

12%

Ēm
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Figure 4. Difference in genotype, phenotype, and behavior between the roamer (green)
and stayer (red) subpopulations for all individuals (1600) in the final 20 generations. (a)
The distribution of values of the bias weights (x1) and the face distance weights (x5). (b) The
histogram of average waiting threshold values, Ē

m

. (c) The mean percentages of the lifetimes, with
standard deviation, the individuals spent executing the three basic behaviors.
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R = −0.84
p < 0.0001

Figure 2. The Correlation between the average mating learning performance and the
average fitness in the final 20 generations in all experiments. The learning performance was
estimated as the number of time steps the mating behavior was selected divided with number of mating
events. The seven types of markers indicate the number of energy sources in the environment for each
simulation.

(a) (b)

Figure 3. Example trajectories of the learned behaviors for the roamer strategy and the
stayer strategy. (a) The roamer ignores the tail-lamp of the mating partner and executes the learned
foraging behavior to capture the energy source. (b) The stayer executes the learned waiting behavior
and adjusts its position according to the trajectory of the mating partner.
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What Should We Further Learn?
Energy Efficiency

spike & timing vs floating point

Data Efficiency

one-shot learning, meta-learning

Multiple Representations/Algorithms

intrinsic/spatial, model-free/model-based

Modularity/Compositionality

how can they be rewired?

Autonomy

survival & reproduction, curiosity,…



OIST Neural Computation Unit


