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1. (a) Consider the following code fragments that allocate memory for a two-dimensional array of
integers:

(i) if (NULL == (temp = (int *) malloc(rows*cols*sizeof(int))) ||

NULL == (A = (int **) malloc(rows * sizeof(int *))))

exit(1);

for (ii = 0; ii < rows; temp += cols, ii++)

A[ii] = temp;

(ii) if (NULL == (A = (int **) malloc(rows * sizeof(int *)))) exit(1);

for (ii = 0; ii < rows; ii++)

if (NULL == (A[ii] = (int *) malloc(cols * sizeof(int))))

exit(1);

Which method is preferable? Why?

(b) A 64-bit machine has a page/frame size of 216 bytes. Each page table entry is 8 bytes long.

(i) What is the size of the complete first-level (primary) page table for a process?

(ii) If page tables are also stored using paging, how many levels of paging will be required?

note: If n levels of paging are required, the level-n page table must fit in a single page.

(c) Consider the memory management system in the 80386 architecture.

(i) Describe the format of the 16-bit segment selector used in this system.

(ii) How many segments can a process’ address space contain? If each segment table entry

is 8 bytes, how much space will be required to store the segment table(s)?

(iii) Enumerate the set of all possible sizes of a segment in the 80386 architecture.

hint: Each segment descriptor contains base, limit, granularity, type, privilege and other fields.

[6+(2+8)+(4+4+8)=32]

2. Consider an SVR2 file system with the following parameters:

• disk block size = 2048 bytes

• space required to store an inode on disk = 128 bytes

• space required to store a disk block number = 4 bytes

(a) Assuming that the inode list on disk starts from block number 3, calculate the exact disk

location (block number, byte offset) of inode number 549.

(b) How is file size defined for an SVR2 file system?

(c) Using an example, explain how it is possible for a file of size 10,000 to fit in one disk block.

(d) What is the minimum number of blocks required to store a file of size 25,000?

[4+2+4+6=16]
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3. (a) Describe the situations in which the reference count becomes greater than one for entries

in the (i) inode cache and (ii) global file table.

(b) When a file is “created” using the creat system call, what permissions are checked in each

of the following situations and why? (i) the file already exists (ii) the file does not exist

(i.e., it is actually created).

(c) Clearly explain the steps by which a typical shell handles the following command:

a.out < input.txt > output.txt

(d) Explain what happens when the following commands are given to a typical shell: (i) firefox

(ii) firefox &

[(4+2)+(4+4)+8+6=28]

4. (a) Describe how a resource allocation graph (RAG) is constructed for a given set of processes

and resources.

(b) Let P = {P1, P2, P3, P4} be a set of processes, and R = {R1, R2, R3, R4} be a set of

resources. You are told that (i) each resource Ri (1 ≤ i ≤ 4) has exactly two instances;

and (ii) each process Pi (1 ≤ i ≤ 4) requires at most one instance of any resource. Construct

a RAG G = (P ∪ R,E), such that

(i) G has a cycle and P1, P2, P3 and P4 are deadlocked;

(ii) G has a cycle but P1, P2, P3 and P4 are not deadlocked.

[4+(10+6)=20]

5. (a) Recall that the semop system call has the following prototype:

int semop(int semid, struct sembuf *operations, unsigned num ops);

where semid denotes a descriptor for a set of semaphores, and operations is an array

of num ops elements, each of which specifies a particular operation to be performed on a

semaphore belonging to the set indicated by semid. List and describe in 1-2 lines the three

fields contained in a structure of type struct sembuf.

(b) Consider the following implementation of a producer and a consumer process:

producer

p = produce();

while (count==n); // full

buffer[in] = p;

in = (in+1) % n;

count++;

consumer

while (count==0); // empty

p = buffer[out];

out = (out+1) % n;

count--;

consume(p);

The producer and consumer have to be synchronized using a single semaphore, S.

(i) Insert appropriate calls to wait(S) and signal(S) in the above code, so that the

processes are properly synchronized.

(ii) Show how you would use the semget() and semctl() system calls to create and ini-

tialize S.

(iii) Show how you would implement the wait(S) and signal(S) functions using the

semop() system call.

[6+(2+8+8)=24]
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