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Introduction to the Collection Descriptions landscape

Digitization and publishing of museum specimen data is happening worldwide. While 
many museums are actively engaged in this process, others have yet to begin. 
Information about what collections hold is urgently needed by many stakeholders 
including the collections themselves, funders, researchers, policy-makers, industry, 
and educators. At higher levels, museums can start by sharing what they know about 
their holdings, long before each item has its own record. But, if we are going to 
aggregate this “metadata” information from all natural science collections, the data 
need to be “standard.” If everyone shared in their own format, we could not compare 
/ or add up what we have, for example. To share this data in its most effective format, 
it needs to be standardized. But where does this standard come from? Who decides 
what the fields (terms, elements, properties) are going to be? The Biodiversity 
Information Standards Group formerly known as TDWG (the International Taxonomic 
Databases Working Group), develops many of the standards currently used to share 
biodiversity data. Some of you may be familiar with Darwin Core, or ABCD, for 
example. 

The TDWG CD Task Group is actively working to develop a standard for the express 
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purpose of making it possible to share this type of museum data. With this standard, 
many groups can share their collections data in their own sites, and across sites.
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The utopian vision

A global dataset of fully digitised natural science collection 
objects

© Uwe Kils

 Digitised specimens are still just the tip of the iceberg

 Collections data that are published are commonly high-level, 
sparse, text-based, and lack standardisation

 A standard approach is needed to describing undigitised
collections, making them discoverable, and linking them to 
digitised specimens

The current reality

Once all collections are fully digitized, that is, every physical object in a collection, has 
a digital record online for anyone to access – then we can add up what we have 
worldwide. We would know all the taxonomic groups collected, and the geographic 
ranges covered or missing. However, it’s going to be a long time before we have 
individual-object-level data for every specimen. We need more higher-level 
information now, in order to help us mobilize more specimen data, for more objects, 
in a strategic, coordinated manner.

We need “metadata” about collections to do this.
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oDigital resources

oVirtual collections

Linkage

oCitation

oAttribution

Impact tracking

oPublic

oFunders and donors

Engagement

oStrengths and weaknesses

oPrioritisation

Collections 
development strategy

oContacts

oResource and expertise 
discovery

Institutional information

oTime and cost forecasting

oMonitoring progress

Digitisation strategy

o Loans and visits

oVirtual access and 
digitisation on demand

Collections discovery

oConservation

oResource allocation
oCollection moves

oRisk management

Collections management

oReporting

oDisaster prevention and 
recovery

oSuccession planning

Collections inventory

Why describe a 
collection?

What could structured, standardised collection descriptions actually achieve? From 
the use cases and the conversations that the group has analysed, they can help to 
support digitisation strategy, including planning, progress monitoring and impact 
tracking. They’re obviously useful for collections discovery, supporting management 
of loans and visits, as well as new efforts to offer virtual access and digitisation on 
demand. Within institutions, collections breakdown can provide a more informed, 
data-driven approach to collections management, and they also provide a sustainable 
collections inventory.

Collection descriptions can be used to link groups of specimens to related digital 
resources, and to create virtual collections that span institutions. They can be use for 
tracking citation and attribution, and play a role in public engagement and attracting 
funders and donors. They can be used to guide collections development strategy, 
within and across institutions, and also link to institutional information and contacts.

The range of different applications reflects both the demand for a better way of 
managing information about our physical collections, and the challenge involved in 
developing a method that works for all of them.
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Dimensions
Taxonomy, stratigraphy, famous collectors, object type, 
preservation method, geographic origin, institutional hierarchy, 
storage location, institution, …

Audiences
Researchers, collection managers, conservators, funders and 
donors, institutional directors, citizen scientists, public audiences, 
students, …

Information
Counts, narratives, digitisation status, storage volumes and 
footprint, condition assessments, collection methods, strengths 
and gaps, …

Use case breakdown

This slide further elaborates some of the known audiences for such a worldwide 
collection descriptions resource. The “Dimensions” provide some insights into the 
scope of what could potentially be included and how these data might be grouped. 
The Information section gives some examples of data types that might be in these 
records. For more on use cases and who might be interested in using / providing 
these collection descriptions, please see the Use Case list in the Collection 
Descriptions (CD) Task Group Repository on GitHub. 
https://github.com/tdwg/cd/tree/master/reference/use_cases
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Who’s currently doing it?

Collection registries

 High level collection description schemes, spanning 
multiple institutions

 Global, regional, taxonomic, and national models

Institutional initiatives

 More granular breakdowns of collections

 Range of use cases e.g. public engagement, 
collections management, business continuity, 
research discoverability

Some registries that exist (or are in development) will make use of the collections 
description standard, to share data with one another and with the worldwide 
resource that SYNTHESYS+ is building. GBIF is collaboratively leading the SYNTH+ 
effort to build this resource. This slide gives you some idea of the scope of some of 
these existing (or in development) resources, and includes information about some 
intuitional-level resources being built.
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Issues and challenges

 Lack of standardisation → different data models, schemas and standards

Duplication of effort → providing data to multiple surveys and platforms

Time → people have limited time available to generate and provide the data

 Incentivization → tangible benefits needed for people and collections to provide data

 Sustainability → maintaining multiple platforms and datasets

 Interoperability → siloed datasets that are not machine-discoverable

In trying to develop a standard (and then the worldwide resource to aggregate these 
data), there are many hurdles. However, many of these are now well understood, and 
some of these, while quite challenging, are opportunities. And others now seem to 
be manageable reflecting the community’s understanding of both the needs for and 
benefits of such a resource. 
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TDWG 
Collection 
Descriptions 
Data Standard 
Task Group

Photograph by Deborah Paul

 A new global Collection Description (CD) data standard

 A data model to underpin the new standard

 Guidance and reference implementations for the practical use of the standard in institutional 
and collaborative data infrastructures.

 Formed from the TDWG Collection Descriptions Interest Group in 2018

 Building on the work of the TDWG Natural Collections Description (NCD) Interest Group, who 
submitted a draft NCD data standard (unratified) in 2008.

The CD Task Group will create:

As part of our strategy to make progress in developing this standard, the TDWG 
Collection Descriptions Data Standard Task Group was formed last year from the 
Collection Descriptions Interest Group. 

It should be noted that this isn’t the first attempt to address this problem. Back in 
2008, the TDWG Natural Collections Description Interest Group, as it was then 
known, submitted a draft NCD data standard, which for various reasons didn’t quite 
make it to ratification. We’ve been building on that work, as well as that of other 
initiatives, standards and analyses within natural science and other communities.

The intended outputs of the group will be a new global data standard for collections 
descriptions, and a data model to underpin that standard. (A data model gives us a
structure, showing how all the pieces of information in the data standard relate to 
each other.) We’ll also assemble some guidance and reference implementations to 
help its use once the standard is complete. In other words, we’ll provide some 
materials to help museums adopt this standard, so their data can be incorporated 
into the GBIF resource. Reference implementations are examples.



CD Barbeques
a model for working together remotely

 2 hour blocks of time

 Spreadsheet facilitates participation

 All can contribute

Barbeques are a catchy name for communicating we are all going to get together – in 
this case, to do some work. In this sense, the idea is to find blocks of time where a 
working group can make progress in a coordinated and collaborative fashion. Tools 
involved in this particular instance of the model include a Google Doc, Slack (an 
online community communication tool), GitHub, and a Google Sheet. For our 
purposes, we want to be able to include those individuals who may have little or no 
experience with standards development, or code-versioning software such as GitHub.

We have terms in our emerging standard that need definitions and examples. We 
have terms that need vocabularies (think drop-down menus with carefully selected 
and curated terms). Best practices tell us we need to use existing vocabularies if we 
can find them. The Google Sheet gives us an easy way to share all these standard 
development tasks and needs with novices and experts alike, leveling the otherwise 
sometimes quite steep barrier to participation.

8



What IS a collection?

A generic definition:

 “One or more collection objects, grouped according to 
one or more common properties, and with data 
attached that describe the group and the objects 
within it”

A more detailed definition…

 …will not be the same for all of the different use cases 
and audiences for the data standard

 …needs to be agreed for each implementation of the 
standard in a collection description scheme

And that gets us onto one of the big questions, and an area of significant 
conversation and debate – what actually is a collection?

In a way, it’s very similar to the old parable of the blind men and the elephant 
(https://en.wikipedia.org/wiki/Blind_men_and_an_elephant). As an example, take 
GRSciColl, the global registry of collections which has recently been taken on by GBIF. 
Even just looking at the first page of the search results, you can see that institutions 
have defined collections by discipline, by preparation type, by study, by storage 
conditions, and by different levels in their collections hierarchy, to name but a few. 
These divisions were based on the distinct identifier schemes used within 
institutions, and so reflect something which might, now or at some point in the past, 
have made sense to the institutions, but are very inconsistent when looking across 
peers.

This is also reflected in the use cases collected by the TDWG group and other 
projects. Depending on which audience you ask, and what their requirements are, the 
definition is different. Like the blind men and the elephant, the answer appears to 
depend on the direction from which you’re grappling with the problem.
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For this reason, the standard requires a generic description that fits all of the use 
cases. More detailed definitions can (and should) be applied when considering a 
particular implementation of the standard, of what a ‘collection’ means within that 
specific context.
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A dimensional data model

So this core definition to use in the standard is both generic and scalable, and 
therefore a pain in the neck when it comes to data modelling. We need a model that 
is equally generic and scalable, but that doesn’t generate data management 
overheads that make it impractical to apply in real world scenarios. With this in mind, 
we’re exploring a dimensional approach to the data model. The diagram shows the 
very high level concept applied to collection descriptions, and the different elements 
are discussed in more detail in later slides.

Dimensional modelling is a technique commonly used in data warehousing to answer 
different questions and provide insights for a range of use cases and audiences, 
across a number of dimensions in a single dataset. This kind of structure enables the 
breaking down of the same collections using multiple dimensions such as taxonomy, 
stratigraphy and geographic origin, and the ability to then report metrics (such as 
numbers of objects) across those dimensions using automated tools and dashboards. 

It should also support breakdowns of different levels of detail – for example, a single 
collection description for an institution’s herbarium, or that same herbarium split into 
100 different groups by taxonomy and geographic region. The latter is likely to be a 
rather more useful dataset, but would also require a lot more curator effort to 
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generate the data, and so the dimensional data model needs to be able to support all 
of the different levels of complexity and effort that apply to the range of use cases.
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CD model concepts

1. Object Groups
 Digital objects that each represent a number of physical collection 

objects

 Can be as large as an entire institution’s collection, or as small as a few 
objects in a box on a shelf

 Defined by one or more attributes that the physical objects have in 
common (DIMENSIONS)

2. Dimensions
 Attributes (e.g. taxonomy, collector, geographic origin) 

 that subdivide a collection into multiple OBJECT GROUPS 

 within a COLLECTION DESCRIPTION SCHEME

In this slide we begin to address the necessary complexity our use cases reveal for 
the types of data museums wish to / need to share. While an institution could share a 
single collection description, providing generalities and an overall count of objects 
(for example), another institution might break their collection into many sub 
collections and describe and quantify each one. The Object Group represents each 
distinct group of physical objects in any of those scenarios.

Of course, there are many ways in which collections could be sub-divided 
(taxonomically, geographically, by collector, …). In the model currently, we are using 
the concept of “Dimensions” that when defined, allow an institution to share 
multiple descriptions, making it possible to describe the objects collectively grouped 
– as they wish. Using the Dimensions ensures that when we aggregate and count (for 
example) we are counting the same groupings (i.e. count by taxonomic group, or 
count by collector), and also gives the ability to combine them (e.g. count of objects 
from collector A of taxonomic group B).

Within the scope of the standard, Dimensions can be quite simple (e.g. the name of a 
collecting trip), more complex (e.g. an institution with multiple staff contacts and 
addresses) and hierarchical (e.g. taxonomy, chronostratigraphy, departmental 
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structures and collections hierarchies).
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CD model concepts

3. Metrics
 Numeric attributes describing the physical objects within an OBJECT GROUP 

 e.g. number of objects, taxa, number and completeness of related digital 
specimen records

4. Collection Description Schemes
 A set of rules that define a specific Collection Descriptions implementation

 Define which dimensions and metrics are used, and which of those are mandatory

 Enable multiple interoperable schemes to be maintained in the same dataset, while 
avoiding double-counting of metrics

 Mitigates the (necessary) flexibility of the data standard

Of course, one of the most important reasons for creating these collection 
descriptions is to be able to understand what the world’s collections hold. We need 
standard metrics for this. These are what will allow us to finally know what we have, 
understand the scope, and make better use of the objects for all stakeholders. The 
metrics are numeric, and so can be used for aggregations, queries and calculations 
using automated tools and dashboards.

Developing these metrics is no small feat. And to make them interoperable, we need 
Collection Description Schemes that make sure we only add together what it makes 
sense to add, and we don’t double-count the same objects (for example). They also 
mean that we can define which Dimensions are applicable for a particular 
implementation, so that we’re not trying to compare a geographic breakdown with a 
taxonomic breakdown, which Metrics are applicable so that we know which numbers 
are needed to be reported on, and which shared vocabularies will be used so that 
we’re not trying to compare apples and pears.
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Benefits…

Flexible

 All dimensions (including hierarchies) are equal and potentially 
optional

 Metrics can be aggregated automatically against any of the 
dimensions, including different levels in any hierarchies

Extensible

 New dimensions and metrics can be added to the model (and 
standard) easily in the future

One of the main benefits of this model is that it’s flexible. All dimensions, including 
hierarchies, are equal and potentially optional, meaning that you can use dimensions 
that fit the use case without having to change the model itself. Also, metrics like 
object counts attached to the collection descriptions can be queried and aggregated 
across any of the dimensions using automated tools, and you can produce multi-
dimensional breakdowns.

The model is also easily extensible, as new dimensions and metrics can easily be 
added to the model and standard in the future without affecting the core model.

13



Flexibility needs to be managed

 Templates for applying the standard for an implementation, so that the 
data are consistent and comparable

Handling metrics can be complex

 Counts, measurements, estimates, approximations, guesses…

 Require careful management to maintain integrity

Collections are not static

 Physical collections, and their digital twins, change over time

 A model for relationships and provenance is needed

… and challenges

However, there are also challenges that need to be addressed. The flexibility means 
that there may need to be another layer to keep implementations consistent, for 
example templates or rulesets which dictate which dimensions are applicable and 
mandatory, and which vocabularies are used for them. These are represented by the 
‘Collection Description Scheme’ concept, which is effectively the tool for defining 
what a ‘collection’ is more precisely for any given implementation of the standard, 
ensuring that the data are consistent and interoperable, and making sure that metrics 
are handled correctly in queries and calculations.

Also, metrics for collection descriptions are tricky. Knowledge of undigitised portions 
of collections can be quite imprecise, and their metrics may be counts, 
measurements, estimates, approximations, or educated guesswork, which needs to 
be recorded and reflected where appropriate. It can also be challenging to make sure 
that the integrity of metrics are maintained, particularly because collections change 
over time. For physical collections, there might be new accessions, collection moves 
and loans to take into account, amongst other factors. For the digital collection 
descriptions, there may be splits and merges as the requirements of the dataset 
changes, and updates to metadata and metrics to reflect changes to the physical 
collections, or as new information comes to light about it. So ultimately we’ll also 
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need a model for managing provenance and relationships between collection 
descriptions while maintaining data integrity, and the ability to aggregate and report 
metrics on an automated basis.
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The ultimate aims

A common standard

 Flexible, robust standard and data model with 
common vocabularies

 Supporting shared tools and interoperability 
between datasets

A common vision

 A plan for a sustainable, efficient and accessible 
ecosystem of collection descriptions across 
global collections

So there are these challenges and a fair few more, but if we can solve them in a 
practical way, then we start getting closer to our vision. We’ll have a standard which is 
scalable from global collections to the most granular breakdown, allows datasets to 
be interoperable, and has common links to other data standards and digital 
resources. 

This opens up opportunities to start building a collection descriptions ecosystem 
where registries and databases can share data, be integrated into common interfaces 
and linked data resources, and feed into a global registry of collections.
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https://github.com/tdwg/cd/

email Deborah Paul or Matt Woodburn

dpaul@fsu.edu m.woodburn@nhm.ac.uk
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