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ICMP Introduction:  (Internet Control Message Protocol) is a network protocol used for diagnostics and 

et o k a age e t. A good e a ple is the pi g  utilit  hi h uses a  ICMP e uest a d ICMP epl  
message. When a certain host of port is unreachable, ICMP might send an error message to the source.  

The Internet Control Message Protocol (ICMP), is a very popular protocol and actually part of an Internet 

Protocol (IP) implementation. Because IP wasn't designed to be absolutely reliable, ICMP came into the 

scene to provide feedback on problems which existed in the communication environment. 

ICMP is one of the most useful protocols provided to troubleshoot network problems like DNS resolutions, 

routing and connectivity. 

ICMP messages a e e apsulated i  IP pa kets it s a la e  4 p oto ol like UDP o  TCP. Ho e e , si e ICMP 
is a vital part of the IP protocol it is typically considered a layer 3 protocol. Its position in the OSI model we 

can see that it's sitting in the Network layer (layer 3) alongside IP. There are no ports used with ICMP, this 

is because of where the protocol sits in the OSI model. Ports are only used for protocols which work at the 

Session layer and above. The ICMP protocol uses different 'messages' to identify the purpose of an ICMP 

packet, for example, an 'echo' (ping) is one type of ICMP message. 

 

ICMP Header 

ICMP uses is eall  si ple, he e s hat it looks like: 

 
Figure-1: ICMP Header 

 The first byte specifies the type of ICMP message. For example, type 8 is used for an ICMP request 

and type 0 is used for an ICMP reply. We use type 3 for destination unreachable messages. 

 The second byte called code specifies what kind of ICMP message it is. For example, the destination 

unreachable message has 16 different codes. When you see code 0 it means that the destination 

network was unreachable while code 1 means that the destination host was unreachable. 

 The third field are 2 bytes that are used for the checksum to see if the ICMP header is corrupt or 

not. What the remaining part of the header looks like depends on the ICMP message type that we 

are using. 

 

ICMP Message Types 

The list of ICMP message types is given below 

Type Code Description 

0 – Echo Reply 0 Echo reply (used to ping) 

3 – Destination 

Unreachable 

0 Destination network unreachable 

1 Destination host unreachable 

2 Destination protocol unreachable 

3 Destination port unreachable 

4 Fragmentation required, and DF flag set 

5 Source route failed 

6 Destination network unknown 

7 Destination host unknown 

8 Source host isolated 

9 Network administratively prohibited 

10 Host administratively prohibited 

11 Network unreachable for ToS 

12 Host unreachable for ToS 
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13 Communication administratively prohibited 

14 Host Precedence Violation 

15 Precedence cutoff in effect 

5 – Redirect Message 

0 Redirect Datagram for the Network 

1 Redirect Datagram for the Host 

2 Redirect Datagram for the ToS & network 

3 Redirect Datagram for the ToS & host 

8 – Echo Request 0 Echo request (used to ping) 

9 – Router Advertisement 0 Router Advertisement 

10 – Router Solicitation 0 Router discovery/selection/solicitation 

11 – Time Exceeded 
0 TTL expired in transit 

1 Fragment reassembly time exceeded 

12 – Parameter Problem: 

Bad IP header 

0 Pointer indicates the error 

1 Missing a required option 

2 Bad length 

13 – Timestamp 0 Timestamp 

14 – Timestamp Reply 0 Timestamp reply 

Table-1: ICMP message type and codes 

ICMP Timestamp (Request) and Timestamp Reply Messages  

ICMP timestamp allow devices to exchange system time information. All of the hosts and routers on an 

internetwork operate independently of each other. One aspect of this autonomy is that each device 

maintains a separate system clock. Since even highly-accurate clocks have slight differences in how 

accurately they keep time, as well as the time they are initialized with, this means that under normal 

circumstances, no two devices on an internetwork are guaranteed to have exactly the same time. 

 
Figure-2: ICMP Timestamp packet 

 Type. 8 bits: Set to 13. 

 Code. 8 bits: Always cleared to 0. 

 ICMP Header Checksum. 16 bits: The 16-bit one's complement of the one's complement sum of the 

ICMP message, starting with the ICMP Type field. When the checksum is computed, the checksum 

field should first be set to 0. When the data packet is transmitted, the checksum is computed and 

inserted into this field. When the data packet is received, the checksum is again computed and 

verified against the checksum field. If the two checksums do not match then an error has occurred. 

 Identifier. 16 bits: If code is zero then an identifier is used to help match timestamp requests to the 

associated reply. It may be cleared to zero. 

 Sequence number. 16 bits: If code is zero then a sequence number is used to help match timestamp 

requests to the associated reply. It may be cleared to zero. 

 Originate timestamp. 32 bit IP address 
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 Receive timestamp. 32 bits IP address 

 Transmit timestamp. 32 bits IP address 

The creators of TCP/IP recognized that certain applications might not work properly if there was too much 

differential between the system clocks of a pair of devices. To support this requirement, they created a 

pair of ICMP messages that allow devices to exchange system time information. The initiating device 

creates a Timestamp message and sends it to the device with which it wishes to synchronize. That device 

responds with a Timestamp Reply message. Timestamp fields in these messages are used to mark the 

times that these messages are sent and received to allow the devices' clocks to be synchronized. 

 

Trace route 

Trace-route is used to trace back along a path to a target in order to learn the routers that lie between the 

originator and target. Trace-route is often used to identify a link when troubleshooting a slow   

communication. It sends a UDP pa ket to the desti atio  taki g ad a tage of ICMP s essages. 

 
Figure-3: Trace-route format  

 

Field Name 
Size 

(bytes) 
Description 

Type 1 Type: Identifies the ICMP message type, in this case 30. 

Code 1 Code: Set to the value 0 if the datagram the source device sent was 

successfully sent to the next router, or 1 to indicate that the datagram 

was dropped (meaning the trace-route failed). 

Checksum 2 Checksum: 16-bit checksum field for the ICMP header, as described 

in the topic on the ICMP common message format. 

ID Number 2 ID Number: An identification field used to match up this Trace-

route message to the original message sent by the source (the one 

containing the Trace-route IP option). 

Unused 2 Unused: Not used, set to 0. 

Outbound Hop 

Count 

2 Outbound Hop Count: The number of routers the original message has 

already passed through. 

Return Hop 

Count 

2 Return Hop Count: The number of routers the return message has 

passed through. 

Output Link 

Speed 

4 Output Link Speed: The speed of the link over which the Trace-

route message is being sent, in bytes per second. 

Output Link 

MTU 

4 Output Link MTU: The Maximum Transmission Unit (MTU) of the link 

over which the Trace-route message is being sent, in bytes. 

Table-2: Trace-route field description 
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PING Program 

Ping used to troubleshoot problems in an IP network. It based on using ICMP echo packets for IP network 

diagnosis and measurements 

Ping Command Syntax 

ping [-t] [-a] [-n count] [-l size] [-f] [-i TTL] [-v TOS] [-r count] [-s count] [-w timeout] [-R] [-S srcaddr] [-p] [-4] 

[-6] target [/?] 

ping command options are described in the table below. 

Option Description 

-t Using this option will ping the target until you force it to stop using Ctrl-C. 

-a 
This ping command option will resolve, if possible, the hostname of an IP address target. 

-n count 
This option sets the number of ICMP Echo Requests to send, from 1 to 4294967295. The 

ping command will send 4 by default if -n isn't used. 

-l size 

Use this option to set the size, in bytes, of the echo request packet from 32 to 65,527. The 

ping command will send a 32-byte echo request if you don't use the -l option. 

-f 

Use this ping command option to prevent ICMP Echo Requests from being fragmented by 

routers between you and the target. The -f option is most often used to troubleshoot Path 

Maximum Transmission Unit (PMTU) issues. 

-i TTL This option sets the Time to Live (TTL) value, the maximum of which is 255. 

-v TOS 

This option allows you to set a Type of Service (TOS) value. Beginning in Windows 7, this 

option no longer functions but still exists for compatibility reasons. 

-r count 

Use this ping command option to specify the number of hopsbetween your computer and 

the target computer or device that you'd like to be recorded and displayed. The maximum 

value for count is 9, so use the tracert command instead if you're interested in viewing all 

the hops between two devices. 

-s count 

Use this option to report the time, in Internet Timestamp format, that each echo request is 

received and echo reply is sent. The maximum value for count is 4, meaning that only the 

first four hops can be time stamped. 

-

w timeout 

Specifying a timeout value when executing the ping command adjusts the amount of time, 

in milliseconds, that ping waits for each reply. If you don't use the -w option, the default 

timeout value of 4000 is used, which is 4 seconds. 

-R This option tells the ping command to trace the round trip path. 

-S srcaddr Use this option to specify the source address. 

-p Use this switch to ping a Hyper-V Network Virtualization provider address. 

-4 
This forces the ping command to use IPv4 only but is only necessary if target is a hostname 

and not an IP address. 

-6 
This forces the ping command to use IPv6 only but as with the -4option, is only necessary 

when pinging a hostname. 

target This is the destination you wish to ping, either an IP address or a hostname. 

/? 
Use the help switch with the ping command to show detailed help about the command's 

several options. 

Table—3: Ping command options 

In case of error, the target host or an intermediate router sends back an ICMP error message, for example 
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"host unreachable" or "TTL exceeded in transit". 

 

Intra & inter domain routing 

A outi g do ai  is a set of et o ks that a e u de  a si gle ad i ist atio . The i te  prefix indicates 

that function is for the feeding of information external to the domain, and thus between domains. The 

i t a  p efi  i di ates that it is i te ded fo  the operations internal of the domain. Inter-domain focuses 

on how to get between domains. Intra-domain focuses on how to get to specific end device in that domain. 

Intra-and inter-domain routers and routing protocols work together. 

 
Figure-4: Popular routing protocols 

Intra-domain routing protocols are RIP, EIGRP, OSPF or IS-IS and BGP is the interdomain routing protocol 

 

Distance vector routing 

Distance vector routing is a simple distributed routing protocol. Distance vector routing allows routers to 

automatically discover the destinations reachable inside the network as well as the shortest path to reach 

each of these destinations. The shortest path is computed based on metrics or costs that are associated to 

each link. 

Bellman Ford Basics – Each router maintains a Distance Vector table containing the distance between itself 

and ALL possible destination nodes. Distances, based on a chosen metric, are computed using information 

f o  the eigh o s  dista e e to s. 
Information kept by Distance vector router - 

 Each router has an ID Associated with each link connected to a router, there is a link cost (static or 

dynamic). 

 Intermediate hops 

 Distance Vector Table Initialization - Distance to itself = 0, Distance to ALL other routers = infinity 

number. 

Information kept by DV router - 

 Each router has an ID 

 Associated with each link connected to a router, there is a link cost (static or dynamic). 

 Intermediate hops 

Distance Vector Table Initialization - 

 Distance to itself = 0 

 Distance to ALL other routers = infinity number. 

Distance Vector Algorithm  

 A router transmits its distance vector to each of its neighbors in a routing packet. 

 Each router receives and saves the most recently received distance vector from each of its 

neighbors. 

 A router recalculates its distance vector when: 

o It receives a distance vector from a neighbor containing different information than before. 

o It discovers that a link to a neighbor has gone down 

The DV calculation is based on minimizing the cost to each destination 

 Dx(y) = Estimate of least cost from x to y  

 C(x,v) =  Node x knows cost to each neighbor v 

 Dx   =  [Dx(y): y ∈ N ] = Node x maintains distance vector 
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 Node x also maintains its neighbors' distance vectors 

 For each neighbor v, x maintains Dv = [Dv(y): y ∈ N ] 

 From time-to-time, each node sends its own distance vector estimate to neighbors. 

 When a node x receives new DV estimate f o  a  eigh o  , it sa es s dista e e to  a d it 
updates its own DV using B-F equation: Dx(y) = min { C(x,v) + Dv(y)} for each node y ∈ N 

 
Figure-5: Distance vector tables 

Advantages of Distance Vector routing  

 It is simpler to configure and maintain than link state routing. 

Disadvantages of Distance Vector routing– 

 It is slower to converge than link state. 

 It is at risk from the count-to-infinity problem. 

 It creates more traffic than link state since a hop count change must be propagated to all routers 

and processed on each router. Hop count updates take place on a periodic basis, even if there are 

no changes in the network topology, so bandwidth-wasting broadcasts still occur. 

For larger networks, distance vector routing results in larger routing tables than link state since each router 

must know about all other routers. This can also lead to congestion on WAN links. 

  

Routing Information Protocol 

The Routing Information Protocol (RIP) is an intradomain routing protocol that uses the Bellman-Ford 

Distance Vector Algorithm to build a routing table of the entire network.  

A router that uses RIP to build its routing table: 

• Requests routing information from neighboring routers. 

• Responds to requests from neighboring routers. 

• Advertise across the network to inform other routers of its configuration.  

The advantage of distance-vector protocols, such as RIP, is their simplicity and ease of  implementation 

 In RIP a routing database that stores information on the fastest route from computer to computer, an 

update process that enables each router to tell other routers which route is the fastest from its point of 

view, and an update algorithm that enables each router to update its database with the fastest route 

communicated from neighboring routers: 

• Database. Each RIP router on a given network keeps a database that stores the following 

information for every computer in that network: 

• IP Address. The Internet Protocol address of the computer.  

• Gateway. The best gateway to send a message addressed to that IP address. 

• Distance: The number of routers between this router and the router that can send the message 

directly to that IP address. 

• Route change flag. A flag that indicates that this information has changed, used by other routers to 

update their own databases. 
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• Timers. Various timers. 

Algorithm: 

The RIP algorithm works like this: 

Update:  At regular intervals each router sends an update message describing its routing database to all 

the other routers that it is directly connected to. Some routers will send this message as often as every 30 

seconds, so that the network will always have up-to-date information to quickly adapt to changes as 

computers and routers come on and off the network. 

Propagation: When a router X finds that a router Y has a shorter and faster path to a router Z, then it will 

update its own routing database to indicate that fact. Any faster path is quickly propagated to neighboring 

routers through the update process, until it is spread across the entire RIP network. A mathematical 

description of this algorithm is shown below. 

• Let D(i,j) be the metric for the best route from router i to router j. 

• Let d(i,j) represent the distance from router i to router j, set to infinite if i and j are the same or if i 

and j are not immediate neighbors. 

• The best distance is then D ( i, i ) = 0, for all i 

• D ( i, j ) = min ( d ( i, k ) + D ( k, j ) ), for i <> j, over all k 

 

RIP algorithm converged to the best estimates of distance to each destination address. 

The RIP routing protocol uses UDP because it is particularly efficient, and there are no problems if a 

message gets, which is fine for router updates where another update will be coming along shortly anyway. 

Link-State Protocols 

The link-state routers exchange messages to allow each router to learn the entire network topology. Based 

on this learned topology, each router is then able to compute its routing table by using a shortest path 

computation 

It is more complex than Distance vector protocols. But the basic functionality and configuration is not 

complex at all. The link state protocols also known as Shortest Path First protocols. 

Link-State Routing Process 

 Each router learns about its own links (directly connected networks) 

 Find directly connected neighbors 

 Builds a Link-State Packet (LSP) with the state of each directly connected link 

 Floods the LSP to all neighbors, who stores the received LSPs in a database 

 Each router uses the database to construct a complete map of the network topology 

 Computes the best path to each destination network 

Advantages with Link-State Protocols 

• Builds a topological map: Full knowledge of the network 

• Fast convergence: Floods LSPs immediately 

• Event-driven updates: LSP sent when there is a change, only contains information regarding the 

affected link 

• Hierarchical design: Areas can be used to separate routing traffic 

Disadvantages with Link-State Protocol 

• Significant demands on memory and processing resources 

• Requires very strict network design  

• Requires a knowledgeable network administrator 

• Initial flooding can impede network performance 

 

OSPF 

The Open Shortest Path First (OSPF) protocol is a link state protocol that handles routing for IP traffic. 

Open Shortest Path First (OSPF) uses the Shortest Path First (SPF) algorithm, developed by Dijkstra, to 

provide a loop-free topology. Open Shortest Path First (OSPF) provides fast convergence with triggered, 

incremental updates via Link State Advertisements (LSAs). Open Shortest Path First (OSPF) is a classless 

protocol 

The two important concepts in case of OSPF are Autonomous Systems and Areas. Areas are used to 
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provide hierarchical routing, within an Autonomous System. Areas are used to control when and how 

much routing information is shared across your network. 

OSPF implements a two-layer hierarchy: the backbone (Area 0) and areas off of the backbone (Areas 1–
65,535). Here the two different areas can summarize routing information between them. Route 

summarization helps to compact the routing tables. All areas should connect to Area 0 and all routers in an 

Area will have the same topology table. 

• Router ID: Every Router in an OSPF network needs a unique OSPF Router ID. The OSPF Router ID is 

used to provide a unique identity to the OSPF Router. 

• Loopback Interface: A loopback interface is a logical, virtual interface on a router. By default, the 

oute  does t ha e a  loop a k i te fa es, ut the  a  easil  e eated. These i te fa es a e 
treated as physical interfaces on a router and we can assign ip addresses to them. 

• Area border router (ABR): An Area border router (ABR) is a router that connects one or more OSPF 

areas to the main backbone network. It is considered a member of all areas it is connected to. 

• Internal router: An Internal Router is a router that has only OSPF neighbor relationships with 

routers in the same area. 

• Backbone router: Backbone Routers are part of the OSPF backbone. This includes all area border 

routers and also routers connecting different areas. 

• Designated Router (DR) and Backup Designated Router (BDR) :A Designated Router (DR) is the 

router interface elected among all routers on a network segment, and Backup designated (BDR) is a 

backup for the Designated Router (DR). Designated Routers (DRs) are used for reducing network 

traffic by providing a source for routing updates. The Designated Router (DR) maintains a complete 

topology table of the network and sends the updates to the other routers via multicast. All routers 

in an area will form a slave/master relationship with the Designated Router (DR). 

The main disadvantages of Open Shortest Path First (OSPF) are Open Shortest Path First (OSPF) requires 

more memory to hold the adjacency (list of OSPF neighbors), topology (a link state database containing all 

of the routers and their routes), and routing tables, Open Shortest Path First (OSPF) requires extra CPU 

processing to run the SPF algorithm and Open Shortest Path First (OSPF) is a complex routing protocol. 

 

Path Vector Routing Protocol 

A path vector protocol is essentially a distance vector protocol that does not rely on the distance to 

destination to guarantee a loop-free path but instead relies on the analysis of the path itself. 

It is typically deployed in environments where it is difficult to guarantee a consistent metric (distance) 

across the routing domain. The path is accumulated at each router, and carried in each advertisement, so 

that any router receiving it can validate the loop-free path before propagating the information.  

Distance vector and link state routing are both intradomain routing protocols. They can be used inside an 

autonomous system, but not between autonomous systems. These two protocols are not suitable for 

interdomain routing mostly because of scalability. Both of these routing protocols become intractable 

when the domain of operation becomes large. Distance vector routing is subject to instability if there are 

more than a few hops in the domain of operation. Link state routing needs a huge amount of resources to 

calculate routing tables. It also creates heavy traffic because of flooding. There is a need for a third routing 

protocol which is path vector routing. 

 Initialization: At the beginning, each speaker node can know only the reach ability of nodes inside its 

autonomous system 
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Figure-6: Initial routing tables in path vector routing 

Node Al is the speaker node for AS1, B1 for AS2, C1 for AS3, and Dl for AS4. Node Al creates an initial table 

that shows Al to A5 are located in ASI and can be reached through it. Node B1 advertises that Bl to B4 are 

located in AS2 and can be reached through Bl. And so on. 

Path vector routing proved to be useful for interdomain routing. The principle of path vector routing is 

similar to that of distance vector routing. In path vector routing, it is assumed that there is one node in 

each autonomous system that acts on behalf of the entire autonomous system. 

The main drawback is the size of the advertisements, which grow with the number of hops.  

 

Border Gateway Protocol (BGP) 

Border Gateway Protocol is used to exchange routes between autonomous systems in the Internet and 

provides built-in support for CIDR and route aggregation.  

 

Almost no coordination of global policies takes place between autonomous systems (because of the 

difficulties of coordinating policies between independently administrated systems, and because ISPs are 

not inclined to reveal the setup of internal policies). In this context, a distance vector protocol could not by 

itself guarantee loop-free paths and fast convergence across autonomous systems. BGP is a path vector 

protocol, essentially a distance vector protocol that does not rely on the distance to destination to 

guarantee a loop-free path but on the analysis of the path itself. A direct consequence of this approach is 

that the path, a list of traversed autonomous systems, is accumulated and carried between BGP routers. 

 

The BGP basic unit of routing information is the BGP path, a route to a certain set of CIDR prefixes. Paths 

are tagged with various path attributes, of which the most important are AS_PATH and NEXT_HOP. 

The AS_PATH attribute contains a list of autonomous systems a route goes through to get to the 

destination. Loops are detected and avoided by checking that the router's own ASN is not in the AS_PATHs 

received from neighboring autonomous systems. 

 

The NEXT_HOP attribute is another important piece of the BGP route advertisement. When the BGP 

update crosses autonomous system boundaries (see the eBGP discussion below), the NEXT_HOP attribute 

is changed to be the IP address of the boundary router, while, as long as updates remain within an 

autonomous system, the next hop is left unchanged . That ensures that within the autonomous system, the 

next hop is always the IP address of the external peer that announced the destination prefix, and that 

internal BGP peers do not have to be on the path to the advertised destination. 
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Figure-7: BGP Communicating Between two AS 

BGP can be deployed in two forms: exterior BGP (eBGP) and interior BGP (iBGP). eBGP is used for inter 

autonomous system peering, whereas iBGP carries BGP path information inside the same autonomous 

system. Although some of the information (route, metric) carried by iBGP might be redundant with that 

advertised by IGPs, such as IS-IS, OSPF, and so on, no IGP is capable of transporting BGP-specific path 

attributes such as the AS_PATH. Hence, iBGP is necessary to ensure that BGP path attributes received on 

one edge of the autonomous system, over the eBGP connection, are available on the other edge of the 

same autonomous system. 

BGP runs over a TCP transport protocol. On connection start, BGP peers exchange complete copies of their 

routing tables. From there, the BGP peers maintain their respective routing database by exchanging only 

deltas, which makes the protocol fairly efficient as far as number of control messages is concerned. 

In addition to BGP attributes, CIDR is used by BGP to aggregate prefixes and reduce the size of the routing 

tables. When an ISP has been delegated a block of addresses, and has allocated part or this block to its own 

customers, BGP can aggregate routes received from these customers, and announce the entire block to its 

BGP peers, allowing a significant reduction in the number of BGP routing tables. 

 

Unicast Routing protocols 

Unicast routing involves determining optimal routing paths. We can use routing algorithms to calculate the 

optimal path from the router to a destination. This calculation depends on the algorithm selected, route 

metrics, and other considerations such as load balancing and alternate path discovery 

 

Routing protocols use a metric to evaluate the best path to the destination. A metric is a standard of 

measurement, such as a path bandwidth, that routing algorithms use to determine the optimal path to a 

destination. To aid path determination, routing algorithms initialize and maintain routing tables that 

contain route information such as the IP destination address, the address of the next router, or the next 

hop. Destination and next-hop associations tell a router that an IP destination can be reached optimally by 

sending the packet to a particular router that represents the next hop on the way to the final destination. 

When a router receives an incoming packet, it checks the destination address and attempts to associate 

this address with the next hop. 

Routing tables can contain other information, such as the data about the desirability of a path. Routers 

compare metrics to determine optimal routes, and these metrics differ depending on the design of the 

routing algorithm used. 

Unicast routing protocols 

Three common protocols are: 

• Routing Information Protocol (RIP), based on the distance-vector algorithm 

• Open Shortest Path First (OSPF), based on the link-state algorithm 

• Border Gateway Protocol (BGP), based on the path-vector algorithm 

Internet Group Management Protocol (IGMP) 
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The Internet Group Management Protocol (IGMP) is an Internet protocol that provides a way for an 

Internet computer to report its multicast group membership to adjacent routers. Multicasting allows one 

computer on the Internet to send content to multiple other computers that have identified themselves as 

interested in receiving the originating computer's content. 

The Internet Group Management Protocol (IGMP) is used between IP hosts and their immediate neighbor 

multicast agents to support the creation of transient groups, the addition and deletion of members of a 

group, and the periodic confirmation of group membership. IGMP is an asymmetric protocol 

 

IGMP Message 

There are three message types used in IGMP.  

The IGMP 'type' field is set to the following values for each message type: 

Membership Query  

Membership Query messages are used by multicast enabled routers running IGMP to discover which hosts 

on attached networks are members of which multicast groups. Membership Query messages are sent to 

the 'all-systems' multicast group address of 224.0.0.1. 

There are two types of Membership Queries: 

General Query - used to learn which groups have members on an attached network. 

Group-Specific Query - used to learn if a specific group has any members on an attached network. 

Membership Report (V1/V2) 

A membership report message is sent by a host whenever it joins a multicast group, and when responding 

to Membership Queries sent by an IGMP router that is functioning as a Querier. 

Leave Group  

This message is sent when a host leaves a multicast group. This message is sent to the 'all-routers' 

multicast address. The router then sends out a group-specific membership query to the network to verify if 

the last member of a group has left. 

IGMP Packet Format: 

 
Figure-8: IGMP Packet Format 

Type 8 bits: Specifics the type of packet. 

Type Description 

1 Create Group Request. 

2 Create Group Reply. 

3 Join Group Request. 

4 Join Group Reply. 

5 Leave Group Request. 

6 Leave Group Reply. 

7 Confirm Group Request. 
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8 Confirm Group Reply. 

Table-4: IGMP Types 

Code 8 bits: In a Create Group Request message, this field indicates if the new host group is to be public or 

private. In all other Request messages, this field is set to zero. 

Code Description 

0 Public. 

1 Private. 

Table-5: IGMP Code request 

In a Reply message, the Code field specifies the outcome of the request. 

Code Description 

0 Request granted. 

1 Request denied, no resources. 

2 Request denied, invalid code. 

3 Request denied, invalid group address. 

4 Request denied, invalid access key. 

5-255 Request pending, retry in this many seconds. 

Table-6: IGMP Code reply 

IGMP Checksum. 16 bits: The checksum is the 16-bit one's complement of the one's complement sum of 

the IGMP message starting with the IGMP Type. For computing the checksum, the checksum field should 

first be cleared to 0. When the data packet is transmitted, the checksum is computed and inserted into this 

field. When the data packet is received, the checksum is again computed and verified against the checksum 

field. If the two checksums do not match then an error has occurred. 

Identifier. 32 bits: In a Confirm Group Request message, the identifier field contains zero. In all other 

Request messages, the identifier field contains a value to distinguish the request from other requests by 

the same host. In a Reply message, the identifier field contains the same value as in the corresponding 

Request message. 

Group Address. 32 bits: In a Create Group Request message, the group address field contains zero. In all 

other Request messages, the group address field contains a host group address. In a Create Group Reply 

message, the group address field contains either a newly allocated host group address (if the request is 

granted) or zero (if denied). In all other Reply messages, the group address field contains the same host 

group address as in the corresponding Request message. 

Access Key. 64 bits. 

In a Create Group Request message, the access key field contains zero. In all other Request messages, the 

access key field contains the access key assigned to the host group identified in the Group Address field 

(zero for public groups). In a Create Group Reply message, the access key field contains either a non-zero 

64-bit number (if the request for a private group is granted) or zero. In all other Reply messages, the access 

key field contains the same access key as in the corresponding Request. 

 

IGMP operation 

A multicast router connected to a network has a list of multicast addresses of the groups. For each group, 

there is one router that has the duty of distributing the multicast packets destined for that group. The host 

and the router keep a list of groupids and relay their interest to the distributing router 

Operation in IGMP 

Joining a Group: A host or a router can join a group. When a process wants to join a new group, it sends its 

request to the host. The host adds the name of the process and the name of the requested group to its list. 

Leaving a Group: When a host sees that no process is interested in a specific group, it sends a leave report. 

Similarly, when a router sees that none of the networks connected to its interfaces is interested in a 

specific group, it sends a leave report about that group. 

Monitoring Membership: The multicast router is responsible for monitoring all the hosts or routers in a 

LAN to see if they want to continue their membership in a group 

Delayed Response: To prevent unnecessary traffic, IGMP uses a delayed response strategy. When a host or 
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router receives a query message, it does not respond immediately; it delays the response. Each host or 

router uses a random number to create a timer. 

 

Encapsulation 

The IGMP message is encapsulated in an IP datagram, which is itself encapsulated in a frame. 

 
Figure-9: IGMP Encapsulation 

 

 

Encapsulation at Network Layer 

The value of the protocol field is 2 for the IGMP protocol. Every IP packet carrying this value in its protocol 

field has data delivered to the IGMP protocol. When the message is encapsulated in the IP datagram, the 

value of TTL must be 1. This is required because the domain of IGMP is the LAN. No IGMP message must 

travel beyond the LAN. 

Encapsulation at Data Link Layer 

At the network layer, the IGMP message is encapsulated in an IP packet and is treated as an IP packet. 

However, because the IP packet has a multicast IP address, the ARP protocol cannot find the corresponding 

MAC (physical) address to forward the packet at the data link layer. What happens next depends on 

whether the underlying data link layer supports physical multicast addresses. 

Physical Multicast Support Most LANs support physical multicast addressing. Ethernet is one of them. An 

Ethernet physical address (MAC address) is six octets (48 bits) long. If the first 25 bits in an Ethernet 

address are 0000000100000000010111100, this identifies a physical multicast address for the TCP/IP 

protocol. The remaining 23 bits can be used to define a group. 
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We hope you find these notes useful. 

You can get previous year question papers at  

https://qp.rgpvnotes.in . 

 

If you have any queries or you want to submit your 

study notes please write us at 

rgpvnotes.in@gmail.com 

 

 

https://qp.rgpvnotes.in/
mailto:rgpvnotes.in@gmail.com

