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Abstract Data from remote-sensing platforms play an important role in monitoring
environmental processes, such as the distribution of stratospheric ozone. Remote-
sense data are typically spatial, temporal, and massive. Existing prediction methods
such as kriging are computationally infeasible. The multi-resolution spatial model
(MRSM) captures nonstationary spatial dependence and produces fast optimal esti-
mates using a change-of-resolution Kalman filter. However, past data can provide
valuable information about the current status of the process being investigated. In
this article, we incorporate the temporal dependence into the process by developing
a dynamic MRSM. An application of the dynamic MRSM to a month of daily total
column ozone data is presented, and on a given day the results of posterior inference
are compared to those for the spatial-only MRSM. It is apparent that there are advan-
tages to using the dynamic MRSM in regions where data are missing, such as when a
whole swath of satellite data is missing.
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1 Introduction

Remotely sensed spatio-temporal datasets on the order of megabytes to terrabytes
are becoming more common. For example, polar-orbiting satellites observe Earth
from space, monitoring the Earth’s atmospheric, oceanic, and terrestrial processes,
and generate massive amounts of environmental data. The current generation of sat-
ellites, such as the National Aeronautic and Space Administration’s (NASA) Earth
Observing System (EOS) Terra and Aqua satellites, generate about 1.5 terrabytes of
data per day. In the USA, there are remote-sensing projects in preparation that will
dwarf even those datasets. NASA, the National Oceanic and Atmospheric Adminis-
tration (NOAA), and the Department of Defense (DoD) have created the National
Polar-orbiting Operational Environmental Satellite System (NPOESS) to provide
long-term systematic measurements of Earth’s environmental variables beginning
about 2009. The precursor of this NPOESS mission, the NPOESS Preparatory Pro-
ject (NPP), serves as a bridge between NPOESS and NASA’s EOS program and is
scheduled to launch imminently. Scalable statistical methods are needed to process
and extract information from these massive datasets.

Of particular interest here is total column ozone (TCO) data from the Total
Ozone Mapping Spectrometer (TOMS) instrument (http://toms.gsfc.nasa.gov). Flying
on NPP is a whole suite of sensors, including the Ozone Mapping and Profiler Suite
instrument used in obtaining measurements of TCO. This is the next generation of the
TOMS instrument which has flown on three satellites since 1978 (Nimbus-7, Meteor-3,
and Earth Probe).

In spite of a satellite’s regular polar orbit, remotely sensed data yield datasets that
are spatially irregular and on occasion missing whole swaths. Hence, further pro-
cessing of these data is required to yield a dataset that is regularly located on the
globe. However, these data are spatially and temporally dependent, and they are typi-
cally nonstationary in space and time. Existing geostatistical methods, such as kriging,
which can handle only small-to-moderate-size datasets, are computationally infeasi-
ble. Huang et al. (2002) introduced a multi-resolution spatial model (MRSM), that
is, mass balanced (across resolutions) and designed for processing massive amounts
of spatial data. The advantage of the MRSM lies in the fact that it is able to cap-
ture nonstationary spatial dependence and produce fast optimal estimates using a
change-of-resolution Kalman-filter algorithm (Chou et al. 1994; Huang and Cressie,
2001).

The MRSM model is a spatial-only model. For a spatio-temporal process that
changes smoothly over time, past data can provide valuable information about the
current status of the process. For example, when a whole swath of satellite data is miss-
ing, past data collected over the region of the missing swath might be more closely
related to the missing data than data collected at nearby swaths. Therefore, it is impor-
tant to integrate both spatial and temporal dependence into a statistical model when
analyzing satellite data.

With more demand for statistical analysis in areas such as environmental science
and geophysical science, there is growing interest in spatio-temporal statistical models.
Haslett and Raftery (1989) and Handcock and Wallis (1994) considered models of spa-
tio-temporal data that concentrated more on the temporal aspects and de-emphasized
prediction at locations not at monitoring sites. Early spatio-temporal models assumed
separable spatio-temporal covariance functions and stationarity (Guttorp et al. 1992;
Carroll et al. 1997). Recently, various spatio-temporal models with nonseparable,



Environ Ecol Stat (2007) 14:5–25 7

stationary spatio-temporal covariance functions have been developed (Jones and
Zhang 1997; Cressie and Huang 1999; Brown et al. 2000; de Iaco et al. 2001; Gneiting
2002; Stein 2005). In contrast to these descriptive spatio-temporal models, a parallel
development has been for dynamic spatio-temporal models that are hierarchical and
Bayesian (Waller et al. 1997; Gelfand et al. 1998; Wikle et al. 1998; Berliner et al.
2000). Hierarchical models that treat the spatial component as a multi-variate vector
and represent it using autoregressive time-series models allow us to use the standard
Kalman filter to obtain optimal predictors. The idea was suggested by Cressie (1994)
and was demonstrated by Huang and Cressie (1996), who consider an autoregres-
sive moving-average temporal (i.e., dynamic) structure and a nonstationary (in mean
and variance) spatial structure, resulting in a separable covariance model. A similar
development can be found in Meiring et al. (1998), Hartfield and Gunst (2003), and
Huerta et al. (2004). Others have proposed various more complex spatio-temporal
dynamic models by writing the state process in terms of a number of spatial basis
functions, leading to nonseparable spatio-temporal covariance structure (Cane et al.
1996; Mardia et al. 1998; Wikle and Cressie 1999; Stroud et al. 2001; Calder et al. 2002;
Huang and Hsu 2004). See Cressie and Wikle (2002) for a review of the space-time
Kalman filter. An early review of spatio-temporal geostatistical models is given by
Kyriakidis and Journel (1999).

Unfortunately, similar to the traditional kriging methods, which are incapable of
processing massive amounts of spatial data, most of the spatio-temporal models in the
literature imply algorithms that are computationally infeasible for processing massive
amounts of spatio-temporal satellite data, even if the standard Kalman filter can be
applied. Hence, fast spatio-temporal statistical algorithms, flexible enough to cap-
ture various spatial- and temporal-dependence structures and applicable to massive
amounts of data, are in great demand.

The rest of the paper is organized as follows. Section 2 reviews the MRSM and
the associated change-of-resolution Kalman-filter algorithm. A fast and statistically
efficient parameter-estimation method is introduced in Sect. 3. In Sect. 4, we give an
application of the MRSM model to the TCO satellite data on a particular day. In
Sect. 5, we introduce a dynamic MRSM that not only captures temporal dynamics
at a coarse resolution but also allows the optimal predictor and its prediction-error
variance to be computed efficiently at multiple resolutions. An application of the
dynamic MRSM model to a month of daily TCO data, including the particular day’s
data analyzed in Sect. 4, is presented in Sect. 6, where the dynamic MRSM is compared
with the spatial-only MRSM model. Finally, discussion and conclusions are given in
Sect. 7.

2 Multi-resolution spatial model (MRSM)

We now give a short review of the MRSM that allows rapid, optimal spatial prediction
of massive datasets. More details of this model can be found in Huang (1997), Huang
and Cressie (2001), Huang et al. (2002), and Johannesson (2003).

Let D ⊂ R
d be a spatial domain of interest. Let {D(i, r) : i = 1, . . . , nr}, for each

resolution-index r = 0, . . . , R, be a family of disjoint partitions of D such that

D(i, r) =
mr⋃

j=1

D(chj(i, r)), (i, r) ∈ N R−1,
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where {chj(i, r) : j = 1, . . . , mr} indexes the mr children cells of D(i, r), m0, . . . , mR−1
are the aperture (i.e., resolution) changes, and Nk ≡ {(i, r) : i = 1, . . . , nr, r = 0, . . . , k}.
Hence, the domain D is recursively partitioned, yielding multi-resolution partitions
of D with a tree-structured parent–children relationship between cells (pixels) at
adjacent resolutions (Fig. 1).

Let {Y(s) : s ∈ D} be a (hidden) real-valued univariate spatial process that is
defined on D. Based on the partitioning {D(i, r)}, define the multi-resolution, aggre-
gated Y-process as

Y(i, r) ≡ 1
v(i, r)

∫

D(i,r)
Y(s)ds, (i, r) ∈ NR, (1)

where v(i, r) ≡ |D(i, r)| is the area (more generally the volume) of D(i, r). Hence,
{Y(·, r)} represents the resolution-r values associated with the Y-process; r = 0, . . . , R.
Further, denote by

Y(ch(i, r)) ≡ (
Y (ch1(i, r)) , . . . , Y

(
chmr(i, r)

))′ , (i, r) ∈ NR−1

the aggregated Y-process at the children cells of (i, r); hence they are values defined
at resolution (r + 1). The vector of all resolution-r values is denoted by

Y(r) ≡ (Y(1, r), . . . , Y(nr, r))′ , r = 0, . . . , R. (2)

2.1 Model specification

The MRSM consists of a data model, which describes the relationship between the
observed data and the unobserved, hidden Y-process, and a process model, which
describes the relationship between the aggregated Y-process at adjacent resolutions.
In what follows, we define the data model via a linear statistical relationship between

Fig. 1 An example of a spatial multi-resolution tree-structure partition; shown is a quad tree at three
resolutions
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data Z and hidden process Y, and the process model as a coarse-to-fine, change-of-
resolution autoregression in Y.

At each resolution (r+1), we have (potentially) observed data {Z(ch(i, r))} that are
assumed to be related to the Y-process at resolution (r + 1), according to the additive
measurement-error model,

Z (ch(i, r)) = F (ch(i, r))Y (ch(i, r))+ ν (ch(i, r)) , (i, r) ∈ V ⊆ NR−1, (3)

where ν(ch(i, r)) ∼ Gau(0, σ 2V(ch(i, r))), independently. The data vector Z(ch(i, r)) is
sometimes the same length as Y(ch(i, r)), with each element being a direct measure-
ment of the corresponding element of Y(ch(i, r)); in that case, F(ch(i, r)) = I. However,
Z(ch(i, r))might have some missing data (i.e., some of the elements of Y(ch(i, r))might
be unobserved); in that case, F(ch(i, r)) is taken as the matrix of zeroes and ones that
matches each of the observed elements of Z(ch(i, r)) to its corresponding element of
Y(ch(i, r)). The scaled measurement-error variance–covariance matrices {V(ch(i, r))}
are typically diagonal, corresponding to independent measurement errors; for the
moment we assume they are known, along with the scaling parameter σ 2.

Instead of specifying the spatial variance–covariance structure of the Y-process
directly, we introduce spatial dependence into the process model indirectly through
the following coarse-to-fine-resolution model:

Y(ch(i, r)) = 1Y(i, r)+ ω(ch(i, r)), (i, r) ∈ NR−1, (4)

where ω(ch(i, r)) ∼ Gau
(
0, σ 2W(ch(i, r))

)
, independently. The spatial dependence

in the Y-process depends on the variation in the process-model errors {ω(ch(i, r))},
where smaller variation results in stronger spatial dependence. As such, the spatial
dependence is indirectly specified through σ 2 and the variance–covariance matrices
{W(ch(i, r))}, which for the moment we assume are known. The process model is then
fully specified, once we specify the prior distribution at the coarsest resolution; here
we assume,

Y(0) ∼ Gau
(

a(0), σ 2R(0)
)

, (5)

where a(0) and R(0) are to be specified. The resolution-0 prior distribution (5), along
with a recursive use of the coarse-to-fine-resolution process model (4), yields the
prior distribution of the Y-process (at all resolutions) to be a multi-variate Gaussian
distribution:

Y(ch(i, r)) ∼ Gau
(

a(ch(i, r)), σ 2R(ch(i, r))
)

, (i, r) ∈ NR−1, (6)

where a(ch(i, r)) and R(ch(i, r)) are derived via successive applications of the recursive
relationship (4); see Huang and Cressie (2001, pp 89–94).

As a consequence of the definition of the spatially aggregated Y-process in (1), we
obtain:

v(i, r)Y(i, r) =
mr∑

j=1

v(chj(i, r))Y(chj(i, r)) = v(ch(i, r))′ Y(ch(i, r)), (i, r) ∈ NR−1,

(7)

where v(ch(i, r)) ≡ (
v(ch1(i, r)), . . . , v(chmr(i, r))

)′. However, it is easy to verify that (4)
does not yield (7) unless v(ch(i, r))′ω(ch(i, r)) = 0. Huang et al. (2002) refer to process
models that satisfy (7) as mass-balanced (MB) models, where the total “mass” in the
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children cells is equal to the “mass” in the parent cell. One way to satisfy the MB
condition (7) is to let Q(i, r) be any mr ×(mr −1)matrix such that v(ch(i, r))′Q(i, r) = 0
and restate the coarse-to-fine-resolution process model as,

Y(ch(i, r)) = 1Y(i, r)+ Q(i, r)ω∗(i, r), (i, r) ∈ NR−1, (8)

where ω∗(i, r) ∼ Gau
(
0, σ 2W∗(i, r)

)
are independent, (mr − 1)-dimensional random

vectors, and hence variance–covariance matrices {W∗(i, r)} are (mr − 1)× (mr − 1). It
is easily verified that the MB model (8) satisfies (7). In terms of the general process
model (4), the MB conditions restrict W(ch(i, r)) to be of the form,

W(ch(i, r)) = Q(i, r)W∗(i, r)Q(i, r)′, (i, r) ∈ NR−1. (9)

2.2 Posterior inference

Given the data {Z(ch(i, r))}, our goal is to derive the posterior distribution of the
Y-process at all resolutions. What makes the MRSM particularly attractive is its com-
putational advantage; the computational cost of deriving the posterior distribution
is linear in the number of parent cells in the MRSM, namely O(

∑R−1
r=0 m3

r nr). This is
in contrast to many traditional spatial modeling approaches, for example, universal
kriging (e.g., Cressie 1993, Ch. 3), where the computational cost is cubic in the size of
the data, namely O(n3

R). Based on the MRSM model used to process one day of TCO
data (Sect. 4), the kriging computational order is 108 times larger than the MRSM
computational order.

The derivation of the posterior distribution of the Y-process consists of two steps:
the leaves-to-root filtering step and the root-to-leaves smoothing step; see, for exam-
ple, Chou et al. (1994) and Huang and Cressie (2001). We now give a brief summary.
Starting at the finest resolution, R, and proceeding to coarser resolutions, the distri-
bution of each set of siblings is derived conditional on all the observed data at all its
descendents (leaves-to-root filtering). That is,

Y(ch(i, r)) | Z(ch(i, r)) ∼ Gau
(
m(ch(i, r) | r), σ 2C(ch(i, r) | r)

)
, (i, r) ∈ NR−1,

where {m(ch(i, r) | r)} and {C(ch(i, r) | r)} are derived in a recursive manner (see Huang
and Cressie 2001, pp 89–91), and Z(ch(i, r)) denotes all the data observed at the
descendents of the children cells of (i, r) and at the children cells themselves. At the
end of the leaves-to-root filtering step, we obtain the distribution of the aggregated
Y-process at the coarsest resolution, given all the observed data Z, as

Y(0) | Z ∼ Gau
(

m(0), σ 2C(0)
)

,

which is indeed the posterior distribution of Y(0), the Y-process at the coarsest resolu-
tion. The second step, root-to-leaves smoothing, starts with the posterior distribution
at the coarsest resolution and proceeds to finer and finer resolutions, yielding the
posterior distribution at each set of siblings as

Y(ch(i, r)) | Z ∼ Gau
(

m(ch(i, r)), σ 2C(ch(i, r))
)

, (i, r) ∈ NR−1, (10)

where {m(ch(i, r))} and {C(ch(i, r))} are derived recursively (see Huang and Cressie
2001, pp 91–93).
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3 Variance–covariance modeling and estimation of the MRSM

Hitherto we have simply assumed that the between-resolution variance–covariance
matrices {W∗(i, r)} of (8) are all known and given, along with the variance-scaling
parameter σ 2, the resolution-0 prior mean a(0), and the scaled variance–covariance
matrix R(0) of (5). A common approach in spatial statistics is to use the data to assist
in specifying the prior mean and the variance–covariance structure of the Y-process;
for example, when kriging, it is standard practice to use the spatial data to estimate
a variogram or covariance function (e.g., Cressie 1993, Ch. 2). We take a similar
approach below, relying on likelihood-based parameter estimation as in Johannesson
(2003, Ch. 2) and Johannesson and Cressie (2004), which is similar in some aspects to
the approach taken by Kolaczyk and Huang (2001).

3.1 Modeling the between-resolution variation

Each W∗(i, r) has at most mr(mr −1)/2 unknown parameters that need to be specified.
Denote by θ(i, r) the unknown parameters associated with W∗(i, r), and write

W∗(i, r) = W∗(i, r; θ(i, r)) ≡ W∗(θ(i, r)), (i, r) ∈ NR−1,

where there is a slight abuse of notation, but it is understood that W∗(θ(i, r)) can
be different at each cell (i, r). Then the variance–covariance matrices of the errors
ω(ch(i, r)) in (4) are given by

W(ch(i, r)) = Q(i, r)W∗(θ(i, r))Q(i, r)′, (i, r) ∈ NR−1.

A simple model for W∗(·) that we use in Sect. 4 is the single-parameter-per-scale
(SPPS) model,

W∗(θ(i, r)) = θ(i, r)W∗
0(i, r), (i, r) ∈ NR−1, (11)

where {W∗
0(i, r)} are known positive-definite matrices and {θ(i, r)} are unknown pos-

itive variance-scaling parameters to be estimated. Even though the SPPS model
reduces the number of unknown parameters to a single parameter for each W∗(·), a
large number of parameters still remains to be estimated.

To reduce their number even further, a parametric model could be specified for
{θ(i, r)}, tailored to the application at hand. For example, if we expect nearby cells to
exhibit similar between-resolution variation, then we might assume

log θ(i, r) = f (s(i, r); β(r)) ≡
pr∑

j=1

ψj(s(i, r))βj(r), i = 1, . . . , nr,

whereψ1(·), . . . ,ψpr(·) are known, smooth basis functions, {s(i, r)} are the spatial loca-
tions of the centroid of the cells {D(i, r)}, and β(r) ≡ (β1(r), . . . ,βpr(r))

′ are unknown
regression parameters to be estimated; r = 0, . . . , R−1. Thus, for modeling the evolu-
tion of the Y-process from resolution r to resolution (r + 1), this specification reduces
the number of unknown parameters to pr. We now look at a likelihood-based esti-
mation method that aims at estimating θ(r) ≡ {θ(i, r) : i = 1, . . . , nr} (i.e., β(r) in the
example given above) independently, one resolution at a time. A key to this approach
is to aggregate and constrain the data in a particular way that makes it possible to
carry out resolution-specific estimation of the relevant parameters.
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3.2 Aggregated data for inference

Without loss of generality (and to simplify notation slightly), assume we have observed
data only at resolution R, the finest resolution. For the moment, assume that there
are no missing data (i.e., each resolution-R cell is observed), and define the data
vector Z(R) ≡ {Z(i, R)}. It is essentially impossible (or extremely computationally
intensive) to base parameter estimation on the marginal likelihood associated with
the observed data, because the number of parameters is large and we must opti-
mize an nR-dimensional Gaussian density viewed as a function of these parameters.
Instead of working with the joint distribution of Z(R), we transform the data or, more
precisely, sequentially aggregate them, to resolution-specific components that lead to
resolution-specific likelihood-based inference.

Define recursively, for r = R − 1, . . . , 0,

Z(i, r) = ṽ(i, r)′Z(ch(i, r)), i = 1, . . . , nr, (12)

where Z(ch(i, r)) ≡ (Z(ch1(i, r)), . . . , Z(chmr(i, r)))′, ṽ(i, r) ≡ v(ch(i, r))/v(i, r), and
v(ch(i, r)) ≡ (v(ch1(i, r)), . . . , v(chmr(i, r)))′; recall that v(i, r) is the area (volume) of
the (i, r) cell. That is, Z(i, r) is an area-weighted average of the data associated with
its children cells. What is particularly noticeable about the aggregated data is that
because ṽ(i, r)′Q(i, r) = 0, by construction,

Z(i, r) = Y(i, r)+ ν(i, r), (i, r) ∈ NR−1, (13)

where ν(i, r) ∼ Gau(0, σ 2V(i, r)), independently, with V(i, r) ≡ ṽ(i, r)′V(ch(i, r))ṽ(i, r)
and V(ch(i, r)) ≡ diag(V(ch1(i, r)), . . . , V(chmr(i, r))). Notice that the expression for
V(i, r) does not involve any θ -parameters. Hence, the aggregated resolution-r data are
indirectly informative for only those θ-parameters that influence the prior variation
in Y(i, r), that is, for the parameters θ(0), . . . , θ(r − 1).

If some of the elements of Z(ch(i, r)) are missing, we simply put the corresponding
aggregation weights in ṽ(i, r) equal to zero and rescale ṽ(i, r) so that 1′ṽ(i, r) = 1. How-
ever, the resulting aggregation variance V(i, r) will depend on some of the between-
resolution parameters, as ṽ(i, r)′Q(i, r) 	= 0. Hence, in the case of missing data, the
aggregated value Z(i, r) is (to some extent) also informative for θ(r), . . . , θ(R − 1).

3.3 Resolution-specific restricted-likelihood (RESREL) approach to estimation

We now outline a resolution-specific restricted-likelihood (RESREL) approach to
estimate the between-resolution parameters. This approach mirrors restricted maxi-
mum likelihood (REML), which has been used successfully for variance–covariance
parameter estimation in mixed-effects models and spatial models; see, for example
McCulloch and Searle (2001) and Cressie (2002).

Substitute the process model (8) into the data model (3) where, because it is
assumed there are no missing data, F(ch(i, r)) = I. Then,

Z(ch(i, r)) = 1Y(i, r)+ Q(i, r)ω∗(i, r)+ ν(ch(i, r)), (i, r) ∈ NR−1.

Notice that {Z(ch(i, R−1))} is in fact the observed data Z(R) at resolution R; otherwise,
the Z-values are the result of aggregation to coarser resolutions. Let E(i, r) be any
mr × (mr − 1) matrix of full column rank such that E(i, r)′1 = 0. Then

e(ch(i, r)) ≡ E(i, r)′Z(ch(i, r)) = Qe(i, r)ω∗(i, r)+ νe(ch(i, r)), (i, r) ∈ NR−1, (14)
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where Qe(i, r) ≡ E(i, r)′Q(i, r) and νe(ch(i, r)) ≡ E(i, r)′ν(ch(i, r)). Notice that for
each r, the {e(ch(i, r))} are independent (because for each r, {ω∗(i, r), ν(ch(i, r))} are
independent), suggesting that we could maximize the following RESREL,

L(e)r+1(θ(r)) ≡ p(e(r + 1); θ(r)) ≡
nr∏

i=1

p(e(ch(i, r)); θ(r)), r = R − 1, . . . , 0 (15)

with respect to θ(r), one resolution at a time, where e(r + 1) ≡ {e(ch(i, r))} and
p(e(ch(i, r)); θ(r)) is the multi-variate Gaussian density that corresponds to (14). Recall
that in the case of missing data, the aggregated-data variance–covariance matrix
V(ch(i, r)) may depend on θ -parameters associated with the finer resolutions lead-
ing up to the current resolution r. The approach we take here is to assume that the
finer-resolution θ -parameters are, for the purpose of optimization, known and given
by their corresponding RESREL-based estimates.

Hitherto, we have focused on estimating θ(0), . . . , θ(R − 1) and not worried about
the variance-scaling parameter σ 2, which is associated with each RESREL compo-
nent in (15). In what follows, we estimate σ 2 at the finest resolution, resolution R, and
plug that estimate into (15) to obtain RESREL-based estimates of the θ -parameters.

In addition to σ 2 and {θ(r)}, there typically are some unknown parameters associ-
ated with the initial coarsest-resolution prior distribution, Y(0) ∼ Gau(a(0), σ 2R(0)).
Given the sequential aggregation described by (12), it is natural to use the coars-
est-resolution aggregated data Z(0) ≡ {Z(i, 0)} to obtain any unknown parameters
associated with the resolution-0 mean trend, a(0), or the variance–covariance matrix
σ 2R(0); more details are given in the next section.

4 Spatial analysis of TCO on a particular day

In Sect. 1, we briefly introduced the TOMS instrument for measuring TCO over the
whole globe on a daily basis. We now apply the MRSM to historical data obtained
by the TOMS instrument on the Nimbus-7 satellite in October, 1988. These data are
freely available and can be obtained from NASA’s Goddard Space Flight Center
(http://toms.gsfc.nasa.gov). In applying the MRSM, we use a multi-resolution spatial
partition {D(i, r)} that consists of four spatial resolutions, each based on a regular
longitude–latitude grid, following Huang et al. (2002); see Table 1. We also relax the
assumption made in Sect. 3 of no missing data and deal with its implications.

Let {Z(s(i; t)) : i = 1, . . . , Nt} denote the spatially irregular (level-2) TCO data
available on October t, 1988; t = 1, . . . , 31. At the finest resolution (R-3), define

Z(i, 3; t) ≡ |I(i, 3; t)|−1
∑

j∈I(i,3;t)

Z(s(j; t)) (16)

Table 1 The multi-resolution
partition used for modeling the
TOMS data

Resolution r Grid Size Cell Size No. Cells (nr)

R-3 (r=3) 288 × 180 1.25◦ × 1.00◦ 51,840
R-2 (r=2) 144 × 90 2.50◦ × 2.00◦ 12,960
R-1 (r=1) 72 × 45 5.00◦ × 4.00◦ 3,240
R-0 (r=0) 24 × 15 15.00◦ × 12.00◦ 360
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and

V(i, 3; t) ≡ |I(i, 3; t)|−1, (i; t) ∈ V(3),

where I(i, 3; t) ≡ {j : s(j; t) ∈ D(i, 3)}, |I(i, 3; t)| denotes the cardinality of I(i, 3; t), and
V(3) ≡ {(i; t) : i = 1, . . . , n3, t = 1, . . . , 31, |I(i, 3; t)| > 0}. Some of the sets {I(i, 3; t)}
are empty (i.e., |I(i, 3; t)| = 0) and therefore yield missing data for the corresponding
finest-resolution cells.

Figure 2a shows a map of the finest-resolution data given by (16) for t = 5 (October
5, 1988), which is the focus of our MRSM application. This day was selected because it
has both small regions of missing data (e.g., scans within an orbit) and large regions of
missing data (e.g., whole orbits). In general, the TCO process is seen to be relatively
smooth with more spatial variation around the poles, particularly near the South Pole.
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Fig. 2 (a) The TCO data on October 5, 1988, at resolution 3 (R-3); (b) the between-resolution stan-
dard deviations; (c) the R-0 prior means; (d) the R-0 prior cell-wise standard deviations; (e) the R-3
posterior means; (f) the R-3 posterior cell-wise standard deviations
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4.1 Elicitation of parameters and resolution-0 prior

To apply the MRSM, the between-resolution variance–covariance matrices {W∗(i, r)}
of (8) need to be specified, along with the prior distribution at resolution-0, given
by (5). Both are obtained empirically from (the 31 days of) the October 1988 data.
Although the October 5 data are included in this dataset, the impact is fairly small (1
of 31 days), and (apart from a day-specific scaling factor to be explained below), the
approach taken can be considered fully Bayes, where the elicitations come from all
the October 1988 data.

We start with the elicitation of the between-resolution variation, through modeling
the matrices {W∗(i, r)} associated with (8). The MB constraining matrices {Q(i, r)} of
(8) are taken as Helmert matrices (Harville 1997, p 85), and the matrices {W∗(i, r)}
are given by the SPPS model (11),

W∗(i, r) = θ(i, r)W∗
0(i, r), (i, r) ∈ NR−1,

where W∗
0(i, r) were selected such that the diagonal elements of W(ch(i, r)) given by

(9) are equal to θ(i, r) and off-diagonal elements as close to 0 as possible (as judged by
the usual matrix norm, ‖A‖ = (tr(A′A))1/2; see Harville 1997, p 60), given the con-
straints imposed by Q(i, r). This leaves the between-resolution-variation parameters
θ(0), . . . , θ(R−1) to be determined. An exploratory study (not given) of the between-
resolution variation in the aggregated data showed a strong latitudinal variation. To
reduce the number of parameters further, we model

log θ(i, r) =
pr∑

j=1

φj,r(lat(i, r))βj(r), (i, r) ∈ NR−1,

where {φj,r(·) : j = 1, . . . , pr} are B-spline basis functions of latitude, constrained to
yield zero derivative at the poles and β(r) = {βj(r) : j = 1, . . . , pr} are unknown
parameters; r = 0, . . . , R − 1. Estimates of β(0), . . . , β(R − 1), and σ 2 were obtained
for each day via the RESREL approach of Sect. 3.3. Those estimates were then simply
averaged over the month of October to elicit the parameters {θ(r)} and σ 2. Figure 2b
shows plots of σθ(i, r)1/2 (the between-resolution standard deviation) versus lat(i, r),
for r = 0, 1, 2; the larger variation observed closer to the poles is apparent from this
plot.

We now turn our attention to the elicitation of the n0(= 360)-dimensional, resolu-
tion-0 prior distribution. From (12), the resolution-3 data were sequentially aggregated
for each day of October 1988, yielding the aggregated resolution-0 data {Z(i, 0; t)};
t = 1, . . . , 31. Our interest is in the spatial variation of the hidden Y-process at reso-
lution-0, not the noise-corrupted aggregated data process, for which some of the n0
resolution-0 cells have no data. Therefore, for each t, we predict the 360 process values
{Y(i, 0; t) : i = 1, . . . , 360}, using universal kriging (Cressie 1993, p 151); the trend was
taken to be a linear combination of the first 49 spherical harmonic basis functions
(Wahba 1990), and the covariance function was assumed to be spherical (Cressie
1993, p 61), with parameters obtained by REML estimation. Denote the resolution-0
kriging predictions by,

{Ŷ(i, 0; t)}. (17)

Notice that {Ŷ(i, 0; t)} are spatially smoother than the data {Z(i, 0; t)} and, in addition,
there are no longer any missing data.
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The resolution-0 prior mean is taken to be given by,

a(i, 0) = f̂ (s(i, 0)), i = 1, . . . , n0, (18)

where f̂ (·) is a smoothing spherical spline surface of the cell-wise averages of {Ŷ(i, 0; t)}
and is shown in Fig. 2c. The (scaled) resolution-0 prior variance–covariance matrix
R(0) is specified in a slightly more involved manner. First, we write

R(0) = τ 2
0 MKM, (19)

where τ 2
0 is a factor (to be specified later), M is a diagonal standard-deviation matrix,

and K is a correlation matrix. The diagonal values {Mii : i = 1, . . . , n0} of M are given
by a smoothing spherical spline map of the square-root of the cell-wise averages of
{(Ŷ(i, 0; t)− a(i, 0))2}. An exploratory study (not given) of the correlation structure of
the standardized residuals

(
Ŷ(i, 0, t) − a(i, 0)

)
/Mii showed a fairly homogeneous lin-

ear decrease in spatial correlation with distance and a small correlation range. Hence,
the matrix K was taken to be parameterized by a spherical correlation function with
parameters obtained from a maximum-likelihood fit to the standardized residuals
defined just above.

For October 5 (t = 5), the factor τ 2
0 is taken to be the value that maximizes the

likelihood based on the marginal distribution,

Z(0; 5) ∼ Gau(a(0), σ 2(τ 2
0 MKM + V(0; 5))), (20)

where Z(0; 5) ≡ (Z(1, 0; 5), . . . , Z(n0, 0; 5))′ and V(0; 5) is a diagonal matrix with diag-
onal elements V(1, 0; 5), . . . , V(n0, 0; 5), computed as a part of the aggregation process;
see (13). Figure 2d shows a map of the square-root of the diagonal elements of σ 2R(0),
that is, the resolution-0 prior standard deviation for October 5.

To summarize: we obtain the between-resolution variance parameters {θ(i, r)} and
the scaling parameter σ 2 from the October data by averaging day-specific RESREL-
based estimates. We obtain the resolution-0 mean and variance–covariance structure
with resolution-0 data from the 31 days in October 1988. This leaves only the resolu-
tion-0 factor τ 2

0 of (19) to be obtained with day-specific (October 5) resolution-0 data;
see (20).

4.2 Posterior results

The posterior cell-wise means and cell-wise standard deviations of the TCO process on
October 5 are shown in Fig. 2 at resolution 3. In data-rich regions, the posterior mean
varies smoothly in accordance with the observed data, whereas in regions with missing
data, particularly in areas where a whole swath is missing, a blocky prediction pattern
is noticeable, which is a consequence of the tree-structure nature of the MRSM. The
map of the cell-wise posterior standard deviations shows very small uncertainty in
data-rich areas. The meridional pattern is caused by the orbital characteristics of the
satellite; the smallest posterior standard deviations are observed directly underneath
the satellite. The posterior standard deviations are larger in regions of missing data
and they are larger still when data are missing near the poles (as a result of larger
prior variation around the poles, particularly around the South Pole).
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5 Dynamic multi-resolution spatial models

In Sect. 3, we saw that the MRSM is a computationally attractive tool for modeling
massive spatial data with nonstationary spatial structure. However, the MRSM is a
spatial-only model and, as such, does not directly use past information (if available)
to specify prior distributions on parameters (e.g., the coarse-resolution-prior param-
eters). We now extend the MRSM to a dynamic MRSM by incorporating temporal
dynamics at the coarsest resolution. In this way, we carry forward information about
the large-scale behavior of the Y-process and, at the same time, we maintain the
computational attractiveness of the MRSM. We acknowledge that there are other
types of dynamic models that carry forward information about the Y-process at finer
resolutions. However, it is not clear that such models can be formulated to have the
sort of computational efficiencies we seek.

Let {Y(s; t) : s ∈ D, t = 1, 2, . . . } be a real-valued space–time process, where s
indexes space and t indexes time. Analogously to the spatially aggregated Y-process,
we define the aggregated space–time process,

Y(i, r; t) ≡ 1
v(i, r)

∫

D(i,r)
Y(s; t)ds, (i, r) ∈ NR, t = 1, 2, . . . (21)

and we let,

Y(ch(i, r); t) ≡ (
Y(ch1(i, r); t), . . . , Y(chmr(i, r); t)

)′ , (i, r) ∈ NR−1, t = 1, 2, . . . ,

Y(r; t) ≡ (Y(1, r; t), . . . , Y(nr, r; t))′ , r = 0, . . . , R, t = 1, 2, . . . .

5.1 Model specification

The dynamic MRSM consists of a data model, a (MB) coarse-to-fine-resolution spatial
model, and a dynamic coarse-resolution model.

Analogously to the MRSM, at each time t, we assume the following data model:

Z(ch(i, r); t) = F(ch(i, r); t)Y(ch(i, r); t)+ ν(ch(i, r); t), (i, r) ∈ V ⊆ NR−1, (22)

where ν(ch(i, r); t) ∼ Gau(0, σ 2V(ch(i, r); t)), independently; {Z(ch(i, r); t)} are the
observed data; and the matrices {F(ch(i, r); t)} and {V(ch(i, r); t)} are known. Similarly,
at each time t, we assume that the variation of the Y-process is given by a mass-
balanced MRSM:

Y(ch(i, r); t) = 1Y(i, r; t)+ Q(i, r)ω∗(i, r; t), (i, r) ∈ NR−1, (23)

where ω∗(i, r; t) ∼ Gau
(
0, σ 2W∗(i, r; t)

)
, independently; the MB constraining matrices

{Q(i, r)} are as in (8); and we assume for the moment that the variance–covariance
matrices {W∗(i, r; t)} are known.

The dynamic MRSM deviates from the spatial-only MRSM in the specification of
the prior distribution of the Y-process at the coarsest resolution, resolution-0. Recall
that the resolution-0 prior distribution for the spatial-only MRSM was multi-variate
Gaussian with empirically elicited mean vector and variance–covariance matrix; see
(5) and Sect. 4.1. Now, the dynamic MRSM is dynamic through its resolution-0 prior
distribution, and hence it is adaptive and changes with time t.
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There is considerable freedom in the specification of the coarse-resolution dynamic
model, depending on the application at hand. In what follows, and for the applica-
tion to TCO data given in Sect. 6, we assume the following simple and very general
autoregressive (i.e., dynamic) resolution-0 model:

Y(0; t) = H(λ(t))Y(0; t − 1)+ η(t), (24)

where η(t) ∼ Gau
(
b(t), σ 2U(t)

)
, independently, and {H(λ(t))} are autoregressive

matrices parameterized by {λ(t)}. The autoregressive matrices {H(λ(t))} aim at captur-
ing the dynamics (the flow) of the Y-process, while the time-independent, but possibly
spatially correlated process-model errors {η(t)} account for the difference. We assume
that {λ(t)}, {b(t)}, and {U(t)} are known, either specified or elicited in advance or
on-line. In the latter case, at time (t − 1), the parameters λ(t), b(t), and U(t) need to
be specified or elicited in order to derive the resolution-0 prior at time t.

5.2 Posterior inference

We now outline the steps needed to derive the posterior distribution of the Y-process
at all resolutions at each time point.

Assume at time (t − 1) that

Y(0; t − 1) | Z(t − 1) ∼ Gau
(

m(0; t − 1), σ 2C(0; t − 1)
)

, (25)

where Z(t − 1) denotes the set of all data (information) available up to and including
time (t − 1). Given new data at time t, namely {Z(ch(i, r); t)}, our goal is to derive the
posterior distribution of the Y-process at time t at all spatial resolutions.

Because of the linearity of the coarse-resolution dynamic model in (24), we have
that

Y(0; t) | Z(t − 1) ∼ Gau
(

a(0; t), σ 2R(0; t)
)

,

where

a(0; t) ≡ H(λ(t))m(0; t − 1)+ b(t)

and

R(0; t) ≡ H(λ(t))C(0; t − 1)H(λ(t))′ + U(t).

Hence, the conditional distribution of Y(0; t) given Z(t − 1) is of the same form as the
coarse-resolution prior distribution of the MRSM; see (5). Then the leaves-to-root
filtering step and the root-to-leaves smoothing step yield the posterior distribution
of the Y-process at time t to be multi-variate Gaussian, as in the case of the MRSM;
see (10). Finally, the cell-wise means (at any resolution) of this posterior distribution
represent the filtered estimate of the Y-process at time t, and the associated posterior
standard deviations represent the uncertainty of that estimate.

As a special case, consider the coarsest resolution, where the posterior distribution
of Y(0; t) is:

Y(0; t) | Z(t) ∼ Gau
(

m(0; t), σ 2C(0; t)
)

.

Comparing this to (25), it is clear that we have established a recursive procedure,
where the posterior distribution at time t becomes a new starting point in (25) for
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deriving the posterior distribution of the Y-process at time (t + 1) when new data
{Z(ch(i, r); t + 1)} become available.

6 Space–time application to TCO

We now apply the dynamic MRSM to the TCO data of October, 1988. In particular,
we derive TCO prediction and standard-error maps for October 5 and compare them
to those derived in Sect. 4 by means of the spatial-only MRSM.

We assume the same between-resolution error process as in Sect. 4 (with its varia-
tion shown in Fig. 2b) and the same variance-scaling parameter σ 2. Recall that both
were obtained by averaging RESREL-based day-specific estimates over the month of
October. Instead of directly specifying a prior distribution at the coarsest resolution,
as in Sect. 4, the unknown parameters associated with the dynamic coarse-resolution
model of (24) need to be specified. These parameters consist of the autoregressive
matrices {H(λ(t))}, along with trends {b(t)} and variance–covariance matrices {U(t)}
associated with the process-model errors {η(t)}.
6.1 Elicitation of coarse-resolution dynamics parameters

Similarly to the spatial-only, resolution-0, prior-parameter elicitation given in Sect. 4,
we elicit coarse-resolution, dynamic-MRSM parameters by means of the aggregated,
resolution-0 TCO data from October, 1988.

An exploratory analysis of the aggregated resolution-0 TCO data revealed a smooth
temporal change between days. This is expected and is believed to be related mainly
to winds, particularly in the upper troposphere (Gelpke and Künsch 2001). As such,
we simply take the matrices {H(λ(t))} to be given by a spatial smoother that shifts the
resolution-0 Y-process at time (t − 1) meridionally, and then smooths it (or rather,
disperses it); see the details in the next paragraph. An alternative is to model directly
the flow of the TCO process between resolution-0 cells from time (t − 1) to time t,
using, for example, the flow model of Gelpke and Künsch (2001).

Let S(0)(λ) ≡ {S(0)ij (λ)}; λ = (λ1, λ2)
′, be a spatial smoothing matrix with elements

given by,

S(0)ij (λ) = exp(−aij(λ1)
2/λ2), i, j = 1, . . . , n0,

where aij(λ1) is the great-arc angular distance between the centroid of the ith and the
jth resolution-0 cells, after the centroid of the ith cell has been shifted by a distance
λ1 eastward. That is, S(0)ij (λ) is a shifted Gaussian kernel smoother. As given, the rows

and columns of S(0)(λ) have not been scaled properly and, in particular, S(0)(λ) does
not satisfy two rather natural constraints laid out by Gelpke and Künsch (2001):

Mass balance: v(0)′S(0)(λ) = v(0)′, (26)

Constant mean: S(0)(λ)1 = 1,

where v(0) ≡ (v(1, 0), . . . , v(n0, 0))′ and v(i, r) is the area of the cell (i, r). The MB
constraint guarantees that the smoother does not “create” or “destroy” ozone in
a systematic way, but preserves the ozone mass. That is, if v(0)′Y(0, t) = L, then
v(0)′(S(0)(λ)Y(0, t)) = L. The constant-mean constraint guarantees that the smoother
does not artificially create a trend, because if Y(t) = 1M, for some M ≥ 0, then
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S(0)(λ)Y(t) = 1M. To satisfy the row and column constraints imposed by (26), we
use an iterative-proportional-fitting (IPF) algorithm (e.g., Agresti 1990, p 197) with
S(0)(λ) as the initial state. That is, for b = 1, 3, 5, . . . , B − 1, the following two steps are
repeated:

Row rescaling: S(b)ij (λ) = S(b−1)
ij (λ)

1
∑

k S(b−1)
ik (λ)

, i, j = 1, . . . , n0,

Column rescaling: S(b+1)
ij (λ) = S(b)ij (λ)

v(j, 0)
∑

k v(k, 0)S(b)kj (λ)
, i, j = 1, . . . , n0.

Then S(B)(λ) ≡ {S(B)ij (λ)} satisfies the MB constraint exactly, and the constant- mean
constraint is satisfied up to any degree of numerical accuracy needed (by choosing B
large enough). We take

H(λ(t)) = S(B)(λ) ≡ H(λ), (27)

In the analysis of the October 1988 TCO data that follows, B was chosen to achieve a
numerical accuracy of 10−6, elementwise.

To obtain a good value for the parameter λ of H(λ), we simply minimized (with
respect to λ) the weighted residual sum of squares given by,

31∑

t=2

(Ŷ(0; t)− H(λ)Ŷ(0; t − 1))′A−1(Ŷ(0; t)− H(λ)Ŷ(0; t − 1)),

where Ŷ(0; t) = (Ŷ(1, 0; t), . . . , Ŷ(n0, 0; t))′; {Ŷ(i, 0; t)} are given by (17); and A is a
diagonal matrix with {v(i, 0)−1} on the diagonal. This yields λ = (3.45◦, 9.95◦)′, which
corresponds to a small eastward shift of 3.45◦ and a relatively narrow kernel width.

To obtain the trend vectors {b(t)} and the variance–covariance matrices {U(t)}
associated with {η(t)} in (24), we take the approach given in Sect. 4.1; see (18) and
(19). We assume that

b(t) = b and U(t) = τ 2(t)(MηKηMη) ,

where b ≡ (b(1), . . . , b(n0))
′ is a trend vector, the {τ 2(t)} are day-specific scal-

ing parameters, Mη is the diagonal standard-deviation matrix, and Kη is a corre-
lation matrix. Using the resolution-0 kriging-prediction maps {Ŷ(0; t)}, define the
differences,

d(t) ≡ (d(1; t), . . . , d(n0; t))′ ≡ Ŷ(0; t)− H(λ)Ŷ(0; t − 1), t = 1, . . . , 31.

We take the trend b to be given by a spherical-smoothing-spline surface of the empiri-
cal cell-wise time-averages of {d(i; t)}. Similarly, we take the diagonal elements {Mη,ii}
of Mη to be given by a spherical-smoothing-spline surface of the square-root of the
cell-wise time-averages of {(d(i; t) − b(i))2}. Finally, Kη is assumed to result from a
spherical correlation function, as in Sect. 4.1, with parameters obtained by a maximum-
likelihood fit to the standardized residuals {(d(i; t) − b(i))/Mη,ii}, assuming empirical
independence of the residuals. This leaves only the scaling parameters {τ 2(t)} to
be determined. In specifying {τ 2(t)}, we take a similar approach to that taken in
Sect. 4.1 for the resolution-0 scaling parameter τ 2

0 ; see (20). At time (t − 1), the
marginal distribution of the aggregated resolution-0 data at time t is given by,

Z(0; t) | Z(t − 1) ∼ Gau(μ(t), σ 2�(t)),
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where

μ(t) ≡ H(λ)m(0; t − 1)+ b

and

�(t) ≡ H(λ)C(0; t − 1)H(λ)′ + τ 2(t)MηKηMη + V(0; t)

as we recall that Y(0; t − 1) | Z(t − 1) ∼ Gau(m(0; t − 1), σ 2C(0; t − 1)). Then, analo-
gous to (20), the parameter τ 2(t) is taken to be the value that maximizes the marginal
density of Z(0; t) | Z(t − 1).

6.2 Posterior results and comparisons to the spatial-only application

We initialized the dynamic MRSM on October 1, 1988, by applying the spatial-only
MRSM to that day. The posterior inferences for the remaining days of October 1988
were then produced with the dynamic MRSM. We now focus on inference for October
5, 1988, based on the dynamic MRSM, and compare the results to those based on the
spatial-only MRSM reported in Sect. 4.

To start with, the resolution-0 prior distribution produced by the coarse-resolu-
tion dynamic model for October 5 is considerably more informative than the elicited
resolution-0 prior distribution used in the spatial-only MRSM application. Figure 3a
shows a map of the dynamic MRSM resolution-0 prior mean for October 5, which
can be compared to the spatial-only MRSM prior mean shown in Fig. 2c and to the
actual data observed on that day shown in Fig. 2a. Figure 3b shows a map of the ratio
of the resolution-0 prior standard deviation of the spatial-only MRSM to that of the
dynamic MRSM; values greater than one favor the dynamic MRSM. Recall that both

Fig. 3 (a) Dynamic MRSM R-0 prior mean; (b) cell-wise ratio of the R-0 prior standard deviation of
the spatial-only MRSM to that of the dynamic MRSM; (c) cell-wise ratio of the R-3 posterior mean
of the spatial-only MRSM to that of the dynamic MRSM; (d) cell-wise ratio of the R-3 posterior
standard deviation of the spatial-only MRSM to that of the dynamic MRSM
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resolution-0 prior distributions were allowed to adapt to the October 5 data via a
single day-specific scaling parameter. Hence, the map of the prior standard deviation
ratios in Fig. 3b is a direct indication of which prior is more informative and is clearly
favoring the dynamic MRSM prior (with the exception of a few cells).

The posterior-mean and posterior-standard-deviation maps produced by the dy-
namic MRSM for October 5 are close to those produced by the spatial-only MRSM
for data-rich areas. It is in the areas of missing data where the two give different
results. Figures 3c and 3d summarize the difference by showing maps of the ratios of
the cell-wise posterior means and the ratios of the cell-wise posterior standard devi-
ations. (The ratios show results from the spatial-only MRSM divided by those from
the dynamic MRSM.) The comparison of the posterior standard deviations is mostly
in favor of the dynamic MRSM, with the exception of some cells near the equator.

As noted, we observe bigger differences in the posterior means and standard devia-
tions between the two models in areas with missing data. Because the data are missing
in those areas, we are not able to make any sort of realistic comparison to the “truth.”
To produce such a comparison, the shape of the larger region of missing data (the
one crossing Asia and Australia in Fig. 2a) was “shifted” longitudinally until it cov-
ered a part of Western North America and the eastern Pacific Ocean. The October
5 data covered by this shifted region were then artificially removed, and both the
spatial-only MRSM and the dynamic MRSM were applied to the resulting (reduced)
dataset. Figure 4 shows the “missing” data; it also shows kernel-density estimates of
the relative differences between the “missing” data and the prior cell-wise means, and
the “missing” data and the posterior cell-wise means, which is a way of comparing the
spatial-only MRSM and the dynamic MRSM. We observe that the dynamic MRSM
yields a more informative prior than the spatial-only MRSM. However, the posterior

The “Missing” Data
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Fig. 4 Left, a map of the “missing” data (the data removed when producing posterior prediction
maps). Top right, a histogram of the relative difference between the missing data and the cell-wise
prior means, (data-prior)/data. Bottom right, a histogram of the relative difference between the
missing data and the cell-wise posterior means, (data-posterior)/data
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comparison in Fig. 4 (bottom right) shows the kernel density to be only slightly more
peaked for the dynamic MRSM.

Closer inspection of the kernel densities shows that the empirical standard devia-
tion drops from 14.6 (prior) to 13.4 (posterior) for the dynamic MRSM, but from 22.5
(prior) to 13.5 (posterior) for the spatial-only MRSM. Hence, the spatial-only MRSM
gains considerably in processing the data, while the dynamic MRSM sees only mar-
ginal improvement. Further inspection shows that this difference is associated with
cells closest to the poles (as expected), where the process exhibits larger variation.
However, because the missing-data region near the poles is narrow, those cells are
close to observed cells. Consequently, those cells draw most of their fine-resolution
inference from information contained in nearby fine-resolution cells, rather than from
prior information at resolution-0.

7 Discussion and conclusions

We have given a short review of the MRSM (Sect. 2), followed by a methodology
for MRSM prior elicitation (Sect. 3), and an application of the MRSM to TCO data
from October 5, 1988 (Sect. 4). In addition to being able to produce posterior results
quickly (in about a minute on a computer with a single AMD Athlon XP 2500+ pro-
cessor), the MRSM is able to capture the nonstationarity of the TCO process; recall
the between-resolution standard deviation profiles given in Fig. 2b. Consequently,
the TCO data are smoothed and the missing data are filled in, both in a statistically
optimal way (Fig. 2e). Associated with Fig. 2e is a map of uncertainty (Fig. 2f), where
it is noticeable that the relatively large posterior standard deviations are in areas of
missing data, particularly in areas where the TCO process was known to vary consid-
erably a priori. In an effort to take better advantage of past data and to produce a
tighter prior distribution for the current status of the TCO process, we extended the
MRSM by implementing temporal dynamics at the coarsest resolution of the spatial
tree (Sect. 5). By taking this approach, we developed a dynamic MRSM that maintains
the computational attractiveness of the MRSM. Furthermore, the coarse-resolution
dynamic model gives a formal framework to carry the current large-scale (posterior)
properties of the TCO process one day forward in time, yielding a better coarse-
resolution (prior) model for the next day. Application of the new dynamic MRSM
to TCO data from October 1988 established its superiority (Sect. 6). However, the
improvements were slightly less than expected, with at most a 10% decrease in the
size of the posterior standard-deviation in missing-data areas near the poles. We sus-
pect that one of the main reasons for this result is that near the equator, where the
missing-data area is widest, the TCO process shows very little spatial and temporal
variation, as reflected by small resolution-0 prior variance and between-resolution
variation (recall Figs. 2b–d). Consequently, the dynamic coarse-resolution prior does
not provide much additional information compared with the spatial-only coarse-res-
olution prior. In contrast, the two priors differ in regions closer to the poles where the
TCO process shows larger temporal variation. But here, the missing-data swaths are
relatively narrow and MRSM predictions in these regions benefit from nearby data.

In our application of the dynamic MRSM, we used a relatively simple autoregres-
sive coarse-resolution model. Replacing that model with a more involved flow/trans-
fer model, along the lines of Gelpke and Künsch (2001) and Huang and Hsu (2004),
would most likely be an improvement. Another avenue for improvement would be
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a dynamic model for the between-resolution processes. However, it is not yet clear
how we could implement such a model without losing the computational benefits of
the MRSM approach.
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