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Abstract 
Policy-based approaches to systems management are gaining widespread interest because they 

allow the separation of the rules that govern the behavioural choices of a system from the 

functionality provided by that system.  In order to make policy based management a rigorous 

technique, it is important to be able to analyse policies to ensure consistency and to ensure that 

key properties are preserved in the configuration of a managed system.  Although many policy 

languages have been proposed in the literature, policy analysis techniques remain poorly explored.  

Additionally, it is important that system administrators have support for transforming the high-

level goals they wish to achieve into concrete policies that can be enforced by the system.  This 

process is called policy refinement and is another area of policy based systems research that 

remains to be satisfactorily addressed. 

This thesis presents an integrated approach to policy analysis and refinement that is based on the 

application of formal reasoning techniques.  Recognising the importance of being able to analyse 

policies in the presence of constraints that control their applicability, the proposed method uses a 

formal representation of policies and managed systems, together with abductive reasoning 

techniques, to not only detect the presence of conflicts but generate explanations of the 

circumstances in which a conflict might arise.  Additionally, the approach supports policy 

refinement based on goal elaboration techniques developed for requirements engineering.  Since 

the refinement process requires expertise of the application domain, the technique uses the idea 

of refinement patterns to allow refinement results to be reused by non-expert users.  

To address the usability problems often associated with formal methods, a tool has been 

developed that allows users to specify policies and system information in high-level notations.  

Finally, the thesis presents a case study that illustrates the use of the formal techniques and the 

tool for analysing and refining policies in a network quality of service management application. 
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IntroductionIntroductionIntroductionIntroduction    

“Omnium rerum principia parva sunt --The beginnings of all things are small.” 
-- Marcus Tullius Cicero 

As technology pervades every aspect of the modern enterprise, from communications and 

information management to supply chain management and even manufacturing, the applications, 

services and devices used in these business activities are becoming increasingly complex.  In such 

an environment, it is important that systems administrators are able to effectively manage the 

underlying technology such that the security, performance and availability requirements of the 

enterprise are met.   

The complexity of management is caused by number of factors.  Firstly, the systems to be 

managed will span a number of layers – from networks, servers and storage devices at the lowest 

level; to services and applications at the higher levels (Figure 1.1).  To manage such systems the 

administrator is forced to deal with configuration, deployment and monitoring activities in a 

highly heterogeneous environment. Secondly, because of the range of technologies involved and 

the physical distribution required in global enterprises, managing these systems will be the 

responsibility of multiple human administrators.  Making sure that the management activities of 

one administrator do not override or interfere with the activities of other administrators is non-

trivial. In order to survive any enterprise has to change as the world changes around it.  

Therefore, in order to cope with changes in the business needs of users, administrators must be 

able to easily change the configuration and behaviour of the systems they are managing.   

Policy-based approaches to systems management are gaining widespread interest because they 

allow the separation of the rules that govern the behavioural choices of a system from the 

functionality provided by that system.  This means that it is possible to adapt the behaviour of a 

system without the need to recode any of the underlying functionality; and changes can be applied 

without the need to stop and restart the system.  Such features provide system administrators 

with the capability to manage systems in a very flexible manner. 
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Figure 1.1: Managing enterprise systems 

Whilst research into policies and policy-based management has been going on for over a decade, 

there is still some ambiguity in the definition of a policy.  Some researchers view policies as goals 

to be translated into a set of management operations; whereas others view them as event triggered 

rules that specify the operations to be performed if the system is in a given state (event-condition-

action rules).  Additionally, the term policy is used in security management to refer to rules that 

specify permissions and prohibitions in a managed system.  Whilst, all of these definitions are 

valid in the context in which they were made, they are not general enough to be applied to 

systems management in the large.  Therefore, in this thesis, we adopt Sloman’s definition of 

policies as rules governing the choices in behaviour of a system [85].  As such, policies can 

take a number of different forms: 

• Management policies define the conditions on which manager agents 

perform actions on the system to change the way it performs, or the 

strategy for allocation of resources.  Typical policies include what resources 

to allocate to particular users, for example, to allocate 40% of available 

bandwidth for sales managers to have a video conference between 15:00 

and 17:00 every Friday; or when to perform back up of the critical data 

bases or the conditions on which to install software.  Typically management 

policies are implemented as obligations in the form of event-triggered 

condition-action (ECA) rules.  

• Behavioural policies define the rules by which agents within the system 

interact for example the conditions under which they will exchange 

particular state information; or what filtering/transformations should be 

applied to email forwarded over a wireless link to a mobile user.   These are 

also often implemented as obligations.   
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• Security authorisation policies are concerned with defining the 

conditions under which users or agents can (or cannot) access particular 

resources.  Firewall rules are an example of authorization policy in the form 

of filtering rules for forwarding packets based on conditions such as source 

or destination IP addresses, port addresses or type of traffic. Security 

management policies are concerned with how the system should adapt to 

unusual events such as the actions to perform when a login failure is 

detected or what resources should be shut down when a security attack is 

detected. The heterogeneity of security mechanisms used to implement 

access control makes security management an important and difficult task. 

• Routing policies are specific to routers in a network and are used to define 

the conditions for choosing particular paths within the network for 

forwarding packets.  For example traffic from military installations should 

not be sent over insecure links, or traffic requiring low-delay should not be 

sent over satellite links.  Nowadays routers can also perform similar filtering 

of traffic to that performed by firewalls. 

• Freedom policies have been suggested to give humans or automated 

agents the freedom to override the normal policies which apply to them.  

For example an operator in a nuclear plant may be able to override the 

normal management or behavioural policies which govern his actions in a 

safety-critical situation.  

In this thesis we will concentrate on management/behavioural policies which due to their 

similarity can be implemented using obligations, and security policies, particularly those related 

to authorization, as this is an important issue in large-scale networked systems.  Security 

management is covered by management policies.  Routing policies only used in a very specific 

application so will not be considered here.  

Policies are persistent, and therefore a one-off command to perform an action is not a policy. 

Scripts and mobile agents, based on powerful interpreted languages such as Java, can also be used 

to support adaptability as well as to introduce new functionality into distributed network 

components. Policies define choices in behaviour in terms of the conditions under which 

predefined operations or actions can be invoked rather than changing the functionality of the 

actual operations themselves.   
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In order to make policy based management usable in real-world applications it is necessary to give 

the approach some rigorous foundations.  By this we mean that it is important to be able to 

analyse policies to ensure consistency and to ensure that defined properties are preserved in the 

configuration of the managed system e.g. in network quality of service management, to check that 

traffic marked in the same way is not allocated to different queues. Although the functionality 

that policies implement can be realised through general scripting languages, policy languages 

adopt a more succinct, declarative, form in order to facilitate analysis. However, although many 

policy languages have been proposed in the literature, policy analysis techniques remain poorly 

explored.  Unless such techniques are developed and implemented in enterprise operational 

systems support tools, the additional expense required to deploy policy-based management will 

have poor short term return on investment and will remain difficult to justify. 

In addition to analysing policies for consistency, administrators will need help in translating the 

business needs of the enterprise into policies that can be enforced by the underlying systems.  

Often these requirements can be expressed as high-level policies (e.g. all project teams are allowed 

to use the virtual meeting room application) which then must be transformed into lower-level 

policies, expressed in terms of management operations supported by the system.  In some cases 

the users’ requirements can be satisfied by specifying policies that perform management 

operations at the application layer; but other times it may be necessary to write policies that 

interact with the device layer of the system.  This process is called policy refinement and is 

another area of policy based systems research that remains to be satisfactorily addressed.   

In this thesis, we present an approach to policy analysis and refinement that is based on the 

application of formal reasoning techniques.  The initial focus of our work has been to develop a 

formal representation for policies and managed systems.  This is used together with formal 

reasoning techniques to detect conflicts between policies. Existing policy specification formalisms 

only handle security or management policies even though most real world systems use a 

combination of the two. Also, these approaches use deductive reasoning techniques for policy 

analysis, which require complete specification of the system state in order to produce useful 

results.  Finally, it is important to be able to analyse a policy specification before it is deployed. 

However, none of the existing approaches seem to model the system behaviour to support a priori 

analysis of policy specifications that are constrained on the runtime state of the system.   

We propose a formalism that is based on the standard Event Calculus [59] that models both 

authorisation and management policy specifications together with the behaviour of the managed 

system. Event Calculus was chosen as both the policies and the management behaviour we are 

modelling are event driven.  Additionally, since an Event Calculus specification of a system can be 

generated from a state transition model, users can specify the management behaviour using a 

familiar high-level notation. In a similar fashion, it is possible to translate policies specified in a 
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high-level policy specification language, like Ponder [28], into an Event Calculus representation 

that describes the semantics of the policy language. This eliminates the need for the user to 

become conversant with the details of logic programming and the Event Calculus notation.   

Having developed the Event Calculus representation, we show how our formalism supports the 

specification of rules for detecting a range of consistency properties.  This includes modality and 

application specific conflicts such as conflicts of duty together with policy validation. 

Additionally, we show that the formal representation supports a number of types of review query, 

allowing the administrator to obtain different views of the information in the policy specification.   

The analysis technique we have developed uses a combination of deductive and abductive 

reasoning.  Deductive techniques are primarily used for policy validation and to perform review 

queries whereas abduction is used to detect conflicts between policies.  By using abductive 

reasoning techniques, we are able to analyse the policy specifications to identify existing conflicts 

and provide explanations on how they might arise. Because the abduction process is applied to a 

specification that models both the systems behaviour and the policy specification it is possible to 

detect conflicts when the applicability of the policies is constrained on the runtime state of the 

system. Furthermore, by using abduction, the analysis can be performed even with partial 

specifications of the system state. 

We go on to show how this formalism can be combined with the KAOS goal elaboration 

technique [34], to provide a framework for policy refinement.  However, the low-level goals 

derived using this technique cannot be directly used in policies without first identifying the 

management operations that will achieve them.  To support this identification process, we 

introduce the concept of a strategy, which is the mechanism by which a given system can achieve a 

particular goal, i.e., a strategy is the relationship between the system description and the goal.  By 

having a formal specification of the latter two types of information we can use abductive 

reasoning to infer the strategy.  We use the KAOS goal elaboration technique because it provides 

the concept of domain-specific and domain-independent refinement patterns, logically proven 

goal refinement templates that can be easily reused.  We can use such patterns to capture the 

refinement of goals that are commonly encountered in policy-based management, thus 

simplifying the refinement process for the user.  Additionally we show how the refined policies 

derived using this process can be encoded in policy refinement patterns that can be later reused 

when the administrator wishes to satisfy a similar goal. 

1.1 Contribution 
The principal contribution of this thesis is to present an approach for using formal techniques to 

address the requirements of policy analysis and refinement.  In making this contribution, a 

number of significant results have been achieved, which can be summarised as follows: 
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• Formal representation of policies and managed systems:  In order to 

support the analysis and refinement process, we have developed a formal 

notation for representing policies and managed systems.  This formalism, a 

specialised version of the Event Calculus [59], also provides an operational 

semantics for the behaviour of policy-based systems.  Additionally, since we 

generate the formal representation from policies specified using the Ponder 

language [29], this formalism provides an operational semantics for Ponder. 

• Formalisation of conflicts and consistency properties:  We define rules 

that can be used to detect conflicts and inconsistency properties in a policy 

specification and also validate policies with respect to the capabilities of the 

managed system.  In particular, we provide rules for both application-

independent and application-specific conflicts and demonstrate how 

abductive reasoning techniques can be used to generate explanations for 

potential conflict scenarios. 

• Policy Refinement: We address the problem of policy refinement by 

applying a goal elaboration technique that was developed for requirements 

engineering.  Since the refinement process requires expertise of the 

application domain, the technique we have developed uses the notion of 

policy refinement patterns, thus allowing refinement results to be reused by 

non-expert users. 

• Tool Support:  The requirement for experts in logic and formal methods is 

a criticism that is often levelled when trying to apply formal techniques in 

systems engineering applications.  In order to address this, we have 

developed a tool that allows users to specify the policies and system 

description in high-level notations that are then automatically translated 

into the formal representation.  Similarly, the results from the analysis 

process are translated back into an easy to understand form. 

• Complexity and Decidability: The formalism developed has not ignored 

the issues of decidability and computational complexity that are important 

in any practical application of formal methods.  By limiting the formal 

language to a subset of first-order logic known as stratified logic, and 

avoiding the use of recursive definitions in the system description, we have 

been able to ensure that the analysis and refinement process is both 

decidable and computationally feasible.  
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1.2 Example Applications 
Policy-based techniques can be applied to a wide variety of distributed systems and network 

management scenarios and the approach to policy analysis and refinement presented is intended 

to be general enough to apply in any of these situations.  However, when describing a technique 

such as this, it is useful to provide concrete examples, so here we present an overview of two 

example applications that will be used through the thesis to illustrate the various aspects of the 

approach we have developed. 

The first scenario is based on configuration management in an enterprise communications system 

that provides services like VPN access and IP telephony to its users.  When a user logs into the 

system, depending on their profile, and policies defined by the administrator, the system is 

configured to provide a particular level of service to the user.  When writing policies to setup a 

particular service, the administrator would use policy refinement to determine the actions that 

must be performed, and therefore the refinement process should take into account any 

dependencies between services.  For example, an IP telephone can only be established over a 

VPN connection, meaning the VPN service must be configured before the IP telephone.  Having 

defined policies for setting up a particular level of service for the user, the administrator should 

also be able to verify that these policies are consistent with respect to other policies in the system.  

For example, if the administrator wishes to create a policy that configures an IP telephone for a 

particular user, he should be informed if there are any existing policies that prohibit this service 

being provided for that user.  A detailed description of this application is presented in Chapter 3. 

The second scenario is based on a network Quality of Service (QoS) management example.  QoS 

management in communication networks requires that administrators be able to manage the 

network devices and infrastructure in such a way that predictable performance is achieved.  One 

of the mechanisms proposed for achieving this is the Differentiated Services (DiffServ) 

architecture [17] which aggregates network traffic into defined classes of service, and configures 

the routers in the network to treat each of these classes in the appropriate manner.  This results in 

a network where, at each hop, a packet might be handled differently based on the DiffServ class it 

has been assigned to.   Policy-based management provides the ability to dynamically configure a 

system, by separating the rules that govern a system’s behaviour from the functionality supported 

by it. Policies can be specified, and applied to large numbers of devices uniformly.  

In the case of the DiffServ architecture, policies could be used to dynamically reconfigure the 

routers in the network, such that the desired QoS goals are achieved; and also to perform 

admission control, deciding on which traffic flows to accept into a network.  This scenario forms 

the basis of the case study we have used to evaluate the efficacy of the analysis and refinement 

technique developed.  The network QoS management application is described in more detail in 

Chapter 7. 
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1.3 Thesis Outline 
In this chapter we have presented the motivation for investigating policy analysis and refinement 

as a research topic.  Additionally we have explained the contributions made by the research 

undertaken and presented an outline of two example applications that will be used to describe the 

work.  The remainder of this thesis is organised as follows: 

Chapter 2 – Background and Related Work: Here we present an overview of existing work on 

formal specification of policies, policy analysis and refinement.  Additionally, we describe some of 

the research work, namely the Event Calculus, abductive reasoning, goal elaboration and the 

Ponder policy framework, which are used in the policy analysis and refinement approach that we 

have developed. 

Chapter 3 – Formal Representation: In this chapter we describe the formal representation for 

policies and managed systems used by the analysis and refinement technique we have developed. 

Chapter 4 – Policy Analysis:  Provides an overview of the different types of analysis an 

administrator might wish to perform on a policy specification and defines the formal rules used to 

perform this analysis using the formalism presented. 

Chapter 5 – Policy Refinement: Explains the approach we have developed for policy 

refinement, together with the concept of policy refinement templates that support reuse of 

refinement results. 

Chapter 6 – Tool Support: Describes the design and implementation of the tool developed to 

support the analysis and refinement technique. 

Chapter 7 – Case Study:  Describes the network QoS management example we have used to 

evaluate our approach.  In this chapter, both the policy analysis and policy refinement capabilities 

of the technique are demonstrated through examples scenarios. 

Chapter 8 – Evaluation:  Provides a critical evaluation of the analysis and refinement framework 

presented in this thesis by comparing its functional capabilities with related work in the field.  

Additionally provides some scalability results for the policy analysis process. 

Chapter 9 – Conclusion: We summarise the work done on policy analysis and refinement, and 

consider the applications of this work in a wider context.  Additionally, we evaluate our approach 

in the context of the related work and discuss its capabilities and limitations.  Finally we suggest 

future directions for this research. 
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Chapter 2Chapter 2Chapter 2Chapter 2    

Background and Related WorkBackground and Related WorkBackground and Related WorkBackground and Related Work    

“It is what we think we know already that often prevents us from learning.” 
-- Claude Bernard 

Policy based management aims to provide system administrators with the flexibility to adapt to 

changing requirements by changing the rules that govern the behavioural choices made by the 

system without having to recode functional components of the system.  In order to do this, a 

policy based management system must provide functionality for taking the high-level 

requirements, refining them into a policy specification, then analysing this specification for 

correctness before deploying the policies and enforcing them on the managed system (Figure 2.1).  

There are numerous examples of prior work that provide required functionality for policy 

specification [29, 52, 54, 61], policy deployment and enforcement [39, 64].  However, the areas of 

policy refinement and analysis remain much neglected areas of research, and therefore are the 

focus of this thesis. 

Policy Deployment

Policy Enforcement

Policy Specification Policy Analysis

Policy Refinement

High-Level 
Requirements / 

Goals

 

Figure 2.1: Thesis scope w.r.t. functional elements of a policy based management system 
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 Recognising the importance of being able to analyse policies in the presence of constraints that 

control their applicability, the proposed method uses a formal representation of policies and 

managed systems, together with automated reasoning techniques, to not only detect the presence 

of inconsistencies but generate explanations of the circumstances in which such inconsistencies 

might arise.  Additionally, the formalism is extended to support a refinement approach that is 

based on goal elaboration techniques developed for requirements engineering.  Since the 

refinement process requires expertise of the application domain, the technique uses the idea of 

refinement patterns to allow refinement results to be reused by non-expert users. 

In this chapter, we start by presenting some background material on formal analysis techniques 

for verifying properties of dynamic systems and explain the reason for choosing Event Calculus 

and abductive reasoning the underlying formalism in our work.  This is followed by a description 

of the goal elaboration technique we use to support our policy refinement process.  The 

subsequent sections describe prior work relating to formal specification of policy for both access 

control and management followed by some examples of high-level policy specification languages 

and frameworks.  Particular emphasis is given to the Ponder framework [26] developed at 

Imperial College London because it covers a wide spectrum of policy-based management 

concepts used in the analysis and refinement framework presented in this thesis.  Finally we 

present a selection of approaches to policy refinement, ranging from general techniques that offer 

limited automation to application-specific techniques that can be fully automated.  

2.1 Analysis Techniques for Verifying System Proper ties 
Policy analysis requires that we are able to check that the policy managed system satisfies certain 

properties.  For example, the administrator might wish to verify that the managed system 

prevents non-administrative users from logging into the authentication server.  This could be 

achieved by checking that the managed system satisfies the property that “¬loggedIn(User, 

authServer) . ¬member(User, adminGroup)”, i.e. the loggedIn property is false for all users who 

are not members of adminGroup. 

Analysing system specifications to verify such properties has been extensively researched, 

resulting in techniques such as model checking, theorem proving and other logic-based 

approaches such as abductive reasoning with Event Calculus and goal regression.  More recently, 

model checking and abductive reasoning with Event Calculus have been applied in the context of 

managing networks and distributed systems.  For example Zanolin et al. demonstrate how model 

checking can be used to verify the configuration of programmable routers [100].  Additionally 

model checking has been used to validate policies in a range of other application domains, from 

embedded systems power management [83] to network security management [75]. 
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Despite these examples of applying model checking for policy analysis, in the framework 

presented in this thesis, we have chosen abductive reasoning as the formal analysis technique 

because we believe it provides a number of important advantages.  In this section we provide an 

overview of these formal analysis techniques and explain the capabilities and limitations of each 

one. 

2.2.1 Model Checking 

Model checking is a formal analysis technique for algorithmically verifying properties of a finite-

state system.  The property to be verified is written as a temporal logic formula and the model to 

be checked is expressed as a state transition system where the nodes represent states of the 

system and the edges are actions or events that cause the system to change states.  Each state is 

represented as a set of basic properties which are expressed using atomic propositions (In the 

example above, the propositions loggedIn(arosha, authServer) and member(arosha, adminGroup) 

would be basic properties of the system).  The model checking procedure aims to satisfy the 

expression (M, s ~ p), where M denotes the model, s is the initial state and p is the property being 

checked.   Informally, this can be stated as, given a model and an initial state it is possible to 

prove the property p. 

One of the principal advantages of model checking as a means of verifying system properties is 

that there are numerous off-the-shelf tools available.  These include tools such as SPIN [48] 

which verifies a given property by means of state exploration and symbolic model checkers, like 

SMV [68].  These tools take the user specified model, initial state and the property to be verified 

and attempt to find a sequence of event/action transitions through the state model that cause the 

property to be false.  Such event/action sequences are called counterexamples, i.e. they are examples 

of situations where the system behaves in such a way that the property is violated, and the 

absence of counterexamples indicates that the modelled system satisfies the property. 

In the context of policy analysis and refinement, model checking has a number of significant 

disadvantages.  The main problem is that model checking is unable to infer any information 

regarding the initial state of the system beyond what is provided in the specification.  This means 

that the absence of a counterexample is simply due to missing information regarding the initial 

state.  Another problem with the model checking approach is that the specification language used 

for this technique is specialised for specifying the dynamic behaviour of the system and checking 

temporal properties.  This means that it is not possible to check other properties of a policy 

specification such as “what access rights have been granted to administrative users?” since this is 

a static property of the system. 

In summary, model checking is a widely used technique for verifying temporal properties of 

systems.  The technique has extensive tool support and a lot of work has been done to address 
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the computational complexity issues, such as state space explosion.  However, in the context of 

policy managed systems, the inability to deal with partial specification of initial states and to check 

static properties of the system using model checking are significant drawbacks.   

2.1.2 Event Calculus and Abductive Reasoning 

Event Calculus was first presented by Kowalski and Sergot [59] as a logic-based formalism for 

representing and reasoning about dynamic systems.  Because the language includes a 

representation of time that is explicit and independent of any (sequence of) events or actions, it 

has been found suitable for modelling a wide range of event driven systems.  This includes 

systems which are non-deterministic, since it is possible to represent scenarios where multiple 

events occur simultaneously.  Additionally, the implementation does not place any restrictions on 

the size of the state space of the system being modelled.   

Because Event Calculus is expressed in First Order Logic (FOL), it supports all three modes of 

logical reasoning – deductive, inductive and abductive.  This means that given an Event Calculus 

based representation, it is possible to automate the verification of a range of properties regarding 

the system.  Deduction uses the description of the system behaviour together with the history of 

events occurring in the system to derive the fluents1 that will hold at a particular point in time.  

Induction aims to derive the descriptions of the system behaviour from a given event history and 

information about the fluents that hold at different points of time.  However, the reasoning 

technique that is of particular interest to our work is abduction.  Abduction can be used, given the 

descriptions of the behaviour of the system, to determine the sequence of events that need to 

occur such that a given set of fluents will hold at a specified point in time.  More formally this can 

be described as the derivation of a set of assertions ∆, given a system description D and a goal 

sentence G, such that (D 4 ∆) ~ G and (D 4 ∆) is consistent. The set ∆ should only contain 

sentences that have been defined as abducible, where the exact set of abducible terms will be 

specific to the application domain.  Since an inherent feature of the abductive procedure is to 

derive information that is “missing” in the system description (i.e. the abducibles) in order to 

satisfy the goal, the technique is able to deal with situations where only a partial definition of the 

initial system state is provided. 

From an algorithmic perspective, the process of deriving the set ∆ (called the abductive inference 

procedure) is usually composed of two phases – an abductive phase followed by a consistency phase 

which interleave with each other.  In the first phase a set of temporary abducibles is generated 

and must checked for consistency with respect to the system description in the second phase 

before they can be added to the final solution.  Listing 2.1 presents a pseudo-code description of 

a simple abductive proof procedure. 

                                                
1 A fluent is a property that varies over the lifetime of a system 
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Listing 2.1: Pseudo-code description of an abductive proof procedure 

1111 AssumAssumAssumAssumptionsptionsptionsptions:  

 - The system description, D consists of rules of the form  

   A A A A ���� L1  L1  L1  L1 .... L2  L2  L2  L2 .... ..  ..  ..  .. .... Ln Ln Ln Ln, where head of the rule A is a positive atom and 

   the clauses in the body of the rule L1 .. Ln, are atoms, Ai (or ¬Ai).    

 

 - An abductive solution is obtained by calling the function,  

   generateAbducibles(Goal, Delta)generateAbducibles(Goal, Delta)generateAbducibles(Goal, Delta)generateAbducibles(Goal, Delta), where the Goal is an atom and Delta will 

   contain the set of abducibles that together with the system description 

   satisfy the goal. 

 

 - Abducible atoms, ∆i, are defined as such using the predicate abducible(abducible(abducible(abducible(∆i)i)i)i). 

 

 - The consistency properties of the system are defined using rules of the form 

   ic ic ic ic ���� P1  P1  P1  P1 .... P2  P2  P2  P2 .... ..  ..  ..  .. .... Pn Pn Pn Pn, were the conjunction of terms in the body of the  

   rule represent the properties that hold when there is an inconsistency 

 

2222 PseudoPseudoPseudoPseudo----codecodecodecode: 

 

  generateAbducibles(G, DELTA) { 

 if (G is an atom that exists as a fact in the system description) 

     Return the solution DELTA. 

     END. 

 else if (abducible(G) is a fact in the description) 

     if (((((DDDD    4444 DELTA  DELTA  DELTA  DELTA 4444    GGGG) ) ) ) dddd ic ic ic ic)         // CONSISTENCY CHECK 

  Add G to the solution DELTA. 

  Return the solution DELTA. 

  END. 

     else 

  Return the solution DELTA 

  END. 

 else if (G is an atom at the head of a rule, G � L1 . .. . Ln)  

     for each clause in the body of the rule, Li 

  Call generateAbducibles(Li, DELTA)generateAbducibles(Li, DELTA)generateAbducibles(Li, DELTA)generateAbducibles(Li, DELTA) 

  } 

 

Over the years, many abductive inference procedures have been proposed.  Work by Eshigi and 

Kowalski [42], Kakas and Mancarella [55], together with the techniques SLDNFA [36], IFF [45] 

and ACLP [56] are some of the most influential examples in this arena.  However, none of these 

proposals resulted in an efficient implementation that could serve as a general solver for 

abductive logic programs.  The ASystem, developed by Van Neuffelen [94], addresses the need 

for an abductive proof procedure for use in a framework for policy analysis and refinement 

because it has been shown to provide an efficient implementation of a general abductive 

inference procedure.   Specifically, the ASystem reduces the goal formula that is presented to the 

abductive inference procedure into more basic formulas and then uses a constraint solver to 

evaluate these formulas and infer the set of abducibles that will satisfy the original goal.  The idea 

of reducing a problem so that multiple external solvers can be applied to produce a solution is 

inspired by the Abductive Constraint Logic Programming (ACLP) technique described in [56].   
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The current implementation of the ASystem integrates a finite domain constraint solver and a 

(dis)equality constraint solver, and since this is done in a modular way it is possible to extend the 

system’s capabilities or improve them as better solvers are developed.  Also, the use of constraint 

solvers allows the ASystem to evaluate the integrity constraints that ensure the consistency of the 

overall solution more efficiently. 

One significant limitation of the ASystem is that it does not deal with problem specifications that 

include cyclic dependencies and in these cases can get trapped in a loop.  We are able to avoid this 

being a problem by constraining our formal specification to a subset of first order logic known as 

stratified logic.   

A stratified program is one where it is possible to order the clauses such that for any clause 

containing a negated literal in its body, there is a clause later in the program that defines the 

negated literal.  Another way of describing stratified theories makes use of directed dependency 

graphs.  These are graphs that comprise a node for each predicate symbol appearing in the 

program and a directed edge from the node representing any predicate that appears in the body of 

a clause to the node representing the predicate defined in the head of the clause.  The edges are 

labelled positively or negatively, where a negative symbol indicates that the predicate at the tail 

end of the edge appear in negated form in a clause of the program.  Using this technique, a 

program is stratified if the dependency graph contains no cycles having a negative edge.  

Informally, stratified logic programs are those that have a constrained use of recursion and 

negation.  This is desirable because numerous studies that identify stratified logic as a class of first 

order logic that supports logic programs that are decidable and moreover, such programs are 

decidable in polynomial time [32, 50].  

As will be shown later, Event Calculus can be used to represent the dynamic behaviour of a 

policy managed system and abductive reasoning provides a means of deriving the sequence of 

events required to satisfy particular properties of a managed system.  In this context, abductive 

reasoning provides similar capabilities to model checking, but has the advantage of being able to 

deal with incomplete specifications of the initial state.  Additionally, since the Event Calculus 

representation of a policy managed system is in first order logic, deductive reasoning can be used 

to check static properties of the system.  This makes the use of abductive reasoning in 

conjunction with the Event Calculus preferable to model checking for the types of analysis 

required in a policy analysis and refinement framework.  

Work done by [79] outlines how abduction can be used in conjunction with event calculus to 

analyse requirements specifications and presents a specialised set of event calculus axioms that 

reduce the computational complexity of the abductive proof procedure.  However, this approach 

limits the Event Calculus description to two time points, the time before a particular desired 
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property holds, and the time at which the property holds.  Since this restriction limits the 

generality of an Event Calculus formalism of policies and managed systems, it is necessary to 

develop an alternative formal representation that supports reasoning over a general timeline.  We 

present such a formal language in the next chapter. 

2.2 Goal Elaboration 
In order to design a system that meets the needs of the user, it is first important to have a firm 

understanding of those needs.  Gathering this information and organising it in a form that 

provides a traceable link from what the user said to the system that is actually designed and built 

is an ongoing challenge in the field of Requirements Engineering (RE).  One approach has been 

to describe the user’s requirements as goals, and then successively elaborate these goals until they 

can be recognised as system requirements.  Indeed there is much work on using requirements 

engineering techniques such as use cases and scenarios to extract descriptions of the goals that the 

user is interested in achieving [6, 93].  Having extracted these goals, one approach might be to 

elaborate them informally, simply decomposing one natural language description into successively 

more detailed descriptions.  However, this approach is still prone to the problems of traditional 

requirements engineering techniques in that ambiguities and inconsistencies can arise when an 

engineer attempts to translate the natural language descriptions of the low-level goals into a 

technical specification of the system.  In order to avoid this problem, it has been proposed that 

formal specification techniques be used, thus ensuring that a precise description of the system is 

developed and also allowing any inconsistencies to be detected using automated analysis 

techniques.  Whilst formal specification techniques such as Z [88], Object-Z [86] and B [60], have 

been developed for this purpose, they all have the drawback of requiring an expert to define the 

proofs required to verify that the system does not violate any integrity constraints.   

Work done by Darimont and van Lamsweerde present patterns of goal refinement that allow 

high-level goals to be stated in terms of a combination of lower level ones [34].    By specifying 

goals in terms of temporal logic rules, it is demonstrated how to derive provable refinement 

patterns.  The approach taken for proving a given pattern is to assume that each of the sub-goals 

holds and then show that it is possible to infer the truth of the base goal from the conjunction (or 

disjunction) of the sub-goals.  The patterns ensure that each stage of the elaboration process is 

correct, i.e. achieving the low level goals is equivalent to achieving the higher-level one; consistent, 

meaning that it is possible to satisfy all the low-level goals; and minimal, i.e. there are no redundant 

goals in the refined set. 

The goals are specified using a language called KAOS, which supports both a formal and 

informal definition of the system.  The informal definition is specified is natural language whilst 

the formal definition uses the temporal logic notation introduced by [66] (Figure 2.2).  
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 X   X holds in the current state 

 ο X,   X will hold in the next state  • X, X held in the previous state 

 ◊ X,   X will eventually hold ♦ X, X held at some time in the past 
 □ X,  X will always hold in future ■ X, X always held in the past 

 Y UUUU  X,  Y holds until X holds Y WWWW  X, Y holds unless X holds 
 

Figure 2.2: Temporal logic operators 

Goals Obstacles

Obstacles
Resolution

Operations /
Objects

Operational
Goals

Resp.
Assignment

KAOS

 

Figure 2.3: KAOS goal elaboration process 

KAOS represents each goal as a Temporal Logic rule and then makes use of refinement patterns 

to decompose these goals into a set of sub-goals that logically entail the original goal (Figure 2.3).  

Additionally, this technique makes use of obstacles, which are negated goals, since it is sometimes 

useful to think of requirements in terms of states that the system should not achieve.  Like goals, 

obstacles will at first be defined at a high-level and need to be elaborated into more precise 

definitions.  The KAOS methodology provides techniques for resolving these lower-level 

obstacles by introducing new goals that ensure that the obstacles are avoided.    

Once a goal has been elaborated to the level of a system-level requirement (i.e. an operational 

goal), the final stage of the procedure is to assign each of the refined goals to a specific 

object/operation such that the final system will meet the original requirements. KAOS defines a 

library of domain-independent refinement patterns, backed up by logical proofs that can be used 

to refine goals and obstacles.   

 

Figure 2.4: Example of KAOS goal elaboration pattern 



Chapter 2  Background and Related Work 

30 

Once a refinement pattern has been derived, it can be applied to any matching scenario without 

the need to recreate the proof again.  When applying a goal elaboration pattern, the system will 

present the user with the set of patterns that are valid for the given higher-level goal.  Then it is 

up to the user to select a pattern that can be instantiated with meaningful values for each of the 

missing goal properties in the sub-goal formulae.  The following example illustrating the use of a 

goal refinement pattern is based on that presented in [34]. 

Consider a lift control system, where the upward progress of the lift requires that the car move 

through consecutive floors.  The goal that describes the achievement of this upward progress can 

be stated in KAOS as follows: 

    GoalGoalGoalGoal Achieve [LiftUpwardProgress] 

 FormalDefFormalDefFormalDefFormalDef (∀ lc: LiftCar, f: Floor) [At(lc, f) ⇒ ◊ At(lc, f+1)] 

An achievement goal, which states that is some condition P is true then Q must eventually be 

true, can be represented in the temporal logic notation as P ⇒ ◊ Q  (◊ denotes eventually).  So in 

this example, we state that if a lift car lc is at floor f, then eventually that lift car must be at floor 

f+1.  A possible refinement pattern for such a goal would be to decompose it into 3 sub-goals of 

the form shown in Figure 2.4.  The first sub-goal requires that we identify a new condition R such 

that if P and R are true, then Q will eventually be true.  In this example, R could be the condition 

where the lift doors are closed on the current floor.  This goal can be stated in KAOS as: 

    GoalGoalGoalGoal Achieve [ProgressWhenDoorsClosed] 

 FormalDefFormalDefFormalDefFormalDef (∀ lc: LiftCar, f: Floor)  

           [At(lc, f) ∧ DoorsClosed(lc) ⇒ ◊ At(lc, f+1)] 

The second and third sub-goals require that if the lift car is on floor f, then eventually the doors 

will be in a closed state on floor f (Line 1 below); and finally if the lift is on floor f, then it will 

continue to be there unless it is considered to be on floor f+1 (Line 2; W  denotes unless).   

This last goal captures the requirement that the motion of the lift from one floor to another is an 

atomic operation. 

3333 GoalGoalGoalGoal Achieve [DoorsClosed] 

FormalDefFormalDefFormalDefFormalDef (∀ lc: LiftCar, f: Floor) [At(lc, f) ⇒ ◊ DoorsClosed(lc)] 

 

4444 GoalGoalGoalGoal Achieve [LiftWaiting] 

FormalDefFormalDefFormalDefFormalDef (∀ lc: LiftCar, f: Floor) [At(lc, f) ⇒ At(lc, f) W At(lc, f+1)] 

The formal proof for this refinement pattern is presented in [33].  The most attractive feature of 

the KAOS technique is that it allows the proofs of a goal decomposition to be reused, thus 

allowing users to apply elaboration patterns without having to do extra work to prove the 
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correctness of the decomposition again.  Table 2.1 shows some patterns of AND-decomposition 

for goals of the form P u ¡ Q (if P then eventually Q in the future) and P u ± Q (if P then 

always Q in the future). 

Table 2.1: Selection of Domain-independent goal elaboration patterns 

Ref Goal Subgoals 
GP1 P u ¡ Q P u ¡ R R u ¡ Q 
GP2 P u ¡ Q P1 u ¡ Q P2 u ¡ Q P u P1 - P2  
GP3 P u ¡ Q P . P1 u ¡ Q P . P2 u ¡ Q ±(P1 - P2) 
GP4 P u ± Q P u R R u ± Q 
GP5 P u ± Q P1 u ± Q P2 u ± Q P u P1 - P2 
GP6 P u ± Q P . P1 u ± Q P . P2 u ± Q ±(P1 - P2) 

Whilst the work presented in [33] only considers domain-independent elaboration patterns, it is 

also possible to use these domain-independent results to develop specialised patterns that apply 

to particular application domains.  For example, Figure 2.5 shows the definition of a goal 

refinement pattern for a user login application. 

This goal hierarchy states that the high-level goal of the application is that when a user attempts 

to login to an application (i.e. loginReq(user, application) occurs) then the loggedIn(user, 

application) goal is eventually achieved.  The next level of the hierarchy shows that in order to 

satisfy the high-level goal it is first necessary to satisfy the sub-goals that the user has been 

authenticated and authorised to login to the application (authenticated(user) . 

allowed(application, loggedIn, user)).  These two sub-goals can be further refined, resulting 

in two operational goals.  The first states that if there is an AuthenticationService (as) which has 

a status indicating that the user is authorised then the goal authenticated(user) is satisfied.  The 

other operational goal states that if there is an AccessController (ac) which is responsible for the 

application (ac.mgdObj = application) and the status of this access controller allows the user to 

login, then the goal allowed(application, loggedIn, user) is satisfied.   

 

Figure 2.5: Application-specific goal elaboration pattern 
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Having defined this goal hierarchy, an administrator can reuse it to directly obtain the operational 

goals for a login procedure in any login application.  This is possible because the refinement can 

be proven to be correct (using the proofs for the domain-independent patterns), and therefore it 

is no longer necessary to show the intermediate goals in the elaboration process when using it.  

Being able to specify such application specific elaboration patterns allows users to translate high-

level requirements into system requirements by simply instantiating the pattern with the 

information relevant to their particular application.  A particular strength of KAOS is that, 

because the elaboration pattern includes a formal proof, the user can be confident that this 

transformation is correct.  An additional advantage of the KAOS approach is that it is based on a 

formal notation, thus providing the possibility of using automated reasoning techniques for the 

goal elaboration process. 

When using a policy-based system it is critical that the user have the confidence that the rules 

being specified actually satisfy the goals he requires.  We believe that goal elaboration could be 

used to provide the link between the users’ requirements and the policies specified for the system 

and in a later chapter we present an approach for applying the KAOS goal elaboration technique 

in the context of policy based systems. 

2.3 Approaches to Policy Refinement 
The requirement of translating the high-level goals of a user into policies that can be enforced by 

the system was identified as early as 1993 by Moffet and Sloman [70].   They described the 

successive refinement of high-level goals in a policy hierarchy, called Policy Refinement, and 

presented the following objectives for a policy refinement process: 

• Determine the resources that are required to satisfy the needs of the policy. 

• Translate high-level policies into operational policies that can be enforced 

by the system. 

• Allow analysis to verify that the set of lower level policies actually meet the 

requirements of the high-level policy. 

Since then, a number of researchers have presented techniques for addressing the challenges of 

refinement but in each case a number of limitations had to be imposed in order to develop a 

workable solution.  When developing a policy refinement technique the main compromise is 

between the generality of the technique and the amount of automation.  As illustrated in Figure 

2.6, this trade-off means that techniques that are highly automated tend to have a very narrow 

domain of applications in which they work.  On the other hand, techniques that have general 

applicability are not particularly automated.  In this section we present a number of existing 

approaches to policy refinement that provide different levels of automation and generality.  
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Figure 2.6: Relationship between policy refinement techniques 

For the DiffServ QoS management domain, Verma presents an approach to policy translation 

that is based on a set of tables [95].  The tables identify the relationships between Users, 

Applications, Servers, Routers and Classes of Service supported by the network.  When presented 

with a new Service Level Specification (SLS), the system simply performs a series of table look-

ups to identify the correct configuration for the specified user, application and class of service.  

Whilst this technique offers the advantage being fully automated, it depends on the correctness of 

the table contents which requires domain expertise.   However, it is a fairly inflexible approach, 

only supporting a very specific type of high-level SLA policy and low-level device configuration 

policy. 

Work done at Hewlett-Packard Laboratories, outlines a policy-authoring environment that 

provides a policy wizard tool, called POWER, for refining policies [18].  Here, a domain expert 

first develops a set of policy templates, expressed as Prolog programs, and the policy authoring 

tools have an integrated inference engine that interprets these programs to guide the user in 

selecting the appropriate elements from the management information model to be included in the 

final policy.  A major limitation of this approach is the absence of any analysis capabilities to 

evaluate the consistency of the refined policies.  Additionally, this system does not provide any 

support, such as abductive analysis, for automatically deriving the actions to be included in a 

policy template.  This means that the POWER approach depends on the domain expert having a 

detailed understanding of the entire system to develop a usable policy template. 

Recent work at IBM has proposed a case-based reasoning technique that allow translation of 

service-level objectives into the configuration parameters of a managed system [13].  A 

combination of expert knowledge and observation of the managed system is used to build a 

database containing the relationship between the configurable parameters of the system and the 

desired properties of the system.  For example, when applied to managing a web server farm, the 

database might contain a table containing the tuples (#active servers, response time), indicating 

the average response time of the web applications being hosted different numbers of server 

machines are active.  The transformation engine takes the service requirements of the user as 

input, and searches the case database to determine the optimal parameter values that will provide 

this level of service.  Different techniques are suggested to improve the efficiency and accuracy of 

the lookup process.  To some extent this approach is domain-specific since a given case database 
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is only applicable to the application domain for which it was created.  Additionally, the idea of 

building a case database and then matching desired goals to the required configuration parameters 

can only be used in those application domains where the requirements and configuration 

parameters can be quantifiably defined (e.g. QoS management, resource configuration 

management etc.)  Limitations of this technique include its dependence a rich enough case-

database which is only possible by observing the system for some period of time; the inability to 

deal with situations where a given requirement specification results in different configurations; 

and a lack of modularity which means that the introduction of new configuration parameters or 

service level objectives into the transformation process can invalidate an existing case-database. 

2.4 Formal Approaches to Policy Specification 
Given the general definition of policies as rules that govern behavioural choices in a system [85], 

research into policy-based systems has resulted in many different policy types being identified.  

Surveying the literature we find examples of policy specification languages for a range of 

applications, from configuration management [16] to security management and access control 

specification [77].  However, there are few examples of using formal notations for policy 

specification that have been adopted and widely used.  Indeed, it could be argued that this is the 

reason why little progress has been made in the areas of policy analysis and refinement where 

formal techniques are required.  

Depending on the application in which policy-based management is used, different types of 

policy can be applied.  For example, in access control applications authorisation policies are used 

to define what can (or cannot) be done.  This means that authorisation policies can be divided 

into two types, positive authorisations specifying what can be done (rights) and negative authorisations 

specifying what cannot be done (prohibitions).  Similarly, in configuration management or 

security management applications, it is necessary to specify what operations should (or should 

not) be performed in different situations.  Here we can use obligation policies to specify the 

operations that should be performed and refrain policies to specify when operations should not be 

performed.  In other applications, delegation policies might be used to specify that certain rights and 

obligations can be transferred [80].   

In this thesis we only consider authorisation, obligation and refrain policies and in the rest of this 

section we present examples of formal approaches to specifying these.  However, prior to going 

into the details of these examples, it would be useful to understand the elements of a typical 

policy rule:   

Subject defines the scope of the policy in terms of users or agents which are authorised or 

obliged to perform an action.  For an obligation policy the subject is the agent which interprets 

the policy and performs the action specified. In some policy specifications the subject may not be 
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explicitly defined in that it can be inferred from context in which the policy is specified.  For 

example, a policy that specifies that the first person to enter a room should turn on the lights 

implicitly defines the person responsible for the action based on the context information 

regarding the number of people already in the room.   Alternatively the policy specification 

approach might rely on an administrator to assign the policy to an agent.  

Target defines the scope of a policy in terms of the resources or objects on which the actions 

defined in the policy area permitted (for an authorization) or should be performed (for 

obligations). Large-scale systems may contain millions of users and resources. It is not practical to 

specify policies relating to individual entities, so many systems specify subjects and/or targets in 

terms of groups of entities.   Routing and firewall policies generally perform pattern matching on 

source and destination addresses in order to decide how to treat a packet.  Whether this 

corresponds to a subject or target depends on whether it is an incoming or outgoing packet and 

whether it is part of a request or response message.   

Actions specify what must be performed for obligations and what is permitted for authorizations.  

Typically actions may be one or more operations specified by an object or service interface 

specification.  However some systems permit an obligations action to be a number of operations 

defined by a script or sequencing rules. Some authorization policies combine an action with a 

specific target object and call it a permission e.g. a read operation on the staff-list file is defined as 

a permission which can be assigned to specific subjects within the policy.  

Conditions define the specific predicates which must be true before the action can be 

performed.  This could be related to a time period e.g. between 15:00 and 17:00 on Fridays or 

relate to attributes of the subjects or targets themselves. For example the policy only applies when 

the subject is at a particular location such as in the office. All types of policies potentially can have 

conditions specified as part of the rule.   

Triggers define events which initiate the actions in an obligation policy.  An event could be 

generated by a component failure e.g. DoC access router failed or at a particular time e.g. at 23:59 

every weekday.  In some policy specification approaches (e.g. IETF CIM [72]), the triggering 

event is implicit so is not explicitly defined in the policy e.g. the arrival of a packet at a router or a 

page request at a web server.  Authorization policies are evaluated whenever an action is 

performed and so are not triggered by an explicit event.  In some situations it might be necessary 

to correlate a number of events to trigger a policy (e.g. a policy that disables user access when 3 

consecutive login failures have occurred).  Alternatively, policies might be triggered by a 

composite event, which is defined using a combination of events. 

In addition to these common elements, many policy specification notations include language 

constructs for grouping policies.  This is because large organisations may have many complex 
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policies, thus making it necessary to group and structure policies which relate to a particular 

application or task.  For example, one grouping might be the policies related to registering a new 

user in the system; or the set of policies for backing up personal workstations.  There may be 

some common conditions which can be used for multiple policies in the group.  

It is also useful to group the policies pertaining to the rights and duties of a role or position 

within an organisation such as a network operator, nurse in a ward or mobile computing ‘visitor’ 

in a hotel.  This concept is particularly developed in role based access control which groups 

authorization policies.  However the idea of a role with both authorizations (rights) and 

obligations (duties) is important in management applications as well and has been widely used in 

defining organizational structures and hierarchies [14].   

Some systems provide support for specifying nested organizational structures which consist of 

instances of related roles which could represent a ward in a hospital, department in a university, 

branch of a bank or members of a committee.  The structure may include policies pertaining to 

the relationships between roles or how the structure interacts with its environment. 

To date, formal approaches have been mainly used to specify security policies [9, 52], but are 

generally not intuitive and do not easily map onto implementation mechanisms. Also, they 

assume a strong mathematical background, which can make them difficult to use and understand.  

However, the ability to specify policies in terms of formal logic notations is important because it 

offers the opportunity to have a notation that has defined semantics, free from the potential 

ambiguities of higher-level languages.  Additionally, a formal language for policy specification 

facilitates operations like conflict detection; refinement and other applications of logical 

reasoning.   

There have been a number of approaches for developing formal logic-based representations of 

policy.  Amongst these the use of the Standard Deontic Logic (SDL) and specialised subsets of 

First-Order Logic (FOL) are the most significant 

2.4.1 Deontic Logic Representation of Policy 

Deontic logic was developed starting in the 1950s by Von Wright [97], Castaneda [19] and 

Alchourron [4] by extending modal logic with operators for permission, obligation and 

prohibition.  Known as Standard Deontic Logic (SDL), traditionally it has been used in analysing 

the structure of normative law and normative reasoning in law.  Because SDL provides a means 

of analysing and identifying ambiguities in sets of legal rules, there are many examples of the 

application of SDL to represent legislative documents [53, 82].  In [99], Wieringa and Meyers 

present an excellent overview of the applications of SDL.  Before looking at the details of how 

SDL has been applied to policy specification, it would be useful to summarise the basic axioms of 

the language.  These are as follows: 
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• [SDL0] Tautologies of propositional calculusTautologies of propositional calculusTautologies of propositional calculusTautologies of propositional calculus 

• [SDL1] O(p O(p O(p O(p → q) → (Op → Oq):→ q) → (Op → Oq):→ q) → (Op → Oq):→ q) → (Op → Oq): If there is an obligation that p implies q, 

then an obligation to do p implies an obligation to do q. 

• [SDL2] Op Op Op Op →  Pp:→  Pp:→  Pp:→  Pp: If there is an obligation to do p then p is permitted. 

• [SDL3] Pp Pp Pp Pp ↔ ¬O ¬p:↔ ¬O ¬p:↔ ¬O ¬p:↔ ¬O ¬p: Iff p is permitted then there is no obligation to not do 

p.  In other words, iff p is permitted then there is no refrain policy with 

respect to p. 

• [SDL4] Fp Fp Fp Fp ↔ ¬Pp:↔ ¬Pp:↔ ¬Pp:↔ ¬Pp: Iff p is forbidden then there is no permission to do p. 

• [SDL5] p, (p p, (p p, (p p, (p → q)  /  q (Modus Ponens):→ q)  /  q (Modus Ponens):→ q)  /  q (Modus Ponens):→ q)  /  q (Modus Ponens): If we can show that p holds 

and that q is implied by p, then it is possible to infer that q must hold. 

• [SDL6] p / Op  (Op / Op  (Op / Op  (Op / Op  (O----necessitation):necessitation):necessitation):necessitation): If we can show that p holds, then it 

is possible to infer that the obligation to do p also holds. 

At first glance it seems that SDL is ideally suited to specifying policy because it provides 

operators for all the common policy constructs like permission, prohibition and obligation.  

However, closer examination of some of the axioms reveals some inconsistencies between the 

definition of policy rules and the behaviour of SDL.  For example, SDL3 and SDL4 specify that 

the operation p is forbidden iff there is an obligation to not perform p.  In terms of policy 

specification, this can be considered to be a negative authorisation to perform p iff there is a 

refrain policy that specifies p.  However, in the policy specification domain, refrain policies are 

defined to be distinct from authorisation and the existence of a refrain policy does not 

automatically imply that a negative authorisation policy should (or can) be enforced. 

Ortalo [74] describes a language to express security policies in information systems based on the 

logic of permissions and obligations, which is an alternative name for deontic logic. Standard 

deontic logic is static instead of dynamic, and centres on impersonal statements instead of 

personal; we see the specification of policies as a relationship between explicitly stated subjects 

and targets instead. In his approach he accepts the axiom Pp = ¬O ¬p (“permitted p is 

equivalent to not p being not obliged”) as a suitable definition of permission. As described above, 

this axiom is not appropriate for the modelling of obligation and authorisation policies because 

the two need to be separated. An obligation policy requires a relevant authorisation policy to 

permit the actions defined in the obligation, but having an obligation for an action does not imply 

the permission to execute the action. 

Cholvy and Cuppens use SDL to represent security policies with the aim of detecting conflicts in 

the policy specifications [22].  However, this approach is based on translating the SDL 

representation into first order predicate logic before performing the necessary conflict detection 
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analysis.  In other work, Cuppens and Saurel also describe how delegation can be represented 

using deontic logic notation [25].   

In addition to the problems associated with relating obligations and permissions in the manner 

described above, another inherent problem with the deontic logic approach is the existence of a 

number of paradoxes.  For example, Ross’ paradox can be stated as Op → O(p - q), which 

indicates that obligations can be arbitrarily extended with alternative actions (e.g. if the system is 

obliged to perform the action send message, then it is obliged to perform the action send message 

or the action delete message).  Whilst such a rule might be correct in the context of the formal 

language, it does not make sense from the policy specification point of view and although there is 

some work that offers resolutions to these paradoxes [Pra97], the existence of paradoxes can 

make it confusing to discuss policy specifications using deontic logic notations.  For this reason 

we do not consider deontic logic to be a suitable basis for the formal representation of policy-

managed systems. 

2.4.2 First Order Logic Representation of Policies 

Because First Order Logic (FOL) does not suffer from the paradoxes of SDL, work done to 

define policies using it have yielded some promising results.  Since generalised FOL is 

undecideable, it is necessary to use a restricted form of FOL when using it to specify practical 

formal representation of policies.  The typical approach taken is to define a set of typed functions 

to represent various policy-based management concepts (such as permission, obligation, managed 

objects, etc.) thus restricting the language in such a way that makes it decideable.  The majority of 

work on using FOL for policy specification has focussed on security applications [9, 10, 52]; 

however there are also examples of using FOL to define management policies [23, 61, 87].   

In this section we present some notable examples of prior work that uses formal languages for 

specifying both security and management policies and evaluate their ability to provide policy 

refinement and analysis capabilities.  This is based on a survey of approaches to policy 

specification written in collaboration with researchers at Imperial College London [27]. 

Specifying Security Policies 

In the context of computer security, the term security policy can be used to describe any rule that 

governs decisions relating to the confidentiality, integrity or availability of information in a 

computer system.  Security policies are access control rules that specify what information is 

readable (confidentiality); who can modify information (integrity); and who can access 

information (availability).  The study of access control has identified a number of useful access 

control models, which provide a formal representation of security policies and allow the proof of 

properties about an access control system.  Traditionally, access control policies have been based 

on a discretionary or mandatory access control model.  Policies based on the discretionary access 
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control model are concerned with the specification of authorisation rules to govern the access of 

users to the information, whereas policies based on the mandatory access control model are 

mostly concerned with controlling information flow between the objects of a system.  Recently 

role-based access control (RBAC) policies have attracted a lot of attention, particularly in 

commercial applications, and are seen as an alternative to traditional discretionary and mandatory 

access control.  As will be seen in the rest of this section, most formal languages for specifying 

access control policies assume a RBAC model. 

Role-based models regulate the access of users to the information on the basis of the activities the 

users execute in the system. In RBAC a role is defined as the set of access rights associated with a 

particular position within an organisation, or a particular working activity. RBAC models simplify 

authorisation management by including mechanisms for assigning access rights and users to roles; 

instead of specifying access rights in terms of users, permissions and users are assigned to roles, 

and a user assumes the permissions associated with the roles that user is assigned to.   

The authorisation specification language (ASL) [52] is an example of a formal logic language 

for specifying access control policies that provides support for role-based access control. The 

following is an example of an authorisation rule in ASL, which states that all subjects belonging to 

group Employees but not to Soft-Developers are authorised to read file1. 

 cando(file1, s, +read) � in(s, Employees) & ¬in(s, Soft-Developers) 

The cando predicate can also be used to specify negative authorisations; the sign in front of the 

action in the cando predicate indicates the modality of the authorisation. A dercando predicate is 

defined in the language to specify derived authorisations based on the existence or absence of 

cando rules (i.e. other authorisations in the system).  For example, the policy that Joe is not 

allowed to read file1 if  Mary, who is in the same group as Joe, has permission to read it, would 

be expressed as follows: 

 dercando(file1, joe, -read) � dercando(file1, mary, +read) &  

                                   in(joe, Group) & in(mary, Group) 

In addition, two more predicates do and done, can be used to specify history-dependent 

authorisations based on actions previously executed by a subject. The language includes a form of 

meta-policy2 called integrity rules to specify application-dependent conditions that limit the range 

of acceptable access control policies. In more recent work, the language has been extended with 

predicates used to evaluate hierarchical or other relationships between the elements of a system 

                                                
2 Meta-policies are policies that treat other policies as managed objects in the system.  These are described 
in more detail in the context of the Ponder policy framework (see Section 2.6) 
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such as the membership of users in groups, inclusion relationships between objects or supervision 

relationship between users [51].   

Whilst ASL is a good example of the use of first order logic for describing access control policies 

it has a number of drawbacks.  For example, ASL policy specifications are limited to access 

control rules, so it is not possible to specify management policies in this language.  Additionally, 

because there is no means to reason about the state of the system, and how this relates to the 

policy constraints, conflict detection can only be performed at runtime.  Another limitation is that 

the language does not scale to describing large systems because there is no way of grouping rules 

into structures for reusability.  Authorisation rules identify the actions authorised for specific 

users, groups or roles, but cannot be composed into roles to provide for reusability i.e. there is no 

explicit mechanism for assigning authorisations to roles; instead this is specified as part of the 

condition of authorisation rules.  Finally, there is no explicit specification of delegation and no 

way of specifying authorisation rules for groups of target objects that are not related by type. 

The type of logic used in ASL is stratified clause form logic. Barker  [9] adopts a similar approach 

to express a range of access control policies using stratified clause form logic, with emphasis on 

role-based access control policies. According to the author, this form of logic is appropriate for 

the specification of access control policies mostly due to its simple high-level declarative nature. 

As described previously, a stratified theory extends a normal theory by eliminating some forms of 

“recursion-via-negation”, which makes the computation of the theory more efficient. This is 

important because Barker uses the negation of literals to specify negative permissions 

Subsequent work by Barker et al. [10, 11] shows how policies specified in stratified logic can be 

automatically translated into a subset of SQL to protect a relational database from unauthorised 

read and update requests. The following example from [11] demonstrates their approach: 

 permitted(U,P,O) � ura(U,R1), activate(U,R1), senior-to(R1,R2), rpa(R2,P,O) 

The above clause specifies that user U has the permission P on object O if U is assigned to a role 

R1, U is active in R1, and R1 inherits the P permission on O from R2. Informally, this clause 

specifies that any user who is assigned to role R1 will have the permissions that have been 

assigned to a subordinate role R2.  This expression assumes that the following predicates have 

been defined: activate(U, R) to denote that U is active in R, ura(U,R) to assign user U to role R, 

rpa(R,P,O) to assign permission P on object O to role R, and senior-to(R1,R2) to denote that 

role R1 is senior to R2.  With regard to supporting policy analysis, this language has the same 

drawbacks as ASL in that it is limited to detecting conflicts at run-time and only allows access 

control policies to be specified. 
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The role definition language (RDL) [47] is a formal language based on Horn clauses defined 

within the Oasis architecture for secure, interworking services defined at Cambridge University. 

RDL is based on sets of rules that indicate the conditions under which a client may obtain a name 

or role, where a role is synonymous to a named group. The conditions for entry to a role are 

described in terms of credentials that establish a client’s suitability to enter the role, together with 

constraints on the parameters of those credentials. The following is an example of an 

authorisation rule in RDL, which establishes the right for clients assigned to the 

SeniorHaematologist role to invoke the append method if they also possess a certificate called 

LoggedOn(x, s) issued by the Login service, where s is a trusted server, i.e. if they have been 

logged on as x on a trusted machine. 

 append(haematology-field, x) � SeniorHaematologist(x) .  

                                    Login.LoggedOn(x, s):s in TrustedServers 

Roles in RDL are also considered as credentials, and can be used to assign clients to other roles as 

in the following example where a user x, who belongs to both the Haematologist and the 

SeniorDoctor roles, is also a SeniorHaematologist: 

 SeniorHaematologist(x) � Haematologist(x) . SeniorDoctor(x) 

RDL has an ill-defined notion of delegation, whereby roles can be delegated instead of individual 

access rights in order to enable the assignment of users to certain roles. The notion of election is 

introduced to enable a client to delegate a role that they do not themselves possess, to other 

clients.  

We believe that assignment of users to roles should be controlled with user-assignment 

constraints instead. The following example from [47] specifies that the chief examiner may elect 

any logged on user who belongs to the group Staff to be an examiner, for the examination 

subject e. 

 Examiner(p,e) � Login.LoggedOn(p,s) 8 ChiefExaminer : p in Staff 

Specifying Management Policies 

The Policy Description Language (PDL) [61] is an example of first-order logic being applied 

to the specification of obligation policies. PDL is an event-based language originating at the 

network computing research department of Bell-Labs and is used in the architecture of their 

SARAS Softswitch product [96]. In PDL they use the event-condition-action rule paradigm of 

active databases to define a policy as a function that maps a series of events into a set of actions. 

The language can be described as a real-time specialised production rule system to define policies. 

The syntax of PDL is simple and policies are described by a collection of two types of 
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expressions: policy rules and policy defined event propositions. Policy rules are expressions of the 

form: 

 event causescausescausescauses action ifififif condition 

Which reads: If the event occurs under the condition the action is executed. Policy defined event 

propositions are expressions of the form:  

 event triggerstriggerstriggerstriggers policy-defined-event ifififif condition 

Which reads: If the event occurs under the condition, the policy-defined-event is triggered. 

Events can be primitive or complex, and there are two types of primitive events: the policy 

defined events, which are only generated by the policy defined event propositions, and system 

events, which are generated by the environment. Primitive event classes can define attributes, and 

instances of the classes take actual values for those attributes that can be referenced by other 

events, actions or conditions within the same rule. Primitive events can be composed to form 

complex events that enable policies to be enforced under any of the following situations: 

• If two events e1 and e2 occur simultaneously. 

• If an event e2 immediately follows an event e1. 

• If an event e2 occurs after an event e1. 

The example shown in Listing 2.2 is taken from [58] and makes use of some of the different 

features of the language to define a policy for a service provider network which rejects call 

requests when there is an excessive number of network signalling timeouts over the calls made 

(i.e. overload state) until the time-out rate goes down to a reasonable number. The policy has 

three policy defined event propositions and two policy rule propositions. 

Despite its expressiveness, PDL does not support access control policies, nor does it support the 

composition of policy rules into roles, or other grouping structures. The language has clearly 

defined semantics and a mechanism for enforcing PDL policies has been implemented. Later 

work by Chomicki [23], extends PDL to include the concept of action constrains, which are 

policies that prevent a specified action from being performed in a given situation.  These action 

constraints are analogous to the refrain policies of the Ponder framework (see Section 2.6).  This 

work introduces the idea of using a policy monitor to detect conflict situations and resolve them 

by either suppressing the events that could lead to a conflict or overriding the conflicting action.  

Additionally, Son and Lobo, present an approach for reasoning about policies with the objective 

of mapping a desired action history back to a possible event history [87].   
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Listing 2.2:Example PDL policy specification 

1111 Events: normal_mode: policy defined event, 

2222         restricted_mode : policy defined event, 

3333         call_made: system event, time_out: system event, power_on: system event 

4444  

5555 Actions: restrict_calls, accept_all_calls 

6666  

7777 Policy description:  

8888 // when the system starts, primitive event normal_mode is triggered. i.e. the 

9999 // system starts in normal mode 

10101010 power_on triggers normal_mode   

11111111  

12121212 // when in normal_mode, sequence of call_made or time_out events will trigger 

13131313 // restrict_mode if the overload threshold is exceeded. t = the overload ratio 

14141414 // of signalling timeouts over the calls made. The ^ sign denotes sequence of 

15151515 // zero or more events. 

16161616  normal_mode, ^(call_made | time_out)  triggers restricted_mode  

17171717  if Count(time_out) > t*Count(call_made) 

18181818   restricted_mode causes restrict_calls 

19191919  

20202020 // when in overlaod mode, a sequence of call_made or time_out events will  

21212121 // trigger normal_mode if the normal threshold is exceeded.  

22222222 // t’ is considered to be a reasonable timeout rate 

23232323  restricted_mode, ^(call_made | time_out) triggers normal_mode  

24242424  if Count(time_out) < t’*Count(call_made) 

25252525  

26262626 // Assumes only one callMade or timeOut event per epoch 

27272727  normal_mode causes accept_all_calls 

This work is important because it illustrates how formal techniques together with logic 

programming can be used to derive information about the policy program – in this case the event 

history that causes a particular set of actions.  However, PDL does not model authorisation 

policies and therefore the analysis cannot detect conflicts involving authorisations. 

Efstratiou et al., propose Event Calculus as a suitable underlying formalism for specifying 

management policies to provide adaptation in mobile devices [40].  As described previously, 

Event Calculus is a formal language for representing and reasoning about dynamic systems.  

Because the language includes a representation of time that is independent of any events that 

might occur in the system, it is a particularly useful way to specify a variety of event-driven 

systems.   

Efstratiou uses an augmented form of Event Calculus to define obligation policies that can then 

be evaluated by the run-time environment.  Users specify policies using a high-level language 

which is then translated to an Event Calculus representation.  This translation is fairly direct since 

the high-level language includes fluents, which are terms representing the state of the system; 

events, which initiate or terminate fluents; conditions specified in terms of fluents; and actions 

which can accept fluent values as parameters.  The following example from [40] shows how a 

policy would be defined in this notation: 
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Listing 2.3:Example mobile device adaptation policy 

1111 eventeventeventevent LeftHome 

2222 eventeventeventevent LeftOffice 

3333 eventeventeventevent InHome 

4444 eventeventeventevent InOffice 

5555  

6666 fluentfluentfluentfluent Outdoors { 

7777  initiatesinitiatesinitiatesinitiates(LeftHome) or initiatesinitiatesinitiatesinitiates(LeftOffice) 

8888  terminatesterminatesterminatesterminates(InHome) or terminatesterminatesterminatesterminates(InOffice)    

9999 } 

10101010  

11111111 conditionconditionconditioncondition { initiatesinitiatesinitiatesinitiates(Outdoors)                      } 

12121212 actionactionactionaction    { SwitchNetwork(GSM)                       } 

This policy specifies that a user’s network connection should be switched to GSM when he is 

outdoors.  The first part of the specification defines the events and fluents for the managed 

system.  Whilst the event specification shown here simply lists the event identifiers, it is also 

possible to define conditions that must hold for the event to occur.  For example InHome :- 

IRSensorValue>5, specifies that the InHome event occurs if an IR sensor outputs a value greater 

than 5.  Lines 6-8 of Listing 2.3 define the events that initiate and terminate the Outdoor fluent.  

The policy rule is defined in Lines 11-12 where the condition that must be satisfied (Line 11) is 

defined together with the action to be performed.  In this example, SwitchNetwork(GSM) is 

performed if the Outdoors fluent is initiated (Line 12). 

By using Event Calculus as the underlying formalism, this approach has an advantage over PDL 

in that it includes an explicit definition of time, thus allowing the temporal relationships between 

events, actions and state of the managed system to be described.  However, the drawbacks are 

that it only models obligation policies and that support for conflict detection using this notation 

was not implemented.  

Recent work on Contract Driven Agents has developed a formal language for contract 

representation that is using Event Calculus as a baseline notation [57].  This work is motivated by 

the increased interest in agent co-ordination and choreography as multi-agent systems find 

applications in web services and the semantic web.  The approach uses contracts to formally 

describe the relationships between agents in terms of obligations and permissions, and also 

provides a mechanism for agents to co-ordinate their activities.  The contract language is used by 

the runtime system to deduce the contracts that need to be enforced at a given point in time.  

Additionally, abductive planning is used to allow agents to make assumptions about the set of 

events and actions that might happen in the future. 
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2.5 High-level Policy Languages and Frameworks 
In addition to the logic-based policy specification approaches described in the previous sections, 

there are a number of higher-level policy languages and frameworks that have been developed to 

support a variety of management applications.  These range from systems that provide policy 

based services for distributed agent environments to those that use policies for network 

management.  A notable feature that distinguishes these approaches from the formal ones 

described above is that, in most cases, they combine a policy specification language with a 

framework for specifying the properties of the managed system and a means of deploying and 

enforcing policies on the managed object.  In this section we present an overview of a number of 

these high-level languages and frameworks, and in each case discuss how they support policy 

analysis and refinement.   
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Figure 2.7: Policy Management for Autonomic Computing (PMAC) framework 

2.5.1 Policy Middleware for Autonomic Computing (PMAC) 

The Policy Middleware for Autonomic Computing (PMAC) framework has been developed as 

part of IBM’s autonomic computing initiative [1].  The framework consists of a policy editing 

tool, a federator, an autonomic manager and a managed resource (Figure 2.7).  Policies specified 

using the editor are published to the federator which acts as a publish/subscribe hub for 

distributing policies to the relevant autonomic managers.  The principal component in this 

framework is the autonomic manager, which is responsible for providing a local policy-based 

control loop to manage the resource assigned to it.  Managed resources provide two interfaces, 

referred to as sensors and effectors, which respectively represent the attributes that can be read from 

the resource and the management operations that can be performed to change the state of the 

resource.  Since an autonomic manager can be treated as a managed component, it also provides 

an interface to its sensors and effectors for use by other autonomic managers. 

Policies in the PMAC framework are specified as Event-Condition-Action (ECA) rules and their 

structure is defined using an XML schema.  Additionally, the framework includes a general 
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constraint specification language, also specified using XML, which can be used in the ECA policy 

rules to define the condition clause.  The use of XML schema based definitions for the policy and 

constraint language allows the PMAC framework to extend the set of types supported by the 

language by simply including off-the-shelf XML definitions which come with pre-defined syntax 

and semantics.  The problem with using an XML representation for policy is that the 

specifications tend to be quite verbose and not easily interpreted by the user.  This problem is 

addressed in the PMAC framework providing a Simple Policy Language (SPL) which supports the 

specification of ECA rules.  At present, there is no documentation regarding the syntax of SPL, 

but it is expected to be similar to the obligation policy syntax of the Ponder framework. 

PMAC provides support for policy analysis and conflict resolution using a process called Policy 

Ratification [2].  Essentially this process provides the administrator with information about the 

impact of a new policy on the existing set of policies.  The ratification process consists for four 

domain-independent, generic operations: dominance checking, conflict checking, coverage 

checking and consistent priority assignment. 

Dominance checking determines if there is a policy in the system that is subsumed (or dominated) by 

another.   For example a policy that specifies that “password length > 5” is dominated by one 

that states “password length > 8” since the latter policy makes the former redundant.  Generally it 

can be stated that a policy P1 is dominated by policy P2, if the constraint of policy P1 logically 

implies the constraint of P2. 

One of the main challenges in policy analysis is in dealing with the constraints that control the 

applicability of a policy and identifying the situations in which two policies have constraints which 

are satisfied at the same time.  The Conflict checking operation in PMAC is used to identify policies 

whose constraint statements are simultaneously true, and therefore may cause a problem if the 

actions defined in those policies are incompatible with each other.  For example a policy that 

defines that “Joe has access to the database between 9am and 5pm” would be in conflict with a 

policy that states “Joe should not be granted access to the database on weekends” since, if both 

these policies are enforced, Joe is both granted and refused permission between 9am and 5pm at 

weekends.  PMAC addresses the conflict detection requirement by recognising that the key 

operation in detecting a potential conflict is to determine whether the conjunction of two 

Boolean expressions can be satisfied.  To this end, the framework implements a number of 

analytical algorithms for checking the satisfiability of different classes of Boolean expressions [2].  

Whilst this approach is effective at detecting potential conflicts in a policy specification, since the 

analysis does not use a model of the system behaviour, it cannot take into account changes in 

system state caused by enforcing policies.   
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Coverage checking allows an administrator to ensure that for a given range of input parameters there 

is at least one policy that is applicable.  This is achieved by checking whether a disjunction of 

Boolean expressions (e.g. the constraints of the policies) implies another (e.g. the input parameter 

range). 

Finally, the PMAC framework assumes that problems identified through the above ratification 

operations will be resolved by the administrator marking policies as inactive or assigning some 

relative priority to them.  In this latter case there is the possibility that introducing a new policy 

requires that existing priority values are reassigned so that the overall ordering of the policy rules 

remains consistent.  The fourth ratification operation, consistent priority assignments automates this 

priority assignment process using a modified version of an algorithm used to insert items into an 

ordered list. 

Policy refinement is supported in PMAC through the definition of transformation rules.  These 

take the form “if certain conditions on a policy are satisfied (e.g. if the Role is WindowsSecurity) 

then update a certain portion of the policy with a new entity (e.g. replace the Condition and the 

Action by a new Boolean expression).”  Since these transformation rules are implemented as 

policy rules that operate on the policies themselves they can be executed using the same 

enforcement system as used by any other PMAC policy.  One drawback of this approach is that 

the transformation rules have to be defined manually by an expert in the application domain and 

there is no means of verifying that the transformed policy satisfies the original goal of the user. 

To summarise, the PMAC framework provides a language for specifying policy and a policy 

deployment and enforcement architecture.  The system has been designed to be extensible 

through the use of XML schemas and is capable of policy analysis and refinement operations.  

However, the analysis process does not take into account the behaviour of the managed system 

and therefore cannot detect inconsistencies that are caused because the enforcement of one 

policy causes a state change such that some other policies then conflict.  Finally, the policy 

refinement process is defined in terms of explicit transformation rules which must be specified by 

a domain expert.  Therefore it is not possible to verify the correctness of the policies generated by 

applying the transformation rule with respect to the original policy. 

2.5.2 KaOS 

KaOS is a collection of component-based agent services developed to support a variety of mobile 

agent platforms [92].  Since its initial presentation KaOS has been adapted to general purpose grid 

computing and Web Services environments as well.  The principle components of the KaOS 

framework are the domain services and policy services.   

The KaOS policy services component is responsible for specification, management, conflict 

resolution and enforcement of policies.  Policy specification takes an ontology based approach 
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and policies are represented using the DAML3 notation [31].  The ontology definition makes a 

distinction between authorisation policies and obligation policies and each of these policy types 

are specialised further using a modality operator.  A positive authorisation policy defines actions that 

are permitted when given constraints hold true and a negative authorisation policy defines actions 

that are prohibited under given constraints.  Similarly, positive obligations define a requirement that a 

given operation be performed whereas negative obligations waive the requirement to perform the 

action (c.f. Ponder refrain policies).  The basic policy ontology can be extended to support 

application specific concepts by defining management operations and their associated parameters.   

The framework provides a tool, called KaOS Policy Administration Tool, that supports the 

process of policy specification, manages the ontologies, deploys policies and detects conflicts 

between policies in a specification.  This addresses the problem associated with the verbosity of 

policies specified using the DAML+OIL notation, which can be hard for users to understand.  

This is illustrated by the example shown in Listing 2.4, taken from [90] which specifies that 

members of a domain A are prohibited from performing encrypted communication with anyone 

outside this domain.  In this example, the action is specified in lines 1-15 and the prohibition in 

lines 16-21. 

Listing 2.4: DAML representation of a KaOS negative authorisation policy 

13131313 <daml:Class rdf:ID=”ExampleAction"> 

14141414   <rdfs:subClassOf rdf:resource="#EncryptedCommunicationAction" /> 

15151515   <rdfs:subClassOf> 

16161616     <daml:Restriction> 

17171717       <daml:onProperty rdf:resource="#performedBy" /> 

18181818       <daml:toClass rdf:resource="#MembersOfDomainA" /> 

19191919     </daml:Restriction> 

20202020   </rdfs:subClassOf> 

21212121   <rdfs:subClassOf> 

22222222     <daml:Restriction><daml:onProperty rdf:resource="#hasDestination" /> 

23232323     <daml:toClass rdf:resource="#notMembersOfDomainA " /></daml:Restriction> 

24242424   </rdfs:subClassOf> 

25252525 </daml:Class> 

26262626 <policy:NegAuthorizationPolicy rdf:ID="Example"> 

27272727   <policy:controls rdf:resource="#ExampleAction" /> 

28282828   <policy:hasSiteOfEnforcement rdf:resource="#ActorSite" /> 

29292929   <policy:hasPriority>10</policy:hasPriority> 

30303030   <policy:hasUpdateTimeStamp>4237445645589</policy:hasUpdateTimeStamp> 

31313131 </policy:NegAuthorizationPolicy> 

KaOS policy services include support for detecting and resolving modality conflicts which can 

arise if two policies with opposite modalities specify the same actions and are enforced 

simultaneously.  To achieve this, KaOS uses extensions to its integrated Java Theorem Prover 

(JTP) to implement an algorithm that is based on using the subsumption mechanisms between 

                                                
3 DARPA Agent Markup Language 



Chapter 2  Background and Related Work 

49 

classes.  Detected conflicts are then resolved through priority assignment and the automated 

creation of harmonization policies [92].  

Because the KaOS framework has a built-in theorem prover, it is also possible to perform other 

types of query (e.g. “which entities have read/write access to the examination marks database”).  

However, as in the case of the PMAC framework, the policy analysis procedure does not account 

for the behaviour of the managed system and therefore is not able to detect conflicts caused due 

to changes in the system state. 

The deployment architecture makes use of KaOS domain services to determine the entities to 

which a policy applies.  Additionally, the deployment model has a directory service for storing 

policies, while guards interpret policies before passing them on to enforcers which translate the 

policy actions into platform-specific operations.   

By using the idea of platform-specific enforcement components in the runtime architecture, 

KaOS policies can be used in a variety of applications.  Indeed, KaOS has been applied in a range 

of application scenarios, ranging from web services management to grid computing.  It supports 

authorisation and management/behavioural policies and provides tools for specifying these 

policies, analysing them and deploying them into the managed system.  Its ontology based 

approach allows application specific information about the managed system and operations to be 

added easily.  However, whilst the analysis procedure does allow detection of modality conflicts 

and checking other properties, it does not account for policy interactions where enforcing one 

policy causes conflicts to arise between others.  Finally, KaOS does not provide any support for 

policy refinement. 

2.5.3 Rei 

The Rei system was developed by Kagal et al., to support policy based management in pervasive 

computing applications [54].  It provides three language constructs: policy objects, meta-policies 

and speech acts.  Policy objects are defined as rights, prohibitions, obligations or dispensations 

which conceptually correspond to the positive and negative authorisations and positive and 

negative obligation policies described in KaOS and Ponder. 

Policy specification in Rei takes an ontology based approach to represent each policy type and 

therefore policy rules are specified in the verbose OWL4 representation [76], which is similar to 

the notation used by KaOS.  However, Rei also provides a Prolog based notation that is more 

compact and easier to understand.  The basic ontology includes the description of actions in 

terms of an action identifier, the target objects on which the action can be performed, the set of 

pre-conditions required to perform the action and the post-condition of the action.   

                                                
4 Ontology Web Language 
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Listing 2.5 shows an example authorisation policy that specifies that any final year student can 

print on the colour printer.  The policy is defined using the action printColourPage (Line 1) 

which has the pre-conditions that the printer has paper and has toner; and the post-condition that 

there is one less page in the paper tray.  This is used in a has(Object, PolicyDef) predicate to 

specify that Students who are members of the finalYearGroup have the right to perform the 

action (Line 2) 

Listing 2.5: Rei specification of an authorisation policy 

1111 actionactionactionaction(printOnePageColour, [printerColour],  

        (containsCartridge(printerColour),  

         availablePaper(printerColour, X), X>1),  

         availablePaper(printerColour, X-1)) 

 

2222 hashashashas(Student, rightrightrightright(printOnePageColour, isMember(Student, finalYearGroup)). 

The Rei system supports policy enforcement by providing a policy decision engine that deduces 

the rights and obligations of objects in the managed system in response to requests that specify 

the current state of the system.  The use of Prolog to specify policy rules means that Rei can use a 

Prolog reasoning engine to analyse the policy specification and detect modality conflicts.  Since 

the policy engine only supports deductive reasoning, only runtime conflicts can be detected.  By 

using the ontology to define information about application specific actions, theoretically it should 

be possible for the analysis process to detect application specific conflicts.  For example, an 

obligation to lock a door would conflict with another obligation that required the door be 

opened.  However, in the literature there are no examples of such conflict analysis being 

performed on Rei policies.   

As mentioned, the Rei language also includes the concepts of speech acts [81] and meta-policies.  

Speech acts are a mechanism to allow objects in the system to dynamically transfer rights and 

obligations to other entities.  This is similar to the idea of delegation discussed in the literature.  

Meta-policies are rules about other policies and are used to resolve conflicts that are detected by 

the Rei policy engine at runtime. 

Whilst Rei has been successfully used in a number of pervasive computing applications to provide 

policy based access control functionality, it does have a number of limitations.  Firstly, since the 

conflict detection method depends on deductive reasoning, it only works when a complete 

definition of the system state is provided, i.e. at runtime.  Whilst this is useful, it would be better 

if administrators were able to detect potential conflicts in their policies at specification time so 

that they can minimise the risk of deploying a policy that causes a failure in the system.  Other 

limitations are the lack of support for policy refinement and the absence of any tools to help 

administrators specify policy rules.  
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2.5.4 IETF Policy Core Information Model (PCIM) 

The IETF Policy Core Information Model (PCIM) is an object-oriented information model for 

distributing policy information [38, 72].  It was developed as an extension to the Common 

Information Model initiative of the Distributed Management Task Force (DMTF).  The model 

consists of two hierarchies of object classes – one represents policy information and the control 

of the policies; the other represents the associations that relate policies to each other. 

-CreationClassName : String
-PolicyRuleName : Integer
-Enabled : unsigned int
-ConditionListType : unsigned int
-RuleUsage : String
-Priority : unsigned int
-Mandatory : bool
-SequenceActions : unsigned int
-PolicyRoles : String

PolicyRule

-SystemCreationClassName : String
-SystemName : String
-PolicyRuleCreationClassName : String
-CreationClassName : String
-PolicyConditionName : String

PolicyCondition

*

-PolicyConditionInPolicyRule*

VendorPolicyConditionPolicyTimePeriodCondition

-SystemCreationClassName : String
-SystemName : String
-PolicyRuleCreationClassName : String
-CreationClassName : String
-PolicyActionName : String

PolicyAction

*

-PolicyActionInPolicyRule*

VendorPolicyAction

*

-PolicyRuleValidityPeriod*

 

Figure 2.8: Class Model for Policy Rules in PCIM 

This approach to policy specification treats the policy-based system as a state machine in which 

the policies determine the manner in which state transitions occur.  Following this model, policies 

are defined as rules that relate a set of conditions (state machine inputs) to some set of actions 

(state machine outputs) whilst also changing the state of the system.  Figure 2.8 shows a 

simplified class model that represents the structure of a policy rule in the PCIM specification. 

The PolicyAction, PolicyCondition and PolicyRule classes are examples of classes from the 

structural model of PCIM.  As illustrated in the diagram, the association classes relate these 

structural classes to each other.  Examples of these association classes include 

PolicyActionInPolicyRule and PolicyConditionInPolicyRule. 

Because the PCIM specification is intended to be generic, the PolicyAction and PolicyCondition 

classes are defined to be abstract.  A vendor implementing a policy-based system using this model 

must implement their own, vendor specific, versions of actions and conditions that can be used 

by the policy rules.  However, since time based conditions are assumed to be an essential 

component of any policy-based system, the PolicyTimePeriodCondition class is defined as part of 
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the core specification.  Although the PCIM specification provides a PolicyKeywords property 

that is enumerated to allow policies to be classified into security policies, management policies, 

error and event policies, it is still necessary to specify the specific condition classes necessary to 

support these different types.  Also, all policy rules are of the form: 

 ifififif (set of conditions) thenthenthenthen (perform set of actions) 

This has some correspondence with the structure of an obligation policy although it would be 

necessary to model events as condition objects to complete the representation.  Additionally, 

there is no obvious mapping between rules of this form and authorisation and delegation policies.  

So in this respect PCIM would not be able to support the needs of a generic policy-based system. 

There are several commercial products that implement parts of the PCIM specification to provide 

Quality of Service (QoS) management.  The Cisco QoS Policy Manager [24]; and Allot 

Communications NetEnforcer [5] are examples of such products.  These tools do not support a 

policy specification language but instead provide a graphical interface that allows an administrator 

to locate specific policies and configure them in the appropriate manner. 

In summary, the PCIM specification provides an abstract model for defining the structure of 

policies and relationships between policy objects.  It can be combined with the Common 

Information Model (CIM) to provide a complete specification of a policy managed system.  

Recent extensions to CIM have added behavioural models of managed objects in the form of 

simple state chart definitions[84].  

Since PCIM is only an information model there is no built-in support for policy analysis or 

refinement.  Theoretically, given that it provides a UML description of a policy based system, it is 

possible to use the Object Constraint Language (OCL) check some properties of the policy 

managed system.  However, the model only supports a single type of rule and must undergo 

significant extension to support all the different types of policies that could be used in a system.  

Also, recent work [98] has shown that PCIM policy specifications are verbose and much harder to 

understand in comparison to a high-level policy language like Ponder.   

2.6 Ponder Policy Framework 
The Ponder Framework is the result of research into Policy based systems done at Imperial 

College London over the past decade.  It integrates some of the new concepts in policy based 

management introduced by the researchers at Imperial such as the definition of domains that 

allow specification of policies that apply to groups of objects, the concepts of authorisation and 

obligation policies for managing distributed systems.  Policies can be specified using the Ponder 

language, and the toolkit developed also provides a framework for policy deployment and 

enforcement. 
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Domains provide a means of grouping objects to which policies apply and can be used to 

partition the objects in a large system according to geographical boundaries, object type, 

responsibility and authority or for the convenience of human managers. Membership of a domain 

is explicit and not defined in terms of a predicate on object attributes. A domain does not 

encapsulate the objects it contains but merely holds references to objects. A domain is thus very 

similar in concept to a file system directory but may hold references to any type of object, 

including a person. A domain, which is a member of another domain, is called a sub-domain of 

the parent domain. A sub-domain is not a subset of the parent domain, in that an object included 

in a sub-domain is not a direct member of the parent domain, but is an indirect member, c.f., a 

file in a sub-directory is not a direct member of a parent directory. An object or sub-domain may 

be a member of multiple parent domains i.e. domains can overlap. An advantage of specifying 

policy scope in terms of domains is that objects can be added and removed from the domains to 

which policies apply without having to change the policies. In the current version of the Ponder 

Toolkit, domains have been implemented as directories in an extended LDAP Service.  

Additionally, there is a custom-developed Domain Service which provides an interface to the 

domain hierarchy of the managed system that is independent of the underlying persistence 

method (i.e. domain information could be stored in LDAP, RDBMS or directly in the file system) 

Obligation policies defined using Ponder specify the actions that managers must perform in 

response to certain events when defined constraints are satisfied.  As such, obligation policies are 

event-condition-action rules that explicitly define the subject, i.e. the manager object responsible 

for performing the actions on the target objects.  Both subjects and targets can be specified as 

domains, which provide a mechanism to group objects to which policies apply.   The events that 

trigger an obligation policy can either be internal (e.g. timer event) or external events, which are 

disseminated by a separate event service.  The language provides a set of composition operators 

for defining composite events but, in order to be used, composite events must be supported by 

the event service. Figure 2.9 shows the syntax of an obligation policy. 

inst oblig policyName {
  on event-specification;
  subject [<type>] domain-scope-expression;
  [target [<type>] domain-scope-expression;]
  do obligation-action-list;
  [when constraint-expression;]
}

 

Figure 2.9: Ponder obligation policy syntax 

Actions can either be operations defined in the management interface of the target object, or 

internal operations of the subject.  In this latter case, the target specification not required.  The 

Ponder language has operators for specifying the ordering of actions where (Action1 -> 

Action2) denotes sequential execution and (Action1 || Action2) denotes parallel execution.  
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Finally, constraints are specified to control the applicability of a given policy by restricting the 

execution of the policy to those situations in which the constraint-expression evaluates to true.   

Authorisation policies can be specified in Ponder to provide access control for the target 

objects.  These policies are enforced by access controllers running in the target object’s 

environment and determine if a given subject is allowed to perform the specified action on the 

target.  A positive authorisation policy is used to define the actions that a subject is permitted to 

perform on the target, whereas a negative authorisation is used to specify prohibitions.  The 

syntax of an authorisation policy is presented in Figure 2.10. 

inst (auth+ | auth-) policyName {
  subject [<type>] domain-scope-expression;
  target [<type>] domain-scope-expression;
  action action-list;
  [when constraint-expression;]
}

 

Figure 2.10: Ponder authorisation policy syntax 

Ponder also supports the reuse of policy specifications by allowing the user to define policy types 

that can later be instantiated for a particular environment.  Additionally the language supports 

constructs for grouping policies together into roles that map to positions in an organisation or as 

a set of policies that apply to a particular managed object.  Management structures can be defined 

as configurations of roles with policies applying to relationships between roles for organisational 

units such as departments or buildings.   

Finally the language allows the definition of meta-policies which specify constraints over a set of 

policies, with respect to permitted types of policies or the elements within the policies.  Meta-

policies are defined using the Object Constraint Language (OCL) and, in theory, could be used to 

perform policy analysis.  For example, meta-policies could be specified to perform static 

validation checks (e.g. ensure that a policy does not specify an action that is not supported by the 

target object) or to check relationships between a policy and the managed objects (e.g. ensure that 

a policy only applies to a certain number of subjects or targets).  Listing 2.6 shows a meta-policy 

that raises an exception if a nurse is obliged to administer medication to more than 10 patients. 

Listing 2.6: Example of a Ponder meta-policy 

inst meta maxNoOfPatiends raises errorInPatients(invalid_policies, targ) { 

 [invalid_policies] = this.policies � select (p | p.type = oblig and  

          select (p | p.subject � exists (s | oclTypeOf(s) = nurse and 

          select (p | p.action � exists (a | a.name = administerMedication and 

              select (p | p.target � exists (targ | targ.size > 10)))))); 

       invalid_policies � notEmpty; 

} 
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Whilst meta-policies provide a way of expressing such property checks, one short coming of the 

Ponder framework is that there is no support for evaluating these constraints.  Also, the 

semantics of Ponder meta-policies are ambiguous since it is not clear when a meta-policy is 

evaluated (i.e. it is not clear whether meta-policies are evaluated when policies are compiled, 

deployed or enforced).  Also, since the OCL specifications only allow constraints to use static 

properties of the policy objects (e.g. the subject, target, action definition etc.); it is not clear how 

the meta-policy ensures that the constraints that control the applicability of a policy are satisfied. 

We believe that until these problems are addressed, it is impractical to use meta-policies as a 

means of performing policy analysis.  A more complete description of the Ponder language, 

including details of event composition, composite policies, roles relationships and constraints can 

be found in [28]. 

In addition to the language specification, the Ponder framework developed at Imperial has 

introduced an object-oriented model for the deployment of policies [39].  The model defines 

objects for policies, domains, and policy enforcement agents.  Each policy is compiled into a 

policy class which can be instantiated as a run-time object by the enforcement system.  

Enforcement of policies is handled by one or more enforcement agents.  In the case of 

authorisation policies these will be access controllers (AC) in the target object’s environment, and 

in the case of obligation policies this will be the subject’s policy management agent (PMA). 

Access controllers enforce authorisation policies for one or more target objects.  Actions being 

performed are “intercepted” by the access controller which then checks the set of policies it is 

responsible for enforcing to verify if the action is allowed or not.  In the event that there is no 

policy that specifies a permission (or prohibition) relating to the particular subject, target and 

action, the access controller will have a default policy to determine the final decision.  In an open 

system, the default policy would be to permit all subjects to perform any action provided there is 

no prohibition (i.e. negative authorisation policy) specified for the subject, target and action 

combination.  Conversely, in a closed system the default policy would be to prohibit all subjects 

from performing any action provided there is no permission relating to the particular subject, 

target and action. 

Policy Management Agents are responsible for enforcing the obligation policies and are specified 

as subjects.  Since these policies are event triggered, the PMA must register itself as a subscriber 

to each event in the set of obligations it is responsible for.  Then when the event occurs, it 

identifies the set of policies to be enforced, and in each case if the constraints of the policy are 

satisfied will perform the actions defined in the policy.  Parameterised events may be used to 

change the values used for the parameters of actions specified in the obligation policy. 
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The Ponder toolkit includes an editor and compiler for specifying policies, a domain browser for 

accessing the domain service and a management console for deploying policies [30].  Recent work 

at Imperial has demonstrated the use of the Ponder framework for providing policy-based 

dynamic adaptation of differentiated services networks in order to ensure Quality of Service 

(QoS) requirements are met [65]. 

The Ponder approach to policy specification because it brings together access control, 

management policies in a single framework and provides a number of useful features.    For 

example, the provision for policies and managed objects to be logically grouped into domains is 

particularly useful since using domains when specifying a policy rule allows the administrator to 

change the objects to which the rule applies by simply changing the domain membership, rather 

than having to modify the policy and re-deploy it.  Also, because Ponder supports the notion of 

policy type definitions, administrators can reuse policy rules in different situations.  

2.7 Summary 
In this chapter we have presented background material on the formal techniques for verifying 

system properties.  We have shown that using Event Calculus together with abductive reasoning 

has advantages over the alternative approach, model checking, because it is able to deal with 

partial specifications and allows a wider range of properties to be checked.   

In the latter sections we have described a range of approaches to policy specification, both formal 

and high-level.  For each approach pay particular attention to the support provided for policy 

analysis and refinement. 
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“A different language is a different vision of life.” 
-- Federico Fellini 

For policy-based management to be deployed in enterprise systems, it is essential that 

administrators are able to understand the effect of the policies they write on the behaviour of the 

system.  Additionally, administrators must have the confidence that the policies they write are 

consistent with their requirements.  In order to engender this confidence, a policy-based 

management system should provide tools for reasoning about policies.  In particular, the system 

should help the administrator refine his high-level requirements into enforceable policy rules and 

also allow him to analyse the specification to detect potential inconsistencies before the policies 

are deployed.  These requirements could be met if there was a formal representation of the 

policy-based system, thus allowing automated reasoning methods to be used for analysing the 

policy specification.  In this chapter we present such a language for representing policies, 

managed systems and goals, based on the Event Calculus, which supports the reasoning methods 

required for policy analysis and refinement.   

Existing approaches that use formal notations for policy-based management have not addressed 

the need for analysis and refinement adequately.  This is because they have a number of 

limitations, all of which must be addressed in order to develop a viable solution to the problem of 

policy analysis and refinement.  The first issue is that most current formalisms for policy 

specification have a limited scope, choosing to only represent authorisation policies (e.g. ASL, 

Barker) or alternatively only obligation policies (e.g. PDL).  This is unsatisfactory since it prevents 

the administrator from specifying certain types of policy and therefore limits the capability of the 

management system.   

The next problem is that even those notations that support both types of policies (e.g. Rei) are 

geared towards evaluating the set of applicable policies given a particular system state, i.e. to 

deduce which policies need to be enforced when the system state is known.  This capability does 

not satisfy the need of the administrator to detect inconsistencies in the policies before they are 

deployed to the system.  The main challenge to be addressed in order to do this kind of a priori 

analysis is to account for the constraints that control the applicability of a given policy.  Since 

these constraints are expressed in terms of the state of the system, solving this problem requires 
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that in addition to the policy rules, the formal representation includes the system state and the 

effect of performing management operations on this state.  Using such formalisms mean that it is 

no longer necessary to provide the system state in order to deduce if an inconsistency occurs.  

Instead, abductive reasoning can be used to determine the sequence of events that will lead to an 

inconsistency. 

Another limitation, which applies to all existing formal notations, is that they do not support the 

refinement of high-level policies into enforceable, low-level ones.  In order to do this, it is 

necessary to allow the user to specify the goals of the high-level policies as part of the formal 

representation.  By doing so, it is possible to use formal techniques to help the user derive the 

low-level policies in such a way that the correctness of the transformation process is guaranteed.  

Finally, the existing formalisms fall foul of the common criticism of formal techniques in that 

they can only be used by experts in the underlying formal notation. 

The formal representation of a policy-based system presented in this chapter aims to address all 

of the issues described above.  It supports the formalisation of both authorisation and obligation 

policies; includes the  representation of goals; provides analysis capabilities that take policy 

constraints into account; and finally allows users to input the required information in familiar, 

high-level notations, thus avoiding the need for them to become experts in logic-programming.  

Before presenting the details of the formalism, we describe an example managed system which is 

then used to illustrate the different types of information that must be represented in our formal 

language. 
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Figure 3.1: Example enterprise communications system 
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3.1 Example Policy Managed System 
An organisation provides its employees with communications services such as VPN access and 

Voice over IP (VoIP) telephony wherever they are located.  This enterprise communications 

service is provisioned using policy-based management where policies are used for access control 

and performing maintenance operations for the service.  The overall architecture of this system 

shows that there are managed objects for users, the VPN links, VPN server and IP telephones 

(Figure 3.1).  Management operations to be performed in the central server are handled by the 

CommsManager object and equivalent responsibilities on the user’s remote device are handled by 

the User object. 

 

Figure 3.2: Class diagram of communication system managed objects 

The attributes and methods of each managed object type are shown in Figure 3.2. From this it 

can be seen that every managed object has a status attribute to reflect its current mode of 

operation.  Additionally, User objects store information on the user’s identity, registered home 

location and their current location.  A VPN link stores a subnet address range and is configured 

by obtaining a subnet address from the central VPN server.  An IP telephone has an assigned IP 

address which is obtained from the VPN link associated with the telephone. 

Thus far we have only described the types of managed objects in the system, but not the instances 

of these object types in the deployed enterprise communications system.  In order to help the 

administrator keep track of the managed objects, they are organised into a hierarchy of domains 

(Figure 3.3).  Each object in this domain hierarchy is an instance of one of the managed object 

types described previously.  For example, in Figure 3.3 the commsMgr object located at 

/mgdObjs/commsMgr has the type CommsManager. 
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Figure 3.3: Organisation of communications system managed objects 

As mentioned, in this system policies are used to control access to the system and also manage 

the maintenance activities for the system.  For example, the RemoteVPNUsage policy shown in 

Listing 3.1 specifies that users in the Sales domain are allowed to have VPN network access when 

logging in from a remote location.  Similarly, the VPNServerDowntime policy specifies that the 

commsMgr should run the maintenance scripts on the vpnService object at 2am. 

Listing 3.1: Example policies for communications system 

1111 inst auth+ /policies/RemoteVPNUsage { 

   subject      s = /users/Sales/; 

   target       t = /mgdObjs/vpns; 

   action       t.deploySvc(“vpn”, s.userID, s.location); 

   when         s.location <> s.homeLocation; 

} 

 

2222 inst oblig /policies/VPNServerDowntime { 

   on           Timer.at(“2:0:0”); 

   subject      s = /mgdObjs/commsMgr; 

   target       t = /mgdObjs/vpns; 

   do           t.runMaintenanceScript(); 

} 

In addition to specifying policies that permit specific operations, or oblige the system to perform 

certain tasks, the administrator of the communications system might also wish to perform policy 

refinement to derive policy rules from higher-level goals.  For example, the administrator might 

specify a high-level goal that users in the Research domain must be provided with a 

“Telecommuting Service” when they log-in.  Using his knowledge of the business domain he can 

decompose this high-level goal into two sub-goals – one to provide VPN access and the other to 

provide IP telephony access – which satisfy the requirements of providing a “Telecommuting 
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Service”.  Applying further decompositions allows the administrator to identify the low-level 

system state that corresponds to the higher-level goals.  In turn, this low-level goal information 

can be used to identify the set of management operations, which must be performed in order to 

satisfy the goals.  We refer to these management operations as the strategy for achieving the goals. 

So from this example it is clear that describing a policy-based system requires that we not only 

provide a description of the policies, but also a description of the managed objects, their 

behaviour and organisation.  The latter information is necessary if we want to account for the 

effect of enforcing policies on the state of the managed system (which in turn will determine the 

applicability of the policies). Additionally, in order to perform policy refinement, it is necessary to 

capture a representation of the goals that the system must satisfy and the strategies that will 

achieve these goals.   

Figure 3.4 illustrates the general information model for a policy-based system.  As shown, the 

principal entity in the managed system is the Domain.  This is used to organise policies, managed 

objects and goals into logical groupings that can easily be referenced.  Domains may also contain 

sub-domains, resulting in a hierarchical relationship between domains.  A managed object has an 

associated type, which in turn has a behavioural model that is defined in terms of states and state 

transitions.  The relationship between goal and its associated sub-goals is defined using a goal 

decomposition.  Each decomposition has a number of strategies that specifying the management 

operations that must be performed to achieve the associated goals.  
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Figure 3.4: Information model for policy managed system 
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3.2 Event Calculus 
Fundamentally, a policy managed system is one whose state changes over time and in response to 

the particular events.  Therefore, the formal representation of such systems must be based on a 

language that supports the notions of events, time and system states that vary over time.  For this 

reason we chose the Event Calculus as the underlying formal notation for representing policy-

based management systems. 

Whilst several variations of the Event Calculus have been presented, here we make use of a sorted 

classical logic form [69], consisting of 3 main sorts: (i) time points that can be mapped to the non-

negative integers; (ii) properties that can vary over the lifetime of the system, which we refer to as 

fluents; and (iii) events.  In addition the language includes a number of base predicates, 

initiates(A, B, T), terminates(A, B, T), holdsAt(B, T), happens(A, T), which are used to 

define some auxiliary predicates.  These are summarised in Figure 3.5. 

1111 Base predicates:Base predicates:Base predicates:Base predicates: 

  initiates(A,B,T)  event A initiates fluent B for all time > T. 

  terminates(A,B,T)  event A terminates fluent B for all time > T. 

  happens(A,T)   event A happens at time point T 

  holdsAt(B,T)   fluent B holds at time point T.  This predicate is useful for  

   defining static rules (state constraints). 

  initiallyTrue(B) fluent B is initially true. 

  initiallyFalse(B) fluent B is initially false. 
 

2222 Auxillary predicates:Auxillary predicates:Auxillary predicates:Auxillary predicates:    

  clipped(T1,B,T2)  fluent B is terminated between timepoint T1 and T2. 

  declipped(T1,B,T2)  fluent B is initiated between timepoint T1 and T2. 
 

3333 Domain independent axioms:Domain independent axioms:Domain independent axioms:Domain independent axioms:    

  clipped(T1, B, T2) � terminates(A,B,T) ∧ happens(A,T) ∧ T1 [ T < T2 

  declipped(T1, B, T2) � initiates(A,B,T) ∧ happens(A,T) ∧ T1 [ T < T2 
 

  holdsAt(B, T1)  � initiallyTrue(B) ∧ ¬ clipped(0, B, T1). 

  holdsAt(B, T1)  � initiates(A, B, T) ∧ happens(A, T)  ∧  

       ¬ clipped(T, B, T1) ∧ T < T1. 
 

  ¬ holdsAt(B, T1)  � initiallyFalse(B)  ∧ ¬ declipped(0, B, T1). 

  ¬ holdsAt(B, T1) � terminates(A, B, T) ∧ happens(A, T) ∧  

      ¬ declipped(T, B, T1) ∧ T<T1. 

Figure 3.5: Event Calculus predicates and axioms 

The Event Calculus supports both deductive and abductive reasoning.  Deduction uses the 

description of the system behaviour together with the history of events occurring in the system 

and the domain independent axioms to derive the fluents that will hold at a particular point in 
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time.  Whilst deductive reasoning can be used to verify simple properties for a managed system, 

such as checking if a particular policy is applicable at a given point in time, or determine the set of 

access rights granted to a given user, the reasoning technique that is of particular interest to our 

work is abduction.  Abduction can be used, given the descriptions of the behaviour of the system, 

to determine the sequence of events that need to occur such that a given set of fluents will hold at 

a specified point in time. Therefore, we define happens(A, T) as the abducible term in the 

language.  

3.3 Representing Policy Managed Systems 
In order to use the Event Calculus as the basis for a formal language that represents policy 

managed systems, it is necessary to define a number of additional functions and predicates.  

These fall into the following categories: 

• Managed object representation: To formally describe a managed object 

in the system we capture the static definition of the object (i.e. its attributes 

and methods), the dynamic behaviour of the object and finally a definition 

of how the object is placed into the organisational structure of the managed 

system. The main functions and predicates used to represent the managed 

objects are given in Table 3.1.   

• Policy representation: In order to capture different policies a user might 

wish to specify, the formal language must include function symbols that 

represent each type of policy (Table 3.2).  In this work we only consider 

authorisation and management policies but it is entirely feasible to add 

more function symbols for other policy types.  Enforcing obligation policies 

will cause management operations to be performed, changing the state of 

the objects in the system.  In order to take these state changes into account 

when reasoning about the policy managed system, the formal representation 

of policy must include rules that represent the enforcement of obligations 

(see Section 3.4.6) 

• Goal representation: The final category of information is related to the 

goals, goal decompositions and goal elaboration patterns required to 

support the policy refinement process.  Table 3.3 shows the predicates used 

to capture this information in the formal representation.   

The following sections will describe the formal representations of each of these categories of 

information in greater detail, using the example policy managed system described previously to 

show how the system description provided by the administrator is written in the formal language.   
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We present logical formulae as Horn clauses, using standard logic programming conventions such 

as starting unbound variable name with uppercase characters.  Similarly, atoms start with 

lowercase characters or are enclosed in single quotations.  Please refer to Appendix A for a 

complete reference to all the functions and predicates of the formal language. 

Table 3.1: Functions and predicates for representing managed objects 

Function Symbol Description 
pot_state(Obj, Attr, Value) Used to represent a potential state of a managed object 

when defining its behavioural model.  The actual state 
of a managed object holds when a policy performs a 
management operation (see state/3 fluent – Table 3.2). 

op(Obj, OperationName, [Parameters]) Used to denote the management operations specified in 
a policy function or event (see below) 

doAction(op(ObjTarg, OpName, [Parms])) Represents the event of the action specified in the op/3 
term being performed on the target object, ObjTarg. 

 
Predicate Symbol Description  
mgdObj(Obj, ClassName) Used to specify that Obj is an object in the system, with 

the type denoted by ClassName. 

attr(ClassName, AttrName, Type) Defines that the class ClassName has an attribute 
called AttrName of type, Type.  

domain(Obj) Defines that Obj represents a domain.  In order to 
indicate that a domain is a specialisation of an object, 
we also define the following rule: 

  mgdObj(Obj, ‘classDomain’) � domain(Obj). 

isMember(Obj, Dom) Holds if the object, Obj, is a member of the Domain, 
Dom. 

subDomain(Child, Parent) � 
  domain(Child), domain(Parent), 
  isMember(Child, Parent),  
  not(Child=Parent). 
 
subDomain(Child, Parent) � 
  domain(Parent), domain(Child), 
  domain(IntermediateParent),  
  not(IntermediateParent=Parent), 
  not(IntermediateParent=Child), 
  isMember(IntermediateParent, Parent), 
  subDomain(Child, IntermediateParent). 
 

Holds if the domain represented by Child is a sub-
domain of Parent.  The body of the rule is used to 
ensure that there are no cyclic relationships in the 
domain structure. 

isDerivedMember(Domain, Object) � 
  mgdObj(Object, _), 
  isMember(Object, Domain). 
 
isDerivedMember(Domain, Object) � 
  domain(Domain), 
  mgdObj(Object, _), 
  subDomain(SubDom, Domain), 
  isDerivedMember(SubDom, Object). 
 

Used to determine membership of a domain across the 
entire domain structure.  This first rule identifies all 
those objects that are direct members of the domain, 
Dom.  The second rule recursively identifies those 
objects that are members of sub-domains of the 
domain, Dom. 

3.4 Managed Object Representation 
In our view of a policy-based system, managed objects are organised into logical groups and are 

defined by an associated type.  When adding a managed object to the system, the administrator 

must specify its type and define where the object is to be placed in the organisational model used 

in the system.  In order to represent the organisational model of the managed objects, the 

administrator defines a domain hierarchy.  As described previously, domains logically group 
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objects together and can be used in policy specifications to denote that a policy applies to 

multiple objects.  Additionally, domains allow the coupling between policies and managed objects 

to be loosely defined, effectively acting as a dynamic binding mechanism.  Each type of managed 

object in a system can be described using a static model, consisting of the attributes and 

operations supported by the type; and a dynamic model that specifies the runtime behaviour of 

objects of this type.  We assume that the administrator specifies the type information using UML. 

Given this description, a formal representation of managed objects must include the 

organisational model specified in terms of domain hierarchies; together with the static and 

dynamic models of the managed object.  In this section we describe how this can be done by 

using the Event Calculus in conjunction with the predicates and functions shown in Table 3.1.  

3.4.1 Organisational Model 

As mentioned, the organisational model of the system is defined in terms of a domain hierarchy.  

Domains are a means of grouping objects and membership of a domain is explicit and not 

defined in terms of a predicate on object attributes.  Domains can be organised into a hierarchy 

by including one domain in another, but a sub-domain is not a subset of its parent domain, in that 

an object included in a sub-domain is not a direct member of the parent domain.  Also, an object 

or sub-domain may be a member of multiple parent domains i.e. domains can overlap. 

 

Figure 3.6: Extract from Domain hierarchy of communications system example 

We define the predicate domain(DomainName) to represent a domain where the argument is a 

unique identifier.  The absolute domain path expression for an object in the domain hierarchy 

(which take the form /dom1/…/obj) is assumed to be unique.  Domain membership is represented 

using the isMember(ObjName, DomainName) predicate where the first argument is the name of the 

object to be added to the domain named by the second argument.  Finally, managed objects are 

denoted by the mgdObj(ObjName, ClassName) predicate, where the first argument is a unique 

identifier for the managed object instance and the second argument is the name of the managed 

object class.  Figure 3.6 shows a portion of the domain hierarchy for the communication system 
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example described in Section 3.1 and the formal representation of this organisational information 

is composed of a set of ground predicates as shown below in Listing 3.2   

Listing 3.2: Example of formal representation of organisational model 

1111 domain(‘/’). 

2222 domain(‘/users/’). 

3333 domain(‘/mgdObjs/’). 

4444 domain(‘/mdgObjs/links/’). 

5555 domain(‘/mgdObjs/ipt/’). 

6666  

7777 mgdObj(‘/mgdObjs/commsMgr, ‘classCommsManager’). 

8888 mgdObj(‘/mgdObjs/vpns, ‘classVPNService’). 

9999 mgdObj(‘/mgdObjs/links/link1, ‘classVPNLink’). 

10101010 mgdObj(‘/mgdObjs/sites/link2, ‘classVPNLink’). 

11111111 mgdObj(‘/mgdObjs/sites/link3 ‘classVPNLink’). 

12121212 mgdObj(‘/mgdObjs/ip_telephones/ipt1, ‘classIPTelephone’). 

13131313 mgdObj(‘/mgdObjs/ip_telephones/ipt2, ‘classIPTelephone’). 

14141414 mgdObj(‘/mgdObjs/ip_telephones/ipt3, ‘classIPTelephone’). 

15151515  

16161616 isMember(‘/users/’, ‘/’).    

17171717 isMember(‘/mgdObjs/’, ‘/’). 

18181818 isMember(‘/mgdObjs/sites/’, ‘/mgdObjs/). 

19191919 isMember(‘/mgdObjs/ip_telephones/’, ‘/mgdObjs/). 

20202020  

21212121 isMember(‘/mgdObjs/links/link1, ‘/mgdObjs/links’). 

22222222 isMember(‘/mgdObjs/sites/link2, ‘/mgdObjs/links’). 

23232323 isMember(‘/mgdObjs/links/link1, ‘/mgdObjs/links’). 

24242424 isMember(‘/mgdObjs/sites/link2, ‘/mgdObjs/links’). 

25252525 isMember(‘/mgdObjs/sites/link3, ‘/mgdObjs/links’). 

26262626 isMember(‘/mgdObjs/ip_telephones/ipt1’, ‘/mgdObjs/ip_telephones/’). 

27272727 isMember(‘/mgdObjs/ip_telephones/ ipt2’, ‘/mgdObjs/ip_telephones/’). 

28282828 isMember(‘/mgdObjs/ip_telephones/ ipt3’, ‘/mgdObjs/ip_telephones/’). 

 

Figure 3.7: Performing queries on the domain hierarchy model 

It is possible to query the formal specification to extract information regarding objects of a 

particular type, the members of a particular domain, or whether there is any overlap in 

membership between two domains.  Figure 3.7 shows the result of performing such a query to 
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determine the members of the /mgdObjs domain that are of type VPNLink.  Notice that the 

results include all those managed objects in the sub-domains of /mgdObjs as well. 

3.4.2 Static Model 

The static model of a managed object is represented by its class definition, which specifies a class 

name, a set of attributes, and a set of methods.  As shown in the example in the previous section, 

the mgdObj/2 predicate can be used to represent a managed object instance of a particular type.  

In order to represent the attributes of a class, we define a predicate attr(ClassName, AttrName, 

Type).  The parameters of this predicate are used to specify that a given class (ClassName) has an 

attribute called AttrName of a particular type (Type).  Listing 3.3 shows how this predicate would be 

used to represent the attributes of the VPNLink class of the communication system example (see 

Figure 3.2) would be represented. Since some attributes of a class will be defined as associations 

to another class, the Type argument of the attr(ClassName, AttrName, Type) predicate can be a 

class name.  This is illustrated by the representation of the vpnsvc association of the VPNLink class 

in Line 1 of the example below. 

Listing 3.3: Formal representation of the static model of the VPNLinkVPNLinkVPNLinkVPNLink class 

1111 attr(classVPNLink, vpnsvc, classVPNService). 

2222 attr(classVPNLink, subnetAddr, int). 

3333 attr(classVPNLink, siteID, string). 

4444 attr(classVPNLink, status, string). 

For the purposes of policy-based management, we are only interested in those methods which are 

part of the management interface of the object.  Since this information is also specified in the 

dynamic model of the object, in order to avoid duplication of information in the formal 

representation, we do not specify a stand-alone representation of the methods of a managed 

object.  Instead, as will be described in the next section, we define predicates that allow a user to 

query the formal specification to determine the operations of a managed object class. 

3.4.3 Dynamic Model 

The dynamic model of a managed object describes it’s the run-time behaviour in terms of the 

changes in state caused by performing the operations specified in the management interface of 

the object.  For each type of managed object, the administrator can use an UML state chart to 

specify the state changes that occur when management operations are performed.   

In order to model the behaviour of these operations, it is necessary to specify the pre- and post-

conditions for each operation.  Performing an operation on the system will modify the state of 

the system in such a way that, once the operation is complete, there will be some new fluents that 

hold, and some other fluents that cease to hold.  This is represented using the initiates(A, B, 

T) and terminates(A, B, T) predicates, according to the following schema: 
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1111 initiates(doAction(ObjSubj, op(ObjTarg, Action, Parms)), PostTrue, Tm) �    

   PreCondition . mgdObj(ObjTarg, ClassName). 

 

2222 terminates(doAction(ObjSubj, op(ObjTarg, Action, Parms)), PostFalse, Tm) �  

   PreCondition . mgdObj(ObjTarg, ClassName). 

The first rule above states that when the doAction event occurs at time, Tm, if the PreConditions 

are true, then the fluent defined by PostTrue will hold after that time.  Under the same conditions, 

the second rule states that the fluent defined by PostFalse will cease to hold after time, Tm.  

Typically, the latter rule is used to invalidate the old value of an object attribute when it changes 

as a result of the system moving to a new state.  In both of these rules, the PreCondition will be 

represented by a conjunction of holdsAt(B, T) predicates.  The mgdObj(ObjTarg, ClassName) 

predicate in the body of each rule indicates that this rule defines an operation for the type, 

ClassName. 

The state of a managed object is represented by a conjunction of (Object, Attribute, Value) 

triplets.  To reflect that the state chart is a representation of the potential states of the system, the 

PostTrue and PostFalse fluents are defined using pot_state(Object, Attr, Value) terms.  In a 

policy managed system, a potential state translates into an actual state if there is an obligation to 

perform an action that defines the potential state as a post-condition.  This is explained further in 

the description of the formal representation of the policy enforcement model (Section 3.4.6) 

Building on the example used previously, it is possible to illustrate the use of these rules for 

modelling system behaviour.  Consider that the VPNLink object type moves from the init state to 

the configured state once it has obtained a subnet address from the VPNServer that it is associated 

with.  Additionally it returns to the init state by releasing the allocated subnet.  Finally it provides 

a method that can be used by other objects to get an IP address from the allocated subnet range.  

An UML state chart representation of this functionality is shown in Figure 3.8. 

 

Figure 3.8: State chart representation of VPNLink class 
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It is possible to transform this state chart into the Event Calculus notation presented previously 

where the action shown on each transition arrow is the operation being performed; for transitions 

between different states, the old values of any attributes that change become the PostFalse 

fluents; the new values of the attributes become the PostTrue fluents; and the current state values, 

together with any guards, become the PreConditions.  In order to avoid problems with recursion 

and infinite looping, self-transitions are omitted from the formal representation. So following this 

scheme, the state chart shown in Figure 3.8 can be represented in the formal language as shown 

in Listing 3.4. 

Listing 3.4: Formal representation of the dynamic model of the VPNLinkVPNLinkVPNLinkVPNLink class 

1111 initiates(doAction(op(VPNSVC, allocSubnet, [user, link])),  

2222           pot_state(Obj, status, 'configured'), T) � 

3333     holdsAt(pot_state(Obj, status, 'init'), T), 

4444     holdsAt(pot_state(VPNSVC, status, 'loggedIn(user)'), T), 

5555     holdsAt(pot_state(Obj, vpnsvc, VPNSVC)), T), 

6666     mgdObj(Obj, classVPNLink). 

7777  

8888 terminates(doAction(op(VPNSVC, allocSubnet, [user, link])), 

9999            pot_state(Obj, status, 'init'), T) � 

10101010     holdsAt(pot_state(Obj, status, 'init')), T), 

11111111     holdsAt(pot_state(VPNSVC, status, 'loggedIn(user)'), T), 

12121212     holdsAt(pot_state(Obj, vpnsvc, VPNSVC)), T), 

13131313     mgdObj(Obj, classVPNLink). 

14141414  

15151515 initiates(doAction(op(VPNSVC, releaseSubnet, [link])), 

16161616     pot_state(Obj, status, 'init'), T) � 

17171717     holdsAt(pot_state(Obj, status, 'configured'), T), 

18181818     holdsAt(pot_state(Obj, vpnsvc, VPNSVC)), T), 

19191919     mgdObj(Obj, classVPNLink). 

20202020  

21212121 terminates(doAction(op(VPNSVC, releaseSubnet, [link])), 

22222222            pot_state(Obj, status, 'configured'), T) � 

23232323     holdsAt((pot_state(Obj, status, 'configured'), T),  

24242424     holdsAt(pot_state(Obj, vpnsvc, VPNSVC), T), 

25252525     mgdObj(Obj, classVPNLink). 

Here, the doAction(Op) function is used to specify the operation being defined.  The 

pot_state(Obj, status, 'configured') term in Line 2 is an example of a PostTrue fluent and 

the pot_state(Obj, status, 'init') term in Line 9 is a PostFalse fluent.  The holdsAt(B,T) 

predicates in the body of each rule denote the pre-conditions of each operation.  Notice that in 

the above example, we add an additional predicate to the body of each rule (Lines 5, 12, 18 and 

24) in order to obtain the current value of the vpnsvc attribute of the object.  

When defining the static representation of the managed objects, we did not provide a definition 

for representing the methods of a managed object type.  This omission can be addressed by 

providing the following method(ClassName, MethodName, Parms) predicate that retrieves this 

information from the dynamic behaviour definition described above in Listing 3.4. 
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 method(ClassNameClassNameClassNameClassName, MethodNameMethodNameMethodNameMethodName, ParmsParmsParmsParms) :- 

     clause(initiates(doAction(_, op(_, MethodNameMethodNameMethodNameMethodName, ParmsParmsParmsParms)), _, _), Body), 

  Body =.. PreConds,  

  member(mgdObj(_, ClassNameClassNameClassNameClassName), PreConds). 

In the case of the communication system example, this query could be used to retrieve the 

management operations of the VPNServer class as shown in Figure 3.9.  

 

Figure 3.9: Running query to determine the methods of a class 

3.5 Policy Representation 
The next step in describing the formal language is to determine the features of policy rules that 

need to be expressed in the formalism.  Since the scope of this thesis is limited to security 

authorisation and management/behavioural policies, we only consider positive authorisation, 

negative authorisation, obligation and refrain policies.   

Each type of policy contains a number of elements – Subjects, Targets, Actions, Constraints and, 

in the case of obligation policies, Events.  In order to provide a complete formal representation 

of policies, the information contained in each of these elements must be included in the 

formalism.  As will be shown in Chapter 4, including all these elements in the formal 

representation is required for certain types of analysis such as policy validation (see Section 4.1.2) 

and policy review (see Section 4.1.3).  In the first part of this section, we describe how each element 

in a policy is represented in the formalism and then go on to show how these clauses are 

combined to specify each type of policy rule.  Having defined the policy rules, it is also necessary 

to model how enforcing a policy affects the state of the managed system.  Therefore, we conclude 

this section with a description of the logic rules used to model the effect of the policies on the 

state of the managed system.  Table 3.2 shows the predicates and functions used in our 

formalism. 
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3.5.1 Subjects and Targets 

The subject and target elements of a policy refer to the managed objects that are relevant to the 

policy.  In the case of an authorisation and refrain policy, the Subject element is used to define the 

managed object which is being granted (or denied) the right to perform the management 

operations specified in the Action clause.  In the case of an obligation policy, the Subject element 

defines the managed object that must perform the operations specified in the Action clause.  The 

target clause always refers to the objects on which the operations are being performed. 

As mentioned, the Ponder language specifies subjects and targets as Domain Scope Expressions 

(DSEs), which in their more complex form allow objects from different domains to be combined 

using set operations such as intersections and unions.  However, in the interests of simplicity, we 

limit ourselves to subject and target clauses that only specify a single domain or object.  These are 

represented in the formal language by ground constants of the form ‘/domain/domain/[Obj]]’.  

For example, the VPNServer object in Figure 3.6 would be represented by /mgdObjs/vpns. 

Table 3.2: Functions and predicates for representing policies 

Function Symbol Description 
allow(ObjSubj,  
      op(ObjTarg, OpName, Parms)) 

Represents the permission granted to a subject, 
ObjSubj, to perform the action, OpName, on the target, 
ObjTarg.  Parms are included in case OpName is 
overloaded 

deny(ObjSubj,  
     op(ObjTarg, OpName, Parms)) 

Used to denote that the subject, ObjSubj, is denied 
permission to perform the action OpName on the target, 
ObjTarg. 

Oblig(ObjSubj,  
      op(ObjTarg, OpName, Parms)) 

Denotes that the subject, ObjSubj, should perform the 
action specified in the operation term on the target, 
ObjTarg. 

refrain(ObjSubj,  
        op(ObjTarg, OpName, Parms)) 

Denotes that the subject, ObjSubj, should not perform 
the action specified in the operation term on the target, 
ObjTarg. 

state(Obj, Attr, Value) Represents the value of a managed object attribute.  
This fluent holds when an obligation to perform an 
action with the post-condition pot_state(Obj, Attr, 

Value) is enforced. 

sysEvent(E) Represents a system event.  Used in the definition of 
obligation policies. 

clocktick(H,M,S) Event that represents the real-world time having the 
value H:M:S.  E.g using this function, 2pm would be 
represented as clocktick(14,0,0) 

done(Policy, Subj, Op) Event that occurs when an obligation policy, Policy, has 
been enforced by the subject performing the specified 
operation. 

 
Predicate Symbol Description  
requestAction(Policy, Subj, Op, T) Denotes that the specified policy made a request for the 

subject to perform the operation at time, T. 
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3.5.2 Events 

Since an obligation policy is essentially an Event-Condition-Action (ECA) rule, it is necessary to 

have a means of defining the event that triggers the enforcement of an obligation policy.  The 

basic event construct of the Ponder language consists of an identifier and optional parameters 

that can be used to provide some contextual information.  For example, the simple event 

login(user, site) can be defined as occurring when a user logs in from a given site.  This can be 

represented in the formal notation using the sysEvent(E) function together with the happens(A, 

T) predicate: 

 happens(sysEvent(login(user, site)), T).  

Additionally, it is possible to specify timer events which can be used to trigger policies at some 

specific time.  For example, as shown in Line 2 of Listing 3.1, the event Timer.At(“2:0:0”) can be 

used to trigger a policy at 2am.  Since it would be inefficient to model every second of the real-

world timeline using the time term built into the Event Calculus, it is necessary to define an event 

that relates these real-world time values to the logical time points of Event Calculus.  For this 

purpose we define a clocktick(H,M,S) event function so that the Event Calculus predicate 

happens(clocktick(H,M,S), T) can be used to represent the idea that the real-world time of H:M:S 

occurs when t=T in the formal model of the system.  The example event Timer.At(“2:0:0”) 

would be represented in the formalism as follows: 

 happens(clocktick(2,0,0), T). 

In order to build composite event expressions using the basic event types defined above, we 

introduce an eventExpr(EventExpr, T) predicate that holds if the event expression in the first 

argument is satisfied at time T.  All event expressions can be reduced to occurrences of the basic 

event types as defined below: 

 eventExpr(sysEvent(X), T) � happens(sysEvent(X), T). 

 eventExpr(clocktick(H, M, S), T) � happens(clocktick(H, M, S), T). 

 Having defined these rules, it is possible to use the eventExpr(EventExpr, T) predicate to define 

additional functions for specifying the Ponder event composition operators as follows: 

• e1 && e2: Represents a composite policy that occurs if both e1 and e2 

occur.  Since the order of the two events can be ignored, we define the 

following two rules: 

 eventExpr(both(E1, E2), T) � eventExpr(E1, T1), eventExpr(E2, T), T≥T1. 

 eventExpr(both(E1, E2), T) � eventExpr(E1, T), eventExpr(E2, T1), T≥T1. 
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• e + time-period: This event occurs a specified time period after the 

occurrence of the event, e.  We represent this by determining the time at 

which e occurs and adding the specified interval to this time: 

 eventExpr(after(E1, H, M, S), T) � eventExpr(E, T1),  

                               happens(clocktick(H1, M1, S1), T1), T > T1,  

                                   happens(clocktick(H+H1, M+M1, S+S1), T). 

• {e1 ; e2} ! e3:  This represents the event where e1 is followed by e2, without 

the occurrence of e3.  This is defined using the following rule: 

 eventExpr(noninterleaved(E1,E2,E3), T) � eventExpr(E1, T1), eventExpr(E2, T),  

                                           ¬eventExpr(E3), T2), T1<T2, T2<T. 

• e1 | e2 :  This event occurs if either e1 or e2 occurs.  We represent this 

using two rules as follows: 

 eventExpr(or(E1, E2), T) � eventExpr(E1, T). 

 eventExpr(or(E1, E2), T) � eventExpr(E2, T). 

• e1 ���� e2:  This simply requires that we determine that e2 occurs after e1. 

 eventExpr(seq(E1, E2), T) � eventExpr(E1, T1), eventExpr(E2, T), T>T1. 

• n * e : This event can be defined using the following recursive rule where 

the base case is defined as the tautology that zero recurrences of the event 

is always true : 

 eventExpr(reccurence(E, 0), T). 

 eventExpr(recurrence(E, N), T) � eventExpr(E, T),  

                                   eventExpr(recurrence(E, N-1), T1), T>T1. 

 

Operator Description  

a1 -> a2 a2 must follow a1.  If either of the actions fail, or is not allowed 
by a refrain policy, the execution stops. 

a1 || a2 a1 and a2 may be performed concurrently.  Execution continues 
when either has finished. 

a1 && a2 a1 and a2 may be performed concurrently.  Execution continues 
when both have finished.  If either action fails, or is not allowed 
by a refrain policy, the execution stops. 

a1 | a2 a1 is performed.  If it fails, or is not allowed by a refrain policy, 
a2 is performed.  If a1 succeeds, the execution stops. 

 
Figure 3.10: Ponder concurrency operators 
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3.5.3 Management Operations 

Every type of policy has an action element that specifies the management operations that are 

relevant to it.  An operation is defined using an identifier, some optional parameters and the name 

of the object upon which it will be performed (i.e. the target).  This is represented in the formal 

language using the op(TargObj, OpName, Parms) functions shown in Table 3.1. 

For authorisation policies and refrain policies, the action clause simply defines the set of one or 

more operations that are allowed (or prohibited) when the policy is applicable.  We define a 

function authOp(Ops), to represent such sets of operations where the argument is a list of 

op(Targ, OpName, Parms) functions.  As will be shown in Section 3.5.5, this term is only used 

when specifying authorisation or refrain policies. 

In the case of an obligation, the action clause defines the operations that must be performed by 

the subject when the policy is triggered and Ponder supports a number of concurrency operators 

to specify the execution order of operations in an obligation policy (Figure 3.10).  Of these, the 

most commonly used is the sequence operator (->) which can be represented in the formal 

language using the seq([Ops]) function as follows: 

 happens(doAction(seqseqseqseq(Op)), Tm) � 

    happens(doAction(Op), Tm). 

 

 happens(doAction(seqseqseqseq([Op|Ops])), Tm) �  

    happens(doAction(Op), Tn), happens(doAction(seqseqseqseq(Ops)), Tm), Tm > Tn. 

This rule states that if Op is performed at a time point, Tn, and any remaining operations in the 

sequence (Ops) are performed at a subsequent time point, Tm > Tn, then the sequence Op1 -> Op2-> 

.. -> OpN has been performed at Tm.   

In order to model the remaining concurrency operators it is necessary to include the notion of the 

success or failure of operations in the formal representation.  Our formalism assumes that all 

management operations succeed and that they are atomic.  This means that the semantics of the 

other concurrency operators provided by Ponder (&&, | and ||) cannot be easily modeled in our 

formalism.  Instead we provide a simple concurrent execution function, concurrent([Ops]), 

allowing multiple management operations to be performed in parallel: 

 happens(doAction(concurreconcurreconcurreconcurrentntntnt (Op)), Tm) � 

    happens(doAction(Op), Tm). 

 

 happens(doAction(concurrentconcurrentconcurrentconcurrent([Op|Ops])), Tm) �  

    happens(doAction(Op), Tm), happens(doAction(concurrentconcurrentconcurrentconcurrent(Ops)), Tm). 
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3.5.4 Constraints 

Constraints are used in policy specifications to control the applicability of the policy based on the 

runtime state of the system.  Although Ponder constraints are specified using the Object 

Constraint Language (OCL), typically only a subset of the features of this language are used when 

specifying policy constraints.  In most situations policy constraints are defined as Boolean 

expressions, either using comparison operators on attributes of managed objects or as time 

periods.  In the example system described previously, the policy shown in Line 1 of Listing 3.1 

controls the ability of users to configure and deploy an IP telephone.  This policy only applies to 

those users who are logging in from a remote site and therefore specifies the constraint “when 

user.location <> user.homeLocation”.  As shown below, this constraint is represented using two 

instances of the holdsAt(B, T) predicate to evaluate the values of each part of this expression 

together with comparison operators.   

 constraintSatisfied �  

  holdsAt(pos(state(user, location, LOCATION)), T), holdsAt(pos(state(user, location, LOCATION)), T), holdsAt(pos(state(user, location, LOCATION)), T), holdsAt(pos(state(user, location, LOCATION)), T),     

        holdsAt(pos(state(user, homeLocation, HOMELOCATION)), T),holdsAt(pos(state(user, homeLocation, HOMELOCATION)), T),holdsAt(pos(state(user, homeLocation, HOMELOCATION)), T),holdsAt(pos(state(user, homeLocation, HOMELOCATION)), T),    

        LOCATION !LOCATION !LOCATION !LOCATION != HOMELOCATION.= HOMELOCATION.= HOMELOCATION.= HOMELOCATION.    

The other common type of constraints used in policy definitions are for restricting the 

applicability to certain time periods.  For communications system described, the administrator 

might wish to specify an auditing policy that tracks users logging in during office hours.  The 

Ponder specification for such a policy is shown in Listing 3.5.   

Listing 3.5: Example use of time constraint in Ponder policy specification 

 inst oblig /policies/AuditLogin { 

    on           userLogin(user, site); 

    subject      s = /mgdObjs/commsManager; 

    action       s.auditLoginEvent(user, site); 

    when         Time.between(“9:0:0”, “17:0:0”); 

 } 

In order to represent this type of time constraint it is necessary to define a set of rules that allow 

time values to be compared.  Listing 3.6 shows the rules that use the clocktick(H,M,S) to define 

the predicate between(H1,M1,S1,H2,M2,S2,T) which holds between the occurrences of the  

clocktick(H1,M1,S1) event and  the clocktick(H2,M2,S2) event (Line 1).  The remaining rules 

specify integrity constraints that ensure that the ordering of clocktick(H, M, S) events is 

consistent with the actual time values.  For example, as result of the rule on Line 4 it is 

inconsistent for an event clocktick(3,0,0) to occur after the event clocktick(4,0,0) since the 

hour argument of the first event is less than the same argument of the second event.  
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Listing 3.6: Rules for evaluating time constraints 

1111 between(H1, M1, S1, H2, M2, S2, T) �  

    happens(clocktick(H1, M1, S1), T1),  

    happens(clocktick(H2, M2, S2), T2), T>T1, T<T2. 

 

2222 ic � happens(clocktick(H1, M1, S1), TT1),  

      happens(clocktick(H1, M1, S1), TT2), TT1<TT2. 

3333 ic � happens(clocktick(H1, M1, S1), TT1), 

      happens(clocktick(H1, M1, S1), TT2), TT1>TT2. 

 

4444 ic � happens(clocktick(H1, M1, S1), TT1),  

      happens(clocktick(H2, M2, S2), TT2), H1>H2, TT1≤TT2. 

5555 ic � happens(clocktick(H1, M1, S1), TT1),  

      happens(clocktick(H2, M2, S2), TT2), H1==H2, M1>M2, TT1≤TT2. 

6666 ic � happens(clocktick(H1, M1, S1), TT1),  

      happens(clocktick(H2, M2, S2), TT2), H1==H2, M1==M2, S1>S2, TT1≤TT2. 

 

7777 ic � happens(clocktick(H1, M1, S1), TT1),  

      happens(clocktick(H2, M2, S2), TT2), H1<H2, TT1≤TT2. 

8888 ic � happens(clocktick(H1, M1, S1), TT1),  

      happens(clocktick(H2, M2, S2), TT2), H1==H2, M1<M2, TT1≤TT2. 

9999 ic � happens(clocktick(H1, M1, S1), TT1),  

      happens(clocktick(H2, M2, S2), TT2), H1==H2, M1==M2, S1<S2, TT1≤TT2. 

3.5.5 Policy Rules 

Having defined the formal language for representing each component of a policy, it is now 

possible to combine them into rules that represent the policies themselves.  As mentioned 

previously, we wish to specify four types of policy using the formal language, obligations, refrains, 

positive authorisations and negative authorisations.  Of these the latter three can be considered to 

be constraints that prevent the management system from performing specified management 

operations, whereas obligation policies require that the specified operations be performed in 

response to a triggering event.   

Listing 3.7: Formal representation of policy rules 

 Positive Authorisation PolicyPositive Authorisation PolicyPositive Authorisation PolicyPositive Authorisation Policy    

1111 holdsAt(allowallowallowallow(PolicyName, Subj, authOp([Ops])), T) � Constraint. 

    

 Negative Authorisation PolicyNegative Authorisation PolicyNegative Authorisation PolicyNegative Authorisation Policy    

2222 holdsAt(denydenydenydeny(PolicyName, Subj, authOp([Ops])), T) � Constraint. 

 

 Refrain PolicyRefrain PolicyRefrain PolicyRefrain Policy    

3333 holdsAt(refrainrefrainrefrainrefrain(PolicyName, Subj, authOp([Ops])), T) � Constraint. 

 

 Obligation PolicyObligation PolicyObligation PolicyObligation Policy    

4444 initiates(systemEvent(E), obligobligobligoblig(PolicyName, Subj,  

                    op(Targ, OpName, Parms))), Tm) � Constraint. 

 

5555 terminates(done(Policy, Subj, Op), obligobligobligoblig(Policy, Subj, Op), T). 
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In previous work we adopted an alternative interpretation for the access control and refrain 

policies where they were triggered by the event of requesting an operation to be performed, 

changing the runtime state of the access controller to reflect whether an operation was permitted 

or prohibited [8].  However, experimentation has shown that formalising access control policies 

as constraints does not restrict the analysis capabilities of our system, and moreover is a more 

intuitive representation.  This is reflected in the formal representation of access control and 

refrain policies, as shown in Listing 3.7. 

For each rule, the terms, Subj, Targ, Action and Constraint, can be directly mapped to the subject, 

target, action, constraint and event clauses described in the previous sections.  The positive 

authorisation policy rule in Listing 3.7 states that if the Constraint holds then the permission to 

perform the action holds.     

Listing 3.8: Formal representation of authorisation policy example 

 holdsAt(allow(‘remoteIPTUsage’, User,  

        authOp([op(‘/mgdObjs/vpns’, deploySvc, [vpn, userid, location])]), T) �  

            holdsAt(state(User, location, LOCATION), T),  

            holdsAt(state(User, homeLocation, HOMELOCATION), T), 

            LOCATION \== HOMELOCATION, 

            holdsAt(state(‘/mgdObj/vpns’ status, ‘loggedIn’), T), 

            isDerivedMember(User, ‘/users/sales/’). 

In the example scenario of the enterprise communications system, we defined a positive 

authorisation policy that specified that Sales users were allowed to have access to the VPN 

services if they were logging in from a remote site (Line 1, Listing 3.1).  This policy would be 

represented in the formal language as shown in Listing 3.8. 

The negative authorisation and refrain policy rules are defined in the same way, using the 

deny(PolicyName, Subj, Op) and refrain(PolicyName, Subj, Op) fluents respectively (Lines 3-

4, Listing 3.7).  Obligation policies are expressed using the initiates(A, B, T) predicate (Lines 4-

5, Listing 3.7) stating that if the Constraint holds at the time that the system event, 

systemEvent(E), occurs, then the obligation for the subject to perform the action on the target 

holds. We define that the obligation is terminated once policy has been enforced (denoted by the 

done(Policy, Subj, Op) event).  As will be shown in the next section, the policy enforcement 

event occurs once the call to perform the specified operation is made.  This assumes that the 

execution of the operation is an atomic process, i.e. the execution of the operation is considered 

complete once a call to the operation has been made.  Using this scheme, the policy shown in 

Listing 3.5 stating that the system should keep track of which users log into the communications 

system during office hours would be expressed as follows: 
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Listing 3.9: Formal representation of obligation policy example 

1111 initiates(sysEvent(userLogin(site,user),  

          oblig(‘AuditLogin’, ‘/mgdObjs/commsMgr’,  

          op(‘/mgdObjs/commsMgr’, auditLoginEvent, [user, site])), T) � 

          between(9,0,0,17,0,0,T). 

 

2222 terminates(done(‘AuditLogin’, ‘/mgdObjs/commsMgr’,  

           op(‘/mgdObjs/commsMgr’, auditLoginEvent, [user, site]),  

           oblig(‘AuditLogin’, ‘/mgdObjs/commsMgr’,  

           op(‘/mgdObjs/commsMgr’, auditLoginEvent, [user, site)]), T). 

A complete policy specification would involve instantiating the rules of the form defined above 

with specific subjects, targets and operations based on the description of the managed system.  

The rules simply define the conditions under which a policy holds in the system.  In order to 

relate the policy rules to the actual state of the managed system, it is necessary to model the effect 

of enforcing each type of policy as part of the formal representation.  This is discussed in the next 

section.  

3.5.6 Policy Enforcement Behaviour 

Analysis of policies requires the ability to determine the effect of a specified policy on the state of 

the system.  Therefore, in addition to modelling the policy specification, it is necessary to define 

rules that model the enforcement of the policies.  Such rules have the effect of linking the policy 

specification to the system behaviour specification, thus allowing us to reason about the states of 

the policy-managed system.  The effect of enforcing obligation policies is to change the state of 

managed objects, and therefore this can be modelled using the state(Obj, Attr, Value) fluent. 

TARGET   SUBJECT

state(OpPostCond)

A
C

allow(Subj, Op)

deny(Subj, Op)

oblig(Event, Subj, Op)

refrain(Subj, Op)

Event

requestAction(oblig, Subj, Op)

done(oblig, Subj, Op)

Policy Store
Policy Store

 

Figure 3.11: Ponder policy enforcement model 

The complete policy enforcement model is illustrated in Figure 3.11.  As shown, a system event is 

received by the subject’s policy agent, which refers its policy store determine if any of the 

obligation policies it has been tasked to enforce specify this event as a trigger.  If there is an 

obligation, this will cause a request to perform the specified operation to be sent to the target.  

However, if a refrain policy that prohibits this operation is applicable (i.e. its constraints are 

satisfied) then nothing further happens.  The request to perform the action is intercepted by the 

target object’s access controller (AC) which must refer to its policy store to determine if the 
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specified action is permitted or prohibited.  If the policy store contains a negative authorisation 

policy whose constraints are satisfied (i.e. the deny(Subj, Op) fluent holds), then no further action 

is taken.  If on the other hand, the action is permitted (i.e. a allow(Subj, Op) fluent holds), then 

the action is performed and the target state is modified to reflect the post-conditions of the 

operation.   

Listing 3.10: Formal representation of obligation policy enforcement model 

1111 requestAction(Policy, Subj, Op, T) �  

 initiates(Event, oblig(Policy, Subj, Op), T), happens(Event, T). 

 

2222 initiates(done(Policy, Subj, Op), state(Obj,Attr,Value)), T) � 

 initiates(doAction(Op), pot_state(Obj,Attr,Value), T), 

 holdsAt((allow(AuthPol, Subj, authOp(Ops)), T), 

        member(Op, Ops), 

 requestAction(Policy, Subj, Op, T). 

The formal representation of this policy enforcement model presented is presented in Listing 

3.10.  The first rule models the behaviour of subject’s policy agent, causing the event of 

requesting an action whenever an obligation that specifies that action holds.  The last rule models 

the behaviour of the target’s access controller which is triggered by a done(Policy, Subj, Op) 

event, indicating that the obligation is fulfilled, and sets the state to the post conditions of the 

operation (specified in the pot_state(Obj, Attr, Value) term), provided the preconditions of the 

operation are satisfied.  This assumes that an obligation policy is enforced instantaneously in 

relation to the event that triggers it. 

3.6 Goal Representation 
The formal language presented thus far can be used to represent policy managed systems and 

allows such specifications to be analysed.  However, in order to support policy refinement the 

formalism must also capture information about the high-level goals the administrator wishes to 

achieve and how these relate to lower-level goals that can actually be achieved by the systems.   

The KAOS goal elaboration technique presented in the Chapter 2 provides a formal technique 

for deriving low-level goals from high-level ones. This technique uses goal elaboration patterns 

(proven decompositions of high-level goals) which facilitate the derivation of low-level goals that 

provably satisfy the original high-level goal.  In the KAOS technique, goals and goal elaboration 

patterns are expressed using temporal logic formulae and therefore in order to include this 

information in our formalism we must provide support for expressing the temporal logic 

operators such as eventually, always, unless and until (see Chapter 2, Figure 2.2). In this section 

we describe how the predicates and functions defined in Table 3.3 can be used to represent each 

of these types of information, together with the rules that allow automated reasoning to be used 

to derive the results required for policy refinement. 
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Table 3.3: Functions and predicates for representing goals 

Function Symbol Description 
achieve(P, Q) Represents a goal expressed using the temporal logic 

formula, P u ¡Q, and means that if P holds Q will hold 
at some point in the future. 

maintain(P, Q) Represents a goal expressed using the temporal logic 
formula, P u ±Q, and means that if P holds that Q will 
hold at all points in the future. 

cease(P, Q) Represents a goal expressed using the temporal logic 
formula, P u ¡¬Q, and means that if P holds ¬Q will 
hold at some point in the future (i.e. Q will cease to 
hold). 

avoid(P, Q) Represents a goal expressed using the temporal logic 
formula, P u ±¬Q, and means that if P holds ¬Q will 
hold at all points in the future (i.e. Q will be avoided). 

until(P, Q, R) Represents a goal expressed using the temporal logic 
formula, P u Q U R, and means that if P holds Q will 
hold for all points until R holds. 

unless(P, Q, R) Represents a goal expressed using the temporal logic 
formula, P u Q W R, and means that if P holds Q will 
hold unless R holds. 

and(P1, P2) Conjunction of the two goal terms, P1 and P2.  
Indicates that they both hold at a given point in time. 

goalProperty(P) Used to indicate that P is a property that can be used 
as part of a goal definition. 

 
Predicate Symbol Description 
holdsGoal(P, T) Defines that goal P holds at time, T.  The time argument 

is used to determine the relative order of a set of goals 
terms. 

ptnGoal(G) The high-level goal expression for a goal elaboration 
pattern.  Typically, this would be instantiated as:  

 goalPtn(achieve(P,Q)) �  ... subgoalPtn ... 

 

ptnSubGoal(SubGOal) Represents a sub-goal expression in a goal elaboration 
pattern.  It is used in a body of a rule that defines the 
pattern. 

missingGoalProperty(G) Denotes a property G that must be defined by the user.   

3.6.1 Basic Goals 

In the KAOS technique, a goal is represented by its name, informal description and formal 

definition.  In the broadest sense, there are four types of goal, referred to as achieve, cease, maintain 

and avoid goals, and each of these types can be characterised by a temporal logic formula as 

follows: 
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• Achieve goals specify the requirement that given some initial conditions, 

P, the system should eventually satisfy some property, Q.  This is 

represented in temporal logic as: P u ¡ Q. 

• Cease goals are used to state the requirement that given some initial 

conditions P, the system should eventually satisfy the negation of some 

property, Q.  Formally this is stated as: P u ¡ (¬Q). 

• Maintain goals are used to state the requirement that given some initial 

conditions, P, the system should always satisfy some property, Q, in the 

future.  The temporal logic representation of this is: P u ± Q. 

• Avoid goals specify the requirement that given some initial conditions P, 

the system should always satisfy the negation of a property, Q.  Formally 

this is stated as: P u ± ¬Q, which is logically equivalent to P u ¬ ¡ Q. 

Listing 3.11: Formal representation of goals 

1111 holdsgoal(Q, T1)  � holdsGoal(achieveachieveachieveachieve(P, Q), T), 

                     holdsGoal(P, T), T1 > T. 

 

2222 ¬ holdsGoal(Q, T1) � holdsGoal(ceaceaceaceasesesese(P,Q), T),  

                      holdsGoal(P, T), T1 > T. 

 

3333 holdsGoal(Q, T1)  � holdsGoal(maintainmaintainmaintainmaintain(P, Q), T),  

                     holdsGoal(P, T), T1 >= T. 

 

4444 ¬ holdsGoal(Q, T1)  � holdsGoal(avoidavoidavoidavoid(P, Q), T), 

                       holdsGoal(P, T1), T1 > T. 

In each of these formal expressions, P and Q represent some property (or conjunction of 

properties) that the system must satisfy initially (P) and in the future (Q).  At the lowest level, 

these properties should correspond to potential states of the managed system (i.e. states defined 

in the behavioural model of the managed objects), however at high-levels of abstraction 

properties can be represented by names of other goals that must be satisfied. 

Each type of goal can be represented in the formal language using the terms achieve(P,Q), 

cease(P,Q), maintain(P,Q) and avoid(P,Q) respectively.   These terms can be used in conjunction 

with the holdsGoal(G, T) predicate to specify rules that determine the truth of a given goal 

(Listing 3.11).  The holdsGoal(G, T) predicate is similar to the holdsAt(B, T) predicate defined 

as part of the Event Calculus.  It is necessary to define this new predicate, rather than simply use 

holdsAt/2, because the temporal logic definitions used in goal elaboration do have a direct 

correspondence to the Event Calculus axioms. 
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Listing 3.12: Formal representation of additional temporal operators 

1111 holdsgoal(Q, T1)  � holdsGoal(unlessunlessunlessunless(P, Q, R), T), 

                     holdsGoal(P, T), 

                     ¬ holdsGoal(R, T1), T1 > T. 

 

2222 holdsgoal(Q, T1)  � holdsGoal(untiluntiluntiluntil(P, Q, R), T), 

                     holdsGoal(P, T), 

                     holdsGoal(R, T2), T2 > T1 > T. 

 

3333 holdsGoal(Q, T)   � holdsGoal(andandandand(P,Q), T),  

                     holdsGoal(P, T). 

 

4444 holdsGoal(P, T)   � holdsGoal(andandandand(P,Q), T),  

                     holdsGoal(Q, T). 

Each of the rules above provides an implicit definition of the eventually holds and always holds 

temporal operators.  However, goal descriptions can also involve the other temporal operators, 

unless (if P then Q unless R) and until (if P then Q until R).  Additionally, it is necessary to be 

able to specify conjunctions of goals.  The rules defined in Listing 3.12 extend the formal 

language to allow these additional operators to be included in a goal specification. 

In the formal language, we define the function goalProperty(Name) to represent a named 

property that might be used in a goal definition.  This function can be used in a holdsGoal(G, T) 

predicate in the head of a rule, where the body specifies the goal expression that satisfies the 

property.  As mentioned previously, higher-level goal properties can be defined in terms of other 

goals.  This type of goal property will be represented in the formal language by using 

holdsGoal(Goal, T) predicates in the body of the rule.  In the enterprise communications system 

example, the administrator might specify a high-level goal stating that “Telecommuting Services” 

must be provided to sales users logging into the system.  In this situation, the administrator might 

want to represent his domain knowledge that the high-level goal “Provide Telecommuting 

Services” can be represented by the two sub-goals “Provide VPN Access” and “Provide IP 

Telephone”.  The formal representation of this decomposition is shown below: 

 holdsGoal(goalProperty(provide_telecommuting_services), T) �  

  holdsGoal(achieve(goalProperty(login), provide_vpn_access), T), 

  holdsGoal(achieve(goalProperty(login), provide_ipt), T). 

In the case of an operational goal, the body of the rule defines the system state that must hold for 

the property to be satisfied, using holdsAt(pot_state(Obj, Attr, Value), T) predicates.  For 

example, in the enterprise communications system scenario, the low-level goal for providing an 

IP telephone might be defined as the state where the IP telephone is in the ‘configured’ status.  

This would be represented in the formal notation as: 
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 holdsGoal(goalProperty(provide_ipt), T) �  

  mgdObj(IPT, classIPTelephone),  

  holdsAt(pot_state(IPT, status, ‘configured’), T). 

Alternatively, certain operational properties might be satisfied through the occurrence of an 

event.  In this case, the body of the rule is defined using a happens(A, T) predicate.  In the 

example presented above, if the login goal property is satisfied when a login event occurs, this 

would be represented in the formal language as: 

 holdsGoal(goalProperty(login), T) �  

  happens(sysEvent(login), T). 

3.6.2 Goal Elaboration Patterns 

In addition to the goals specific to a particular managed system, if we are to provide some 

automated reasoning support for decomposing goals into sub-goals, the formal language must 

also capture the goal elaboration patterns.  A goal elaboration pattern is represented by a goal, 

together with a set of sub-goals that satisfy the goal.  Formally, the relationship between the 

higher-level goal, G, and its sub-goals, G1 … Gn,  can be expressed as: G1, …, Gn d G. 

We introduce the predicates ptnGoal(Goal) and ptnSubGoal(SubGoal) which respectively 

represent the high-level goal and the sub-goals of an elaboration.  The Goal/Sub-goal definitions 

for these predicates would be expressed using the goal functions described in the previous 

section.  For example, the domain independent goal elaboration pattern (P u ¡R), (R u ¡Q) d 

(P u ¡Q), would be specified in this notation as: 

 ptnGoal(achieve(P, Q)) :- ptnSubGoal(achieve(P, R)),  

                           ptnSubGoal(achieve(R, Q)),  

                           missingGoalProperty(R). 

The purpose of decomposing a goal is to identify some new, lower-level, properties in the sub-

goals expressions such that the original high-level goal can be satisfied.  At each stage of the 

elaboration process, the user will be required to define these new properties in terms of other 

goals or as a required system state. Therefore, when specifying a goal elaboration pattern, the 

predicate missingGoalProperty(Name) is used to identify the properties of the sub-goal definitions 

that need to be provided by the user.  In order to provide a means of automatically identifying the 

sub-goals and missing goal properties for a given goal, we extend the set of abducible terms in the 

formal language to include ptnSubGoal/1 and missingGoalProperty/1.  This means that given a 

goal that matches the head of an elaboration rule of the form defined above, the system can 

abduce the sub-goals and missing goal elaboration patterns required for a correct decomposition 

of the goal. 



Chapter 3  Formal Representation 

84 

Listing 3.13: Formal representation of application-specific elaboration pattern 

1111 ptnGoal(achieve(loginReq(user, appl), logged_in(user, appl))) :-  

     ptnSubGoal(achieve(loginReq(user,appl), authenticated(user))),  

     ptnSubGoal(achieve(loginReq(user,appl), authorised(user, appl))),  

     ptnSubGoal(achieve(and(authenticated(user), authorised(user, appl)),  

                        logged_in(user, appl))),  

     missingGoalProperty(user), missingGoalProperty(appl). 

 

2222 holdsGoal(goalProperty(authenticate(user), T) :- 

 mgdObj(AS, classAuthenticationServer),  

 holdsAt(pot_state(AS, status, authenticated(user)), T). 

 

3333 holdsGoal(goalProperty(authorise(user, appl), T) :- 

 mgdObj(AC, classAccessController), 

 holdsAt(pot_state(AC, mgdObj, appl), T). 

 holdsAt(pot_state(AC, status, allowed(appl, loggedIn, user)), T). 

The KAOS technique also supports the use of application-specific goal elaboration patterns.  For 

example, in the previous chapter we presented an elaboration pattern for a user login application 

which stated that for a user to be logged in, the goals for authentication and authorisation must 

be satisfied (see Chapter 2, Section 2.2).  The formal representation of this pattern is shown in 

Listing 3.13.  Here, Line 1 defines the elaboration pattern which required that the administrator 

specify the user and application definitions for the particular situation in which the pattern is 

being applied.  The remaining rules define the system state required to satisfy the authentication 

and authorisations sub-goals specified in the elaboration pattern. 

In this section we extended the formal language to include representations of both goals and goal 

elaboration patterns.  The representation of goal elaboration patterns allows abductive reasoning 

to be used to determine the possible decompositions of a given high-level goal.  Having selected a 

suitable decomposition, the user must then provide a definition for any missing properties in the 

sub-goal definitions.  This process will be repeated until the sub-goals are expressed in terms of 

desired states of managed objects.  We refer to such sub-goals as operational goals.   

Once the low-level operation goals have been defined, it is possible to use this representation in 

conjunction with the system behaviour model to abduce the set of operations required to satisfy a 

particular goal.  We refer to this set of operations as the strategy for achieving the goal. 

3.7 Discussion 
On the whole, the formal representation of policies, managed systems and goals presented in this 

chapter is a general one.  As such, it can be used to specify the types of policy required to provide 

system management and authorization functionality, as illustrated through the examples.  

Additionally, the formal representation of goals allows the representation of arbitrary goals and 

elaboration patterns.  In this section we discuss the features of the formal representation that 

provide this generality together with the limitations of the formalism. 
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The formal representation of managed objects captures the information contained in the static, 

dynamic and organisational models of the system.  This means that it is possible to formally 

describe any managed object that can be defined through a UML class diagram and state chart. 

With regard to the formal representation of policies, things are not as simple.  As described in 

Section 3.5, each type of policy contains a number of elements – Subjects, Targets, Actions, 

Constraints and, in the case of obligation policies, Events.  The Ponder language allows quite 

complex expressions to be used in each of these elements.  Subject and Target clauses might be 

defined using arbitrary set expressions that combine different parts of the domain hierarchy.  

Whilst it is theoretically possible to specify all of these things in our formal notation, in order to 

simplify the translation process, we only support the subset of expressions provided by the 

Ponder language. 

Ponder allows Subject and Target elements to be defined using arbitrary set expressions that 

combine different parts of the domain hierarchy.  However, in the current definition of the 

formal representation we assume that all subjects and targets are defined as single domains or 

managed object references.  This has the advantage of simplifying the formal expressions used to 

represent policies and is justified since, in our experience, the majority of policies do not require 

set expression when defining subjects and targets.   

By providing an eventExpr(EventExpr, T) predicate that allows recursive definitions (i.e. the 

EventExpr argument can be another event expression) the formalism allows the specification of 

arbitrary composite events.  However, since allowing such higher-order expressions can make the 

formalism undecidable, we impose the restriction that such recursive definitions are always 

specified using ground instances of the sysEvent(X) and clocktick(H, M, S) functions.  For 

example, the composite event 3*loginFail(user), representing that a login failure occurs 3 times 

is specified by the expression eventExpr(recurrence(sysEvent(loginFail(user)), 3), T).  

The formalism assumes that all policy actions are atomic and are executed in a single logical unit 

of time and are always successful.  As described in Section 3.5.3, the formal representation 

supports authorisation (or refrain) policies that specify multiple actions by providing the 

authOp([Ops]) function.   Additionally, we support the sequence operator (->) that is commonly 

used in the definition of obligation policies.  However, we are unable to define the other 

concurrency operators provided by Ponder because the semantics of these operators depend on 

modelling the failure of management operations.  Instead we define a simple concurrency 

operator (concurrent([Ops])) that represents multiple management operations being executed 

simultaneously. 
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At present we only consider two types of constraints in the formal representation of policies – 

attribute based constraints and time based constraints.  Beckert et al. [12] describe approaches for 

mapping general OCL specifications into first order logic, which could be used to extend the 

formal representation so that it is able to handle more complex OCL constraint expressions. 

The predicates and functions used to formally specify goals and goal elaboration patterns 

supports all the temporal operators used in the KAOS framework.  Therefore, the formalism is 

able to express any arbitrary goal expression or goal elaboration pattern. 

We have defined the happens(A, T), ptnSubGoal(SG) and missingGoalProperty(P) predicates as 

abducible terms in our formal representation.  However, this is not sufficient if we want the 

abductive process to derive the values of managed object attributes that are not defined in the 

initial state of the system.  In order to address this problem, we introduce an additional abducible 

predicate, missingState(Object, Attr, Value, T) which is defined by the rule: 

 missingState(Object, Attr, Value, T) � holdsAt(state(Object, Attr, Value), T). 

This allows the formalism to deal with partial specifications of initial state since in the absence of 

any other information (i.e. facts or rules) regarding a given attribute value, this can always be 

derived as a missingState value. 

3.8 Summary 
In this chapter we presented a formal language for representing policies, managed systems and 

goals.  The formalism addresses the short comings of previous work by providing support for 

authorisation and management/behavioural policies; including a representation of the behaviour 

of the managed system, thus allowing a priori analysis of policies that have constraints controlling 

their applicability; and allowing the formal representation of the policies and managed system 

specification to be derived from high-level notations such as UML and Ponder. 

We have shown how the formalism can be used to represent authorisation, obligation and refrain 

policies specified in the Ponder language.  Since the formal representation includes rules that 

model the enforcement of obligation policies, taking into account the presence of authorisation 

and refrain policies that permit or deny actions, it also defines an operational semantics for these 

types of Ponder policies.   

Additionally, we provide a formal representation of goals and goal elaboration patterns.  The 

representation of goal elaboration patterns allows abductive reasoning to be used to determine 

the possible decompositions of a given high-level goal.  Also, once a high-level goal has been 

decomposed down to operational goals, abductive reasoning can be used to determine the set of 

management operations that must be performed, i.e. the strategy, to achieve the goals. 
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Chapter 4Chapter 4Chapter 4Chapter 4    

Policy AnalysisPolicy AnalysisPolicy AnalysisPolicy Analysis    

“I don't pretend we have all the answers.  
But the questions are certainly worth thinking about.” 

-- Arthur C. Clarke   

It is becoming increasingly apparent that policy based management is being applied across the 

enterprise to manage a range of services, from network security and performance management to 

storage management.  Whilst it is easy to see that using a policy-based system offers a great deal 

of flexibility in such an environment, given the array of services it is unrealistic to expect that any 

one administrator will have complete knowledge of the policies being used to manage the system.  

Therefore, to avoid potential failures in the system, administrators must take care to ensure that 

the policies written do not conflict with each other and are consistent with the properties of the 

system being managed.   

Policy analysis refers to the process of checking the specification of the policy managed system to 

ensure consistency requirements, such as the validity of policies, are met.  Ideally, analysis should 

be performed before new policies are deployed so that the administrator has the confidence that 

the new policies will not cause any failures.  We have developed a technique for policy analysis 

that uses the formal representation of policies and managed systems presented in the previous 

chapter, together with automated reasoning techniques that allows administrators to check a 

range of consistency properties.  This technique has a significant advantages over previous work 

on policy analysis because it does not require information about the run-time state of the system 

in order to detect inconsistencies (c.f. ASL [52], Rei [54]) and it accounts for the effect of 

enforcing obligation policies when evaluating constraints (c.f. IBM PMAC policy ratification [2]).   

This chapter presents our formal approach to policy analysis.  However, before going into the 

details of how formal reasoning techniques can be used to check consistency properties, it is 

important to understand the types of properties of a policy managed system that the 

administrator might be interested in.  Therefore, the first section of this chapter describes the 

range of consistency properties and validity checks that can be performed on a policy managed 

system.  We then proceed to provide the formal expressions for each of these properties and 

describe how the formal representation of policy managed systems presented in Chapter 3 can be 

used to perform these queries and report the results to the administrator. 
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4.1 Policy Analysis Taxonomy 
The primary aim of a policy analysis framework is to provide the administrator with the means of 

checking that the policy managed system satisfies a set of desired properties.  Additionally, the 

administrator might wish to use the analysis process to obtain information regarding the policies 

and managed objects in the system.  These requirements suggest that, in broad terms, a policy 

analysis system must support three types of query: 

• Conflict queries are made to determine if there are policies that are 

impossible to enforce simultaneously.  For example if one policy prohibits 

an operation that is obliged by another, it can be said that these two policies 

are in conflict.  

• Validation queries aim to determine if the policies specified are consistent 

with the capabilities of the system.  An example of an invalid policy would 

be one that specifies an obligation to perform an operation that is not part 

of the management interface of the object. 

• Review queries are used to obtain different views of the information in 

the policy managed system.  For example, in security management, an 

administrator would perform a review query to determine the permissions 

associated with a given subject. 

As shown in Figure 4.1, the properties being checked using each of these query types can be 

further categorised based on a number of criteria.  For example, validation queries can be further 

classified into static validation and dynamic validation; and there are a number of types of review 

query that might be performed.  The rest of this section describes each of the above query types 

in further detail, identifying additional categorisations of analysis properties and providing 

examples for each type. 

Review

Analysis Property

Conflict

Modality ConflictsSemantic Conflicts

Validation

Dynamic ValidationStatic Validation

Conflict of duty

Conflict of interest

Multiple managers

+/- Auth

+/- Oblig

+Oblig / - Auth

Subject-based

Target-based

Constraint value based

Time constraint based

Event based

...

Operation

Attribute

Subj/Targ domain

Managed object

 

Figure 4.1: Taxonomy of policy analysis properties 
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4.1.1 Conflict Queries 

Conflicts in a policy specification arise when there are two policies that will take the system into 

an inconsistent state if enforced.  Typically, conflicts arise in a system because the administrator 

does not have complete knowledge of the existing policies and their effect on the behaviour of 

the system.  One reason for this knowledge gap is because policies are being specified by multiple 

administrators.  Additionally, conflicts can arise because policies are specified using domains that 

have common members and it is impossible for the administrator to be aware of every situation 

where two domains overlap.  Finally, conflicts can occur when policies are specified to support 

different functionalities.  For example, a security policy might specify that VPN access must be 

shutdown if an intrusion is detected whereas a quality of service management policy might state 

that users should be provided VPN access at all times. 

Lupu and Sloman [63] identify two types of policy conflicts – application specific semantic conflicts 

and application independent modality conflicts.  The latter category occurs due to the presence of 

policies of opposite modalities in a specification.  For example, a policy that authorises a subject 

to perform an operation on a target object will be in conflict with a policy that prohibits that 

subject from performing the same operation.  We call this type of conflict an authorisation 

modality conflict.  Semantic conflicts arise when, in the context of a particular application, the 

actions specified in two different policies would take the system to an incorrect state. 

When detecting conflicts in a policy specification it is essential to take into account the 

constraints that control the applicability of the policy.  This greatly complicates the conflict 

detection procedure because the applicability of the policies is controlled by constraints, which 

are defined in terms of the system state; and because the system state will be modified due to the 

enforcement of policies.  Indeed, the inability to include the constraints and the effect of 

enforcing policies on the system state as part of the analysis process is the main limitation of 

existing conflict detection approaches (e.g. IBM PMAC [1, 2], Rei [54]). 

Modality Conflicts 

In the literature, the mode of a policy is used to distinguish between positive authorisations (A+), 

negative authorisations (A-), positive obligations (O+) and negative obligations (O-).  There is a 

direct correspondence between these modes and the four policy types considered in this thesis.  

Positive authorisations specify permissions (i.e. the operations a subject is allowed to perform) 

and negative authorisations specify prohibitions (the operations a subject is not allowed to 

perform).  Similarly, positive obligations specify the operations that a subject should perform and 

negative obligations specify the operations that a subject should not perform (c.f. obligation and 

refrain policies).   
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Modality conflicts occur when two policies of opposing modalities are specified using the same 

subject, target and operation.  For example, a modality conflict involving authorisation policies 

will occur when there are two policies, one an authorisation and the other a prohibition, defined 

for the same subject, target and action.  Figure 4.2 shows the combinations of policy type that can 

lead to modality conflicts.  As can be seen, there are three types of modality conflict which are 

defined as follows: 

• Authorisation conflicts (A+/A-):  These occur when one policy specifies 

that a subject is permitted to perform an operation and another policy 

specifies that the same subject is prohibited from performing that 

operation. 

• Obligation conflicts (O+/O-): Occurs if one policy specifies that a 

subject is obliged to perform an operation when another policy requires 

that the subject refrain from performing that operation.      

• Unauthorised Obligation Conflicts (O+/A-): This type of conflict 

occurs if a subject is obliged to perform an operation but there is another 

policy that prohibits the subject from performing the operation. 

Notice that the combination of a refrain policy and a positive authorisation policy is not 

considered being a conflict.  This is because there are valid situations where it may be desirable to 

prevent a subject from performing an operation even though the target object permits that 

operation.  For example, in the enterprise communication system described in the previous 

chapter, a user might specify a policy to refrain from connecting to the VPN server when 

accessing the internet with his PDA in order to make better use of the available bandwidth.  This 

policy is not in conflict with the positive authorisation policy stating that users are allowed to 

connect to the VPN server since the refrain policy is not being enforced by the VPN server.  If 

on the other hand, the user had an obligation policy stating that the user must always connect to 

the VPN server, this would cause a conflict with the refrain policy. 

 

Figure 4.2: Modality conflict matrix 
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A key feature of modality conflicts is that can they be detected without the need for any 

additional information regarding the semantics of the management operations used in the 

policies.  Instead, all that is required it to identify the situations in which policies of opposite 

modalities specifying the same subject, target and operation are applicable.  As will be presented 

later in this chapter, this means that it is possible to define generic rules that can be used in any 

application context for detecting conflicts of this type.  

Semantic Conflicts 

As described, modality conflicts occur irrespective of the semantics of the management 

operations specified in the policies, thus ignoring a whole range of potential conflicts.  For 

example, if there are two obligation policies, one requiring the system to configure an IP 

telephony service and another requiring that the IP telephony service be suspended for 

maintenance, are enforced at the same time, a conflict will occur.  This type of conflict is not 

covered by the definition of modality conflicts since the policies in conflict are of the same type.  

Instead, this conflict arises because the management actions being performed are incompatible 

with each other.  Collectively this type of conflict is called a semantic conflict, i.e. a conflict arises due 

to the incompatible semantics of the management actions in two policy rules.  Since the semantics 

of management actions are specific to the particular application domain, these types of conflicts 

are also referred to as application-specific conflicts. 

One example of an application-specific conflict is generically identified as a conflict of duty.  For 

example, in a company financial system, the operation of entering a request for payment and the 

operation of approving that request are potentially conflicting if the same user can perform both 

operations.  This shows how application specific conflicts are defined using constraints that 

include application specific data in addition to policy information.  In order to specify rules for 

detecting such conflicts, it is important to identify the types of application-specific conflict that 

might arise.  These are defined by Moffett and Sloman [71] as follows: 

• Conflicts of duty arise when the same subject performs two conflicting 

operations on the same target (E.g. an employee makes a payment request 

and approves it). 

• Conflicts of interest arise when the same subject performs conflicting 

operations on different targets. (E.g. a bank provides investment advice to a 

client whilst performing a merger for a competing client). 
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• Multiple manager conflicts arise when different subjects perform 

operations on a single target and the outcome of each operation is 

incongruent with the other. (e.g. spooling a job to a printer and shutting the 

same printer down). 

Moffett and Sloman also identify a further type of semantic conflict called self-management conflicts 

[71].  These are defined to arise when the subject of one policy is the target of another.  However, 

we do not consider these here there are no examples of this type of conflict occurring in 

automated systems.   

4.1.2 Validation Queries 

In addition to being able to determine inconsistencies that arise between policies in the managed 

system, the administrator should also be able to check the correctness of a policy with respect to 

the managed system itself.  This type of checking is referred to in the literature as policy validation.  

At the highest-level, policy validation can be classified into two sorts: static and dynamic 

validation.   

Static validation checks if the policy is correct with respect to static properties of the system.  

For example, a static validation check would be used to inform the administrator if he specifies a 

policy containing an operation that is not supported by the managed object.  We have identified 

the following types of static validation: 

• Managed object validation checks that all the managed objects referred 

to in a policy actually exist in the system.  This involves taking the managed 

object (or domain) specification from the subject and/or target element of 

the policy and checking the managed object organisational model to verify 

that this object (or domain) actually exists in the system. 

• Operation validation involves checking that all the operations specified in 

a policy are supported by the relevant managed objects.  This requires that 

the analysis system be able to query the description of the managed objects 

to determine the valid management operations. 

• Attribute validation is required to check that any managed object 

attributes used in a constraint element of a policy are actually valid 

attributes of the managed object.  As in the case of operation validation, 

this is verified by querying the managed object representation. 
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• Domain validation is used to check if policies are specified for empty 

domains.  This is particularly important in the case of subject domains in 

obligation policies, since without any objects the policy cannot be deployed 

for enforcement. 

The first three types of static validation represent fatal errors in a policy that must be corrected 

before the policy is compiled.  Domain validation on the hand is only used to warn the 

administrator of a potential problem.  This difference is because domain membership can change 

while the system is running and therefore any checks performed on the validity of a domain 

expression might not be applicable to the run-time system. 

Dynamic validation ensures that policies are correct with respect to constraints on the run-time 

state of the system.  For example, a policy that attempts to allocate extra bandwidth on a data link 

might cause a dynamic validation error if there is not enough bandwidth available.  Performing a 

priori analysis to detect dynamic validation problems is non-trivial since, by definition, dynamic 

validation properties are based on the run-time state of the system.  However, if the administrator 

can identify the management operations that allocate specific resources (e.g. disk space, 

bandwidth etc.), the system might provide some guidance explaining the need to specify 

additional constraints if the user writes a policy involving one of these operations.  Additionally, 

the pre-conditions of a management operation might provide some information regarding the 

run-time constraints that must be satisfied when using the operation in a policy. 

Whilst the conflict detection aspects of policy analysis are starting to receive more attention in 

recent years, there has not been much effort to develop techniques for policy validation.  For 

security management, Chandramouli [20] presents a framework for validating authorisation 

policies with respect to the role based access control model of a system that specifies the policies 

and model in XML and then uses an automated schema validation tool to detect inconsistencies.  

Whilst this approach works for the static validation checks required for this application, it does 

not support dynamic validation and cannot be directly applied to other application domains.   

Listing 4.1: Ponder meta-policy for detecting unsupported operations 

inst metainst metainst metainst meta DiffServNotSupported raises    

           DiffServNotSuppotedException(invalid_policies) { 

     [invalid_policies] = this.policies � 

       select (p | p.action � exists (a | a.name = addDiffServElement and  

               p.target � exists ( t | t.notSupports(“DiffServ”)))); 

      invalid_policies � notEmpty;  

 } 

Lymberopoulos proposes a more general approach to validation for use within the Ponder 

framework [Lymberopoulos 2004]. This approach uses the meta-policy construct of Ponder to 
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define rules for static validation, together with constraints for preventing dynamic validation 

errors.  For example, the meta-policy specification used to determine the set of policies that 

specify an action that is unsupported by the managed objects is shown in Listing 4.1.  Whilst this 

approach is theoretically viable, at present there is no implementation of meta-policy evaluation 

that demonstrates how this works in practice.  Additionally, it is not clear at what stage in the 

policy life-cycle the meta-policies would be evaluated and how the exception raised by a meta-

policy rule of the form shown above would be handled. 

In order to handle dynamic validation rules within the Ponder framework, Lymberopoulos 

proposes a scheme that uses the constraint specifications to ensure validity.  Here the constraints 

of a policy are specified such that the policy is only applicable when the runtime state of the 

system is valid with respect to the management actions of the policy.  However, there is no 

mechanism to automatically detect the need for these constraints and therefore this form of 

validation depends on the expertise of the administrator who specifies the policy.  The following 

is an example of such a policy rule that ensures that the available link bandwidth is adequate when 

deploying an IP telephony service: 

    

    inst obliginst obliginst obliginst oblig /policies/configIPT { 

  onononon  IPTelephonyRequest(user, linkID, reqBW); 

  subjectsubjectsubjectsubject  /policyAgents/CommsPMA; 

     targettargettargettarget  t = /mgdObjs/IPTelephones; 

  dodododo  t.configureIPT(user, linkID, reqBW); 

  whenwhenwhenwhen  t.getAvailBandwidth(linkID) > reqBW; 

 } 

 

4.1.3 Review Queries 

In addition to detecting conflicts and verifying the validity of policies, there are situations in 

which administrator needs to be able to analyse the managed system specification and extract 

particular types of information.   Because they help the administrator to review information in the 

managed system, we use the term review queries to refer to this type of analysis.  The need for 

review queries is most prevalent in policy-based security management where administrators need 

to be able to determine the permissions assigned to a user/subject quickly.   

In the context of the communication system scenario presented previously, examples of such 

queries include identifying all the subjects who have been granted permission to login to the VPN 

server; identifying the obligation policies that will be triggered by a user login event; or 

determining the management operations supported by the object ‘/mgsObjs/commsMgr’.  Whilst 

specific queries will be particular to a given application, we have identified the following groups 

for classifying review queries: 
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• Subject-based queries aim to identify the set of objects that are used in 

the subject element of policies that satisfy the query definition.  An example 

of such a query is one that identifies the objects that are obliged to perform 

an auditing operation.  Alternatively, a subject based query might be used to 

identify all those policies that use a particular object in their subject 

element. 

• Target-based queries are identical to subject-based ones, other than the 

fact that the analysis is performed with respect to the target element of the 

policies. 

• Constraint-value based queries are used to identify properties of the 

system given a certain constraint.  For example, such a query might be to 

determine all the policies that are applicable if the subject of the policy is a 

User object, and the status of the subject is ‘loggedIn’. 

• Time-constraint based queries are a specialised version of constraint-

based queries where the administrator is particularly interested in 

determining the policies that are applicable at a given time or during a 

particular time interval.  Alternatively, the administrator might wish to 

know if a given policy has a time constraint, and what that constraint is. 

• Event-based queries can be used to determine the set of obligations that 

will be enforced when a given event occurs.  They can also be used to 

determine the events specified in policy statements that satisfy the query 

definition.  For example, the administrator might wish to determine the 

events that trigger obligations to audit information. 

In addition to these, there may be other properties that the administrator wishes to check using 

ad-hoc queries.  In order to support such queries, the policy analysis system must define a query 

language and provide the administrator with a direct interface to the analysis system. 

Thus far we have only discussed the types of analysis properties that an administrator might wish 

to check when analysing a policy specification.  In order to implement a system that supports 

these forms of analysis, it is necessary to represent the analysis properties in a form compatible 

with the formal representation of the managed system presented in the previous chapter.  Such a 

representation will allow automated reasoning techniques such as deduction and abduction to be 

used to generate results for the analysis queries.  This is the focus of the next section.   
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4.2 Formal Approach to Policy Analysis 
In this section we show how the properties described above can be checked using formal 

reasoning techniques.  Our approach is to represent each of the properties to be checked as logic 

rules that are compatible with the formal representation of policy managed systems presented in 

Chapter 3.  Having done this, we use a combination of abductive and deductive reasoning 

techniques to generate the analysis results. 

4.2.1 Conflict Detection 

In this section we give examples of the different types of conflict that might arise in a policy 

based system, and provide a definition of the logic-rules that can be used in conjunction with the 

formal notation described to identify the occurrence of these conflicts.  In each case, the head of 

the rule represents the conflicting state, and by providing this predicate as the goal to an 

abductive query, it is possible to detect the presence of a conflict and also determine the sequence 

of events that will cause the conflict to occur. 

Modality Conflicts 

The prerequisite for the occurrence of a modality conflict is that the policies involved specify 

common subjects, targets and actions and have constraints that hold at the same time.  Since 

subjects and targets can be specified in terms of domains, it is necessary to determine if the 

domains in the two policies overlap, resulting in common objects.  We define the rules shown in 

Listing 4.2 to check if there are any objects common to two given domains. 

Listing 4.2: Rules for determining members of overlapping domains 

1111 isOverlappingMember(Overlap, Domain1, Domain2) � 

 domain(Domain1), domain(Domain2), 

 getMembers(Domain1, List1), 

 getMembers(Domain2, List2), 

 member(Overlap, List1), 

 member(Overlap, List2), 

 mgdObj(Overlap, _). 

 

2222 isOverlappingMember(Obj1, Obj1, Obj2) � 

 mgdObj(Obj1, _), domain(Obj2), 

 getMembers(Obj2, List2), 

 member(Obj1, List2). 

 

3333 isOverlappingMember(Obj2, Obj1, Obj2) � 

 domain(Obj1), mgdObj(Obj2, _),  

 getMembers(Obj1, List1), 

 member(Obj2, List1). 

 

4444 isOverlappingMember(Obj, Obj, Obj) � 

 mgdObj(Obj, _). 
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The first rule deals with the most general case, which is to determine the objects that are common 

across two domains.  By first inferring all the derived members of the domains (using the 

getMembers/2 predicate), the rule then simply determines the managed objects that are common 

to both lists.  The next two rules deal with the situations where only one of the entities being 

checked is a domain and the other one is a managed object.  Finally the last rule deals with the 

trivial case where the same managed object is specified in both policies.  Given that it is now 

possible to determine overlapping subjects and targets, the next requirement is to define the rules 

for conflict predicates that will hold when the system state satisfies the conditions for the conflict 

occurring.  For example, the conflictRule predicate defined in Line 1 of Listing 4.3 holds if an 

authorisation conflict is detected. 

This rule specifies that an authorisation conflict (authConflict) will occur at time Tm, between the 

positive authorisation policy P1, and the negative authorisation policy P2 because they specify that 

certain subjects (Subj) are both permitted and prohibited to perform an operation (OpName) on a 

particular target (Targ).  Here the Subj and Targ terms are determined by using the 

isOverlappingMember predicate defined previously.  

Rules for detecting conflicts between obligations and refrains; and unauthorised obligation 

conflicts can be defined in a similar fashion as shown in Lines 2 & 3 of Listing 4.3. 

Listing 4.3: Rules for detecting modality conflicts 

1111 conflictRule(authConflict, P1, P2,  

                parms(subjObj(Subj), targObj(Targ), opname(OpName))) � 

 holdsAt(allow(P1, S1, op(Targ1, OpName, Parms), Tm), 

 holdsAt(deny(P2, S2, op(Targ2, OpName, Parms), Tm), 

 isOverlappingMember(Subj, S1, S2), 

 isOverlappingMember(Targ, Targ1, Targ2). 

 

2222 conflictRule(obligConflict, P1, P2,  

                parms(subjObj(Subj), targObj(Targ), opname(OpName))) � 

 holdsAt(oblig(P1, S1, op(Targ1, OpName, Parms), Tm), 

 holdsAt(refrain(P2, S2, op(Targ2, OpName, Parms), Tm), 

 isOverlappingMember(Subj, S1, S2), 

 isOverlappingMember(Targ, Targ1, Targ2). 

 

3333 conflictRule(unauthObligConflict, P1, P2,  

                parms(subjObj(Subj), targObj(Targ), opname(OpName))) � 

 holdsAt(oblig(P1, S1, op(Targ1, OpName, Parms), Tm), 

 holdsAt(deny(P2, S2, op(Targ2, OpName, Parms), Tm), 

 isOverlappingMember(Subj, S1, S2), 

 isOverlappingMember(Targ, Targ1, Targ2). 
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Semantic Conflicts 

In order to capture this application specific information, we extend the system specification 

language described in Chapter 3 with a new symbol – conflictingOps(ConflictType, [Ops]).  

Here the ConflictType represents a constant value from the set {conflictDuty, 

conflictInterest, conflictGoal, conflictSelfMgmt}, indicating the type of application specific 

conflict that may arise if the operations are used in a policy specification.  The members of the 

Ops list are instantiated using the operation term defined previously.  The conflictingOps symbol 

can be used to define ground literals in the system specification, specifying the action/target 

object combinations that will potentially conflict.  In the case of the conflict of duties example 

mentioned above, the potential conflict between the operations of requesting a payment and 

approving a payment would be represented as follows: 

 conflictingOps(conflictDuty, [op(payment,      

  request(PaymentID,Amount)), op(payment,approve(PaymentID))]) 

As described in the literature, the principle of separation of duty can take a number of different 

forms.  In the first case, static separation of duty is ensured by not permitting a subject to 

perform an operation, Op1, if that subject has ever been granted permission for a different 

operation, Op2, and Op1 and Op2 are defined as members of a set of conflicting operations.  A 

policy specification that violates this principle will give rise to a conflict of duty. The second 

variation, dynamic separation of duty, requires that the runtime behaviour of the system should 

not allow conflicting operations to be performed.   

In the formalism presented here, we model the dynamic behaviour of the system because this is 

necessary for dealing with the effects of having constraints in the policy specification.  This allows 

us to treat the detection of static and dynamic conflicts of duty in a similar manner by defining 

rules of the following form, depending on the number of operations that could cause conflicts: 

 conflictRule(sepOfDutyConflict,  

             parms(subjObj(Subj), policies([P1, P2, ..., PN]), op(Ops))) �  

   holdsAt(allow(P1, Subj, Op1), T1),  

   holdsAt(allow(P2, Subj, Op2), T2), ... , 

   holdsAt(allow(PN, Subj, OpN), TN),  

   conflictingOps(conflictDuty, Ops), 

   memberOf(Op1, Ops), memberOf(Op2, Ops), ..., memberOf(OpN, Ops), 

   T1=<T2=<...=<TN. 

The Chinese Wall policy [15] is a specialised form of dynamic separation of duty that prevents a 

subject performing any conflicting actions on one target, if the subject has already been given 

permission to perform a conflicting action on a different target.  The rule for detecting a conflict 

in a Chinese Wall policy is different because the conflict condition also depends having already 

performed one of the conflicting actions. We represent this as follows: 
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 conflictRule(cwConflict, P1, P2,   

             parms(subjObj(Subj), op(Targ1, Op1, Parms1),  

                                  op(Targ2, Op2, Parms2))) �  

   happens(done(Policy, Subj, op(Targ1, Op2, Parms2)), T1),  

   holdsAt(allow(P2, Subj, op(Targ2, Op2, Parms2)), T2), 

   conflictingOps(conflictDuty, Ops), 

   Targ1 != Targ2, 

   memberOf(op(Targ1, Op1, Parms1), Ops),  

   memberOf(op(Targ2, Op2, Parms2), Ops),  

   T1 =< T2. 

Another type of conflict, identified in the literature as a multiple management conflict, arises 

when different subjects attempt to perform actions on the same target, where the goals of those 

actions are incongruent.  For example, spooling a job to a printer and shutting the same printer 

down are operations with incompatible goals. We represent these operations using the constant, 

conflictingGoal, in the conflictingOps predicate.   The following is a representation of the 

printer example above using this symbol:  

 conflictingOps(conflictingGoal, [operation(printer, printDoc), 

                                  operation(printer, shutDown)]). 

Once the incompatible operations have been defined, the following rule can be used to identify 

multiple manager conflicts in a policy specification: 

 conflictRule(conflictOfMultiManagers,  

     parms(policies([P1, P2, ..., Pn]),  

              subjObj([S1, S2, ..., Sn), op(Ops))) �  

   holdsAt(allow(P1, S1, Op1), T),  

   holdsAt(allow(P2, S2, Op2), T), ... , 

   holdsAt(allow(Pn, Sn, Opn), T),  

   conflictingOps(conflictingGoal, Ops),  

   memberOf(Op1, Ops),  

      memberOf(Op2, Ops), ..., memberOf(Opn, Ops). 

This rule states that a multiple manager conflict occurs if a set of authorisation policies, P1 … Pn, 

hold at any time T, such that the operations defined in the conflictingOps predicate are all 

permitted, irrespective of the subjects involved.  

Rules for detecting conflicts of interest and self-management conflicts can be defined in the same 

way, with the main difference being that the appropriate constant (conflictInterest,  

conflictSelfMgmt) is used in the conflictingOps(Type, Ops) predicate.  A comprehensive 

formal treatment of separation of duty policies is presented in [46]. 
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Using Abduction for Conflict Detection 

Having defined rules for detecting semantic conflicts and modality conflicts, it is possible to use 

abductive reasoning to determine if a given policy specification contains any conflict.  The 

advantage of using this type of reasoning, rather than deduction, is that the result generated not 

only indicates the presence of a conflict, but it also provides the sequence of events that must 

occur, and optionally the preconditions that must be satisfied in order for the conflict to occur.   

Consider the following example scenario where a modality conflict arises.  Here we have two 

policies, one specifying that the user called “Martin” should refrain from connecting to the VPN 

server when accessing the internet with his PDA (policy_refrainVPN); and the other obliging the 

user to always connect to the VPN server between 9am and 5pm (policy_obligVPN).  The formal 

representation of these policies is shown in Listing 4.4. 

Listing 4.4: Formal representation of conflicting policies 

1111 holdsAt(refrain(‘policy_refrainVPN’, ‘/users/martin’,  

    authOp([op(‘/mgdObjs/vpns’, connectInternet, [])]), T) �  

    holdsAt(state(User, device, pda), T). 

 

2222 initiates(sysEvent(accessInternet),  

    oblig(‘policy_obligVPN’, ‘/users/martin’,  

    op(‘/mgdObjs/vpns’, connectInternet, [])), T) � 

    between(9,0,0,17,0,0,T). 

 

3333 terminates(done(‘policy_obligVPN’, ‘/users/martin’,  

    op(‘/mgdObjs/vpns’, connectInternet, []), oblig(‘policy_obligVPN’,  

       ‘/users/martin’, op(‘/mgdObjs/vpns’, connectInternet, []), T). 

In order to check if there is a conflict between these two policies, we must perform an abductive 

query that attempts to satisfy the goal, conflictRule(obligConflict, policy_refrainVPN, 

policy_obligVPN, ConflictData). As defined in Line 2 of Listing 4.3, this goal is satisfied if the 

holdsAt(oblig(…), T) and holdsAt(refrain(…), T) goals are satisfied, together with the 

isOverlappingMember(Obj, Dom1, Dom2) goal for the subject and target.  The abductive reasoning 

process works by checking if these predicates are abducibles (or existing facts in the theory) and if 

not, treating each predicate in the body of a rule as a goal for another abductive query.  At each 

stage, the consistency of the solution is checked by ensuring that no integrity constraints are 

violated.  This process is repeated recursively until all the goals can be satisfied by a combination 

of existing facts and the addition of abducible terms to the theory.   

Figure 4.3 illustrates the abductive reasoning process for the example above as an evaluation tree.  

Here each branch of the tree represents a goal that must be satisfied and the leaf nodes 

correspond to existing facts or abducibles (shown underlined) that satisfy the goals.  For 

simplicity we have omitted the ¬ clipped(T1, B, T2) goal defined in the Event Calculus axioms. 
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conflictRule(obligConflict, policy_refrainVPN, policy_obligVPN, ConflictData)

holdsAt(oblig(‘policy_obligVPN’, ‘/users/martin’, op(‘/mgdObjs/vpns’, connectInternet, []), 1)

happens(sysEvent(accessInternet), 1)

initiates(sysEvent(accessInternet), 
(oblig(‘policy_obligVPN’, ‘/users/martin’, op(‘/mgdObjs/vpns’, connectInternet, []), 1)

between(9,0,0,17,0,0,1)

happens(clockick(9,0,0), 0)

happens(clockick(17,0,0), 2)

holdsAt(refrain(‘policy_refrainVPN’, ‘/users/martin’, op(‘/mgdObjs/vpns’, connectInternet, []), 1)

holdsAt(state(‘/users/martin’, device, pda), 1)

missingState(‘/users/martin’, device, pda), 1)

isOverlappingMember(‘/users/martin’, ‘/users/martin’, /users/martin’).

isOverlappingMember(‘/mgdObj/vpns’, ‘/mgdObj/vpns’, /mgdObj/vpns’).

mgdObj(‘/users/martin’, _).

mgdObj(‘/mgdObj/vpns’, _).

 

Figure 4.3: Abductive reasoning evaluation tree 

4.2.2 Policy Validation 

In addition to being able to detect the presence of conflicts in a specification, it is useful to be 

able to identify policies that have errors because they use actions or attributes that are not 

supported by the managed objects.  This type of analysis is called static validation of policies since it 

is only necessary to check the correctness of a policy with respect to the static system description.  

This also means that static validation can be performed during the compilation of the policies. 

In some cases a policy might be inconsistent with respect to the capabilities of the system because 

the run-time state of the system makes that policy invalid.  For example, a policy that specifies an 

obligation to allocate more bandwidth to a particular link of a network will be invalid if the link is 

already fully utilised.  This type of validation is called dynamic validation since it can only be 

evaluated by taking into account the dynamic state of the system. 

In order to perform static validation using the formalism developed here it is simply a matter of 

defining the necessary logic rules that query the system representation.  The approach taken is 

similar to the meta-policy technique described in Section 4.1.2, in that it makes use of meta-level 

queries to determine if a policy is valid or not.  For example, in order to determine if a particular 

policy is defined using an action that is not supported by the target object we would use the rules 

shown in Listing 4.5. 



Chapter 4  Policy Analysis 

102 

Listing 4.5: Validation rules for detecting unsupported operations 

1111 policy(oblig, PolicyName, Subj, Event, [Constr], op(Targ, OpName, Parms)) :-  

  clause(initiates(Event, oblig(PolicyName, Subj, Op), _), Constr). 

 

2222 policy(allow, PolicyName, Subj, Event, [Constr], op(Targ, OpName, Parms)) :-  

  clause(initiates(_, allow(PolicyName, Subj, op(Targ, OpName, Parms)), _),  

         Constr). 

 

3333 policy(deny, PolicyName, Subj, Event, [Constr], op(Targ, OpName, Parms)) :-  

  clause(initiates(_, deny(PolicyName, Subj, op(Targ, OpName, Parms)), _),  

         Constr). 

 

4444 policy(refrain, PolicyName, Subj, Event, [Constr], op(Targ, OpName, Parms)) :-  

   clause(initiates(_, refrain(PolicyName, Subj, op(Targ, OpName, Parms)), _),  

          Constr). 

 

5555 supportedOp(Object, OpName, Parms) :-  

   clause(initiates(doAction(_, op(Object, OpName, Parms)), _, _), _). 

 

6666 policyError(PolicyName, Type, 'Invalid operation', parm(targObj(Obj),  

            opname(OpName))) :-  

   policy(Type, PolicyName, _, _, _, op(Obj, OpName, _)), mgdObj(Obj, _), 

   not(supportedOp(Obj, OpName, _)). 

In the above listing, Lines 1-4, use the Prolog meta-level predicate clause(Head, Body) to identify 

the policy rules that are defined in the system, one rule for each type of policy.  The same built-in 

predicate is used in Line 5, where the supportedOp(Object, OpName, Parms) predicate identifies 

the operations and associated parameters of a managed object.  Finally, Line 6 defines a 

policyError predicate that holds when the operations defined in a policy cannot be found using 

the supportedOp predicate.  The advantage of this approach is that it can make use of an existing 

theorem prover to evaluate the meta-level rules and determine if any invalid policies exist.  The 

rules use deductive reasoning to infer the policies (and related objects / operations) that violate 

the validity criteria. 

4.2.3 Review Queries 

In order to manage a policy-based system effectively, it is important that the administrator have 

access to information such as the policies in the system, the objects to which they apply and the 

management operations that are supported by those objects.  Given the formal representation 

described here, it is possible to define a number of queries that will allow the administrator to 

easily extract this information from the system description. 

For example, the following rule allows the administrator to determine all the policies that apply to 

a given subject domain: 

 getPoliciesForSubject(Subj, PolicyName, Type) :-  

    policy(Type, PolicyName, Subj, _, _, _, _). 
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The above rule makes use of the policy predicates shown in Lines 1-4 of Listing 4.5 to retrieve 

the policy names and types for a given subject.  Another example review query might be to 

determine the supported operations, together with their pre- and post-conditions, of a given 

managed object.  This can be achieved by the rules shown in Listing 4.6.  Here the first two rules 

use the meta-level predicate to identify the pre- and post-conditions of a given management 

operation.  These predicates are subsequently used in the definition of the getOperation predicate 

(Line 3) which retrieves the combined information for a given managed object. 

Listing 4.6: Rules for identifying pre- and post-conditions of a management action 

1111 getOpPreConds(Object, OpName, Parms, Pre) :- 

   clause(initiates(doAction(_, op(Object, OpName, Parms)), _, _), Pre). 

 

2222 getOpPostConds(Object, OpName, Parms, Post) :- 

   findall(PostCond, clause(initiates(doAction(_, op(Object, OpName, 

                            Parms)), PostCond, _), _), PostConds). 

 

3333 getOperation(Object, OpName, Parms, Pre, Post) :- 

   mgdObj(Object, _), 

   getOpPreConds(Object, OpName, Parms, Pre),  

   getOpPostConds(Object, OpName, Parms, Post). 

In this manner it is possible to create a library of review queries that the administrator can use to 

extract information regarding the policies and managed objects in the system.  The policy analysis 

tool developed in this thesis provides a console interface that allows the user to perform ad-hoc 

queries to extract other information from the specification.  For example, Figure 4.4 shows the 

above review query being executed this feature of the policy analysis tool. 

 

Figure 4.4: Performing Ad-hoc review queries 
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4.3 Summary 
Using policy-based management in real-world applications requires that administrators be able to 

perform analysis tasks in order to verify the correctness of the policy specification.  These analysis 

requirements fall into a number of categories, from conflict detection to review queries and policy 

validation.   

In this chapter we have shown how the formal representation of policies and managed systems 

we have developed can be used to detect a range of policy conflicts, including application specific 

semantic conflicts.  A particular advantage of our approach is that in addition to allowing 

administrators to perform offline analysis of a policy specification to detect these conflicts, the 

results also include explanations of the situations in which these conflicts might occur.  Also, by 

including a description of the managed system in the analysis procedure, we are able to take into 

account the constraints that control the applicability of policies and the effect of enforcing 

policies on the state of the managed system. 

An aspect of conflict analysis that has not been addressed here is a technique for resolving 

conflicts once they have been detected.  The literature suggests a number of approaches, such as 

assigning priorities to policy rules; or defining resolution rules that allow certain policies to 

override others (e.g. when an authorisation modality conflict occurs, the negative authorisation is 

given priority) [63].  However, in an enterprise setting, a policy-based management framework 

needs to support a range of resolution strategies which can be applied selectively depending on 

the particular situation by specifying conflict resolution policies.  The implications of introducing 

such resolution policies have not yet been fully investigated and therefore conflict resolution 

remains an active area of research. 

In addition to conflict analysis, we have shown how the formal representation can be used to 

perform static validation of policies.  Finally, the formalism also supports review queries, allowing 

the user to retrieve information about the relationships between the policies and the managed 

objects in the system.  The tool developed to support the analysis procedure provides a number 

of standard review queries and additionally allows the user to perform ad-hoc queries to retrieve 

any additional information that is required.  In this way, we have shown that by developing a 

formal representation for policies and managed systems it is possible to produce the range of 

analysis results required by an administrator to manage a policy-based system more effectively. 
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Policy RefinementPolicy RefinementPolicy RefinementPolicy Refinement    

“Everything should be made as simple as possible, but not simpler.” 
-- Albert Einstein   

When designing and building any software system it is important to ensure that the solution 

developed actually solves the original problem as stated by the user.  In this respect policy-based 

systems are no different.  It is critical that the policies deployed in a system actually meet the 

requirements of the user who specifies them.  Moffett and Sloman describe how this problem of 

addressing the requirements of a user in the context of a policy-based system can be met by 

specifying the requirements as high-level policies and successively refining these policies into the 

final policy rules that can be deployed on the system [70].  This chapter presents an overview of 

the policy refinement process, together with an approach for performing policy refinement that is 

based on formal reasoning methods.  

As with any system, the requirements for a policy-based system originate from the user.  

Sometimes these requirements could be based on operations management needs of the user’s 

organisation.  For example, security needs might require policies that ensure that only certain 

users are granted access to restricted services.  Other requirements for policies might originate 

from contractual obligations of the organisation, such as to ensure that a Service Level Agreement 

with a customer is being met.  To ensure that the policies written for the system meet such 

requirements, it is necessary to have a process for deriving low-level policies that can be enforced 

by the system from the requirements specification.  Given that in most cases the user who 

presents these requirements will not necessarily have an intimate knowledge of the underlying 

system, it is important that this process for refining policies be as automated as possible. Moffett 

and Sloman identify the main objectives of policy refinement as: 

• Determine the resources required to satisfy the requirements of the policy. 

• Translate high-level policies into operational policies that the system can 

enforce. 

• Verify that the lower level policies actually meet the requirements specified 

by the high-level policy. 
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Figure 5.1: Abstraction layers of a typical enterprise system 

In a typical enterprise administrators will have to manage a diverse range applications, services 

and devices that span multiple levels of abstraction (Figure 5.1).  This means that the refinement 

process must be general enough to allow administrators to capture the domain-specific 

information pertaining to a particular application, whilst also providing a mechanism for 

automation once the application-specific information has been defined.  Additionally, the 

administrator should be allowed to translate high-level goals into policies that are enforced at 

different levels of abstraction.  For example, when refining the policies required to support a 

virtual meeting room application, certain QoS requirements can be met through policies at the 

application level (e.g. by reducing the frame rate of the video telephony module), whereas others 

can be met at the device level (e.g. by changing the bandwidth allocated to a particular link in the 

network).   

Existing proposals for policy refinement only address some of these requirements.  For example, 

the table lookup based approach proposed by Verma [95] is limited to the specific application of 

Network QoS management.  This allows full-automation but the technique cannot be used in a 

different application domain and can only translate policies between 2 levels of abstraction.  The 

POWER toolkit proposed by Cassasa-Mont uses refinement templates that define the 

relationships between abstract objects/actions and low-level ones and therefore can be adapted 

for different application domains [18].  However, the templates must be defined by a domain 

expert and the tool does not provide any support for verifying the correctness of the refinement 

results.  Other approaches, such as the case-based reasoning technique proposed in [13] and type 

hierarchy decomposition approach presented in [89] also have the same limitations. 

As described above, there are 3 objectives of a policy refinement process.  The first of these 

objectives involves mapping abstract entities defined as part of the high-level policy to concrete 

objects/devices that make up the underlying system.  The second specifies a consistency objective 
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that ensures that any policy derived be in terms of operations that are supported by the 

underlying system.  The final objective requires that there be a process for incrementally 

decomposing abstract requirements into successively concrete ones, ensuring that at each stage 

the decomposition is correct and consistent. 

In order to meet these objectives, the refinement process must make use of domain specific 

information.  Therefore, we maintain that the policy refinement process cannot be fully 

automated in the general case.  However, in this chapter we present an approach that uses the 

formal representation presented previously to solve the policy refinement problem in a manner 

that satisfies the objectives described.  Additionally, we show how in a specific application 

domain it is possible to use the concept of policy refinement patterns to maximise the automation 

of the process. 

5.1 Policy Refinement Process 
Before detailing the approach to policy refinement that we have developed, it would be useful to 

consider a simple example that illustrates the procedure that would be followed if an 

administrator were to refine a high-level goal into a policy manually. 

Figure 5.2 presents a scenario from the communications system configuration example described 

previously.  For this system, consider the situation where the administrator wishes to define a 

policy specifying that the system must provide an IP telephone to a user who logs in from a 

location outside their home office. 
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Figure 5.2: Communications System configuration scenario 

In order to translate this goal into a policy, the first step would be to determine the type of policy 

that is required.  Given the use of the phrase “the system must” in the goal specification suggests 

that an obligation policy would be appropriate.  Having determined the policy type, the next step 

would be to identify the actions to be performed in order to achieve the goal of “provide an IP 

telephone”.  When performing the policy refinement process manually, the administrator would 

have to depend on his domain expertise to break down the high-level goal into a combination of 

simpler ones and then specify the actions for achieving them.   
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The next step would be to translate the event denoted by the phrase “when a user logs in” and 

the constraint represented by “from a location outside their home office” to their system-level 

equivalents.  Finally the administrator would have to identify the system-level object that 

corresponds to the subject defined as “system” in the high-level goal.  This process is illustrated 

in Figure 5.3. 

High-level Policy
e.g. “system must configure and deploy an IP 
telephone when a user logs in from a location 

outside their home office”

Identify Policy Type Specify Goal

Elaborate Goal

Identify 
Management 

Actions

Identify Subject Specify Constraints

Specify Event

Low-level Policy

 

Figure 5.3: Policy refinement process 

We believe that, in the general case, policy refinement should be a semi-automated process 

because it is important to give the administrator some control over the final policy that is derived 

for a given high-level goal.  Additionally, it is rarely possible to provide all the domain expertise of 

the administrator to an automated refinement tool.  Therefore, the policy refinement approach 

we propose only automates the steps of identifying the potential subjects, targets and actions for 

the derived policies.  Additionally, it helps the user to decompose the goal defined in the high-

level policy into simpler ones by suggesting suitable decomposition patterns.  The rest of this 

section describes how the technique we have developed addresses each of these steps in the 

refinement process. 

5.2 Goal Elaboration 
As described above, a key step in the refinement process is to elaborate the goal described in the 

high-level policy into lower-level goals that can be achieved by the underlying system.  It is 

important that this is done in a manner that satisfies the objectives of policy refinement, i.e. in a 

manner such that it is possible to verify that the lower-level goals actually satisfy the goal of the 

original high-level policy.  In order to do this, we draw on the work of Darimont et al., on goal 

based requirements elaboration described in Chapter 2, where the process of goal elaboration is 

supported by formally proven patterns of decomposition.  This decomposition process is 

illustrated in Figure 5.4.  
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Figure 5.4: Goal elaboration procedure 

Notice the 2 distinct phases of the refinement process.  The first phase is one of goal refinement 

where the focus is on translating abstract goals into operationalised goals.  An operationalised 

goal is one that has been assigned to a specific agent whose capabilities enable the system to 

satisfy that goal.  These goals are often referred to as the System Requirements.  The second 

phase of the refinement process takes these system requirements and maps them to specific 

modules/operations that can be implemented within the context of the system architecture.  This 

phase could be considered to be architectural or system design. 

It is important to note that at any given level in the refinement hierarchy there can be 

dependencies between the goals.  The process of refinement will involve following a particular 

path down the hierarchy, at each stage verifying the feasibility of achieving the higher-level goal in 

terms of the lower-level ones.  If it is discovered that the goal cannot be achieved, it is necessary 

to elaborate the information at the higher-level such that suitable lower-level goals can be derived. 

The work by Darimont and van Lamsweerde [3], presents an approach called KAOS which is a 

formal technique for elaborating goals grounded in Temporal Logic [66].  As described in 

Chapter 2 (Section 2.2), this approach represents each goal as a Temporal Logic formula and then 

makes use of refinement patterns to decompose these goals into a set of sub-goals that logically 

entail the original goal.  Additionally, this technique makes use of obstacles (negated goals) which 

are then elaborated and resolved to provide new goals.  The final stage of the procedure is to 

assign each of the refined goals to a specific object/operation such that the final system will meet 

the original requirements.  

One of the key features of the KAOS approach is that the goal elaboration process is supported 

by patterns which can be either domain-specific or domain-independent.  They are specified using 



Chapter 5  Policy Refinement 

110 

temporal logic formulae and come with associated proofs of correctness.  This allows a user to 

apply a pattern, confident in the knowledge that the sub-goals will correctly entail the higher-level 

goal, without the need to derive a formal proof.   

We can illustrate the use of the KAOS goal elaboration technique using the example scenario 

presented previously.  The goal is to “provide an IP telephone when the user logs in from a 

remote site”.  In the terminology of KAOS this can be treated as an achieve goal which can be 

stated in terms of temporal logic as “if a user logs in, then the system will configure and deploy an 

IP telephone”.  More formally this would be stated as: 

 GoalGoalGoalGoal Achieve [ProvideRemoteUserIPT] 

 FormalDefFormalDefFormalDefFormalDef    (≤ u:User, ≥ ipt:IPTelephone)  

              [remoteLogin(u) u ¡ provided_ipt(ipt, u)] 

In this goal, remoteLogin(u) is used to represent the event of a user logging in from a remote site, 

and provide_ipt(u) represents the high-level state where an IP telephone has been provided for 

that user.    When applying a goal elaboration pattern, the system will present the user with the set 

of patterns that are valid for the given higher-level goal.  Then it is up to the user to select a 

pattern that can be instantiated with meaningful values for each of the missing goal properties in 

the sub-goal formulae.   In the example scenario, we apply the goal elaboration pattern (P u 

¡R1, R1 u ¡(R1 . R2), R1 . R2 u Q d P u ¡Q), which results in the following sub-goals. 

    GoalGoalGoalGoal Achieve [ConfigureRemoteUserIPT] 

 FormalDefFormalDefFormalDefFormalDef    (≤ u:User, ≥ ipt:IPTelephone)  

              [remoteLogin(u) u ¡ configured_ipt(ipt, u)] 

 

 GoalGoalGoalGoal Achieve [ConfigureDeployIPT] 

 FormalDefFormalDefFormalDefFormalDef    (≤ u:User, ≥ ipt:IPTelephone)  

              [configured_ipt(ipt, u) u ¡ (configured_ipt(ipt, u) . 

                                           deployed_ipt(ipt, u))] 

 

 GoalGoalGoalGoal Achieve [ProvideIPT] 

 FormalDefFormalDefFormalDefFormalDef    (≤ u:User, ≥ ipt:IPTelephone)  

              [configured_ipt(ipt, u) . deployed_ipt(ipt, u) u  

               provided_ipt(ipt, u)] 

Here the first sub-goal ConfigureRemoteUserIPT states that when a user logs in from a remote 

site, an IP telephone is eventually configured configure_ipt(u).  The next sub-goal 

ConfigureDeployIPT states that if a telephone is configured, then eventually the telephone will be 

both configured and deployed.  Finally, the last sub-goal ProvideIPT states that a user has been 

provided with an IP telephone if he has a telephone that is both configured and deployed.   

The sub-goals defined above are not operational goals because they contain a number of 

undefined goal properties, namely remoteLogin(u), configured_ipt(ipt,u) and 
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deployed_ipt(ipt,u).  Therefore, in order to complete the goal elaboration process, it is 

necessary to define each of these properties in terms of actual states of the system.  This is shown 

below: 

 GoalGoalGoalGoal Achieve [remoteLogin(u)] 

 FormalDefFormalDefFormalDefFormalDef    (≤ u:User, ≥ ipt:IPTelephone)  

              [(happens(login(u, site)) .  site != user.homeLocation] 

 

 GoalGoalGoalGoal Achieve [configured_ipt(ipt, u)] 

 FormalDefFormalDefFormalDefFormalDef    (≤ u:User, ≥ ipt:IPTelephone)  

              [(user.ipt = ipt) . ipt.status = ‘configured’] 

 

 GoalGoalGoalGoal Achieve [deployed_ipt(ipt, u)] 

 FormalDefFormalDefFormalDefFormalDef    (≤ u:User, ≥ ipt:IPTelephone)  

              [(user.ipt = ipt) . ipt.status = ‘deployed’] 

Figure 5.5 shows how this goal elaboration hierarchy would be represented in the policy 

refinement tool that has been developed. 

 

Figure 5.5: Goal elaboration view of the policy refinement tool 

5.3 Strategy Derivation 
Whilst we can use the KAOS approach to refine abstract goals into lower-level ones, it does not 

provide a mechanism to connect the goals with the behavioural description of the system.  In 

order to address this problem we consider that at a given level of abstraction there will be some 

description of the system (SD) and the goals (G) to be achieved by the system.   Given this 

definition, we can refer to the relationship between the system description and the goals as the 
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Strategy (S), i.e. the Strategy describes the mechanism by which the system represented by SD 

achieves the goals denoted by G.  Formally this would be stated as: SD, S d G. 

Our approach requires a representation of the system description, in terms of the properties and 

behaviour of the components, together with a definition of the goals that the system must satisfy.  

We use Statecharts to describe the system behaviour, where each transition indicates the 

invocation of an operation and/or the occurrence of a system event that can trigger the 

transition.  Guards are specified for transitions where there are some pre-conditions for invoking 

the operation.  We have chosen Statecharts for two reasons: first, because it is unrealistic to 

consider that users will provide system descriptions in the underlying formal specification 

language whereas Statecharts are a well-known design level behavioural specification notation and 

second, because it is possible to translate from the Statechart specification to the underlying 

formalism automatically.  

configured
init

deployed

linkSet

action(link.getSubnetAddr()) [link.status='configured']

action(getIPAddress())
action(shutdown())

action(setLink(link))

action(link.vpnsvc.deploySvc(ipt,user,site)

 

Figure 5.6: Statechart representing behaviour of IPTelephone class 

We use Event Calculus (EC) [59] as the formal representation used for analysis and refinement.  

The mapping between the system descriptions and policy language to their EC representation has 

been detailed in Chapter 3.  Using the EC representation of the system, and given the relationship 

between the system description, strategy and goal defined above (SD, S d G), we then use 

abduction to programmatically infer the strategies that will achieve a particular goal. Since the goal 

we wish to satisfy can be represented by a state of the system, the abductive reasoning process is 

essentially deriving a path in the statechart that reaches the desired state from some initial state. 

This path is the derived strategy and can be represented using the following syntax: 

  

 StrategyStrategyStrategyStrategy        AchievedGoal 

   OnEvent       OnEvent       OnEvent       OnEvent         Events derived from transitions with system events. 

   DerivedActionsDerivedActionsDerivedActionsDerivedActions  Actions derived from transitions with operations. 

   ConstraintsConstraintsConstraintsConstraints     Constraints derived from guards and goal properties. 
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Figure 5.6 shows the state chart representation of the IP telephony system used in our example 

scenario.  In order to derive the strategies we must perform an abductive query that aims to 

satisfy the goal, holdsGoal(goalProperty(provide_ipt), T).  Since holdsGoal(G, T) is not an 

abducible term in our formalism, the abductive procedure must attempt to satisfy the predicates 

in the body of the rule that defines the holdsGoal(goalProperty(provide_ipt), T) predicate.  As 

in the case when abduction was used to detect conflicts in a policy specification (See Chapter 4, 

Section 4.2.1), this process is repeated recursively until all the goals can be satisfied by existing 

facts or by adding abducibles to the theory.  In the strategy derivation scenario, these abducibles 

will consist of the predicates, happens(sysEvent(X), T), which become the strategy events; 

happens(doAction(Op), T), which become the strategy actions; and missingState(Obj, Attr, 

Val, T), which become the strategy constraints.   

We can use the abductive reasoning method described here to derive the strategies shown in 

Listing 5.1 for achieving the low-level goals derived for the example scenario.  The first of these 

strategies states that when the login event occurs, if the user already has a VPN link that is in the 

‘configured’ status, the goal can be achieved by configuring the IP telephone to use that link 

setLink(link) followed by getting an IP address from the link getSubnetAddr() and finally 

deploying the IP telephone to the user’s site.  This corresponds to the transitions from init, to 

linkSet and then configured and deployed shown in Figure 5.6.   

The second strategy handles the situation where there is no exiting VPN link and therefore has 

the additional actions required to configure and deploy a VPN link before performing the actions 

to provide the IP telephone. 

Listing 5.1: Strategies for IP telephone configuration example 

 StrategyStrategyStrategyStrategy        [ProvideRemoteUserIPT] Option 1 

   OnEvent       OnEvent       OnEvent       OnEvent         loginEvent(user, site) 

   DerivedActionsDerivedActionsDerivedActionsDerivedActions  user.ipt.setLink(link) ->  

                   user.link.getSubnetAddr() -> 

                   /mgdObjs/vpns.deploySvc(ipt, user, site) 

   ConstraintsConstraintsConstraintsConstraints     user.homeLocation != site and  

                      user.link.status = ‘configured’. 

 

    StrategyStrategyStrategyStrategy        [ProvideRemoteUserIPT] Option 2 

   OnEvent       OnEvent       OnEvent       OnEvent         loginEvent(user, siteID) 

   DerivedActionsDerivedActionsDerivedActionsDerivedActions  /mgdObjs/vpns.allocSubNet(user, link) ->  

                   /mgdObjs/vpns.deploySvc(vpn, user, site) ->  

                   user.ipt.setLink(link) ->  

                   user.link.getSubnetAddr() -> 

                   /mgdObjs/vpns.deploySvc(ipt, user, site) 

   ConstraintsConstraintsConstraintsConstraints     site != user.homeLocation. 
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As shown above, the process of deriving a strategy for a given high-level goal results in a 

definition of events, constraints and actions that are required for achieving the system state 

described by that high-level goal.  Of course there might be additional events and constraints, 

such as time based events, which must be added to the final policy for it to be complete.  These 

additions will depend on the domain expertise of the administrator performing the refinement 

process.   

When using this technique of goal elaboration and strategy derivation, it is possible that for 

certain goals no strategy can be derived.  Faced with this situation, the administrator has two 

choices: 

• Goal elaboration: one reason that a strategy cannot be derived is that the 

goal under consideration has not been elaborated sufficiently.  In other 

words, the goal is expressed at a higher-level of abstraction than any of the 

managed objects in the system and therefore cannot be considered to be an 

operational goal.  In this situation, the correct course of action would be to 

elaborate the goal further.  

• Augment system behaviour model:  In some cases it might not be possible 

to elaborate a goal to a lower level of abstraction.  This indicates that there 

is some missing information, such as a missing state or state transition, in 

the behavioural model of the system. 

The exact circumstances, in which a strategy should be encoded as a policy, rather than system 

functionality, will depend on the particular application domain.  So, whilst there is no obvious 

way to automate this decision, we propose the following guidelines to determine the situations in 

which a policy-based implementation would be appropriate: 

• If the goal refinement process results in a disjunction of sub-goals (i.e. the 

high-level goal can be achieved by one of an OR-decomposed set of sub-

goals), the strategies derived for each of the sub-goals could be encoded as 

policies. 

• If the system supports multiple strategies for achieving a given goal, each of 

these strategies could be encoded in a separate policy.  This situation might 

arise when the abductive process yields multiple solutions when applied to a 

single goal in an OR-decomposition; or alternatively when there are 

multiple strategies that will achieve an AND-decomposition of goals.  
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• If a strategy has parameter values that the user is interested in changing at a 

future point in time, implementing such a strategy in a policy will provide 

the necessary flexibility to do this. 

These guidelines should apply to all types of application.  Additionally there may be application-

specific guidelines that further guide the user in their decision to apply policies.  The primary 

advantage of using policies in managing systems is to give administrators the flexibility to change 

the behaviour of the system without having to recode functionality and/or restart the system.  

Therefore, the decision to encode a particular strategy using policies depends on whether the 

administrator foresees regular changes in the requirements associated with that strategy.  If this is 

the case, using policies to provide this functionality allows the administrator to deal with such 

changes with minimum effort.  If on the other hand the requirements are unlikely to change in 

the short to medium term, the functionality can be integrated into the system implementation.  

Alternatively, it might be the case that the performance requirements of the functionality will be 

compromised by implementing it using policies, in which case this is another situation where 

integrating the functionality into the system would be preferred.  

5.4 Subject Entity Identification 
Having derived the events, constraints and actions that will achieve the goal defined in a high-

level policy, there still remains the task of identifying the subject to be specified in the final policy 

rules.  In the case of an authorisation policy, this will be the objects that are allowed or prohibited 

from performing the actions specified in the strategy, whereas in the case of an obligation policy 

the subject will be the entity responsible for executing the strategy. 

In the most general case, the determination of the subject relevant to the high-level policy will 

require domain expertise and therefore be a manual task for the user.  However, it is possible to 

use the formal description of the system and existing policies to gather information that would 

help the user in making this decision.   

In the case of determining the subject for an obligation policy, once the user has chosen a strategy 

to implement, it is essential that the subject is authorised to perform the actions required.  

Therefore, the system can aid the user in the subject identification task by querying the 

management system for existing authorisation policies and highlighting those subject entities 

which are already permitted to perform the actions defined in the strategy.  The final decision 

would still rest with the user, and would require a manual mapping between the high-level policy 

and the documented responsibilities of the subject entity.  However, the use of existing policy 

information in this way can reduce the number of alternatives presented to the user.   
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Listing 5.2: Example refined policy for the IP telephone deployment goal 

    instinstinstinst obligobligobligoblig /policies/provideRemoteUserIPT { 

  onononon loginEvent(user, site); 

  subjectsubjectsubjectsubject s = /mgdObjs/commsMgr; 

  dodododo /mgdObjs/vpns.allocSubNet(user, link) -> 

                 /mgdObjs/vpns.deploySvc(vpn, user, site) -> 

                 user.ipt.setLink(user.link) -> 

                 user.link.getSubnetAddr() -> 

   /mgdObjs/vpns.deploySvc(ipt, user, site); 

  whenwhenwhenwhen site != user.homeLocation; 

 } 

In the case of the example scenario described in the previous sections, if the administrator were 

to choose to implement the second strategy as a policy, he could then perform a review query that 

identified the subjects authorised to perform the actions setLink(link), getSubnetAddr() and 

deploySvc(ipt, user, site).  The results of this query would include the commsMgr object and 

each of the User objects.  He could then select one (or more) of these subjects and create an 

obligation policy (or policies) as shown in Listing 5.2. 

For identifying the subjects of positive authorisation policies, this procedure can be modified 

such that review queries are used to highlight those subjects that are already obliged to perform 

the actions specified in the strategy.  Finally, in the case of negative authorisation or refrain 

policies, the system would perform a review query to highlight those subjects which are not 

obliged to perform the actions specified in the strategy. 

5.5 Reusing Refinement Results 
Combining this subject identification method with the goal elaboration and strategy derivation 

technique, the overall policy refinement process can be defined in the following way.  The user 

provides information about the system behaviour, in the form of statecharts, together with the 

domain hierarchy for the managed objects and the high-level policy they are interested in refining.  

This policy would be of the form “On event, if condition holds then achieve goal”.  Taking the 

goal from this high-level policy, the KAOS approach is applied to elaborate it, making use of the 

domain-independent and domain-specific goal refinement patterns provided by the system.  At 

each stage of elaboration, the system description and the goals are used to attempt to abduce a 

strategy for achieving the goal.  If no strategy can be derived, then either the goals are elaborated 

further, or the system description is augmented with more detail.  Once a strategy is identified it 

provides the actions, and optionally events and constraints, to be specified in the final policy.  

The domain hierarchy and existing policy information is used to identify the exact objects in the 

system that correspond to those entities mentioned in the high-level policy which are used in the 

subject clause of the final policy.  Finally any remaining events and constraints of the high-level 

policy are mapped, by the user, into the final policy (Figure 5.3).  This final step is a manual one 
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since there is no easy way to capture the domain information necessary for translating high-level 

events and constraints into lower-level ones.  This is not as big a disadvantage as it might seem 

since, as we shall show here, these mappings can be done once and encoded into application 

specific refinement patterns that are reusable. 

In the example scenario described above, specific policies were derived by refining individual 

goals. Refining every goal would be onerous for administrators as the process is only partially 

automated. Therefore, it is useful to define refinement patterns that directly relate a goal, to the 

set of policies that could achieve it.  Each pattern can also be parameterized according the 

specifics of the high-level goal. To achieve this, we introduce the following syntax for policy 

refinement patterns:  

    policyPatternpolicyPatternpolicyPatternpolicyPattern patternName([ParameterList]) { 

    descriptiondescriptiondescriptiondescription   A description of the policy pattern. 

    goalHierarchygoalHierarchygoalHierarchygoalHierarchy goal [refinesTorefinesTorefinesTorefinesTo (goalHierarchy)]* 

    policiespoliciespoliciespolicies { 

               // Group of policies that will achieve  

               // the goals for this pattern. 

    } 

  } 

The administrator can use the derived strategies and policies in the above construct to capture the 

pattern for later reuse.  For example, in scenario, where the high-level goal was to configure an IP 

telephone, we derived a policy that achieved the sub-goals that the IP telephone was configured 

and deployed when the user logged into the system from outside the office. The administrator 

can extend this policy to include some generic time constraints and encode for later reuse by 

using the policyPattern construct described above. The pattern for this situation is shown 

below: 

    policyPatternpolicyPatternpolicyPatternpolicyPattern deployRemoteIPT(String START_TIME, String END_TIME) { 

    descriptiondescriptiondescriptiondescription  Deploy IP Telephone when users are logging in from a 

                  remote location during a specified time. 

    goalHierarchygoalHierarchygoalHierarchygoalHierarchy ProvideRemoteUseIPT refinesTorefinesTorefinesTorefinesTo  

                  (ConfigureRemoteUserIPT, ConfigureDeployIPT, ProvideIPT)  

    policiespoliciespoliciespolicies { 

  instinstinstinst obobobobligligliglig /policies/provideRemoteUserIPT { 

   onononon loginEvent(user, site); 

   subjectsubjectsubjectsubject s = /mgdObjs/commsMgr; 

   dodododo /mgdObjs/vpns.allocSubNet(user, link) -> 

                  /mgdObjs/vpns.deploySvc(vpn, user, site) -> 

                  user.ipt.setLink(user.link) -> 

                  user.link.getSubnetAddr() -> 

    /mgdObjs/vpns.deploySvc(ipt, user, site); 

   whenwhenwhenwhen site != user.homeLocation and  

                         Time.between(START_TIME, END_TIME); 

  } 

    } 

  } 
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The network administrator can achieve the same goal for a different time constraint by 

instantiating this pattern with the appropriate values. The policy management tool can aid the 

administrator to select the appropriate refinement pattern by providing a search interface for the 

pattern repository that matches the goals presented (including the constraints), with goals 

specified in the patterns.  Note that the goal definition in the above example only mentions those 

goals which are satisfied by the pattern.  This ensures that this pattern will only be highlighted 

when the administrator searches for patterns relating to ProvideIPT. 

For example, to create policies that ensure that an IP telephone is provided when a user logs in 

between 9am and 5pm from an external location, the administrator would search for patterns 

relating to the ProvideIPT goal for remote locations. Having identified the above pattern, he 

would instantiate it as follows: 

 inst policyPattern peakTimeRemoteIPT = deployRemoteIPT(“9:0:0”, “17:0:0”); 

The policy management system would then instantiate each of the policies in this pattern with the 

parameters specified. Once the policy has been instantiated, the overall policy specification can be 

analysed for inconsistencies as described in Chapter 4. 

5.6 Summary 
Policy refinement is the process of transforming high-level policies into low-level ones that can be 

enforced by the management system.  The approach we have adopted involves identifying the 

goal of the high-level policy and decomposing this into more detailed goals.  The transformation 

process generates a hierarchy of goals and at each level the system can help the user attempt to 

identify the set of management actions, the strategy, which will achieve the goals. When 

performing such a transformation it is critical that the user understand the relationship between 

the high-level policy and the resulting low-level policy rules and have the confidence that they are 

correct.  The use of formal reasoning techniques together with the KAOS goal elaboration 

approach allows us to ensure that each level of the transformation hierarchy is consistent with 

respect to its parent. 

In the general case the policy refinement process cannot be fully automated.  Recognising this, 

the approach we have developed automates those parts of the process which allow it.  In order to 

allow users to reuse the results of the refinement procedure, we also provide users with a policy 

refinement pattern construct.  A policy refinement pattern relates a goal elaboration hierarchy 

with the set of policies that satisfies those goals.  Given a new high-level policy a user can search 

the pattern library, identify a suitable pattern and then instantiate it to generate the required 

policies. 
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Existing policy refinement approaches such as the table-based technique proposed by Verma [95] 

whilst offering full-automation, is restricted to configuration policies for DiffServ QoS 

management.  In contrast, our approach has the advantage that it is not particular to a specific 

application domain.  Whilst this generality results prevents full automation of the refinement 

process, the use of policy refinement patterns allows users to customise the refinement process to 

particular applications and in this way maximise the level of automation. 

In subsequent chapters we will describe the tool that has been developed to support this 

refinement process. We then provide a more detailed example of its application to refine policies 

for QoS management in DiffServ networks. 
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“One only needs two tools in life:  
WD-40 to make things go, and duct tape to make them stop." 

-- G. M. Weilacher   

The techniques for policy analysis and refinement presented in this thesis are based on formal 

methods, which by their very nature can be difficult to use.  The formal specification of the 

system and policies can be particularly verbose and the results generated from the analysis process 

are not easy to interpret.  Therefore it is important that tool support is provided for 

administrators and that the tools developed help the user to easily specify the organisation and 

behaviour of the managed system, together with the goals and policies that apply. 

This chapter describes the requirements of a tool for policy analysis and refinement.  This is 

followed by the design of the tool together with the details of the prototype that has been 

implemented.  Finally, we present details of how the formal representation of policy managed 

systems in Event Calculus has been implemented as a Prolog logic program. 

6.1 Requirements 
The first step in developing a software tool is to have a good understanding of the requirements.  

Of course we were not able to go through a requirements elicitation process with real users of a 

policy-based management system.  Therefore, the requirements used to develop the analysis and 

refinement tool are based on the expertise of the research team at Imperial.  The requirements we 

identified fall into a number of categories, some specific to the analysis and refinement 

procedures, and others that concern the overall system. 

With respect to the overall system, one of the key requirements of the tool is a repository for all 

the information regarding the managed system.  The information should be organised using the 

domain hierarchy concept that is part of the Ponder framework since this directly maps to the 

object organisation representation used by the analysis and refinement technique.  We refer to 

this information repository as the Domain Service.  In addition to maintaining the domain hierarchy 

representation of the managed system, the domain service should provide interfaces for storing 
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and retrieving information.  Finally, depending on the actual environment that the policy-based 

management system is being used, the user might wish to store the information using the Light-

weight Directory Access Protocol (LDAP) service; a conventional relational database system; or 

perhaps the Common Information Model repository as proposed by the IETF. Therefore, the 

design of the domain service should make provision for writing the data to various modes of 

persistent storage. 

Another requirement of the system relates to the manner in which users specify the information 

required by the system.  The user interface should show the user a representation of the domain 

hierarchy that allows the addition of new domains.  Additionally it should be possible to add new 

policies, managed objects and goals to the domain hierarchy.  The analysis procedure requires that 

the high-level notations used to specify policies, managed objects and goals be automatically 

transformed into the Event Calculus formalism.  Additionally, the user interface should shield the 

user from the underlying formalism when presenting results from the analysis. 

Policies should be specified using the Ponder language, and the system should compile them to 

check for syntax errors before translating them into the formal representation.  The user should 

be able to select a particular policy and generate the analysis results that show any conflicts and 

validation errors.  The results of performing such analysis should be stored in the repository so 

that they can be seen by other users of the system. 

When specifying a managed object, the user should be able to define the class of the object and 

specify initial values for any attributes and associations of the object.  Once the user defines the 

class of a given object, the system should automatically retrieve the attributes and associations by 

reading the UML specification of the class.  Additionally, the system should automatically 

generate the Event Calculus code representing the behaviour of the object which will be used by 

the analysis and refinement procedure. 

In order to support the policy refinement process, the tool should allow the user to specify goals 

using the KAOS notation.  Once a goal has been specified the user should be automatically 

presented with potential goal decompositions based on the appropriate goal elaboration patterns.  

At each stage of the elaboration hierarchy, the user should be able to select a given goal 

decomposition and have the system attempt to generate a strategy that will achieve the sub-goals.  

Finally the user should be able to select one of the strategies and use it in a policy specification. 

In addition, the user should be able to encode policies derived from the refinement process into 

application specific policy refinement patterns.  The system should allow the user to search this 

library of patterns by presenting a description of the high-level policy that needs to be met. 

Most of these requirements pertain to the design of the user interface – enabling the user to 

utilise the underlying formal techniques without having to become knowledgeable about logic 
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programming.  The final requirement is that in order to implement the formal techniques for 

policy analysis and refinement described in previous chapters, the tool needs to be integrated with 

a logic programming tool that supports deductive and abductive reasoning.  In the next section 

we outline the design of a tool that will satisfy these requirements.  

6.2 Design 
In developing a solution that meets the above requirements a number of different design options 

were considered.  Given the use of UML state charts as a high-level notation for system 

behaviour specifications, one choice was to adapt an existing UML editor to include the necessary 

functionality for specifying policies, domain hierarchies and goals.  Additionally, we would like to 

use the existing Ponder framework to compile the policy specifications and translate the Ponder 

policies into the formal notation.   

Despite the existence of open source UML editors, such as ArgoUML, which might have been 

used for this purpose, it was discovered that the integration effort for such a tool was too 

onerous.  This was primarily because it would have taken too much effort to integrate the policy 

analysis and refinement system into the existing UML editor architecture. 

An alternative approach would have been to develop a bespoke application that allows a user to 

manipulate the managed system’s domain hierarchy and specify the goals, policies and managed 

object in the system.  Of course such an approach would require at least a basic editor that would 

allow a user to specify the state charts for the managed object types in the system.  Other than the 

extra effort required to develop such a tool, a significant disadvantage of this approach is that it 

would require users to learn a non-standard UML editing environment for specifying their state 

charts. 

A third possible approach is to allow users to specify the managed object types and behaviours 

using an off-the-shelf UML editor.  By using the standard XML Meta-data Interchange (XMI) 

format of UML it is then possible to import these specifications into a custom developed policy 

analysis and refinement tool.  This tool can handle the specification of policies, goals, domain 

hierarchy and the generation of analysis results.  We decided to pursue this last approach because 

it offered the advantages of allowing the use of existing UML editors without the overhead 

involved in integrating the policy analysis and refinement functionality into an existing UML tool. 

Figure 6.1 shows the overall architecture of the tool for policy analysis and refinement (shaded 

components were implemented as part of this thesis).  As can be seen, there are 3 principal 

components – the domain service; the analysis service; and the user-interface client application.  

In the current implementation, communication between the client application, domain service 

and analysis service is performed via Java Remote Method Invocation (RMI). 
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Figure 6.1: Architecture of Policy Analysis and Refinement Tool 

The UML editor component shown in Figure 6.1 can be any off-the-shelf tool that is capable of 

generating XMI representations of the classes and state charts of a UML specification.  In our 

work we have used the open source ArgoUML tool; however it would have been just as easy to 

use any other UML editor.  Ideally, the XMI file containing the managed system description 

should be stored in the management information store.  However, in the current implementation 

of the toolkit we simply save this file to a directory that is accessible by the analysis server 

component. 

6.2.1 Domain Service   

The domain service provides the functionality for storing and retrieving the information that 

describes the entire managed system.  In addition to the domain hierarchy itself, this includes the 

policies, managed objects and goals.  Figure 6.2 shows a detailed class diagram of the objects 

stored in the domain service, together with the programming interface provided to the other 

components for accessing the domain hierarchy.   

The base class for all types of information stored in the domain service is called ManagedEntity 

and this class has entityID, name, domainPath and description attributes which are inherited by 

all the subclasses.  For a given managed entity instance, the entityID attribute is assumed to be a 

unique identifier.  Additionally, results from analysis activities are stored in objects of type 

AnalysisResult and associated with the managed entity to which they apply.  A managed entity 

can be a domain, policy, managed object or goal and the classes for representing each of these are 

defined as follows: 
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Figure 6.2: Class diagram for shared information model of the policy managed system 

• The Domain class represents the management domains used to organise 

the objects, policies and goals of the managed system.  Therefore, a domain 

can have other managed entities as members and provides methods for 

adding, removing and updating the entities associated with it.  The member 

relationship is not modelled as an aggregation since managed objects can be 

members of multiple domains. 

• The Policy class is used to store information about the policies defined in 

the managed system.  It has a policyType attribute which is used to 

distinguish whether the policy is an obligation, refrain, positive or negative 

authorisation policy.  Once a policy has been successfully compiled, it is 

stored as an XML document in the codeXML attribute.  This means that the 

XML attribute only contains syntactically correct policies.  The codePonder 

attribute is used to store the policy code provided by the user.  This is done 

irrespective of whether the policy is successfully compiled or not, thus 

allowing partial policy specifications to be saved for later completion. 

• The ManagedObject class provides a representation of the objects being 

managed in the system (cf. CIM [37]).  A managed object has an associated 

class name, which is used to locate the behavioural model for the object in 

the XMI specification file. Furthermore, each instance of a managed object 

has a list of name value pairs to represent the initial values of the attributes 

and associations of the object (initValue). 
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• The Goal class stores the information required by the goal elaboration and 

policy refinement technique.  In addition to the name and description 

attributes inherited from the base class, a goal has a goalType attribute 

which is used to identify whether the goal is abstract or operational.  The 

formalDef attribute is used to store the temporal logic formula that defines 

the goal.  A goal can have a number of goal decompositions, which are sets 

of sub-goals derived by applying goal elaboration patterns.  Formally, a 

decomposition is defined by the conjunction of sub-goals  

The domain service is implemented as a Java RMI server, providing methods for adding, 

removing, updating and retrieving managed entities from the domain hierarchy.  In order to save 

information to the disk, the domain service uses an implementation of the 

DomainPersistenceProvider interface.  Objects that implement this interface must provide 

support for saving and retrieving managed entity information to/from an underlying store which 

might be a relational database, a LDAP repository, or a flat file stored on disk.  In the current 

implementation of the tool, we provide the DomainFilePersistence class which saves the 

managed entities by simply using the Java serialisation methods to save them into a file on disk. 

 

Figure 6.3: Class diagram for analysis service 

6.2.2 Analysis Service 

The analysis service deals with the requirements of translating the high-level representations of 

the policy-based management system into the underlying formalism and generating the analysis 

and refinement results.  To do this the analysis service is integrated with the SICStus Prolog 

system which provides deductive reasoning capabilities.  Abductive reasoning is provided through 

integration with the A-System abductive proof engine [94] which runs within the SICStus Prolog 

environment.   
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Translation of the high-level representations of the domain hierarchy, managed object 

behaviours, policies and goals is achieved through the use of XML style sheet transformations 

(XSLT).  Figure 6.3 shows the class specifications of the components of the analysis server.   

The AnalysisServer class acts as a Java RMI server providing methods for analysis tasks like 

retrieving policy conflict data and performing review queries. Whenever a change is made to 

information stored in the domain service, the analysis server uses the Analyser class to initiate the 

process of generating the required Prolog code.  The actual translation functions are implemented 

in the AnalysisCodeGenerator class. 

6.2.3 Analysis and Refinement Client 

The final component of the analysis and refinement tool is the client application that implements 

the user interface (Figure 6.4).  The primary view of this application is based on the hyperbolic 

domain browser implemented as part of the Ponder framework [30] to show the user a 

representation of the domain hierarchy.  The hyperbolic viewer allows the user to browse the 

hierarchical information more effectively than a simple tree viewer. However, instead of using the 

custom developed domain hierarchy built for the Ponder toolkit we integrated the 3rd-party 

HyperTree library [49] that provides additional capabilities, like the option of selectively 

collapsing certain sub-domain hierarchies, thus making it even easier for the user to visualise the 

domain structure. 

 

Figure 6.4: Analysis and Refinement Tool GUI 

In order to view the detailed information regarding any particular entity in the domain hierarchy, 

a context sensitive properties pane was used.  Whenever the user selects an element of the 

domain hierarchy, the tabbed panel in the bottom half of the screen shows the details relating to 

that particular element.  Since the domain hierarchy contains policies, managed objects, goals, 

goal decompositions and domains, 5 separate detail panels were implemented.  As shown in 

Figure 6.4, in order to add new elements to the domain hierarchy, the user simply right-clicks a 

domain element which displays a pop-up menu with items for each type of element. 
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Figure 6.5: Domain properties panel 

The simplest of the property panels was the Domain Properties panel (Figure 6.5) which simply 

shows the full domain path of the parent, the domain name itself, and a list of immediate children 

for the domain.  The two buttons provide functionality for changing the domain name and 

deleting the domain.  Deleting a domain will cause the domain service to remove all child 

elements of the selected domain. 

The Managed Object Properties panel (Figure 6.6) allows the user to specify the object name and 

type.  Once a type has been defined, the Get Attributes button can be used to determine the set 

of attributes and associations for the managed object.  The user can then go on to specify the 

initial values for each of these attributes.  The Get Analysis button is used to perform built-in 

review queries and display the policies relating to this object in the list to the right. 

 

Figure 6.6: Managed object properties panel 

The user can add a top-level goal to any domain in the hierarchy and use the Goal Properties 

panel (Figure 6.7) to change its details.  In addition to the goal name, the user can use the 

Description field to provide a natural language definition of the goal and the Formal Definition 

field to define the temporal logic formula for the goal.  These two fields correspond to the 

Informal and Formal definition modes supported by the KAOS goal elaboration framework.  

Once the user has provided a formal definition of the goal, he can use the Get Decompositions 

button to retrieve the set of goal decomposition patterns that are applicable.  These 

decompositions are shown in the Available Decompositions list box.  When the user selects one 

of these entries, the details of the sub-goals are shown in the text area on the right hand side.  By 

selecting one of the goal decompositions and clicking the Apply Decomposition button, the user 

instantiates the goals defined in the decomposition.  Each decomposition instance represents a 

conjunction of sub-goals. 
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Figure 6.7: Goal properties panel 

Whilst the user cannot modify any of the properties of a decomposition instance, selecting one 

will display the Decomposition Properties panel (Figure 6.8).  The text area on the left hand side 

of the panel shows the temporal logic formulae describing how the properties of the sub-goals 

relate to each other.  The Decomposition Properties panel allows the user to derive the strategies 

of achieving the goals that make up the decomposition by clicking the Get Strategies button.  

Alternatively he can delete the decomposition instance.  If the analysis service is able to derive any 

strategies, these are listed in the box located in the centre of the panel, and the detail of the 

strategy is shown in the right hand text area when the user selects one from the list. 

 

Figure 6.8: Goal decomposition properties panel 

The user defines policies using the Ponder language.  Therefore, the Policy Properties panel 

(Figure 6.9) contains a text area into which the user can enter the Ponder specification of the 

policy.  Clicking the Compile button invokes the Ponder compiler which performs the necessary 

syntax and semantic checks on the policy specification before generating an XML version of the 

policy to be stored in the domain service.  The Get Analysis button is used to perform conflict 

detection and validation queries, with the results presented in the Analysis Results list in the 

centre of the panel.  The administrator can select each list item to view the details of the analysis 

results in the text area on the right hand side. 

The final panel in the tabbed set shows the console output for the application (Figure 6.10).  For 

example, any errors generated during the policy compilation process will be shown here.  

Additionally, this panel provides the functionality required for the administrator to perform ad 

hoc queries on the managed system specification.   
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Figure 6.9: Policy properties panel 

 

Figure 6.10: Console output panel 

• Base predicates:Base predicates:Base predicates:Base predicates: 

  initiates(A,B,T)  event A initiates fluent B for all time > T. 

  terminates(A,B,T)  event A terminates fluent B for all time > T. 

  happens(A,T)   event A happens at time point T 

  holdsAt(B,T)   fluent B holds at time point T.  This predicate is useful for  

   defining static rules (state constraints). 

  initiallyTrue(B) fluent B is initially true. 

  initiallyFalse(B) fluent B is initially false. 
 

4444 Auxillary predicates:Auxillary predicates:Auxillary predicates:Auxillary predicates:    

  clipped(T1,B,T2)  fluent B is terminated between timepoint T1 and T2. 

  declipped(T1,B,T2)  fluent B is initiated between timepoint T1 and T2. 
 

5555 Domain independent axioms:Domain independent axioms:Domain independent axioms:Domain independent axioms:    

  clipped(T1, B, T2) � terminates(A,B,T) ∧ happens(A,T) ∧ T1 [ T < T2 

  declipped(T1, B, T2) � initiates(A,B,T) ∧ happens(A,T) ∧ T1 [ T < T2 
 

  holdsAt(B, T1)  � initiallyTrue(B) ∧ ¬ clipped(0, B, T1). 

  holdsAt(B, T1)  � initiates(A, B, T) ∧ happens(A, T)  ∧  

       ¬ clipped(T, B, T1) ∧ T < T1. 

 

  ¬ holdsAt(B, T1)  � initiallyFalse(B)  ∧ ¬ declipped(0, B, T1). 

  ¬ holdsAt(B, T1) � terminates(A, B, T) ∧ happens(A, T) ∧  

      ¬ declipped(T, B, T1) ∧ T<T1. 

Figure 6.11: Event Calculus predicates and axioms 
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6.3 Logic Programming Implementation 
In order to perform the analysis and refinement tasks described in previous chapters, it is 

necessary to implement the formal representation of policy managed systems as a logic program.  

In this section we describe how the Event Calculus formalism that was presented in Chapter 3 

was encoded into a logic program and explain the issues that had to be addressed during this 

process. 

In general terms, a normal logic program is defined by a set of rules syntactically expressed as  

A :- L1, ..., Ln, where A is a positive literal and classical negation is implemented using 

negation as failure (NAF).  Any variables that occur in the clause are implicitly universally 

quantified with maximum scope.  In describing the components of these rules, A is referred to as 

the head and L1, ..., Ln is called the body.  

As described previously, the formal representation of the policy managed system comprises two 

parts – the domain independent Event Calculus axioms, and the rules describing the policies, 

goals and managed object behaviours.  For ease of reference, we restate the Event Calculus 

predicates and axioms in Figure 6.11. 

As shown above, the domain independent axioms of the Event Calculus correspond to the logic 

program rules described above.  Therefore we can encode them in a logic program by simply 

changing any instances of classical negation to NAF (using the not(…) function) and using ‘:-’ 

in place of ‘�’.  This is shown below: 

  clipped(T1, B, T2)   :- terminates(A,B,T), happens(A,T), T1[T<T2 

  declipped(T1, B, T2) :- initiates(A,B,T), happens(A,T), T1[T<T2 

 

  holdsAt(B, T1)       :- initiallyTrue(B),  not(clipped(0, B, T1)). 

  holdsAt(B, T1)       :- initiates(A, B, T), happens(A, T),  

                           not(clipped(T, B, T1)), T<T1. 

 

  not(holdsAt(B, T1))  :- initiallyFalse(B), not(declipped(0, B, T1)). 

  not(holdsAt(B, T1))  :- terminates(A, B, T), happens(A, T),  

          not(declipped(T, B, T1)), T<T1. 

In order to complete the logic program representation of the Event Calculus formalism, we must 

address two further problems.   

The first one is the so called Frame Problem which applies to formalisms that model effects of 

actions/events on the state of a system.  The other issue that requires further investigation is the 

computational complexity of the logic program implementation of the formalism.  Each of these 

problems is discussed in the following sections. 
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6.3.1 Frame Problem 

Miller and Shanahan define the frame problem in the context of Event Calculus as the problem of 

expressing in a succinct and elaboration tolerant way that in most cases a given event will not 

initiate or terminate a given fluent [69].  This section describes in further detail, using examples 

from the formal representation of policy managed systems presented in Chapter 3. 

Listing 6.1: Logic representation of initiates/terminates rules for VPNLink class 

1111 initiatesinitiatesinitiatesinitiates(Event, Fluent, T) h   

   [[Event  = doAction(op(VPNSVC, allocSubnet, [user, link])) . 

     Fluent = pot_state(Obj, status, 'configured') . 

     holdsAt(pos(pot_state(Obj, status, 'init')), T) . 

     holdsAt(pos(pot_state(VPNSVC, status, 'loggedIn(user)')), T) . 

     holdsAt(pos(pot_state(Obj, vpnsvc, VPNSVC)), T) . 

     mgdObj(Obj, classVPNLink)] 

 -  [Event  = doAction(op(VPNSVC, releaseSubnet, [link])) . 

     Fluent = pot_state(Obj, status, 'init') . 

     holdsAt(pos(pot_state(Obj, status, 'configured')), T) . 

     holdsAt(pos(pot_state(Obj, vpnsvc, VPNSVC)), T) . 

     mgdObj(Obj, classVPNLink)]] 

 

2222 teminatesteminatesteminatesteminates(Event, Fluent, T) h  

    [Event  = doAction(op(VPNSVC, allocSubnet, [user, link])) . 

     Fluent = pot_state(Obj, status, 'init'), T) . 

     holdsAt(pos(pot_state(Obj, status, 'init')), T) . 

     holdsAt(pos(pot_state(VPNSVC, status, 'loggedIn(user)')), T) . 

     holdsAt(pos(pot_state(Obj, vpnsvc, VPNSVC)), T) . 

     mgdObj(Obj, classVPNLink)] 

 -  [Event  = doAction(op(VPNSVC, releaseSubnet, [link])) . 

     Fluent = pot_state(Obj, status, 'configured'), T) . 

     holdsAt(pos(pot_state(Obj, status, 'configured')), T) . 

     holdsAt(pos(pot_state(Obj, vpnsvc, VPNSVC)), T) . 

     mgdObj(Obj, classVPNLink)]] 

In the formal representation of policy managed systems, we use the initiates(Event, Fluent, Time) 

and terminates(Event, Fluent, Time) predicates to specify the effect of events on the state of the 

system once the event occurs.  The rules that define these two predicates are called the domain 

dependent axioms of the formal representation.  For example, the domain dependent axioms for 

the VPNLink class behaviour specification presented in Chapter 3 are shown in Listing 6.1.  These 

rules state that the action allocSubnet initiates the fluent status=‘configured’ if the VPNLink 

status is currently ‘init’ and the associated VPNServer has status=‘loggedIn(user)’.  The action 

releaseSubnet initiates the fluent status=‘init’ if the current status is ‘configured’ (Line 1).  

The termination rule states that the fluent status=‘init’ no longer holds when the allocSubnet 

action is performed and the status=‘configured’ fluent ceases to hold when the releaseSubnet 

action is performed (Line 2).  
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Given the above definition of the VPNLink class behaviour, consider the situation where it 

became necessary to add some information regarding an operation that deploys the VPN service 

for a particular user, userID, at a given site and has the post-condition that the deployedUser 

attribute of the VPN service object, Obj, is set to userID.  Formally this would be defined as 

initiates(doAction(op(VPNSVC, deploySvc, [vpn, user, site])), pot_state(Obj, 

deployedUser, user, T)).  However, this cannot be simply added as a new rule since the existing 

rule allows ¬initiates(doAction(op(VPNSVC, deploySvc, parms(vpn, user, site))), 

pot_state(Obj, deployedUser, user, T) to be inferred, which results in an inconsistency.  The 

frame problem refers to this inability to easily add information about new actions/events to the 

formal specification of the managed system without causing logical inconsistencies in the 

specification. 

Miller and Shanahan show that in the case of the Event Calculus, the frame problem can be 

solved by defining individual domain dependent axioms for each situation where the 

initiates(A, B, T), terminates(A, B, T) and happens(A, T) predicates are used, and then 

applying circumscription with respect to these predicates [69].   Circumscription is the process of 

transforming a first-order logic theory with respect to some given predicates, P, such that the 

occurrence of rules defining P in the resulting theory is minimal [67].  In the context of the Event 

Calculus, circumscription transforms the individual domain dependent axioms (e.g. see Listing 

3.4) into rules of the form shown above (Listing 6.1), where the body of each rule contains a 

complete definition of the events, fluents and conditions relating to the initiates and terminates 

predicates. 

We do not apply circumscription to the holdsAt, initiallyTrue and initiallyFalse predicates 

since this allows the representation of partial domain knowledge (e.g. the initial state of the 

system).  Formulae derived by the Event Calculus are in effect classically derived from the 

circumscription of the EC representation.  The semantics of the Prolog implementation assumes 

the Close Word Assumption (CWA) and models are essentially Herbrand models where 

predicates are appropriately completed. The use of pos(…) and neg(…) functions on the fluents 

allows us to keep open the interpretation of fluents being true/false, in the same way as 

circumscription does in the classical representation. In this way we can guarantee that the 

implementation of our EC is sound and complete with respect to the classical EC formalisation.  

The revised version of the domain independent axioms is shown in Listing 6.2.   

A more detailed description of the correspondence between the classical EC with circumscription 

and the logic program implementation is provided in [69].   
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Listing 6.2: Logic program implementation Event Calculus domain-independent axioms 

 R6.R6.R6.R6.2.12.12.12.1  clipped(T1, B, T2)   :- terminates(A,B,T), happens(A,T), T1[T<T2 

 R6.2.2R6.2.2R6.2.2R6.2.2  declipped(T1, B, T2) :- initiates(A,B,T), happens(A,T), T1[T<T2 

 

 R6.2.3R6.2.3R6.2.3R6.2.3  holdsAt(pospospospos(B), T1)  :- initiallyTrue(B),  not(clipped(0, B, T1)). 

 R6.2.4R6.2.4R6.2.4R6.2.4  holdsAt(pospospospos(B), T1)  :- initiates(A, B, T), happens(A, T),  

                                  not(clipped(T, B, T1)), T<T1. 

 

 R6.2.R6.2.R6.2.R6.2.5555  holdsAt(negnegnegneg(B), T1)  :- initiallyFalse(B), not(declipped(0, B, T1)). 

 R6.2.R6.2.R6.2.R6.2.6666  holdsAt(negnegnegneg(B), T1)  :- terminates(A, B, T), happens(A, T),  

                    not(declipped(T, B, T1)), T<T1. 

6.3.2 Computational Complexity 

The policy refinement and analysis technique developed for this thesis uses a combination of 

deductive and abductive reasoning over the Event Calculus based formalism used to represent the 

policy managed system.  Therefore, in order for these techniques to be useful in practical 

applications it is necessary to ensure that the logic program implementation of the formalism has 

an acceptable computational complexity.   

In this section we present some theoretical complexity results for abductive and deductive 

reasoning and show that it is necessary to a number of restrictions to the formalism to make the 

reasoning tasks tractable. 

Deductive Reasoning 

A number of the queries used in the policy analysis framework perform meta-level queries to 

determine the policies, managed objects and operations that are defined in a policy managed 

system.  These include review queries, such as those used to determine the permissions assigned 

to a particular subject, or to determine the obligations that will be triggered by a particular event.  

There queries are examples were deductive reasoning is used to generate results.  However, since 

this reasoning is being performed over the meta-information of the formal representation, their 

complexity is proportional to the number of policies, managed objects and management 

operations defined in the system (i.e. proportional to the number of rules in the formal 

representation of the system). 

Another type of analysis query is to determine the policies that hold given some preconditions 

and a sequence of events.  In this case we are performing deductive reasoning over the Event 

Calculus based formalism, taking into account rules containing applicability constraints for the 

policies, and therefore this type of query is computationally more intensive.   

One reason for this computational overhead is because the rules in the formal representation 

contain negated literals and this means we must use negation as failure in the evaluation process.  

The implementation of the Event Calculus formalism shown above can be classified as a non-
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recursive logic program (i.e. one where no predicate syntactically depends on itself), a class of 

program shown to be NEXPTIME-complete [32].   

holdsAt(pos(pot_state(_,_,_)),T2) initiates(doAction(_), pot_state(_,_,_),T1)

clipped(T1, pot_state(_,_,_), T2)

{-}

holdsAt(neg(pot_state(_,_,_)),T2) terminates(doAction(_), pot_state(_,_,_),T1)

declipped(T1, pot_state(_,_,_), T2)

happens(doAction(_), T1)

{-}

 

Figure 6.12: Relationship between predicates representing managed object behaviour 

However, if we ensure that the formal representation conforms to a more restricted version of 

normal logic program, known as a stratified normal logic program, it can be shown that the 

deductive reasoning task is P-complete [32].  A stratified normal logic program is a program 

whose rules can be ordered such that for any rule that has a negated literal in its body, there is 

rule before it with that literal in the head.  Figure 6.12 and Figure 6.13 show the relationship 

between the various predicates the formal representation of managed object behaviour and 

policies as directed graphs.  Each node denotes a predicate and the arcs indicate that the predicate 

at the tail of the arc is part of the body of the horn clause that defines the predicate at the head of 

the clause.  An arc is labeled with {-} if the predicate at the tail is negated in the body of the rule.  

A program is considered to be stratified if this directed graph representation contains no cycles 

labeled with {-}.   

Figure 6.13 has no cycles labeled with {-}, indicating that our logic program representation of 

policies is stratified.  However, the existence of the arcs indicated by the dotted lines in Figure 

6.12 does create some cycles in system behaviour representation.  These arcs only occur if we 

write rules of the form initiates(doAction(op), pot_state(obj, attr, val), T) � 

holdsAt(pos(pot_state(obj, attr, val)), T), i.e. an operation that has the same pre- and post-

conditions (or negated versions of these pre-/post-conditions).   

holdsAt(pos(state(_,_,_)),T)
holdsAt(pos(allow(_,_,_)),T)

holdsAt(pos(deny(_,_,_)),T)

holdsAt(pos(refrain(_,_,_)),T)

initiates(E, oblig(_,Op),T)requestAction(_,_,Op,T)

happens(E,T)

initiates(doAction(Op), pot_state(_,_,_),T)

initiates(done(_,_,_), state(_,_,_),T)

happens(done(_,_,_),T)

clipped(T1, state(_,_,_), T2)

{-}

terminates(done(_,_,_), state(_,_,_),T1)  

Figure 6.13: Relationship between predicates representing policies 
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If we omit such rules from the formal representation we can eliminate the cycles in the program, 

thus ensuring that it is stratified.  This means that the deductive reasoning task for our logic 

programs is P-complete. 

Abductive Reasoning 

Existing work shows that in the general case, the abductive reasoning task is an intractable, NP-

hard problem [55].  Even if we restrict the underlying theory to stratified first-order logic, and 

relax the requirement for minimal solutions, this complexity result holds.  However, work by 

Eshghi [41] has shown that for a certain class of theories, called unit-refutable theories, the abductive 

procedure is not only tractable, but it is computable in polynomial time.  Since this result only 

applies to propositional theories we must first define the conditions under which our formalism 

can be considered to be propositional.  In general, any first order logic theory can be considered 

to be propositional if all variables are of a specified type, and each type is defined by finite 

domains of values.  As described in Section 3.2, the form of Event Calculus we are using is sorted 

first order logic, consisting of time points, fluents and events.  In order to implement this 

formalism as a logic program it is necessary to limit the time points sort to a finite set of non-

negative integers.  Additionally all the variables used for events, actions and fluents in the 

formalism are finite domain variables.  Therefore, according to the condition described above, the 

formal representation of a policy managed system described formal language presented in this 

thesis can be considered to be a propositional theory. 

 

Figure 6.14: Connection graph for clauses representing managed object behaviour 
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Eshghi presents a test for determining if a propositional theory is unit refutable based on the 

absence of cycles in a graph, called a connection graph, defined over the clauses of a propositional 

theory [41].  The graph is constructed by placing each clause of the theory at a node and creating 

an edge between nodes where the clause at one node contains a negated version of a literal 

contained in the clause at the other node.  For example, in the graph created for the theory 

containing clauses {a - ¬b, a - c, c - b} an edge would be created between a - ¬b and c - b.   

Figure 6.14 shows the connection graph for the clauses used to represent managed object 

behaviour in our formal language (the R6.2.X annotations relate each clause to the corresponding 

EC axioms shown in Listing 6.2).   

As shown by the dotted lines, the graph only contains cycles if we allow rules of the form 

initiates(doAction(op), pot_state(o, a, v), t1) � holdsAt(pos(pot_state(o, a, v)), 

t1) or terminates(doAction(op), pot_state(o, a, v), t1) � holdsAt(neg(pot_state(o, a, 

v)), t1) – see highlighted clauses in Figure 6.14.  This restriction on our formal language is 

identical to the requirement for stratification presented in the previous section and can be 

satisfied if we omit any self-transitions defined in the state chart specification of a managed object 

from its formal representation. 

initiates(done(policy1, subj, op), state(o,a,v), t1)  ¬ requestAction(policy1, subj, op, t1) 

¬ initiates(doAction(op), pot_state(o,a,v), t1) ¬ holdsAt(pos(allow(policy2, subj, op)), t1)

requestAction(policy1, subj, op, t1) ¬ initiates(sysevent, oblig(policy1, subj, op), t1) 

¬ happens(sysevent, t1)

terminates(done(policy1, subj, op), state(o,a,v), t1)  ¬ requestAction(policy1, subj, op, t1) 

¬ terminates(doAction(op), pot_state(o,a,v), t1) ¬ holdsAt(pos(allow(policy2, subj, op)), t1)

initiates(sysevent, oblig(policy1, subj, op), t1) ¬ holdsAt(pos(state(o,a,v)), t1)

holdsAt(pos(allow(policy2, subj, op)), t1) ¬ holdsAt(pos(state(o,a,v)), t1)

holdsAt(pos(deny(policy3, subj, op)), t1) ¬ holdsAt(pos(state(o,a,v)), t1)

holdsAt(pos(refrain(policy4, subj, op)), t1) ¬ holdsAt(pos(state(o,a,v)), t1)

holdsAt(pos(state(o,a,v)), t1) ¬ happens(done(policy1, subj, op), t1)  

¬ initiates(done(policy1, subj, op), state(o,a,v), t1) clipped(t, state(o,a,v), t1)  ¬(t<t1)  

 

Figure 6.15: Connection graph for clauses representing policies 

The connection graph for the clauses used to represent policies in a managed system is shown in 

Figure 6.15.  Here, the dotted lines show that this contains cycles when there is an obligation and 

authorisation policy with constraints that are identical to the post-condition of the operation 
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specified in the policies.  Therefore, to ensure that the formal representation of policies is unit 

refutable we must avoid specifying such combinations of obligation and authorisation policies. 

This restriction is similar to the elimination of self-transitions in the behavioural specification 

since the constraints of the obligation and authorisation policies become implicit pre-conditions 

of the management operation.   

Therefore, by omitting self-transitions from the formal representation of the managed system we 

satisfy the conditions for a unit refutable theory.  This means that the abductive proof procedure 

for the formal representation presented in this thesis is computable in polynomial time. 

 

Figure 6.16: Example of a state chart containing cycles 

The other issue that must be addressed relates to the use of abductive proof procedure to derive 

strategies as part of the policy refinement procedure.  The problem occurs when there are cycles 

in the state charts that define the behaviour of a managed object and is illustrated by the 

following example.  Consider the simple state chart shown in Figure 6.16 where transitions 

between the states s0 and s1 are caused by the actions a0 and a1.  The Event Calculus 

representation of this state machine is as follows: 

1111 initiallyTrue(s0). 

2222 initiates(a0, s1, T)  :- holdsAt(s0, T). 

3333 terminates(a0, s0, T) :- holdsAt(s0, T). 

4444 initiates(a1, s0, T)  :- holdsAt(s1, T). 

5555 terminates(a1, s1, T) :- holdsAt(s1, T). 

If we define T to be an integer belonging to the finite domain of integers {0, 1, 2, 3, 4, 5} 

and perform an abductive query to derive a strategy that satisfies the goal, holdsAt(s1, T) we get 

the following three solutions: 

1111 Goal:     holdsAt(s1, 1) 

Solution: happens(a0, 0). 

 

2222 Goal:     holdsAt(s1, 3) 

Solution: happens(a0, 0), happens(a1, 1), happens(a0, 2). 

 

3333 Goal:     holdsAt(s1, 5) 

Solution: happens(a0, 0),  

          happens(a1, 1), happens(a0, 2),  

          happens(a1, 3), happens(a0, 4). 
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Whilst all of these solutions are correct, in the context of policy refinement only the first can be 

considered to be a valid strategy.  This is because we would never want to encode the latter two, 

which contain multiple executions of the same action, in a policy.  To solve this problem, we 

eliminate any strategy solutions that contain multiple invocations of the same operation by 

specifying the following integrity constraint: 

 ic � happens(doAction(Op), T1), happens(doAction(Op), T2), T2 > T1. 

6.4 Summary 
In this chapter we have described the required features of a tool that supports the policy analysis 

and refinement techniques presented previously.  After considering a number of possible designs 

for a tool that meets these requirements, it was decided to take an approach where a 3rd-party 

UML editor is used to generate XMI specifications of the managed system, together with the 

Ponder system for compiling policies. These components are organised into a domain service, 

analysis service and graphical user interface that provides the functionality required for analysing 

and refining policies. 

We go on to show how the formal language for policies and managed systems we presented in 

Chapter 3 can be encoded as a logic program.  In order to deal with issues like the frame problem 

and computational complexity, a number of modifications and restrictions are made.  These 

include the introduction of pos(…) and neg(…) functions, omitting self-transitions in the managed 

object behaviours to ensure a stratified program and eliminating loops in abductive solutions by 

defining that a given solution can only contain one occurrence of each operation invocation. 



Chapter 6  Tool Support 

139 

In this manner, we have developed a tool that provides the administrator with a user-friendly 

interface to the underlying formalisms used for policy analysis and refinement.  Additionally we 

have ensured that the logic program implementation of our formalism is decidable and 

computationally feasible.  However, the abductive results generated by the tool are not guaranteed 

to be minimal. 

In the next chapter we show how the approach to policy analysis and refinement can be used in 

an application where policies are used for network quality of service management. 
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Chapter Chapter Chapter Chapter 7777    

Case StudyCase StudyCase StudyCase Study: Network QoS Management: Network QoS Management: Network QoS Management: Network QoS Management    

“Few things are harder to put up with  
than the annoyance of a good example." 

-- Mark Twain   

In the previous chapters we have presented an approach to that uses formal reasoning techniques 

to provide automation and tool support for policy analysis and refinement.  A feature of this 

approach is that it does not make any assumptions regarding the application domain in which 

policy-based management is being used and thus far we have presented examples based on a 

hypothetical configuration management scenario involving an enterprise communications service.  

Whilst this has provided an illustration of the efficacy of using formal reasoning methods for 

policy analysis and refinement, in order to validate our approach, it is necessary to apply the 

technique to a more complex application.  Therefore, in this chapter we present a case study 

where we apply our approach to policy analysis and refinement to the domain of network Quality 

of Service (QoS) management.  This work is the result of collaborative research with the 

University of Surrey, conducted as part of the EPSRC “Policy Analaysis for QoS MANanagement 

(PAQMAN)” project [62] and has been previously presented in [7] and [21]. 

Quality of service management in communication networks requires that administrators be able 

to manage the network devices and infrastructure in such a way that predictable performance is 

achieved.  One of the mechanisms proposed for achieving this is the Differentiated Services 

(DiffServ) architecture [17] which aggregates network traffic into defined classes of service, and 

configures the routers in the network to treat each of these classes in the appropriate manner.  

This creates a network where, at each hop, a packet might be handled differently based on the 

DiffServ class it has been assigned to.   Policy-based management provides the ability to 

dynamically configure a system, by separating the rules that govern a system’s behaviour from the 

functionality supported by it. Policies can be specified, and applied to large numbers of devices 

uniformly. In the case of the DiffServ architecture, policies could be used to dynamically 

reconfigure the routers in the network, such that the desired QoS goals are achieved; and also to 

perform admission control, deciding on which traffic flows to accept into a network. 

The set of Service Level Agreements (SLAs) which have to be satisfied by the QoS management 

system, as well as the derived QoS policies required to satisfy the SLAs, will change quite 
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frequently. The process of deriving policies from the SLA specifications is recognized as one of 

the most difficult research challenges and not being fully automatable. However, tool support to 

assist human administrators in the refinement of policies from SLAs and enterprise goals would 

significantly reduce and improve network administration tasks especially when combined with 

analysis tools to ensure that only consistent specifications are derived.  Additionally, it is 

important to be able to analyse policies to ensure consistency and to ensure that key properties 

are preserved in the configuration of the managed device e.g. traffic marked in the same way is 

not allocated to different queues. 

By limiting the scope to this single application domain, we show how it is possible to specify 

application specific refinement patterns and maximise the level of automation in the refinement 

process.  In order to identify the goals, strategies and policies involved in DiffServ QoS 

management we use the framework developed in the context of the EU IST TEQUILA project 

[43]. TEQUILA uses the DiffServ mechanism, together with Multi-Path Labelled Switching 

(MPLS) [78] to provide a network that can dynamically adapt to meet the demands of varying 

network traffic.  This adaptation is performed using a combination of online and offline 

techniques – from network dimensioning calculations that determine the upper/lower bounds of 

various network parameters based on the Service Level Agreements (SLAs) and traffic forecasts; 

to dynamic resource management and route management modules that make real-time changes to 

the router configuration to meet sudden variations in traffic. 

The literature relating to the TEQUILA framework uses the term Service Level Specification 

(SLS) which our purposes could be used interchangeably with the term SLA.  However, strictly 

speaking a SLS is the technical representation of the QoS parameters (e.g. delay, loss, jitter) for a 

given SLA.  In order to maintain consistency with the TEQUILA literature we use the term 

Service Level Specification (SLS) in the remainder of this chapter. 

7.1 TEQUILA DiffServ QoS Management Framework 
The TEQUILA DiffServ QoS management framework operates in two modes – an offline mode 

that determines the configuration of the network to meet the long-term traffic demands; and a 

run-time mode that adapts the configuration to meet short-term variations in traffic.  It can be 

decomposed into three major sub-systems: SLS management, Traffic Engineering and 

Monitoring. SLS management is responsible for agreeing the customers’ QoS requirements in 

terms of SLSs, while Traffic Engineering is responsible for fulfilling the contracted SLSs by 

deriving the parameters for configuring the network devices. The Monitoring subsystem provides 

the above systems with the appropriate network measurements and assures that the contracted 

SLSs are indeed delivered at their specified QoS.  Figure 7.1 shows a logical representation of this 

architecture together with an illustration of how it might be deployed on a physical network. 
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SLS Management is decomposed into 3 functional blocks. The SLS Subscription (SLS-S) includes 

processes of customer registration and long-term policy-based SLS admission control. The 

customer might either be a peer Autonomous System (AS), a business user or a residential user. 

The subscription (or registration) concerns the Service Level Agreement (SLA), which includes 

prices, terms and conditions and the technical parameters defined using the SLS. The SLS-S 

module contains an SLS repository with the current (long-term) subscriptions and a SLS history 

repository. This information serves as basic input for the Traffic Forecast.  The main function of 

Traffic Forecast (TF) is to generate a traffic estimation matrix to be used by the Network 

Dimensioning component. The traffic forecast is the “glue” between the SLS Management 

Customer-oriented Framework and the Resource-oriented Framework of this functional 

architecture. SLS Invocation (SLS-I) includes the process of dynamically dealing with a flow and 

is a part of the control plane functionality. It performs dynamic admission control in response to 

user requests and can be flow-based.  SLS-I receives input from the SLS-S, e.g. for authentication 

purposes, and has a view on the current spare resources. Admission control is mostly 

measurement-based and takes place at the network edges. 
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Figure 7.1: TEQUILA framework architecutre 

Traffic Engineering is decomposed into 3 functional blocks. Network Dimensioning (ND) 

performs the long-to-medium term configuration of the network and is responsible for mapping 

the traffic onto the physical network resources in order to accommodate the forecasted traffic 

demands. By configuration we mean: a) the definition of Label Switched Paths (LSPs), and b) the 

anticipated loading for each Per Hop Behaviour (PHB) on all interfaces.  A LSP is the specific 
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path through a network that a datagram follows, based on a label that is added when the packet 

enters the network.  The PHB defines the priority applied to a packet when traversing each hop 

(such as a router) in a DiffServ network.  The DiffServ specification defines three PHBs: 

Expedited Forwarding (EF), Best Effort (BE) and four classes of Assured Forwarding (AF1x, 

AF2x, AF3x, AF4x) 

The output of ND is fed to Dynamic Route Management (DRtM) and Dynamic Resource 

Management (DRsM), and also to SLS-S in order to provide the traffic limits on which to base 

admission control decisions for future SLS subscriptions. The DRtM is distributed, operating at 

each edge router and is responsible for managing the routing processes in the network according 

to the guidelines produced by ND on routing traffic according to QoS requirements. This 

includes setting up routing parameters so that incoming traffic is routed to LSPs proportionally to 

the bandwidth determined by Network Dimensioning and modifying the routing of traffic 

according to feedback received from monitoring. The DRsM is also distributed, with an instance 

attached to each router interface and aims to ensure that link capacity is appropriately distributed 

between the PHBs sharing the link. This is achieved by configuring buffer and scheduling 

parameters according to ND directives, constraints and rules and taking into account the actual 

experienced load as compared to required (predicted) resources. 

As scalability and convergence are of primary concern, interactions and information exchanged 

between the offline components of the SLS management and Traffic Engineering sub-systems are 

not fine-grained but rely on aggregate information in order to avoid oscillations and high 

overhead. As such, the SLS Management and Traffic Engineering functions exchange 

information (traffic and resource availability matrices), which refers to aggregated traffic and not 

individual customer contracts or flows, at a frequency defined by a Resource Provisioning Cycle 

(RPC) – a period of time during which anticipated QoS traffic demand is believed to be valid, 

typically in the order of hours or days. Should anticipated QoS traffic demand be exceeded, a new 

RPC is initiated. New RPCs may also be initiated when the service layer or the Traffic 

Engineering functions realize, each from its own perspective, that they can no longer gracefully 

provide the QoS being requested. This happens when Traffic Engineering functions realize that 

the network can no longer deliver the QoS targets of the supported QoS-classes, and service layer 

functions or when they can no longer satisfactorily sustain the actual offered load at the 

contracted QoS levels. Note that RPCs may also be initiated by network administration (e.g. when 

new points of presence or new physical resources are installed). 

The interactions between the SLS Management and the Traffic Engineering functions occur only 

at RPC epochs, not at the granularity of every single (or a few) service requests. That is a traffic 

matrix is produced, the network is appropriately engineered and the Resource Availability Matrix 

(RA-Matrix) is produced, only at the start of a RPC. RPCs are relatively long time periods, 
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ranging from hours to days and use traffic forecasts that are usually drawn with long-term 

perspectives.  A more detailed discussion of the above framework, as well as validation results can 

be found in [91].  The rest of this section described the behaviour of the ND, SLS-S and DRsM 

components in more detail in order to explain the scenarios used for policy refinement and 

analysis presented later in the chapter. 

7.1.1 Network Dimensioning 

Network Dimensioning performs the provisioning activities of the management system. It is 

responsible for the long to medium term configuration of the network. By configuration we mean 

the setup of Label Switched Paths (LSPs) as well as the parameters (e.g. priority, weight, 

bandwidth) required for the operation of PHBs on every link. The values provided by ND are not 

absolute but come in the form of a range, constituting directives for the function of the PHBs, 

while for label switched paths they come in the form of multiple paths in order to enable multi-

path load balancing. The exact configuration values and the chosen path among the multiple 

paths to be used are determined by dynamic TE functions based on the actual state of the 

network at any point in time. 

 

Figure 7.2: TEQUILA Network dimensioning module behaviour 
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ND runs periodically by first requesting the predictions for the expected traffic per traffic class or 

Ordered Aggregate (OA), i.e. EF, AF1x, AF2x, AF3x or BE for DiffServ, in order to be able to 

compute the provisioning directives. The dimensioning period is typically in the time scale of a 

week and the goals are to optimally distribute the projected traffic over the network resources by 

minimizing the overall cost and at the same time avoid overloading parts of the network while 

others are under-loaded. In general, this problem can be formulated as a network flow 

optimisation problem [3]. We define the cost of each link as the sum of linear functions fh(xl,h) per 

PHB, where xl,h is the load on the link l from PHB h. The total cost should be the sum of fh for all 

PHBs over all links; this is the objective function to be minimized. 

As can be seen from the behavioural state chart in Figure 7.2, ND goes through 3 main states in 

order to produce a network configuration, namely the pre-processing, processing and post-processing 

state. The details of the actions supported by the Managed Objects (MOs) of ND in every state 

shown in the figure are explained in detail in the following section. 

ND is triggered by time rather than network state events from within the network. Two 

categories of policies are identified for this static off-line resource management component: 

i) Policies that result in providing initial values to variables, which are essential for the 

functionality of ND and do not depend on any state but just reflect decisions of the policy 

administrator (initialisation policies). 

ii) Policies that depend on the input from the traffic forecast module concerning the predicted 

volume of traffic the produced configuration should satisfy (resource provisioning policies). Such 

policies are those whose execution is based on the type of traffic and on the resulting 

configuration of the network. 

This section describes the methods supported by the key components of the module, as well as 

the representation of these methods in policies which can influence the functionality.  The 

following is organised into classes of management operations based on the components of the 

ND module that are involved: 

• Explicit route set-up and BW allocation: This component offers 

methods that can explicitly define Label Switched Paths that traffic trunks 

should follow and also explicitly define the way the BW should be allocated 

to different OAs. The following methods are supported by this 

component’s MOs: 

 setBWMin(OA, BW)   (M1.1) 

 setBWMax(OA, BW)   (M1.2) 

 setupLSP(OA, [TT], [PATH], BW)  (M2) 
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 The first two methods (M1.1 and M1.2) allow the administrator to define 

 the amount of network resources (giving a minimum, maximum or a range) 

 to be allocated to each OA. The BW value is expressed as a percentage of 

 the overall network capacity. Method M2 provides the ability to explicitly 

 define an LSP for traffic that belongs to a particular OA and passes 

 through the set of nodes defined by PATH with logically assigned 

 bandwidth, BW. 

• Hop count derivation: Another important function of ND is to handle 

the QoS requirements of the expected traffic in terms of delay and packet 

loss. In our implementation of ND functionality, we simplify our 

optimisation problem by transforming the delay and loss requirements into 

constraints for the maximum hop count for each traffic trunk. This 

transformation is made possible by keeping statistics for the delay and loss 

rate of the PHBs per link. The accuracy of the statistics is determined by 

the period used to obtain them and smoothing methods such as 

exponential weighted moving average can be used. The following methods 

are offered by this component’s MOs: 

 calcHopCountMin(OA)   (M3.1) 

 calcHopCountMax(OA)   (M3.2) 

 calcHopCountAvg(OA)   (M3.3) 

 These methods define the way to derive the hop count constraint for every 

 OA. Different options can be selected by using the minimum, maximum, 

 or average in order to derive the maximum hop count constraint. We 

 envisage that by using the maximum we are too conservative (appropriate 

 for EF traffic), while by using an average we possibly underestimate the 

 QoS requirements. 

• Optimisation algorithm: This is the core component of Network 

Dimensioning and contains the optimisation algorithm. Its objective is to 

find a set of paths for which the bandwidth requirements of the traffic 

trunks are met, the delay and loss requirements are met by using the hop 

count constraint as an upper bound and the overall cost function is 

minimised [44]. The methods defined below are offered by this 

component’s MOs for setting parameters that influence the way the 

algorithm calculates the output configuration: 

 setMaxAltPaths(OA, [TT], PathNum) (M4) 

 setMaxHops(OA, HopNum)   (M5) 
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 The first method defines the number of alternative paths the 

 optimisation algorithm should define for every traffic trunk that belongs 

 to the defined OA or even for a specific trunk, for the purpose of load 

 balancing.  The second method sets an upper bound on the number of 

 hops the calculated paths are permitted to have. This number may vary 

 depending on the class (OA) the traffic belongs to.  

• Spare/Over-provisioned BW treatment: After the dimensioning 

algorithm finishes, ND enters a post-processing stage where it will try to 

assign the residual physical capacity to the various traffic classes or reduce 

the allocated capacity because the link capacity is not enough to satisfy the 

predicted traffic requirements. The following methods are offered by this 

component’s MOs: 

 allocSpareBWEqual( )   (M6.1) 

 allocSpareBWProp( )   (M6.2) 

 allocSpareBWExlp(OA, BW)  (M6.3) 

 redOverBWEqual( )   (M7.1) 

 redOverBWProp( )   (M7.2) 

 redOverBWExpl(OA, BW)   (M7.3) 

 Method M6 defines the distribution of spare capacity for every OA. The 

 distribution can be done equally between the OAs, proportionally to the 

 current allocation or explicitly, where the amount of BW is specified as a 

 percentage. Method M7 is similar to the previous one, defining the amount 

 of bandwidth to be reduced with regard to an OA, in order to fit the 

 physical link capacity. 

idle
slsRegistered

slsReq
Accepted

slsReq
Rejected

Event(slsReqReceived(SLS)), 
Action(slsm.registerSLS(SLS))

Action(slsm.accept(SLS)) Action(slsm.reject(SLS))

slsCounter
OfferMade

Action(slsm.makeCounteroffer(SLS))

 
Figure 7.3: Service Level Subscription module behaviour 

7.1.2 Service Level Subscription Management 

The functionality of the SLS-S module consists of admission control logic, calculation of counter-

offers and updating of traffic forecast information.  Of these, the admission control logic is the 

component that is controlled by policies and therefore is most relevant in the policy refinement 

context.   
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The SLS-S module takes the relevant parameters of each requested SLS and deduces the expected 

traffic load based on traffic demand forecast factors. This traffic is then aggregated with the 

expected traffic accumulated from the SLSs established during this Resource Provisioning Cycle 

(RPC).   The resulting aggregated traffic defines the maximum potential demand and is mapped 

against the corresponding entries of the resource availability matrix (RA-Matrix). The result of 

this mapping is fed to the admission control algorithm, which will determine whether this request 

should be accepted or rejected.  It will be rejected if the risk is too high of overwhelming the 

network with traffic that cannot be served with the guaranteed QoS.   

The state chart representation of the behaviour of the SLS subscription module is shown in 

Figure 7.3.  A more detailed description of the subscription admission control algorithm can be 

found in [73]. 
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Figure 7.4: Dynamic Resource Management module behvaiour 

7.1.3 Dynamic Resource Management 

The DRsM functional block can be decomposed into two principal components. The first 

component is a Monitoring component that monitors PHB utilization and raises threshold-

crossing alarms when the bandwidth consumed by a PHB exceeds an upper threshold or drops 

below a lower threshold. In fact, two thresholds could be used for the upper and lower threshold 

(trigger and clear values) so that small oscillations do not result in repeated alarms. Once an alarm 

is raised, the DRsM responds by calculating a new bandwidth allocation value and configuring the 

link appropriately; or in the situation where it is not possible to adapt the configuration, triggering 

a new resource provisioning cycle.  The choice of how to calculate the new value, configure the 

link, or trigger a new RPC will be determined by policies.  The behaviour of the DRsM 

components is shown in Figure 7.4. 
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7.2 Policy Refinement Scenarios 
In this section we present two scenarios that are typical in the TEQUILA framework.  The first 

describes the admission control process performed when a customer wishes to register a new 

Service Level Agreement with the network; and the second describes what happens when there is 

a short-term increase in the traffic from a particular customer.  For each scenario we present the 

goals, strategies and policies that apply. 

Scenario 1: New SLS Subscription 

Taking the example network shown in Figure 7.1, consider the scenario where a new SLS from 

the customer, AOL, specifying the requirement for a pipe between routers R1 and R6 where the 

QoS class is defined as Expedited Forwarding (EF) per hop behaviour, 20ms delay, zero packet 

loss, with a 10Mbps quantified throughput guarantee, SLS[customer: aol; scope: pipe(r1,r6); qos: 

qosClass(EF, 20, 0); bwReq: bw(10Mbps)], is presented to the SLS subscription module.  The 

behaviour of the SLS-S module would be as follows: 

• Register the SLS in the SLS-Matrix 

• Compare the SLS contents with the RA-Matrix and decide whether to 

accept, reject or make a counteroffer. 

From the above behaviour, it can be seen that policies have a role to play in the second stage, 

where the SLS needs to make a decision regarding the action to be taken.  The policy that applies 

depends on the goals that the network administrator is interested in achieving.  For example, the 

highest level goal might be to ensure that the SLS request is processed.  This goal could be 

described as follows: 

G1: GoalGoalGoalGoal    SLSRequestProcessed 

    FormalDefFormalDefFormalDefFormalDef  slsReqReceived(SLS) u ¡ slsRequestProcessed(SLS). 

Since applying the abductive analysis to the system description of the SLS-S module does not 

produce any strategies for achieving this goal, it is necessary to elaborate it further.  We can do 

this by taking a variation of the domain-independent pattern GP2 (see Table 2.1 in Chapter 2) - 

(R1 u ¡Q) . (R2 u ¡Q) . (R3 u ¡Q) . (P u R1 - R2 - R3) d P u ¡Q.  In order to make it 

clear that the application of this pattern results in a disjunction of alternative goals, we manually 

transform it to the pattern (GP2’): ((P u R1) . (R1 u ¡Q)) - ((P u R2) . (R2 u ¡Q)) -  

((P u R3) . (R3 u ¡Q)) d P u ¡Q; and use this to decompose the above goal into the 

following sub-goals.  In each case we can apply abduction to derive a strategy: 
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G2: GoalGoalGoalGoal SLSRequestAccepted 

    FormalDefFormalDefFormalDefFormalDef slsReqReceived(SLS) u slsReqAccepted(SLS) . 

              slsReqAccepted(SLS) u ¡ slsRequestProcessed(SLS). 

 

G3: Goal Goal Goal Goal SLSRequestRejected 

    FormalDefFormalDefFormalDefFormalDef slsReqReceived(SLS) u slsReqRejected(SLS) . 

              slsReqRejected(SLS) u ¡ slsRequestProcessed(SLS). 

 

G4: Goal Goal Goal Goal SLSCounterofferMade 

    FormalDefFormalDefFormalDefFormalDef slsReqReceived(SLS) u slsCounterofferMade(SLS) . 

              slsCounterofferMade(SLS) u ¡ slsRequestProcessed(SLS). 

 

  S1: SSSStrategytrategytrategytrategy    G2: SLSRequestAccepted 

          OnEventOnEventOnEventOnEvent         slsReqReceived(SLS) 

          DerivedActionsDerivedActionsDerivedActionsDerivedActions  slsm.registerSLS(SLS) -> slsm.accept(SLS). 

 

  S2: StrategyStrategyStrategyStrategy    G3: SLSRequestRejected 

          OnEventOnEventOnEventOnEvent         slsReqReceived(SLS) 

          DerivedActionsDerivedActionsDerivedActionsDerivedActions  slsm.registerSLS(SLS) -> slsm.reject(SLS). 

 

  S3: StrategyStrategyStrategyStrategy    G4: SLSCounterofferMade 

          OnEventOnEventOnEventOnEvent         slsReqReceived(SLS) 

          DerivedActions  DerivedActions  DerivedActions  DerivedActions  slsm.registerSLS(SLS) -> slsm.makeCounteroffer(SLS). 

 
 

GP2'

G1: slsRequestProcessed

G2: slsRequestAccepted

G3: slsRequestRejected

G4: slsCounterofferMade

OR

 
Figure 7.5: SLS scenario goal elaboration hierarchy 

As shown in Figure 7.5, the goal elaboration process yields a disjunction of goals (G2-G4), and 

the user can select which of the sub-goals best satisfies the requirement.  The automatically 

derived strategies provide the action sequences, indicated by the -> operator, that will achieve 

each of the sub-goals.  In the scenario being considered it might be the case that the required 

high-level policy is that any SLS request from the customer ‘aol’ with qosClass(EF, 20, 0) should 

be accepted if the requested bandwidth is less than the available bandwidth specified in the RA-

Matrix for the same QoS class.  Given that this policy aims to achieve the SLSRequestAccepted 

goal when certain constraints hold, we can encode the strategy relating to this goal into a policy as 

follows: 
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  P1: instinstinstinst obligobligobligoblig /policies/slsm/acceptAOLSLS_P1 { 

           on           on           on           on    slsReqReceived(SLS); 

           subjsubjsubjsubj  s = /slsmPMA; 

           targtargtargtarg  t = s.slsm; 

           dodododo    t.register(SLS) -> t.accept(SLS); 

           whenwhenwhenwhen  SLS.customer = ‘aol’ && SLS.qosClass = qosClass(ef, 20, 0) && 

                  t.getAvailBW(SLS.qosClass) > SLS.bwReq; 

      } 

Whilst the process of deriving the strategy is automated by the system, user intervention is 

required to map the event and constraints specified in the goal into the policy.  Additionally, the 

system helps the user select the specific subject/target objects to be used by automatically 

traversing the domain hierarchy and identifying objects of the types identified in the strategy.  In 

this manner, the high-level goal specified by the network administrator is refined into a concrete 

policy.   

Figure 7.6 shows the policy refinement tool being used to derive the strategies for this scenario. 

 
 

Figure 7.6: Using the tool to derive strategies for the SLS subscription scenario 

Scenario 2: Increase in traffic 

This scenario illustrates how the TEQUILA framework responds to short-term changes in traffic 

from a particular customer.  Taking the same example network as before, consider the situation 

where the network experiences a short-term increase in the traffic pertaining to the SLA 

described in the previous scenario.  The network administrator wants to ensure that when this 

increase occurs during between 11am and 1pm and causes a network utilisation greater than 85% 

of the maximum allocation calculated by the ND module, the bandwidth allocation should be 

increased only by 10% and any spare capacity should be equally split amongst the PHBs.  In this 

situation the Dynamic Resource Management (DRsM) module at each link along the route 

followed by the traffic would respond as follows: 
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• Detect the increase in traffic, and decide to raise an alarm if necessary 

• On receiving an alarm relating to an increase in traffic, the DRsM must 

decide on the appropriate action to adapt to the increase.  To help with this, 

the DRsM has the guideline values for maximum, minimum and congestion 

bandwidth allocations provided by the network dimensioning process. 

• Configure the link/PHB with this new value and decide on how to allocate 

any spare link capacity amongst all the link/PHBs 

In this process it can be seen that policies are involved at all three stages, since there are decisions 

to be taken regarding when to raise an alarm, how to determine the new bandwidth allocation, 

and how to distribute the spare link capacity.  As before, in each of these cases the exact policy to 

be used depends on the goal that the administrator is interested in.  In this scenario, the specific 

goal is that an alarm should be raised if the bandwidth utilisation for the link/PHB is above 85% 

of the maximum allocation specified by the ND module.   

G5: GoalGoalGoalGoal BWUtilIncreaseAlarmRaised 

    FormalDefFormalDefFormalDefFormalDef  linkBWUtilIncrease(utilValue, PHB)  

               u ¡ alarmRaised(bwUtilIncr, [utilValue, PHB]). 

 

S4: StrategyStrategyStrategyStrategy    G5: BWUtilIncreaseAlarmRaised 

    DerivedActionsDerivedActionsDerivedActionsDerivedActions  monitor.raiseAlarm(alarmType, [alarmParms]). 

As shown above, the strategy for achieving the basic goal of “alarm is raised” (G5) can be 

automatically abduced without the need for elaboration.  Combining this strategy (S4) with the 

constraints, the following policy, that satisfies the overall goal, can be written: 

P2: instinstinstinst obligobligobligoblig /policies/networkMonitoring/increaseBWUtilAlarm { 

         on         on         on         on    linkBWUtilIncrease(utilValue, PHB); 

         subjsubjsubjsubj  s = /routers/FromR1/ToR6/drsmPMAs/; 

         targtargtargtarg  t = s.monitor; 

         dodododo    t.raiseAlarm(bwUtilIncr, [utilValue, PHB]); 

         whenwhenwhenwhen  utilValue > 0.85 * s.ndMaxBWAlloc(PHB); 

    } 

For the remaining policy decisions of determining the new bandwidth allocation value and then 

allocating any spare capacity, the strategy derivation is not as straight forward.  Here the high-

level goal is to achieve the state “adapted configuration” when an alarm is raised.  This can be 

stated as follows: 

G6: GoalGoalGoalGoal ConfigAdaptedForBWUtilIncrease 

    FormalDefFormalDefFormalDefFormalDef  alarmRaised(bwUtilIncr, [utilValue, PHB]) u ¡ configAdapted. 

In this case the abductive analysis of G6 yields no strategy, so it is necessary to elaborate the goal 

further.  As a first step, applying GP2’ yields the sub-goals NewRPCRequested (G7) or 
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CalculatedConfiguredNewBWAllocation (G8) and as shown in their formal definitions below, 

each leads to the high-level goal of ConfigAdaptedForBWUtilIncrease being satisfied.   

G7: GoalGoalGoalGoal NewRPCRequested 

    FormalDefFormalDefFormalDefFormalDef  alarmRaised(bwUtilIncr, [utilValue, PHB]) u requestedNewRPC .  

               requestedNewRPC u ¡ configAdapted. 

 

G8: Goal Goal Goal Goal CalculatedConfigNewBWAllocation 

    FormalDefFormalDefFormalDefFormalDef  alarmRaised(bwUtilIncr, [utilValue, PHB])  

                u calcAndConfigNewBWAlloc .  

                calcAndConfigNewBWAlloc u ¡ configAdapted. 

In the scenario under consideration, the high-level policy involves calculating and configuring a 

new bandwidth allocation, a goal represented by G8 above.  However, since it is not possible to 

automatically derive a strategy for this goal, it is necessary to elaborate it further, this time using a 

combination of the patterns GP2’ and GP1.   

Figure 7.7 shows the goal elaboration hierarchy for this elaboration process, indicating the 

applicable patterns at each stage.  The details of each of the goals in this diagram are as follows: 

G9: GoalGoalGoalGoal calcNewBWAlloc 

    FormalDefFormalDefFormalDefFormalDef  calcNewBWAlloc(newValue) u ¡ configNewBWAlloc. 

 

G10: Goal Goal Goal Goal configNewBWAlloc 

     FormalDefFormalDefFormalDefFormalDef  configNewBWAlloc u ¡ configAdapted. 

 

G11: Goal Goal Goal Goal setCalculatedNewBWAlloc 

     FormalDefFormalDefFormalDefFormalDef  calcNewBWAlloc (newValue) u (newValue = calcValue) . 

                (newValue = calcValue) u ¡ configNewBWAlloc. 

 

G12: Goal Goal Goal Goal overrideNewBWAllocNDMax 

     FormalDefFormalDefFormalDefFormalDef  calcNewBWAlloc (newValue) u (newValue = drsm.ndMaxBWAlloc) .  

                (newValue = drsm.ndMaxBWAlloc) u ¡ configNewBWAlloc. 

 

G13: Goal Goal Goal Goal overrideNewBWAllocNDCong 

     FormalDefFormalDefFormalDefFormalDef  calcNewBWAlloc (newValue) u (newValue = drsm. ndCongBWAlloc) .  

                (newValue  = drsm.ndCongBWAlloc) u ¡ configNewBWAlloc. 

 

G14: Goal Goal Goal Goal propSplitSpareCapacity 

     FormalDefFormalDefFormalDefFormalDef  configNewBWAlloc u spareCapProportionallySplit .  

                spareCapProportionallySplit u ¡ configAdapted. 

 

G15: Goal Goal Goal Goal equalSplitSpareCapacity 

     FormalDefFormalDefFormalDefFormalDef  configNewBWAlloc u spareCapEquallySplit .  

                spareCapEquallySplit u ¡ configAdapted. 

 

G16: Goal Goal Goal Goal explicitySplitSpareCapacity 

     FormalDefFormalDefFormalDefFormalDef  configNewBWAlloc u spareCapExplicitlySplit([splitValues]) .  

                spareCapExplicitlySplit([splitValues]) u ¡ configAdapted. 
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In this scenario we assume, the goals of the administrator are namely G11: 

setCalculatedNewBWAlloc and G15: equalSplitSpareCapacity.  So, we are interested in the 

strategies for setting the new bandwidth allocation to the newly calculated value and splitting any 

spare capacity equally.  Performing the abductive analysis on the statechart representation of the 

DRsM calculation and configuration module behaviours yields the following strategy, which in 

turn can be encoded into a policy as shown in  

Listing 7.1. 

Notice that in this example, the abductive analysis results in a strategy that includes constraints 

which are derived from the guards defined in the state chart of the system behaviour.  In order to 

ensure that the policy is valid with respect to the system behaviour, the administrator must 

include these constraints, together with any others that are manually mapped from the high-level 

policy, whenever the strategy is used.  In the example, this is illustrated in the final policy, P3, 

which combines the constraint from the strategy with the time constraint from the high-level 

policy. 
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Figure 7.7: Traffic increase scenario goal elaboration hierarchy 

 

Listing 7.1: Strategy and policy for traffic increase scenario 

S5: StrategyStrategyStrategyStrategy G11: setCalculatedNewBWAlloc && G15: equalSplitSpareCapacity 

      OnEventOnEventOnEventOnEvent         alarmRaised(bwUtilIncr, [utilValue, PHB]) 

      DerivedActionsDerivedActionsDerivedActionsDerivedActions  calcValue = drsm.incrAllocBW(PHB, pct) -> 

                      drsm.configureLink(PHB, calcValue) -> 

                      drsm.splitSpareCapEqually 

      Constraints     Constraints     Constraints     Constraints     drsm.incrAllocBW(PHB, pct) < drsm.ndMaxBWAlloc(PHB). 

 

P3: inst oblig inst oblig inst oblig inst oblig /policies/adaptTrafficIncreaseAOLSLA_P1 { 

         on         on         on         on    alarmRaised(bwUtilIncr, [utilValue, ef]); 

         subjsubjsubjsubj  s = /routers/FromR1/ToR6/drsmPMAs/; 

         targtargtargtarg  t = s.drsm; 

         dodododo    calcValue = t.incrAllocBW(ef, 10) ->  

               t.configureLink(ef, calcValue) -> t.splitSpareCapEqually; 

         whenwhenwhenwhen  t.incrAllocBW(ef, 10) < t.ndMaxBWAlloc(ef) &&  

               time.between(‘11:00’, ‘13:00’); 
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    } 

7.3 Analysing QoS Management Policies 
There are different types of application specific policy conflict that can be specified for the QoS 

management domain.  In this section we present the formal rules that define such conflicts for 

policies defined for the network dimensioning module of the TEQUILA framework.  

Furthermore, we show how the tool developed can be used to identify potential conflict 

scenarios. 

The fact that policies are downloaded to the ND module on the fly while the system is operating 

may cause inconsistencies, since policies have not been tested to coexist with one another or with 

the rest of the system functionality without conflicts. We have identified a number of potential 

conflicts related to obligation policies that guide the ND functionality, and classified them as 

shown in Figure 7.8. 
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Figure 7.8: Network Dimensioning policies - semantic conflict types 

The first two categories – redundancy and mutual exclusion – are semantic conflicts that can occur in 

other application domains.  However, in the following sections we provide examples of these 

types of conflict in the QoS management context.   

The remaining conflict types are specific to QoS resource management policies that are 

responsible for BW allocation to different OAs or QoS classes, and route (LSP) calculation as 

well as setup. We term these conflicts as resource allocation conflicts (RAConflicts), which can be 

subdivided to BW allocation conflicts (BAConflicts), routing conflicts (RoutingConflicts) and a 

combination of the last two, BW allocation and routing conflicts (BARConflicts). This section 

describes the conditions under which the specified types of conflicts would arise together with 

the formal rules used for detecting the conflicts. 

Redundancy conflicts 

Redundancy conflicts may arise because of duplicate policies or policies with inconsistent action 

parameters in relation to others. If two policies are characterized by the same subjects, targets, 

actions and action parameters, they are said to be duplicate and should not be allowed to coexist. 
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Furthermore, it is not necessary for all the action parameters to be exactly the same to indicate an 

anomaly. The matching of some key parameters in the actions will suffice to argue that the two 

policies are inconsistent with each other. Consider the actions of two policy instances of PolA 

where the first action specifies that at least 30% of the bandwidth should be allocated for EF 

traffic and the second, PolB, allocating a minimum of 40% bandwidth for the same traffic type.  

Listing 7.2: Redundancy conflict rule 

 conflictRule(redundancyConflict, PolA, PolB,  

       op(T1, setBWMinsetBWMinsetBWMinsetBWMin, parms(OA, BW1)), op(T2, setBWMinsetBWMinsetBWMinsetBWMin, parms(OA, BW2)),  

       parms(targObj(Targ), val(bw1, BW1), val(bw2, BW2))) :- 

  holdsAt(pos(oblig(PolA, S1, op(T1, setBWMinsetBWMinsetBWMinsetBWMin, parms(OA1, BW1)))), T), 

  holdsAt(pos(oblig(PolB, S2, op(T2, setBWMinsetBWMinsetBWMinsetBWMin, parms(OA2, BW2)))), T), 

  isOverlappingMember(Targ, T1, T2), 

  (BW1 > BW2), PolA\==PolB. 

Listing 7.2 shows the formal rule that is used to detect this particular conflict.  In this case the 

OA parameter is the key parameter matched, and the (BW1 > BW2) constraint is used to signify 

that the two policies will lead to a redundancy conflict if the first bandwidth setting is subsumed 

by the second. 

Mutual Exclusion (ME) conflicts 

The functionality of the ND components allows for a choice of methods related to a specific 

process, i.e. different strategies for realising a goal. Such a process is, for example, the allocation 

of spare resources, where the remaining network capacity after the processing stage is assigned 

equally, proportionally or explicitly between the various OAs. The different actions are said to be 

mutually exclusive since there should not be more than one directive specifying how spare 

resources are to be allocated.  These are examples of multiple manager conflicts described in 

Chapter 4. 

Therefore, two policies will result in a conflict if their actions are mutually exclusive. Table 7.1 

summarises the identified actions that are mutually exclusive which are formalised using the 

conflictingOps predicate: 

1111 conflictingOps(mutexAllocSpareBW, [op(_, allocSpareBWEq, _), 

                                   op(_, allocSpareBWProp, _), 

                                   op(_,allocSpareBWExpl, _)] 

 

2222 conflictingOps(mutexCalcHopCount, [op(_, calcHopCountMin, _), 

                                   op(_, calcHopCountMax, _), 

                                   op(_,calcHopCountAvg, _)] 

 

3333 conflictingOps(mutexRedOverBW, [op(_, redOverBWEq, _), 

                                op(_, redOverBWProp, _), 

                                op(_, redOverBWExpl, _)] 
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Table 7.1: Sets of mutually exclusive actions 

Spare BW allocation Over-provisioned BW 
reduction 

Hop count 
derivation 

allocSpareBWEqual() 

allocSpareBWProp() 

allocSpareBWExlp(OA,BW) 

redOverBWEqual() 

redOverBWProp() 

redOverBWExpl(OA,BW) 

calcHopCountMin(OA) 

calcHopCountMax(OA) 

calcHopCountAvg(OA) 

Having defined the domains of mutually exclusive actions, it is necessary to define a conflict rule 

for detecting policies that use these actions.  Listing 7.3 shows a general rule for detecting mutual 

exclusion conflicts where the conflicting operations are defined using the conflictingOps 

predicate as shown above.  The member(Item,List) predicate holds if Item is in the given List. 

Listing 7.3: Mutual exclusion conflict rule 

 conflictRule(mutexConflict(MutexActionDomain), P1, P2,  

             op(T1, Action1Action1Action1Action1, Parms1),  

             op(T2, Action2Action2Action2Action2, Parms2),  

             parms(targObj(Targ), opname(Action1), opname(Action2))) :- 

     holdsAt(pos(oblig(PolA, S1, op(T1, Action1Action1Action1Action1, _))), T), 

     holdsAt(pos(oblig(PolB, S2, op(T2, Action2Action2Action2Action2, _))), T), 

     conflictingOps(MutexActionDomain, MutexOps),  

     member(Action1Action1Action1Action1, MutexOps), 

     member(Action2Action2Action2Action2, MutexOps), 

     isOverlappingMember(Targ, T1, T2), 

     Action1 \== Action2, P1\==P2. 

Bandwidth (BW) allocation conflicts 

Bandwidth allocation conflicts relate to the way the ND module assigns link capacity to the 

different OAs. This conflict type is subdivided into DivergingActions and BWExceed conflicts, 

which arise due to the existence of specific actions with inconsistent parameter values with 

respect to one another. 

 
Figure 7.9: BW allocation (min-max) 

With a combination of setBWMin and setBWMax actions, the administrator can specify a range of 

network resources to be allocated to the various OAs (Figure 7.9a). If these two actions are 

encoded into two separate policies with the same subjects and targets, there is a possibility that 

the BW values specified in the actions will not converge to provide the intended BW range. 
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Instead, the values are said to be diverging if BW1>BW2, in which case a DivergingActions conflict 

should be signalled (Figure 7.9b).  Listing 7.4 shows the rule representing this conflict. 

Listing 7.4: Diverging actions conflict rule 

 conflictRule(dvrgActionsConflict, PolA, PolB,  

             op(T1, setBWMinsetBWMinsetBWMinsetBWMin, parms(OA, BW1)),  

             op(T2, setBWMsetBWMsetBWMsetBWMaxaxaxax, parms(OA, BW2)),  

             parms(targObj(Targ), val(bw1, BW1), val(bw2, BW2))) :- 

      holdsAt(pos(oblig(PolA, S1, op(T1, setBWMinsetBWMinsetBWMinsetBWMin, parms(OA1, BW1)))), T), 

      holdsAt(pos(oblig(PolB, S2, op(T2, setBWMsetBWMsetBWMsetBWMaxaxaxax, parms(OA2, BW2)))), T), 

      isOverlappingMember(Targ, T1, T2), 

      (BW1 > BW2), PolA\==PolB. 

In addition to specifying how the network resources are assigned as a whole, the above actions 

can be used to allocate the BW of specific links (members of the network domain). The 

administrator may decide that for a critical link, the allocation between the various OAs passing 

through that link should be explicitly specified, where a critical link can be defined as one of high 

importance either because of its location or its heavy loading with certain types of traffic. The 

same principle for a conflict applies when the target of both actions is a specific link or when one 

of the actions targets a specific link and the other the network as a whole. As a general rule, a 

DivergingActions conflict will arise between two policies if they have the same or overlapping 

targets and diverging actions with matching OA parameters but inconsistent BW values.  

During the post-processing stage the administrator can define how any spare BW will be shared 

among the OAs, or how over-provisioned BW is to be reduced. If this process is carried out 

using explicit actions, there is a potential that the sum of the specified BWs for the various OAs 

may exceed the allowed value of 100% due to human error. 

Listing 7.5: Bandwidth exceeded conflict rule 

 conflictRule(bwExceededConflict, 

             parms(pol(PolA), pol(PolB), pol(PolC), action(allocSpareBWExplallocSpareBWExplallocSpareBWExplallocSpareBWExpl) 

                   targObj(Targ), val(bw1, BW1), val(bw2, BW2), val(bw3, BW3))) :- 

   holdsAt(pos(oblig(PolA, S1, op(T1, allocSpareBWExplallocSpareBWExplallocSpareBWExplallocSpareBWExpl, parms(ef, BW1)))), T), 

   holdsAt(pos(oblig(PolB, S2, op(T2, allocSpallocSpallocSpallocSpareBWExplareBWExplareBWExplareBWExpl, parms(be, BW2)))), T), 

   holdsAt(pos(oblig(PolC, S3, op(T3, allocSpareBWExplallocSpareBWExplallocSpareBWExplallocSpareBWExpl, parms(af, BW3)))), T), 

   isOverlappingMember(Tg, T1, T2), 

   isOverlappingMember(Targ, Tg, T3), 

   (BW1+BW2+BW3 > 100). 

As shown in the rule in Listing 7.5, a BWExceed conflict will occur if BW1+BW2+BW3>100%. 

The same rule applies to explicit actions responsible for the reduction of excess BW, as well as to 

setBWMin and setBWMax actions in the ND processing stage. One could argue that this inconsistency 

falls in the area of validation, where the underlying system cannot support the policy 
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requirements. We consider it a conflict because it depends on the action parameters of more than 

one policy. 

Routing conflicts  

Routing conflicts relate to the way the ND module assigns routes that TTs should follow and the 

specification of the maximum number of hops or alternative paths an OA should have in order to 

meet the QoS characteristics. This conflict type is subdivided into HopsExceed and AltPathsExceed 

conflicts, which arise due to the existence of specific actions with inconsistent parameter values. 

There is a potential HopsExceed conflict between two policies that specify the actions setMaxHops 

and setupLSP. 

As shown in Listing 7.6, the HopsExceed conflict will occur if there is an obligation to set an 

explicit path where the hop-count of the PATH parameter in the setupLSP action exceeds the 

maximum number of allowed hops specified by a prior obligation that performs the operation 

setMaxHops, for the same OA.  Figure 7.10 shows how this type of conflict would appear when 

detected by the policy analysis tool. 

Listing 7.6: Hops exceeded conflict rule 

 conflictRule(hopsExcdConflict, P1, P2,  

                  op(Targ1, setMaxHopssetMaxHopssetMaxHopssetMaxHops, parms(OA, HopNum)),  

                  op(Targ2, setupLSPsetupLSPsetupLSPsetupLSP, parms(OA, TT, PATH, HopCount, BW)), 

                  parms(targObj(Targ), val(path, PATH), val(hopnum, HopNum))) :- 

   holdsAt(pos(oblig(P1, S1, op(Targ1, setMaxHopssetMaxHopssetMaxHopssetMaxHops, parms(OA, HopNum)))), T1), 

   holdsAt(pos(oblig(P2, S2, op(Targ2, setupLSPsetupLSPsetupLSPsetupLSP,  

                                parms(OA, TT, PATH, HopCount, BW)))), T2), 

   isOverlappingMember(Targ, Targ1, Targ2), 

   HopCount > HopNum, P1\==P2, T2 >= T1. 

Listing 7.7: Maximum alternative paths exceeded conflict rule 

 conflictRule(altPathsExcdConflict, P1, P2,  

                 op(T1, setMaxsetMaxsetMaxsetMaxAltPathsAltPathsAltPathsAltPaths, parms(OA, TT, PathNum)),  

                 op(T2, setupLSPsetupLSPsetupLSPsetupLSP, parms(OA, TT, PATH, HopCount, BW)), 

                 parms(targObj(Targ), val(path, PATH), val(maxPaths, PathNum))) :- 

     holdsAt(pos(oblig(P1, S1, op(Targ1, setMaxsetMaxsetMaxsetMaxAltPathsAltPathsAltPathsAltPaths,  

                               parms(OA, TT, PathNum)))), T1), 

     SeqLength is PathNum+1, 

     obligSeq(op(Targ2, setupLSPsetupLSPsetupLSPsetupLSP, Parms), SeqLength, T2), 

     isOverlappingMember(Targ, Targ1, Targ2), 

     T2 > T1. 

 

 obligSeq(Op, 1, T) :- 

  holdsAt(pos(oblig(P1, S, Op)), T). 

 

 obligSeq(Op, SeqLength, T1) :- 

  holdsAt(pos(oblig(P1, S, Op)), T2), 

  obligSeq(Policies, Op, SeqLength-1, Tn), SeqLength > 1, T1 > T2. 
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The second conflict related to routing policies will arise between the actions, setMaxHops and 

setupLSP, if the number of obligation policies with action setupLSP exceeds the maximum 

number of alternative paths specified using setMaxPaths, for the same OA and TT (Listing 7.7). 

In the above rule, the obligSeq(Op, N, T) predicate is defined to hold at time T if there is 

situation where there exists a sequence of obligations (of length N) to perform the operation 

denoted by Op.  This predicate is used in the conflict detection rule to determine if there is a 

sequence of obligations to perform the setupLSP operation more than PathNum times. 

 

Figure 7.10: Using the tool to detect conflicts 

Bandwidth Allocation and Routing (BAR) conflicts  

The resource allocation conflicts identified are specific to either BW allocation or routing. BAR 

conflicts are related to both the previous two and will occur between two policies that specify 

obligations to perform setMaxBW and setupLSP, if the BW parameter of the setupLSP action is 

greater than the maximum allowed BW by the first policy action, i.e. BW2>BW1, for the same 

OA.  Furthermore, the conditions for a BAR conflict will be satisfied if there is an overlap 

between any of the nodes defined in the PATH parameter and the target of the first action.  This 

is formalised in the rule shown in Listing 7.8 

Listing 7.8: BAR conflict rule 

 conflictRule(barConflict, P1, P2,  

              op(T1, setBWMaxsetBWMaxsetBWMaxsetBWMax, parms(OA, BW1)),  

              op(T2, setupLSPsetupLSPsetupLSPsetupLSP, parms(OA, TT, PATH, HopCount, BW2)), 

              parms(targObj(T1), val(BW1), val(BW2))) :- 

     holdsAt(pos(oblig(P1, S1, op(Targ1, setBWMsetBWMsetBWMsetBWMaxaxaxax, parms(OA1, BW1)))), T1), 

     holdsAt(pos(oblig(P2, S2, op(Targ2, setupLSPsetupLSPsetupLSPsetupLSP,  
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                                  parms(OA, TT, PATH, HopCount, BW2)))), T2), 

     BW2>BW1, 

     isDerivedMember(Targ1, Obj),  

     member(Obj, PATH),  

     P1\==P2, T2 >= T1. 

7.4 Summary 
This chapter illustrates the use of the policy analysis and refinement technique presented 

previously in the domain of network QoS management.  As part of this, we have shown how 

policies for different scenarios can be refined from their high-level goals.  Additionally, we show 

how a range of semantic conflicts relating to the TEQUILA DiffServ QoS management 

framework can be expressed in the formal language for representing policy managed systems. 

Finally, we have shown how the tool developed to support the policy analysis and refinement 

process was used to specify the policies and managed components of the TEQUILA framework.  

In this way, the work presented in this chapter demonstrates the efficacy of our policy analysis 

and refinement framework in a real-world situation. 

In the next chapter we evaluate our work by comparing it with related work in the field of policy 

analysis and refinement. 

 



162 

Chapter Chapter Chapter Chapter 8888    

EvaluationEvaluationEvaluationEvaluation    

“Computers are useless. They can only give you answers.” 
-- Pablo Picasso 

In this thesis we have developed an approach for analysing and refining policies that is based on 

formal reasoning methods.  Having illustrated the various features of the approach using a simple 

configuration management example, in the previous chapter we show how analysis and 

refinement technique can be used in the context of a network Quality of Service (QoS) 

management application.  Whilst the ability to apply the technique to different application 

domains illustrates its generality, this does not provide much evidence regarding the scalability 

and performance of the approach.   

In this chapter we go some way towards address this omission by presenting the results of a 

number of experiments conducted to evaluate the performance and scalability of the policy 

analysis components of the framework.  This is followed by a functional evaluation that compares 

the capabilities of the overall approach with the current state of the art for policy analysis and 

refinement.   

8.1 Policy Analysis Performance Evaluation 
In order to assess the scalability of the policy analysis framework presented in Chapter 4, we ran a 

number of experiments involving managed systems of varying size.  Here, the size of the 

managed system is defined by the number of managed objects and policies in the specification.  

The policies and managed objects used in the experiments were based on the DiffServ Quality of 

Service Management application described in Chapter 7. 

The principal aim of the performance evaluation experiments is to determine the relative times 

taken to detect the presence (or absence) of conflicts in managed system specifications that 

contained varying numbers of conflicting policies.  Additionally, it would be useful to understand 

the performance implications of detecting conflicts in policies that use different types of 

constraints to control their applicability.  Finally, we measured the time taken to detect conflicts 

that come about as the result of a change in the state of the system that occurs when an 

obligation policy is enforced. 
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The first step in designing the experiment was to define some example policies that cause 

conflicts to occur.  In the interests of simplicity, we focussed on modality conflicts and specified 

the following two authorisation policies relating to the Dynamic Resource Management (DRsM) 

component of the TEQUILA framework.  These two policies are an example of an authorisation 

modality conflict: 

1111 instinstinstinst auth+auth+auth+auth+ /policies/allowSpareBWSplit { 

 subject /mgdObjs/diffServMgr ; 

 target /drsms/ ; 

 action splitSpareCapEqually ( ) ; 

} 

 

2222 instinstinstinst authauthauthauth---- /policies/denySpareBWSplit { 

 subject /mgdObjs/diffServMgr ; 

 target /drsms/drsm1 ; 

 action splitSpareCapEqually ( ) ; 

} 

The first of the policies specifies a positive authorisation that permits the subject 

/mgdObjs/diffServMgr to perform the splitSpareCapEqually() operation on any object placed in 

the target domain /drsms/.  The second is a negative authorisation policy that prohibits the 

splitSpareCapEqually() operation from being performed on a particular target DRsM object, 

/drsms/drsm1.   

Our experiments measured the time taken for the abductive reasoning procedure to correctly 

determine the presence (or absence) of conflicts together with the explanations for the conflicts, 

for a given set of policies.  All results were generated using a Intel Pentium M 1.1Ghz machine 

with 512MB of memory running SICStus Prolog v3.11.1 and version 2.1 of the ASystem [94].  

Elapsed execution time measurements were made using the time utility provided as part of the 

Cygwin toolkit1. 

In order to evaluate the effect of varying the number of policy rules in a specification we added 

more negative authorisation policies of the above form.  In our first experiment (Exp 1), 

execution time measurements were taken for policy specifications containing 0, 1, 10, 25, 50 and 

100 negative authorisation policies.  Given that our experimental setup only generates 

authorisation modality conflicts of the type described above, the number of negative 

authorisation policies in the overall policy specification corresponds to the number of potentially 

conflicting policies in the system. 

As described, the first experiment measured execution time for detecting conflicts where there are 

no constraints.  The next step was to add different types of constraints to the basic authorisation 

                                                
1 The Cygwin toolkit provides a Linux-like environment (including Linux utility programs) for Windows.  
   See www.cygwin.com for more information. 
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policies defined above and repeat the measurement of elapsed execution time for policy 

specifications containing the same number of negative authorisation policies as before.   

In broad terms, the types of constraints we added to the policies could be classified as attribute 

based constraints and time based constraints.  The details of the actual constraints used are as 

follows: 

• (Exp2) The simplest constraint that can be added to a policy is a Boolean 

expression involving an object attribute.  A simple attribute based 

constraint was added by including the element when s.status = ‘ready’; 

to each negative authorisation policy in the specification. 

• (Exp 3) We used two types of time constraints in our experiments.  We 

refer to the first type as an overlapping time constraint, and including this in the 

specification involved adding a Time.between(“9:0:0”, “17:0:0”) element 

to the positive authorisation policy, and a Time.between(“8:0:0”, 

“10:0:0”) element to each negative authorisation policy.   

• (Exp 4) The other type of time constraint is called a Non-overlapping time 

constraint, and as the name suggests involves adding two Time.between(…) 

elements that have no common time-period.  In our experiments we added 

a Time.between(“9:0:0”, “17:0:0”) element to the positive authorisation 

policy, and a Time.between(“6:0:0”, “8:30:0”) element to each negative 

authorisation policy.  Since the two constraints cannot be satisfied 

simultaneously, in this experiment we expect the policy analysis procedure 

to report that there are no conflicts in the specification. 

• (Exp 5) We also measured the execution time for a combination of attribute 

and time based constraints.  For this experiment we simply combined the 

constraints used in (Exp 2) and (Exp 3). 

The final experiment (Exp 6) we conducted was to evaluate the performance and 

scalability of the policy analysis technique when detecting conflicts that come about 

as the result of a change in the state of the system caused by an obligation policy 

being enforced.  In order to do this, we specify a management operation called 

initialise() for the subject, /mgdObjs/diffServMgr used in our authorisation 

policies.  The post-condition of this operation is to set the status of the object to 

‘ready’.   Then, by using the negative authorisation policies created for (Exp 2) 

together with the following obligation policy it is possible to determine the 

execution time taken when the analysis process must include the effects of 

enforcing obligation policies: 
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    instinstinstinst obligobligobligoblig /policies/initDiffServMgr { 

  on  Timer.At(“2:0:0”) ; 

  subject s = /mgdObjs/diffServMgr ; 

  do  s.initialise() ; 

 } 

The results of (Exp 1), (Exp 2) and (Exp 6) are shown in Figure 8.1.  This clearly shows that 

including the effect of obligation policies in the conflict detection process is more 

computationally intensive than situations where policies have no constraints or only simple 

attribute based constraints.  Also, these results show that the conflict detection process is scalable 

since the policy specification that contains 100 conflicting policies is computed in less than 3 

minutes, even when detecting these conflicts require the effect of enforcing obligation policies to 

be taken in to account. 
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Figure 8.1: Execution times for conflict detection involving attribute based constraints 

Figure 8.2 shows the execution time measurements for the policies specified using time based 

constraints (Exp 3, Exp 4 and Exp 5).  One would expect the execution time to increase as the 

constraint expression contains becomes more complicated.  Indeed, this is borne out in these 

results since the conflict detection process for specifications containing policies with a 

combination of attribute and time based constraints (Exp 5) take the longer than the others.  

Looking at the two graphs, it is interesting to note that time based constraints seem to impose a 

much lower computational overhead on the abductive procedure when compared with attribute 

based constraints.  This difference is most likely because the time constraints are implemented 

using integrity constraints (see Chapter 3, Section 3.5.4) and a feature of the ASystem is that 

integrity constraints are evaluated more efficiently than other rules in the formal representation. 
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Figure 8.2: Execution times for conflict detection involving time based constraints 

8.2 Functional Evaluation 
As described in previous chapters, existing approaches to policy analysis and refinement suffer 

from a number of short-comings and the approach presented here aims to address many of these.  

In this section we provide a summary of the features of the approach to policy analysis and 

refinement that we have developed and compare it with the capabilities of existing work in this 

area. 

Analysis of authorisation and management/behavioural policies: Most existing approaches 

to policy analysis are based on languages that only support authorisation or management policies, 

rarely both.  Examples of these include ASL for authorisation policies and PDL for management 

policies.  An advantage of the approach we have developed is that it supports both type of policy.  

Additionally, our approach provides a means of analysing policies in a manner that takes into 

account the constraints that control the applicability of a policy.  The policy ratification approach 

developed as part of IBM’s PMAC framework [2] does have the capability to account for 

constraints when performing analysis, however this technique does not model the effect of 

enforcing policies on the state of the system.  In contrast, our approach has been to include the 

behaviour of the managed objects and the effect of enforcing policies in the analysis procedure 

and therefore we are able to account for the interaction between policies when performing policy 

analysis. 
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Support for policy validation and policy review queries:  In addition to supporting analysis 

that detects both modality conflicts and application specific conflicts, the formal representation 

for policies and managed systems that we have developed supports validation and review queries.  

Policy validation queries are used to ensure that the policies in the system are consistent with the 

capabilities of the managed system (e.g. the management operations specified in an obligation 

policy are actually supported by the system) and this very helpful for administrators to write 

correct policies.  Policy review queries allow administrators to extract information from the policy 

information base (e.g. what permissions are assigned to a particular subject).  None of the existing 

approaches to policy based management provide a mechanism for policy validation or policy 

review that has been implemented in practice.   

Offline analysis: The policy analysis approach we have developed is designed for performing 

offline analysis that allows an administrator to determine the effect of a new policy on the existing 

system before it is deployed in the system.  Most existing approaches to policy specification and 

analysis, such as Ponder [29], Rei [54] and KaOS [92],  are unable to provide such information 

since they depend on a complete specification of the system state in order to determine the 

existence of an inconsistency.  The PMAC framework developed by IBM is an exception to this, 

since it does support some a priori analysis [2].  However, as mentioned previously this approach 

doesn’t take into account the effect of enforcing policies on the state of the system and therefore 

is not able to detect inconsistencies that arise due to interactions between policies. 

Verifiable decomposition of high-level goals:  By utilising the KAOS goal elaboration 

technique, which provides formally proven patterns of elaboration, the policy refinement 

approach we have developed provides a means of decomposing high-level goals in a verifiable 

manner.  This is in contrast to other refinement techniques such as the resource type-hierarchy 

approach proposed in [89] or the template based POWER technique presented in [18] where the 

decomposition of high-level concepts is performed manually by a domain expert and there is no 

mechanism to the check the correctness of the decomposition. 

Ability to capture domain specific information: The POWER policy refinement technique 

[18] allows domain specific information to be captured in a policy template.  However, given 

there is no support for checking the correctness of these templates, the correctness of the refined 

policies is dependent on the expertise of the administrator who specifies the templates.  

Additionally, there is no support to ensure that the policies derived using these templates are 

consistent with each other or with the underlying system.  In contrast, the approach we have 

developed allows domain specific information to be captured in application specific goal 

elaboration patterns and in policy refinement patterns.  Because the elaboration process is based 

on formal techniques, it is possible to ensure that they are consistent with each other. 
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Support for refining policies across multiple levels of abstraction: Policy refinement 

techniques such as the case based reasoning approach proposed in [13] and the table-lookup 

based approach proposed in [95] are only capable of refining policies between two levels of 

abstraction.  However, in a typical enterprise system, it is necessary to be able to derive policies 

that apply to components at different layers of the system.  The goal elaboration based approach 

taken in this thesis support refinement across multiple abstraction levels since a single high-level 

goal can be decomposed into a number of alternative sets of sub-goals.  This allows each set of 

sub-goals to be mapped to system requirements at the different levels of abstraction. 

Tool support for analysis and refinement: None of the existing approaches to policy analysis 

and refinement provide adequate tool support.  For example, policy frameworks such as PMAC 

and Rei require that the administrator specify policies using an XML-based notation, however 

there is no editor to help the user write these policies.  Similarly, logic-based policy specification 

languages such as PDL [61] and ASL [52] expect the user to specify policies directly in the formal 

notation, which is not a trivial task for the non-expert user.  In contrast, the framework we have 

developed allows administrators to specify all the required information using high-level notation 

such as UML and the Ponder policy language and automatically translates these into the 

underlying formal representation.  Furthermore, we provide an integrated tool that allows 

administrators to provide information regarding the managed system and obtain analysis results 

through a single interface.  Finally, the components of the tool have been designed to work in a 

distributed fashion, thus allowing multiple administrators to share information and analysis results 

regarding the managed system. 

8.3 Summary 
In this chapter we have presented a comparative, functional evaluation of the policy analysis and 

refinement framework developed in this thesis.  Additionally, we present the results of a number 

of experiments conducted to evaluate the performance and scalability of the policy analysis 

components of the framework.  The results show that the technique is able to cope with 

specifications containing large numbers of managed objects and policies, taking a maximum time 

of ~180 seconds to determine the existence of a conflict together with the associated explanation 

when the specification contains 100 conflicting policies.  Given that the analysis technique is 

intended to be used offline to generate results prior to deploying policies, this performance is 

perfectly acceptable.   

Unfortunately it has not been possible to conduct a similar evaluation for policy refinement since 

we have not had the opportunity to formulate a large-scale example involving refinement.  

However, the theoretical results for the computational complexity of the abductive reasoning 

process used in policy refinement shows that this is tractable problem, computable in polynomial 
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time (see Chapter 6, Section 6.3.2).  Therefore we do not envisage any scalability or performance 

issues. 

The usability of the analysis and refinement tool is another aspect of the framework that has not 

been formally evaluated.  Ideally this would have been done by having a representative group of 

users conduct a range of different tasks taking some qualitative and quantitative measures of how 

easy these are completed.  Whilst we have not had the opportunity to conduct such usability tests, 

we do maintain that in this regard our approach is significantly better than other techniques that 

are based on formal reasoning methods because we allow users to specify their policies and 

managed objects using high-level, easy to understand notations, rather than as formal logic 

programs. 

The next chapter provides a summary of the contributions made through the work done for this 

thesis, together with a discussion of limitations, lessons learned and future research directions. 
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ConclusionConclusionConclusionConclusion    

“Though no one can go back and make a brand new start,  
anyone can start from now and make a brand new ending.” 

-- Carl Bard 

Policy-based management is an important tool that provides flexibility and adaptability to 

administrators when managing distributed systems.  When using policy-based management in 

complex enterprise systems, it is increasingly important that administrators be provided with tools 

to analyse and refine policies.  In this context policy analysis refers to the process of checking the 

policies in a managed system for various consistency properties.  As described in Chapter 4, these 

properties include conflicts between policies and the validity of policies with respect to the 

capabilities of the managed system.  In addition to being able to analyse policies, administrators 

need to be able to derive the policies they deploy from the high-level requirements of the system.  

This process is known as policy refinement, and is an area of research that remains to be adequately 

addressed. 

This thesis presents an approach to policy analysis and refinement that makes use of formal 

reasoning methods.  In particular we have presented a formal language for representing policies 

and managed systems that is based on the Event Calculus, and show how policy analysis and 

refinement can be automated through a combination of deductive and abductive reasoning 

methods.  The policy analysis technique we present supports offline analysis of policies in the 

managed system, taking into account the constraints that control the applicability of the policies 

and the effect of enforcing policies on the state of the managed system.  The refinement 

technique uses the KAOS goal elaboration technique [34] together with abductive reasoning to 

transform high-level requirements into strategies, i.e. sets of management operations with 

associated events and preconditions, that can be achieved by the underlying system.  Additionally, 

we have developed a tool that implements this analysis and refinement technique, allowing users 

to utilise the formal methods of the framework by specifying the policies and managed system 

using high-level notations such as UML and the Ponder policy language[29].  This allows the 

approach presented in this thesis to be used by administrators who are not experts in the 

underlying formalisms.  As described in the functional evaluation presented in Chapter 8, these 

features offer a significant advantage over existing approaches 
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In this final chapter, we discuss the limitations of the policy analysis and refinement framework 

presented in this thesis together with some of the lessons learned during its development.  

Additionally, we summarise the contributions of this work and discuss some future directions 

before presenting some concluding remarks. 

9.1 Limitations 
As described here, the system we have developed provides a range of features and has a number 

of advantages over existing solutions to policy analysis and refinement.  However, the approach 

does have a number of limitations which we hope to address in our future work.  These can be 

summarised as follows: 

• Refinement process depends on formal specification of goals:  Whilst 

high-level notations can be used to specify the policies and managed system 

components, the administrator still has to use temporal logic formulae to 

describe the goals used in the refinement process.  There is ongoing work 

in the requirements engineering research community into making the 

KAOS approach more user-friendly [35], and it may be possible to integrate 

some of these results into the policy refinement approach presented here. 

• Conflict rules and goal patterns must be defined manually:  In the 

current implementation of the tool, there is user interface for defining 

application specific conflict rules or goal elaboration patterns.  Therefore, 

these must be manually specified by a user who is familiar with the 

underlying formal representation.  However, once defined these rules and 

patterns automatically become part of the analysis and refinement process 

and therefore can be used by any administrator. 

• Derived strategies do not provide parameter values for management 

operations:  At present the strategies derived as part of the policy 

refinement process only contain the operations that will achieve a particular 

goal, not the parameter values to be used with these operations.  

• Strategy solutions exclude certain operation sequences:  In order to 

ensure the ASystem does flounder in an infinite loop, when deriving 

strategies, it is necessary to exclude solutions where the same management 

operation is performed twice.  Whilst this has been an acceptable restriction 

in the example applications we have considered, there might be some 

situations where this causes eliminates desirable solutions. 



Chapter 9  Conclusion 

172 

• Computational complexity:  The computational complexity of the 

abductive reasoning process is dependent on the efficiency of the constraint 

solvers used by the ASystem.  However, the modular design of this tool 

means that it is possible to modify the abductive process to use more 

efficient constraint solvers when they become available. 

Despite these limitations, the work presented in this thesis advances the current state-of-the-art 

for policy analysis and refinement in a number of ways.  These contributions are described in the 

following section. 

9.2 Summary of Contributions 
The introduction to this thesis identified a number of contributions that this work makes in the 

field of policy based systems management.  In this section we re-iterate these and summarise the 

evidence that confirms that the contributions have indeed been made. 

• Formal representation of policies and managed systems:  In Chapter 3 

we have presented a formal language that can be used to represent policies, 

managed systems and goals of the system.  The formal language is a 

specialised version of the Event Calculus, chosen because of it suitability 

for modelling event-driven reactive systems.  We have also shown how the 

high-level notations such as the Ponder policy language, UML state charts 

and class diagrams can be translated into this underlying formalism.  

Additionally, this formalism provides an operational semantics for Ponder. 

• Formalisation of conflicts and consistency properties:  Policy analysis 

involves checking a range of consistency properties and in Chapter 4 we 

present a classification of these properties.  Additionally, we have provided 

formal rules that allow these properties to be detected using automated 

reasoning techniques such as deduction and abduction. 

• Policy Refinement:   Chapter 5 illustrates the use of the KAOS goal 

elaboration technique for refining policies.  Domain-specific refinement 

information is captured using the combination of domain-specific goal 

refinement patterns and policy refinement patterns.  Once low-level goals 

have been derived using the elaboration technique, abductive reasoning is 

used to obtain the strategies for achieving these goals.  These strategies are 

then used in the action clauses of the refined policies. 
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• Tool Support:  As described in Chapter 6, we have developed an 

integrated tool that allows users to specify the information required for 

policy analysis and refinement.  The tool shields the user from the 

underlying formalism and presents the results of the analysis and 

refinement process in an easily understood form. 

• Complexity and Decidability:  By using the Event Calculus as the 

underlying formalism and ensuring that all predicates are expressed using a 

restricted set of types, we ensure that our formal language for representing 

policy managed systems is restricted to sorted first-order logic.  This means 

that our formal representation is decidable.   

Also, by restricting the representation even further and ensuring that the 

language is stratified, we ensure that the deductive reasoning process is P-

complete.  We have also shown that by imposing some additional 

restrictions the formal representation can be classified as a unit refutable 

theory, which means that a solution to an abductive query can be computed 

in polynomial time. 

Throughout this thesis, we have demonstrated the various features of the policy analysis and 

refinement framework using an example application where policies are used to manage the 

configuration of an enterprise communications system.  In addition, as shown in Chapter 7 we 

have shown how these techniques can be used in a network QoS management framework.  These 

examples demonstrate the effectiveness of the policy analysis and refinement technique in 

different application scenarios. 

9.3 Lessons Learned 
While conducting the research and implementation work relating to this thesis a number of 

important lessons have been learned.  Some of these relate to policy based management and the 

processes of policy analysis and policy refinement, whilst others are based on observations made 

while implementing the formal framework.  Here we give an overview of two key lessons before 

going on to discuss the future directions of our research. 

The first observation we make is that existing formal techniques for policy specification, analysis 

and refinement have taken a specialised approach, only dealing with types of policy and the 

analysis and refinement requirements relevant to a particular application domain.  A good 

example of this is the table-based network QoS management policy framework presented by 

Verma [95].  As we have mentioned previously, the advantage of such a specialised framework is 

that it is possible to fully automate the analysis and refinement tasks.   
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Whilst such frameworks cannot be used in other application domains, generic approaches that 

can be applied in a variety of situations have their own problems.  The principal drawback with 

more general policy frameworks is the need for a lot of effort on the part of an expert user to 

provide the application specific information in order to get any useful results.  For example in 

order to specify policies using the IETF PCIM policy framework [38] users must first extend the 

basic information model by specifying new UML classes that represent the managed components 

and operations in a system.  The PCIM framework does not provide any support for checking the 

resulting model and policies, for inconsistencies or for verifying that the model meets the 

requirements of the user. 

The lesson we learn from these examples is that to be effective, a policy based management 

framework must be general enough so that it can be used in a variety of application domains.  

However, this generality should be supported by automated analysis and refinement techniques 

such that users can be confident that the system meets their requirements and is error-free.  

Furthermore, the system should allow users to store their analysis and refinement results so that 

they can be reused by other users (or automated managers).  This realisation led to the inclusion 

of application specific conflict detection rules, goal elaboration patterns and policy refinement 

patterns in the analysis and refinement approach presented in this thesis. 

The other observation made while implementing our analysis and refinement approach was the 

importance of a design that allows different tools to be used for different reasoning tasks.  For 

example, by choosing a first order logic notation for the formal representation we were able to 

use a combination of abductive and deductive reasoning to develop an integrated analysis and 

refinement framework that can perform a wider range of analysis tasks (e.g. policy validation and 

review, in addition to conflict detection).  The other advantage of having a system that can use 

different reasoning techniques is that this allows us to selectively use the most computationally 

efficient technique depending on the situation.   

9.4 Future Work 
As is evident from the limitations and lessons learned presented in the previous sections, the 

formal approach to policy analysis and refinement presented in this thesis is by no means 

complete.    In this section presents the work that we feel is most important to be done as part of 

future work on policy analysis and refinement.  This can be categorised into the following areas: 

• Formal representation:  As indicated by some of the results presented in 

Chapter 8, using integrity constraints can improve the computational 

efficiency of the abductive reasoning process.  With this in mind, we 

propose revisiting the formal representation of policy managed systems and 

investigate the how we could make better use of integrity constraints. 
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• Policy analysis:  The main omission in our policy analysis framework is a 

method for resolving conflicts.  We are currently looking into the feasibility 

of using a new formal technique called Preference Reasoning, to address this 

issue.  Additionally, we hope to extend the policy validation technique to 

support dynamic validation by analysing the system behaviour specification 

to include the pre-conditions of management operations as constraints in 

the policy. 

• Policy refinement:  The main focus of our efforts to extend the policy 

refinement functionality would be to include the computation of parameter 

values as part of the derivation of strategies.  We believe that could be 

achieved by integrating constraint logic programming techniques into the 

refinement process. 

• Tool implementation:  Whilst the tool presented in this thesis has been 

sufficient to illustrate the concepts of the policy analysis and refinement 

framework, it cannot be considered a fully functional system.  Therefore, in 

addition to improving its user interface, as part of our future work, we 

propose to extend the tool to include support for specifying policy 

refinement patterns and also provide better interface for specifying goals. 

9.5 Concluding Remarks 
Policy based management is recognised as a powerful tool that provides administrators with the 

flexibility required to change the behaviour of the systems they manage as the requirements of the 

enterprise change.   However, in order to achieve a large-scale adoption of policy based 

techniques in enterprise systems management, it is increasingly important to provide 

administrators with the tools that support a rigorous approach to policy specification.  By this we 

mean that administrators should have the ability to analyse policy specifications for consistency 

and also allow policies to be refined from high-level goals.  We believe that the work presented in 

this thesis goes a long way towards addressing these need since, unlike previous work in this area, 

the formal approach presented here provides an integrated framework for analysing and refining 

both management and authorisation policies.   

Over the past few years, researchers in the field have shifted focus from developing policy 

specification languages and enforcement architectures and started to study the issues relating to 

analysis and refinement.  The ideas of using formal representations of policy managed systems, 

goal elaboration, abductive reasoning presented in this thesis provide a good starting point for 

their efforts.     
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A.1 Predicate Reference 
 

attr(ClassName, AttrName, Type) Defines that the class ClassName has an attribute 
called AttrName of type, Type.  

domain(Obj) Defines that Obj represents a domain.  In order to 
indicate that a domain is a specialisation of an object, 
we also define the following rule: 

  mgdObj(Obj, ‘classDomain’) � domain(Obj). 

eventExpr(E, T) Predicate that holds if the event expression in the first 
argument is satisfied at time T.  Used to define 
composite events. 

holdsGoal(P, T) Defines that goal P holds at time, T.  The time argument 
is used to determine the relative order of a set of goals 
terms. 

isDerivedMember(Domain, Object) � 
  mgdObj(Object, _), 
  isMember(Object, Domain). 
 
isDerivedMember(Domain, Object) � 
  domain(Domain), 
  mgdObj(Object, _), 
  subDomain(SubDom, Domain), 
  isDerivedMember(SubDom, Object). 
 

Used to determine membership of a domain across the 
entire domain structure.  This first rule identifies all 
those objects that are direct members of the domain, 
Dom.  The second rule recursively identifies those 
objects that are members of sub-domains of the 
domain, Dom. 

isMember(Obj, Dom) Holds if the object, Obj, is a member of the Domain, 
Dom. 

mgdObj(Obj, ClassName) Used to specify that Obj is an object in the system, with 
the type denoted by ClassName. 

missingGoalProperty(G) Denotes a property G that must be defined by the user.   

ptnGoal(G) The high-level goal expression for a goal elaboration 
pattern.  Typically, this would be instantiated as:  

 goalPtn(achieve(P,Q)) �  ... subgoalPtn ... 

 

ptnSubGoal(SubGOal) Represents a sub-goal expression in a goal elaboration 
pattern.  It is used in a body of a rule that defines the 
pattern. 

requestAction(Policy, Subj, Op, T) Denotes that the specified policy made a request for the 
subject to perform the operation at time, T. 

subDomain(Child, Parent) � 
  domain(Child), domain(Parent), 
  isMember(Child, Parent),  
  not(Child=Parent). 
 
subDomain(Child, Parent) � 
  domain(Parent), domain(Child), 
  domain(IntermediateParent),  
  not(IntermediateParent=Parent), 
  not(IntermediateParent=Child), 
  isMember(IntermediateParent, Parent), 
  subDomain(Child, IntermediateParent). 
 

Holds if the domain represented by Child is a sub-
domain of Parent.  The body of the rule is used to 
ensure that there are no cyclic relationships in the 
domain structure. 



Appendix  Formal Representation: Language Reference 

 183 

A.2 Function Reference 
 

achieve(P, Q) Represents a goal expressed using the temporal logic 
formula, P u ¡Q, and means that if P holds Q will hold 
at some point in the future. 

allow(ObjSubj,  
      op(ObjTarg, OpName, Parms)) 

Represents the permission granted to a subject, 
ObjSubj, to perform the action, OpName, on the target, 
ObjTarg.  Parms are included in case OpName is 
overloaded 

and(P1, P2) Conjunction of the two goal terms, P1 and P2.  
Indicates that they both hold at a given point in time. 

avoid(P, Q) Represents a goal expressed using the temporal logic 
formula, P u ±¬Q, and means that if P holds ¬Q will 
hold at all points in the future (i.e. Q will be avoided). 

cease(P, Q) Represents a goal expressed using the temporal logic 
formula, P u ¡¬Q, and means that if P holds ¬Q will 
hold at some point in the future (i.e. Q will cease to 
hold). 

clocktick(H,M,S) Event that represents the real-world time having the 
value H:M:S.  E.g using this function, 2pm would be 
represented as clocktick(14,0,0) 

deny(ObjSubj,  
     op(ObjTarg, OpName, Parms)) 

Used to denote that the subject, ObjSubj, is denied 
permission to perform the action OpName on the target, 
ObjTarg. 

doAction(op(ObjTarg, OpName, [Parms])) Represents the event of the action specified in the op/3 
term being performed on the target object, ObjTarg. 

done(Policy, Subj, Op) Event that occurs when an obligation policy, Policy, has 
been enforced by the subject performing the specified 
operation. 

goalProperty(P) Used to indicate that P is a property that can be used 
as part of a goal definition. 

maintain(P, Q) Represents a goal expressed using the temporal logic 
formula, P u ±Q, and means that if P holds that Q will 
hold at all points in the future. 

oblig(ObjSubj,  
      op(ObjTarg, OpName, Parms)) 

Denotes that the subject, ObjSubj, should perform the 
action specified in the operation term on the target, 
ObjTarg. 

op(Obj, OperationName, [Parameters]) Used to denote the management operations specified in 
a policy function or event (see below) 

pot_state(Obj, Attr, Value) Used to represent a potential state of a managed object 
when defining its behavioural model.  The actual state 
of a managed object holds when a policy performs a 
management operation (see state/3 fluent – Table 3.2). 

refrain(ObjSubj,  
        op(ObjTarg, OpName, Parms)) 

Denotes that the subject, ObjSubj, should not perform 
the action specified in the operation term on the target, 
ObjTarg. 

state(Obj, Attr, Value) Represents the value of a managed object attribute.  
This fluent holds when an obligation to perform an 
action with the post-condition pot_state(Obj, Attr, 

Value) is enforced. 

sysEvent(E) Represents a system event.  Used in the definition of 
obligation policies. 
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unless(P, Q, R) Represents a goal expressed using the temporal logic 
formula, P u Q W R, and means that if P holds Q will 
hold unless R holds. 

until(P, Q, R) Represents a goal expressed using the temporal logic 
formula, P u Q U R, and means that if P holds Q will 
hold for all points until R holds. 

A.3 Domain Independent Rules 
 

1111 % Define finite domain of time values 

2222 time(T) :- clp(T in 0 .. 20). 

3333  

4444 % Initiation / Termination of a fluent 

5555 clipped(T1, B, T3)  :- happens(A, T2), T1<T2, T2<T3, terminates(A, B, T2). 

6666 declipped(T1, B, T3) :- happens(A, T2), T1<T2, T2<T3, initiates(A, B, T2). 

7777  

8888 holdsAt(pos(B), T2) :- initiallyTrue(B), not(clipped(0, B, T2)), time(T2). 

9999 holdsAt(pos(B), T2) :- initiates(A, B, T1), happens(A, T1), T1<T2,  

                       not(clipped(T1, B, T2)), time(T1), time(T2). 

10101010  

11111111 holdsAt(neg(B), T2) :- initiallyFalse(B),  

                       not(declipped(0, B, T2)), time(T2). 

12121212 holdsAt(neg(B), T2) :- terminates(A, B, T1), happens(A, T1), T1<T2,  

                       not(declipped(T1, B, T2)), time(T1), time(T2). 

13131313  

14141414 ic :- happens(A, T), not(time(T)). 

15151515 ic :- happens(doAction(Op), T1), happens(doAction(Op), T2), T2>T1. 

16161616  

17171717 % Obligation Policy Enforcement Rules 

18181818 requestAction(Policy, Subj, Op, T) :- 

19191919  initiates(E, oblig(Policy, Subj, Op), T), 

20202020  happens(E, T). 

21212121  

22222222 initiates(done(ObligPolicy, Subj, Op), state(Obj, Attr, Val), T) :- 

23232323  initiates(doAction(Op), pot_state(Obj, Attr, Val), T), 

24242424  holdsAt(pos(allow(AuthPolicy, Subj, Op)), T), 

25252525  requestAction(ObligPolicy, Subj, Op, T). 

26262626  

27272727 terminates(done(ObligPolicy, Subj, Op), oblig(ObligPolicy, Subj, Op), T). 

28282828  

29292929 % Allow any missing states to be abduced as pre-conditions 

30303030 holdsAt(pos(pot_state(Obj, Attr, Value)), T) :-  

                               precondition(Obj, Attr, Value). 

31313131 holdsAt(pos(state(Obj, Attr, Value)), T) :-  

                               precondition(Obj, Attr, Value). 


