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RESUMO 

Durante o processo de desenvolvimento de software, os artefatos são construídos e 

manipulados por vários desenvolvedores que trabalham em paralelo. Uma prática comum para 

gerenciar o desenvolvimento paralelo é o uso de ramos. Em algum momento, esses ramos 

precisam ser reintegrados através de uma operação de merge. Neste processo, em caso de 

conflitos, os desenvolvedores precisam se comunicar para chegar a um consenso sobre a 

resolução desejada. Os desenvolvedores devem garantir que o resultado esteja em 

conformidade com o objetivo do trabalho e que não haja conflitos de alto nível (sintático e 

semântico), mais difíceis de serem identificados de forma automática. Por essa razão, convidar 

os desenvolvedores adequados para uma sessão de merge colaborativo é fundamental. No 

entanto, esta tarefa pode ser difícil, especialmente quando muitos desenvolvedores diferentes 

realizaram alterações significativas em cada ramo em um grande número de arquivos. Assim, 

o objetivo principal deste trabalho é apresentar TIPMerge, uma abordagem concebida para 

recomendar participantes para sessões de merge colaborativo. TIPMerge analisa o histórico do 

projeto e cria um ranking de desenvolvedores mais apropriados para integrar dois ramos, 

considerando as mudanças nos ramos, na história prévia e as dependências entre os arquivos 

modificados em diferentes ramos. Nossos resultados mostram uma média de melhoria 

normalizada de 15,14% (mediana 25,01%) para o top-1 e 43,45% (mediana 51,66%) para o top-

3 do ranking comparado com as classes majoritárias, i.e., desenvolvedores que mais realizaram 

merges. Embora seja útil para a escolha de um desenvolvedor para executar o merge, 

geralmente escolher os primeiros desenvolvedores do ranking não é eficaz para sessões de 

merge colaborativo, pois os primeiros desenvolvedores podem ter conhecimento sobreposto 

devido a alterações nos mesmos arquivos. A fim de apoiar o merge colaborativo, TIPMerge 

utiliza técnicas de otimização para escolher desenvolvedores com conhecimentos 

complementares, com o objetivo de maximizar a cobertura conjunta do conhecimento. Nossos 

resultados mostram uma média de melhoria normalizada de 47,31% (mediana 48,48%) para a 

cobertura de conhecimento conjunto ao utilizar as técnicas de otimização empregadas por 

TIPMerge para reunir equipes de três desenvolvedores para merge colaborativo em comparação 

com a escolha dos top-3 desenvolvedores do ranking. 

 

Palavras-chave: Merge Colaborativo, Alocação de Desenvolvedores, Merge de Ramos, 

Otimização. 



ABSTRACT 

During the software development process, artifacts are constructed and manipulated by 

multiple developers working in parallel. A common practice to manage parallel development 

is the use of branches. Eventually, these branches need to be reintegrated through a merge 

operation. In this process, if conflicts arise, the developers need to communicate to reach 

consensus about the desired resolution. The developers must ensure that the result complies 

with the objective of the work, and that there is no high-level conflict (syntactic and semantic), 

as these conflicts are more difficult to identify automatically. For this reason, inviting the right 

developers to a collaborative merge session is fundamental. However, this task can be difficult 

especially when many different developers have made significant changes on each branch over 

a large number of files. The main goal of this work is to present TIPMerge, an approach 

conceived to recommend participants for collaborative merge sessions. TIPMerge analyzes the 

project history and builds a ranked list of developers who are the most appropriate to integrate 

a pair of branches, considering their changes in the branches, in the previous history, and the 

dependencies among files across branches. Our results show an average normalized 

improvement of 15.14% (median 25.01%) for top-1 and 43.45% (median 51.66%) for top-3 of 

the ranking compared to the majority classes, i.e., developers who performed most merges. 

Although useful for choosing a specific developer to perform the merge, usually picking the 

top developers in such ranking is not effective for collaborative merge sessions, as the top 

developers may have overlapping knowledge due to changes over the same files. In order to 

support collaborative merge, TIPMerge employs optimization techniques to choose developers 

with complementary knowledge, aiming at maximizing the joint knowledge coverage. Our 

results show an average normalized improvement of 47.31% (median 48.48%) for the joint 

knowledge coverage when using the optimization techniques employed by TIPMerge for 

assembling teams of three developers for collaborative merge in comparison to choosing the 

top-3 developers in the ranked list. 

 

Keywords: Collaborative Merge, Developers Assignment, Merge of Branches, Optimization. 
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CHAPTER 1 – INTRODUCTION 

1.1 MOTIVATION 

Parallel software development is a common practice to manage time to market, isolate 

new features from bug fixes, segregate development teams, implement customizations, etc. 

Branching is the most commonly adopted mechanism to support parallel development for code 

under version control (BIRD et al., 2011; BIRD; ZIMMERMANN, 2012; SHIHAB et al., 

2012). A branch provides an isolated space where changes can be made, designs explored, and 

code tested in parallel with other teams working in other branches (BIRD; ZIMMERMANN, 

2012). 

Changes made in branches usually need to be reintegrated periodically through a merge 

operation. This operation combines two independent and usually long sequences of commits, 

which can potentially hold numerous contributions from different developers. For instance, in 

previous work, we observed a merge in the Rails1 project that included commits made by 47 

developers in one branch and 52 developers in the other (COSTA et al., 2014). The effort 

involved in such an integration is usually dependent on how much work went on in the branch 

and also in the other branch in the intervening time (BIRD et al., 2011), and the amount of 

conflicts (COSTA; FIGUEIREDO; MURTA; et al., 2016). 

In the case of merge conflicts, developers often need to discuss their choice of conflict 

resolution with other developers, since a conflict also expresses differences in intentions among 

developers (KOEGEL et al., 2010). In this situation, some developers may not have enough 

knowledge alone to make the right decision. In two Stack Overflow discussions2 3, for example, 

developers lament: (1) “while resolving merge conflicts, if I don't know which one to pick 

(because I'm not aware of any of the two changes)” (2) “when trying to merge the changes on 

the trunk with a branch, there are conflicts on 10 different files, which are authored and 

maintained by 3 different developers. This means that a single team member cannot conduct 

the conflict resolution, as there are parts in which he is not competent enough. Is there a way 

to carry out the conflict resolution collaboratively?”  

A survey with 164 developers (COSTA et al., 2014) confirms the problem by showing 

that when performing a merge, people frequently try to commit their changes before other team 

members to avoid merge conflicts and being required to make decisions alone over the source 

                                                 
1 https://goo.gl/7fP3fv 
2 http://goo.gl/CTWUgy 
3 http://goo.gl/uMvZHk 
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code created by other developers. Besides that, they normally contact other developers to 

resolve conflicts together. 

Unfortunately, existing support for integrating branches is rudimentary. Most tools 

usually detect only direct (i.e., textual) conflicts, and transfer the responsibility of resolving 

conflicts to the developer in charge. So, merging branches can be difficult due to two main 

reasons. First, conflicts can arise, especially in long-living branches (BIRD; ZIMMERMANN, 

2012). Shihab et al. (2012) found that the adoption of branches cause integration failures due 

to conflicts or unseen dependencies. Second, when conflicts do occur, it is not always clear 

which changes to keep and which to reject. The developer performing a merge might not fully 

understand the changed code or the rationale behind the change, or may not have the expertise 

to determine the impact of the change since they do not fully understand the dependencies in 

the project (COSTA et al., 2014).  

Identifying the appropriate developers to perform a merge is nontrivial. Inviting all 

involved developers to a merge session is infeasible due to costs, physical space, and developer 

availability. Whereas, inviting just some developers to the merge session requires enough 

knowledge about the project to prioritize among developers who are aware of the project 

history, the dependencies in the project, and the changes in the branches. Moreover, some 

developers may have similar knowledge, as they may have changed the same files. In this case, 

recommending such developers could lead to an overlap in knowledge. Therefore, the 

utilization of collective knowledge of developers can help during a conflict resolution, with all 

involved parties in a collaborative effort (KOEGEL et al., 2010; LAUTAMÄKI et al., 2012; 

NIEMINEN, 2012). 

Existing approaches do not address how to select developers who are the best suited to 

participate in collaborative merge sessions. Recent work has investigated developer 

recommendations to analyze pull request (DE LIMA JÚNIOR et al., 2015; JIANG et al., 2015; 

YU et al., 2014, 2015). These approaches fall short for branch integration. While pull requests 

refer to remote branches that need to be merged, these branches usually contain few commits 

by a single developer (GOUSIOS et al., 2014). Further, the author of the pull request usually 

syncs his branch in advance to ease reintegration, making the process more like a workspace 

merge. We also found works that assign developers to issues (ANVIK et al., 2006; ANVIK; 

MURPHY, 2007, 2011; CAVALCANTI et al., 2014; KAGDI; POSHYVANYK, 2009; 

LINARES-VÁSQUEZ et al., 2012; MATTER et al., 2009; ZHANG; LEE, 2012). Typically, 

these approaches identify the best developer to fix an issue based on previously fixed issues.  
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In the collaborative merge scenario, some proposals focus on supporting collaborative 

model merging (BROSCH et al., 2012; KOEGEL et al., 2010) and real-time editors 

(LAUTAMÄKI et al., 2012; NIEMINEN, 2012). These studies aim at enabling all involved 

participants to work in a collaborative fashion. However, assigning developers to a 

collaborative merge session brings additional challenges, as the number of developers, the time 

interval between syncing of the branches, and the number of commits per branch varies, and 

can be very high, making the process more complex. Finally, dependencies among files across 

branches add further complexity, as they indicate potential indirect conflicts. 

1.2 GOAL 

The main goal of this work is to propose an approach to identify the most appropriate 

developers to merge a pair of branches. For this, we conceived, implemented, and evaluated 

TIPMerge, an approach to assign developers to merge changes across branches in collaborative 

merge sessions. 

For a given pair of branches, TIPMerge first identifies key files and the developers who 

have made changes to them in each branch. Key files are files that are changed in parallel across 

the branches (which can lead to direct conflicts), or files that have changed in one branch, but 

have dependencies with other changed files in the other branch (which can cause indirect 

conflicts). TIPMerge then identifies the overall experience of developers with the key files 

based on the project and branch history. After analyzing this information, TIPMerge builds a 

ranked list of developers who are the most appropriate to integrate a pair of branches. As the 

top developers in the ranking may have similar knowledge, this ranked list is then used to detect 

knowledge coverage over the artifacts. TIPMerge checks the joint knowledge coverage of 

different teams of developers and shows which team of developers has the maximum coverage. 

As the number of developers in the ranking can be high, TIPMerge uses an optimization 

algorithm to find which developers make the best team to deal with a specific merge case. 

1.3 RESEARCH METHODOLOGY 

In order to achieve our main goal, we defined three stages in this work. The stages are: 

problem characterization, the conception and implementation of TIPMerge, and its evaluation. 

Here, we present an overview of these stages: 

Problem characterization: in order to obtain information on how merges are 

performed and how merge conflicts are resolved, we performed two studies: (1) a retrospective 

analysis, and (2) a survey with developers. In the retrospective analysis, eight projects hosted 
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at Github were analyzed: Django, Git, JQuery, MaNGOS, Perl5, Rails, Voldemort, and Zotero. 

The goal of this study was to analyze merge profiles of these projects and check if the 

development log is an appropriate source of information for identifying the key participants for 

merging branches. From the information extracted of these projects, we answered the following 

research questions: (1) RQ1.1: What is the average number of developers per branch? (2) 

RQ1.2: What is the average number of commits per developer in each project? (3) RQ1.3: What 

is the maximum number of developers in each branch? (4) RQ1.4: How many merges have 

commits from the same developers in both branches?  

We also performed a survey with 164 developers. We analyzed the developers’ opinions 

with the goal of collecting information about how merge conflicts are solved in real projects. 

Some of the research questions answered by the survey were: (1) RQ2.1: How often do 

developers try to commit their changes before other team members commit in order to avoid 

merge conflicts? (2) RQ2.2:  How often do development teams usually adopt policies to avoid 

merge conflicts? (3) RQ2.3: How often do development teams have adopted policies to select 

the person (or people) to merge branches? (4) RQ2.4: How often do developers usually make 

decisions alone about conflicting changes in parts of the code that were written by other 

developers? (5) RQ2.5: How often do developers feel comfortable when they are making 

decisions alone about changes in parts of the code that were written by other developers? (6) 

RQ2.6: In complex merge conflict, how often do developers contacted other developers to 

resolve the conflict together? (7) RQ2.7: How often do developers take into consideration 

factors like “knowledge about the project, affinity, last to perform a change, version control 

log, among others” when requesting help for other developers to resolve a merge conflict? 

More details about these two studies are presented in Chapter 3. 

The answers of such research questions provided us some important findings. We found 

that there are merges with many people working in the branches (more than 100 participants 

contributing in a single branch). There are also cases where the same developer committed in 

both branches. Besides that, many developers mentioned that they are not comfortable to work 

in parts of code owned by other developers and many of them contact other developers to 

resolve conflicts together.  

Conception and implementation of TIPMerge: the problem characterization stage 

was fundamental for the conception of the method because we noticed that the knowledge about 

the artifacts and changes performed both in the branches and in the previous history are 

fundamental elements to consider for the recommendation. Besides that, we observed that the 

collaborative merge is a common practice and can help in situations where the developer in 
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charge does not have enough knowledge to make the necessary decisions. Then, we conceived 

our method according to the following sequential steps: (1) Data Extraction; (2) Key Files 

Editors Identification; (3) Developer Ranking; (4) Team Recommendation. We also 

implemented our method in a tool, called TIPMerge. TIPMerge is able to check any file in any 

programming language and recommend developers to integrate a pair of branches based on 

their experience in key files. More details about TIPMerge are presented in Chapter 4. 

 Evaluation: in order to evaluate TIPMerge, we performed a quantitative and a 

qualitative evaluation. The quantitative evaluation was executed over 29 projects. We verified 

the accuracy of the Developer Ranking and also the Team Recommendation. We answered the 

following research questions: (1) RQ3.1: Is the top-k TIPMerge recommendation using the 

Developer Ranking more accurate than the top-k developers who performed the most merges 

in the past? (2) RQ3.2: Does the k-developer TIPMerge Team Recommendation for 

Collaborative Merge improve the percentage of knowledge coverage over teaming up the top-

k developers from the Developer Ranking?  

In the qualitative evaluation, we interviewed four developers from three projects. We 

investigated in depth some merge cases in which TIPMerge suggested developers to perform 

the merge. We answered the following research question: RQ3.3: Considering cases where 

TIPMerge does not recommend the developer that actually performed the merge, was the 

recommendation inappropriate or other circumstances affected the choice? More details about 

TIPMerge evaluation are presented in Chapter 5. 

The answers of such research questions showed that TIPMerge did not have good results 

for projects with a clear integrator (projects with just one developer that performed more than 

50% of the merges). TIPMerge presented good results for projects that either have no 

integrators, or have an integration team. In our best result, for top-3 recommendations, we 

obtained improvements in predictions in most cases: 24 out of 29 projects. We also checked 

that optimizing the joint knowledge coverage when assembling teams of three developers for 

collaborative merge leads to an average normalized improvement of 47.31% in the knowledge 

coverage when compared to choosing the top-3 developers in the ranked list. 

1.4 RESEARCH HISTORY 

The main activities and the main results of this research are described in Figure 1. 
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Figure 1: Research history 

In 2012, we started the Ph.D. During the Software Configuration Management (SCM) 

course, a systematic mapping on Version Control Systems (VCS) in Distributed Software 

Development (DDS) was performed. This work was finalized and published in early 2013 at 

the International Conference on Global Software Engineering (ICGSE):  

COSTA, Catarina; MURTA, Leonardo. Version Control in Distributed Software 

Development: A Systematic Mapping Study. In: 2013 IEEE 8th International Conference on 

Global Software Engineering (ICGSE), 2013, Bari, Italy, p. 90–99.  

This systematic mapping was conducted at the beginning of our research and was more 

general in nature, not helping much in the other steps of the research. For this reason, we opted 

to not report its results in this document. During 2013, we were more focused on investigating 

merge on software repositories and we started a retrospective analysis over some projects. In 

2014, new analyses were performed and a paper with the results was accepted at the 

International Conference on Software Engineering and Knowledge Engineering (SEKE). This 

work was extended with results of a survey with 164 developers and accepted at the 

International Journal of Software Engineering and Knowledge Engineering (IJSEKE): 

COSTA, Catarina; FIGUEIRÊDO, José J. C.; MURTA, Leonardo. Collaborative Merge 

in Distributed Software Development: Who Should Participate? In: International Conference 

on Software Engineering and Knowledge Engineering (SEKE), 2014, Vancouver, Canada, p. 

268–273. 
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 COSTA, Catarina; FIGUEIREDO, J. J. C.; GHIOTTO, Gleiph; MURTA, Leonardo. 

Characterizing the Problem of Developers’ Assignment for Merging Branches. International 

Journal of Software Engineering and Knowledge Engineering (IJSEKE), 2014, v. 24, n. 10, p. 

1489–1508. 

In 2014, we also presented our research proposal during the Qualifying Examination. A 

paper and a poster derived from it, being respectively presented at the CBSoft Thesis and 

Dissertation Workshop (WTDSoft) and at the ICSE 2017 Ph.D. and Young Researchers Warm 

Up Symposium. 

In 2015, part of the development and implementation of the assignment method 

occurred at the University of Nebraska-Lincoln during a Ph.D. sandwich. After that, we started 

the evaluation of TIPMerge. We performed a quantitative and qualitative evaluation, and in 

2016 the results were published at the research and demo tracks of the International Symposium 

on the Foundations of Software Engineering (FSE): 

COSTA, Catarina; FIGUEIREDO, Jair; MURTA, Leonardo; SARMA, Anita. 

TIPMerge: Recommending Experts for Integrating Changes Across Branches. FSE 2016, 

Seatle, WA, USA: ACM, 2016. p. 523–534. 

COSTA, Catarina; FIGUEIREDO, Jair; SARMA, Anita; MURTA, Leonardo. 

TIPMerge: Recommending Developers for Merging Branches. FSE 2016, Seatle, WA, USA: 

ACM, 2016. p. 998–1002. 

In 2016, we worked in an extension of TIPMerge that, besides recommending an 

individual developer according to the Developer Ranking, also provides Team 

Recommendations for a collaborative merge session. Then, new experiments were performed 

and these results are about to be submitted to a journal. 

1.5 CONTRIBUTIONS 

In summary, this work has the following main contributions: 

Problem characterization – We performed a retrospective analysis over eight real 

software projects obtained from Github and a survey with 164 developers about the complexity 

of the merge process, especially the merge of branches. We could observe the context of branch 

merging, in order to obtain appropriate information to define our method for assigning 

participants to merge branches. 

Approach – We presented an approach that analyzes change history in branches, file 

dependencies, and the past history to build a ranked list of developers who are the most 

appropriate to integrate a pair of branches. Using this ranked list, our approach is able to 
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recommend the most suitable developers in terms of joint knowledge coverage to team up in a 

collaborative merge session. 

Implementation – We implemented our approach in an open-source tool available at 

https://github.com/gems-uff/tipmerge. TIPMerge is able to build a ranked list of suitable 

candidates to perform the merge based on a medal count system. Moreover, given the team size 

provided by the user, TIPMerge finds the developers that maximize the joint knowledge 

coverage for a collaborative merge session. 

Evaluation – We quantitatively evaluated TIPMerge over 29 real-world projects. First, 

we checked the normalized accuracy improvement of TIPMerge over the majority class (i.e., 

choosing the developer that was responsible for most merges in the past) considering only the 

ranked list. Then, we verified the normalized knowledge coverage improvement of TIPMerge 

recommendations for collaborative merge over the selection of the top developers from the 

ranked list. We also performed a qualitative evaluation based on interviews, showing that 

different factors (e.g., development role, skills, past collaboration) affect who actually performs 

the merge. 

1.6 ORGANIZATION 

This thesis is organized in other five chapters, besides this introduction.  

In Chapter 2, we present the concepts about branch merging that are important for 

understanding our work. We also discuss some related work.  

 In Chapter 3, we present two studies that were performed to characterize our problem. 

First, a retrospective analysis focused on checking how branch merges occur in real software 

projects. Then, a survey focused in understanding the actions that developers take when they 

need to perform merges.  

In Chapter 4, we present TIPMerge, our assignment method to merge changes across 

branches. For a better understanding, we present the steps of the method using a guiding 

example. Besides that, we present an overview of the TIPMerge implementation. 

In Chapter 5, we present a quantitative and qualitative evaluation of TIPMerge. We 

present results of TIPMerge running over 29 projects. Moreover, we also present interviews 

with developers of three projects. 

Finally, Chapter 6 concludes this work with the main findings, limitations, and future 

work. 

  

https://github.com/gems-uff/tipmerge
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CHAPTER 2 – BRANCH MERGING 

2.1 INTRODUCTION  

Software Configuration Management (SCM) is a discipline that allows for the evolution 

of software products under control, and thus contributes to satisfying quality and delay 

constraints (ESTUBLIER, 2000). As an indication of this field’s significance, SCM is one of 

the 15 fields in Software Engineering, according to the SWEBOK guide, regarded as the 

Software Engineering Body of Knowledge (BOURQUE et al., 2014). 

SCM provides mechanisms to support developers in performing changes during the 

software development process (MENS, 2002). One of these mechanisms is version control. 

According to Mens (2002), version control allows dealing with the parallel evolution of a 

software product through concurrent versions that are eventually integrated. Version Control 

Systems (VCS) are fundamental not only for the evolution control of artifacts, but also for 

enabling collaborative work over the same artifacts. Moreover, VCS keeps the history artifact 

edits, storing data about authors who made modifications in such artifacts, the actions taken by 

them, and the results thereof.  

Two key concepts of VCS are branching and merging. The former is employed to 

promote parallel development in an isolated fashion, apart from the main development branch, 

and the latter is used to reintegrate the parallel work. Therefore, teams are free to explore, 

develop, test, and stabilize the code base without interfering with each other (BIRD et al., 2011). 

Both concepts enable various forms of collaboration (APPLETON et al., 1998; BIRD; 

ZIMMERMANN, 2012) within the software development process. However, changes in 

different branches have eventually to be merged, and long periods of isolation may increase the 

chances of conflicts. Conventional VCS are capable of identifying physical conflicts when 

conflicting changes are performed on the same code regions, but parallel work on the artifacts 

may generate conflicts in the syntactic and semantic levels as well (MENS, 2002). 

The merge activity can be difficult and there is no consensus about who should perform 

it. Some developers indicate that the most experienced developer should perform the merge 

(COSTA et al., 2014). But identifying the most experienced developer is not trivial. Further, 

there may not be a single developer whose experience covers all changes involved in the merge. 

This chapter presents the key background concepts for understanding the remaining of 

this thesis and discusses the state-of-the-art research on developer’s assignment for merging 

branches. It is organized as follows. Section 2.2 presents some general concepts of VCS, such 
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as topologies and concurrency control policies. Section 2.3 discusses about branching, merging, 

and conflicts. Section 2.4 introduces the problem of developer’s assignment. Section 2.5 

presents related work. Finally, Section 2.6 brings forth the final considerations of this chapter. 

2.2 VERSION CONTROL SYSTEMS  

Some studies (PRESSMAN, 2011; SPINELLIS, 2005) affirm that software projects, 

especially those with large teams, that do not use VCS often meet problems over time, such as 

inconsistent artifacts. Adopting a VCS tool may increase productivity, but, in turn, it requires 

planning and greater effort, initially (PRESSMAN, 2011). VCS, besides providing support to 

simultaneous development by a group of developers, allow for the tracking of such 

development, providing a history of all changes together with the developers that made them. 

With the adoption of a VCS, the software repository becomes a significant source of 

information, including all file versions, the lines of code that have been altered in each version, 

and information about when the changes were performed and by whom, among others 

(SPINELLIS, 2005). For Storey et al. (2005), the repository is an organizational memory that 

can be accessed in order to assess the software evolution. 

Several VCS have emerged through the years. According to Estublier (2000) in the 80s, 

the first systems were built: RCS (TICHY, 1985) and Make (FELDMAN, 1979). From this 

period, Estublier (2000) also mention the systems DSEE (LEBLANG; MCLEAN, 1985), NSE 

(SUN MICROSYSTEM, 1988), and Adele (ESTUBLIER; CASALLAS, 1994). But the first 

real SCM products appeared in the early 90s, using a relational database and providing 

workspace support (ESTUBLIER, 2000): Clear Case (LEBLANG, 1995) and Continuus 

(CAGAN, 1995). Other relevant open-source VCS include CVS (FOGEL; BAR, 2003), 

Subversion (COLLINS-SUSSMAN et al., 2008), Git (CHACON, 2009) and Mercurial 

(O’SULLIVAN, 2009). According to O’Sullivan (2009), CVS was the most used open-source 

VCS for more than a decade. Then it started to be replaced (though it remains to be used in 

legacy systems) by Subversion, which gained considerable popularity around the 2000s 

(O’SULLIVAN, 2009). Both systems are centralized, adopting a client-server model. On the 

other hand, Git and Mercurial are distributed, following a peer-to-peer model, consequently 

unleashing different types of collaboration. In the following sections the two topologies, 

centralized and distributed, are detailed. 
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2.2.1 TOPOLOGY OF VERSION CONTROL SYSTEMS 

As mentioned before, VCS can feature a centralized (client-server model) or distributed 

(peer-to-peer model) topology. Centralized VCS (CVCS) have a sole central server containing 

all versions of the software (repository). Any developer working in his or her workspace 

(working directory that allows the developers edit source files, build the software components 

they’re working on, and test and debug what they’ve built (WINGERD; SEIWALD, 1998)) can 

obtain artifacts from the repository to his or her personal local workspace (a operation known 

as check-out). They can also send the changes made in the local workspace (through a commit) 

to the repository. Any developer is also able to obtain parallel changes made by other developers 

in the remote repository (update). This process is illustrated on Figure  2. 

 

Figure  2. Centralized version control systems 

According to O’Sullivan (2009), in the early 2000s, several projects began to move 

away from the client-server development model and began to adopt a distributed one. In this 

topology, every copy of a project contains all of the project’s history and metadata, and 

developers can share changes in whatever arrangement suits their needs, instead of through a 

central server (O’SULLIVAN, 2009). The main operations (checkout and commit) continue to 

exist, but are performed locally, allowing offline work. Moreover, three new operations are 

introduced in this model: clone, pull, and push. Through the clone operation, developers copy 

the complete version history from the remote repository to their workspace. The pull operation 

gets concurrent commits from the remote repository. The push operation sends local commits 

to the remote repository. Even if a unique remote repository is defined, simulating a client-

server model, each workspace is also considered as a server and can be used as such by other 
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workspaces. For instance, if Alice and Bob are working together on a project, Alice might clone 

a copy of Bob’s repository, or she could clone a copy from some server (O’SULLIVAN, 2009). 

As stated by Chacon (2009), the distributed topology, unlike the centralized one, allows for 

different possible workflows, such as, for instance, the use of hierarchical models. The 

organization of a distributed VCS is shown in Figure 3. 

 

Figure 3. Distributed version control systems 

Two of the main representatives of the distributed topology, Git and Mercurial, were 

simultaneously developed in 2005 (BARR et al., 2012; O’SULLIVAN, 2009). This topology 

brought forth various possibilities of collaboration among development teams. According to 

Barr et al. (2012), one of the reasons for the ample use of these systems is that this generation 

of VCS supports two main features: distributed repositories and branch and merge-preserving 

history, concepts that are more closely approached in the sections to follow. 

2.2.2 CONCURRENCY CONTROL POLICIES 

Concurrency control policies in VCS are able to inhibit (to lock) or allow (‘not to lock’) 

parallel development (PRUDÊNCIO et al., 2012). These policies are known as pessimistic and 

optimistic, and each one has its advantages and disadvantages. 

By adopting the pessimistic policy, all participants work on the same set of software 

artifacts and parallel editing of the same artifacts is prevented by locking (MENS, 2002). Thus, 

the developer does not need to dedicate time to solve conflicts within the same artifact. On the 

other hand, locks can cause an unnecessary serialization over the development process 

(PRUDÊNCIO et al., 2012). Besides that, this policy may lead to a false sense of security: the 

developer might think that his or her work does not affect other software counterparts and make 

the work inconsistent. As artifacts depend on each other and locking avoids only physical 

conflicts, syntactic and semantic conflicts (present in Section 2.3.2) can arise. According to 
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Mens (2002), in practice, this approach is inappropriate when the number of developers that 

make use of a VCS reaches a certain threshold, which is usually quite low. 

In the optimistic policy, multiple developers can work in parallel over the same artifact 

at the same time (PRUDÊNCIO et al., 2012). According to Mens (2002), the advantage of this 

approach is that software developers are allowed to work completely isolated for a period of 

time. Notwithstanding, at some point, the developers will have to spend time and effort merging 

these parallel contributions. If conflicts occur, they need to be manually resolved by the 

developers in charge of the merge (MENS, 2002; PRUDÊNCIO et al., 2012). 

Among the most popular CVCS, Subversion, for instance, supports both pessimistic and 

optimistic concurrency control policies. The DVCS Git and Mercurial, aside from the 

centralized and traditional VCS, provide support only for the optimistic policy, in which locking 

artifacts is not possible. This is expected because DVCS do not assume the existence of an 

online centralized repository, hardening the control of locks. 

2.3 BRANCHING 

An important optimistic concurrency mechanism is the use of branches. A branch is a 

virtual workspace, created from a particular state of the source code, in which a developer or 

team of developers can make changes without affecting others working outside the branch 

(SHIHAB et al., 2012). VCS provide mechanisms for creating branches and reintegrating them 

afterwards via a merge operation (APPLETON et al., 1998). These branches may have different 

purposes, such as segregating inexperienced developers, segregating perfective maintenance 

from corrective maintenance, and customizing the software for different scenarios, among 

others (SANTOS; MURTA, 2012).  

The use of branches allows teams to concentrate on their own tasks, without having to 

concern themselves with whether their work will be affected by changes made in different 

branches or not. Thus, development teams are free to explore, develop, test and stabilize the 

code, without the interference of other developers (BIRD et al., 2011). Without branches, 

developers would share a single mainline and deal with the early conflicts that sharing entail 

(BARR et al., 2012). 

DVCS such as Git (CHACON, 2009) enable concurrent development by means of 

implicit and named branches (O’SULLIVAN, 2009). On the one hand, developers clone 

repositories and work in parallel over their clones in a daily basis, leading to implicit branches. 

These are usually short-living branches and each accommodates commits from just one 

developer. After finishing the changes, developers merge these implicit branches back to the 
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origin repository. On the other hand, named branches can be explicitly created and used for 

isolating long-term parallel changes. Each of these branches may accommodate commits from 

multiple developers. Depending on the goals of the named branches, they are merged to each 

other or to the master branch of the project. 

Several open-source projects employ branches in their development practices. Some 

examples of popular open-source projects that adopt branches are (BIRD et al., 2011): Linux, 

Python, Perl and Ruby on Rails. Bird et al. (2011) also mention projects such as Windows 

Vista, Windows 7, and Windows Mobile at Microsoft, which intensely adopt branches. 

 

Figure 4. Preserved history by a DVCS (BARR et al., 2012) 

Figure 4 presents an example of the usage of branching. The same example is used to 

explain how a CVCS and DVCS maintain development history. During software development, 

immediately after commit C1 (called common ancestor) in the “Main Line” (also known as 

“trunk” or “master”, in the parlance of Subversion and Git, respectively), a branch was created, 

namely “Branch A”. After some isolated contributions, the branch is merged back to the “Main 

Line”. Both topologies (CVCS and DVCS) would register the commits (C0, C1, C2, C3, C4, 

and C8) in the “Main Line”. However, in the case of an implicit branching, only the DVCS 

topology would keep the branch’s commits in the history (C5, C6, and C7). In DVCS, the 

complete development history is recorded from every workspace, thus maintaining a truthful 

representation of the software’s evolution. The dashed edges represent commits that would not 

be recorded in a CVCS topology (BARR et al., 2012). O’Sullivan (2009) affirms that in Git 

and Mercurial the parallel nature of a project’s development is clearly visible in its history, 

making it obvious who made which changes, when the changes were made, and exactly which 

other changes theirs were based upon. 

Then, branch is an important mechanism provided by VCS (APPLETON et al., 1998; 

BARR et al., 2012; BIRD et al., 2011; BIRD; ZIMMERMANN, 2012; SHIHAB et al., 2012), 

but branches do not come without a price. They may introduce a false sense of safety, as changes 

made in different branches will eventually be merged together (either manually or 

automatically) (BIRD; ZIMMERMANN, 2012), and bugs may arise if these changes are 
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syntactically or semantically incompatible (SHIHAB et al., 2012).  These concepts are more 

closely approached in the sections to follow. 

2.3.1 MERGE PROCESS 

Merging is the means by which one branch (may it be implicit or explicit) synchronizes 

its contents with another (APPLETON et al., 1998). A merge must combine the modifications 

and correctly resolve any conflicting changes made along each branch since the common 

ancestor (APPLETON et al., 1998). This process may be time-consuming, especially when a 

branch stays isolated for a long period of time.  

Merging changes from one branch into another can be frustrating and dangerous because 

some risks may arise (O’SULLIVAN, 2009): (1) developers working in separate branches may 

modify the same sections of one or more files in different ways, and (2) code in one branch may 

depend on functionality that has changed in the other branch. According to O’Sullivan (2009), 

the effects of dependencies can be much more insidious, causing an unanticipated kind of 

failure. 

The majority of VCS is based on textual merge techniques (MENS, 2002), which do not 

take into account the syntax or semantics specific to each software artifact. According to Mens 

(2002), two merge techniques are usually implemented in tools: two-way merge and three-way 

merge. When combining two versions, a two-way merge technique only takes into account 

these two versions. As for a three-way merge technique, it takes into account both versions to 

be combined as well as their common ancestor, that is, the branching point. A representation of 

both techniques can be viewed in Figure 5. 

 

Figure 5. Two and three-way merges (CONRADI; WESTFECHTEL, 1998) 

As illustrated in Figure 5, the two-way merge technique compares versions a1 to a2, 

which will then be combined to generate a new version m. In the three-way merge, the common 

ancestor, in this case a base version b, is consulted. According to Mens (2002), the three-way 

merge is more effective than the two-way merge because the information in the common 



28 

 

ancestor is also used during the merge process and more conflicts can be detected, thus being 

the preferred option by VCS.   

Three-way merge is performed in four phases, according to Altmanninger et al. (2009): 

comparison, conflict detection, conflict resolution, and lastly, combination of code. In the 

comparison phase, the verification of the two versions to be merged and the common ancestor 

version is carried out. In the second phase, the differences and the conflicts are detected and 

presented. The resolution phase aims at resolving eventual merge conflicts, automatically or 

manually. Finally, the combination phase’s goal is to generate a new version of the artifact. 

Recently a new kind of collaboration that involves the concept of branching and merging 

emerged: pull requests. Pull request is a distributed development model implemented originally 

by GitHub in which contributors fork (i.e., a clone in the server side) a repository, implement 

some new features or fix bugs, and send a request to the project’s core team to integrate their 

changes into the main repository (GOUSIOS et al., 2014; YU et al., 2015). Thus, the work is 

clearly distributed among a core team, which is responsible for performing the merges, and a 

peripheral team that submits changes to be considered for merging (GOUSIOS et al., 2014). 

The pull request process mainly includes three roles in GitHub (JIANG et al., 2015): (1) 

contributors that modify codes to fix bugs or improve features, (2) core members that evaluate 

submitted codes and decide whether to merge the changes into repositories or not; and, (3) 

commenters that freely discuss code changes.  

2.3.2 MERGE CONFLICTS 

According to Mens (2002), three types of conflicts may arise during merge: textual, 

syntactic, and semantic. Textual conflicts, also known as physical conflicts, occur when 

concurrent changes (e.g., addition, removal, or edition) take place over the same physical parts 

of a file (e.g., same line). Syntactic conflicts occur when concurrent operations break the 

syntactic structure of the file when combined. The syntactic structure of a file is usually defined 

in terms of a schema or grammar. Finally, semantic conflicts occur when concurrent operations 

break the semantics of the file when combined. The semantics of the file can be expressed both 

in terms of the semantics of the programming language in use (the relationship among syntactic 

elements) or expected program behavior (usually verified by test cases). 

A conflicting change at the physical level would be, for instance, the scenario in which 

two developers concurrently change the same line of a file, e.g., the name of a method or a 

class, each developer setting a different name. Usually, at this point, the VCS does not instantly 

know how to resolve the conflict, which could be choosing one version, the other, both, or 
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neither. Therefore, it delegates to the developer the decision on how to conciliate the changes, 

which is called manual merge. 

At the syntactic level, the syntactic structure of the language is not respected when 

combining changes. For instance, a syntactic conflict would occur if each developer adds a 

method with equivalent signatures, however, in different regions of the code.  

A semantic conflict in terms of the language semantics could occur if someone removes 

the declaration of a variable while another developer includes a use of such variable. The VCS 

would not identify any physical conflicts since the changes are apart in terms of lines of code, 

but the code would not compile for not complying with the language’s semantics.  

Finally, a semantic conflict in terms of the expected program behavior could occur if 

concurrent changes made in a method lead to an error in the equation that performs the 

Fahrenheit to Celsius conversion, for instance. In this case, the merge does not have physical 

or syntactic conflicts, but the return has inconsistent values. It is important to mention that 

changes in the dependent files can cause semantic conflicts. Therefore, if dependent files are 

changed in different branches and the developers are unaware of these changes, semantic 

conflicts may occur. 

Branches might postpone the merge by increasing isolation, potentially leading to 

additional conflicts should the changes be syntactically or semantically incompatible (SHIHAB 

et al., 2012). A developer might opt to procrastinate the integration of work done by other 

developers, fearing that difficult conflicts might arise. Notwithstanding, this reluctance to 

merge due to possible conflicts may lead to even more incompatible workspaces, making 

conflicts more probable (BRUN et al., 2011; DE SOUZA et al., 2003; GRINTER, 1995).  

Conversely, some works (BRUN et al., 2011; ESTLER et al., 2013; GUIMARÃES; 

SILVA, 2012; SARMA et al., 2012) mention the detection of conflicts as early as possible as a 

possible solution for decreasing the difficulty of performing merges. Awareness techniques are 

based on the idea that one should not wait until the merge occurs to detect conflict, but have an 

infrastructure for monitoring and alerting developers immediately about conflicting changes in 

their workspaces. Approaches such as CloudStudio (ESTLER et al., 2013), Crystal (BRUN et 

al., 2011), Palantír (SARMA et al., 2012), SafeCommit (WLOKA et al., 2009), and WeCode 

(GUIMARÃES; SILVA, 2012) try to avoid conflicts by notifying the developers and prodding 

them to self-coordinate. One of the most recognized approaches on awareness is Palantír 

(SARMA et al., 2012). It tracks workspace edits to identify potential direct (textual) and 

indirect (syntactic and semantic) conflicts and notifies developers of these conflicts as soon as 

possible. Similarly, Crystal (BRUN et al., 2011) integrates ongoing parallel changes, extracted 
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from local commits (in Git), into a shadow master repository to identify potential conflicts. 

CloudStudio (ESTLER et al., 2013) allows a developer to select the type of information about 

parallel changes that they want to be notified about. This helps with interruption management. 

SafeCommit (WLOKA et al., 2009) identifies changes at different levels of safety (pass merge, 

pass test, etc.), thereby allowing developers the flexibility to choose which change sets can be 

safely integrated into the main branch.  

Even though these approaches play an important role in minimizing the incidence of 

conflicts, they do not guarantee conflict-free merges. Different factors may still lead to difficult 

merges even when these approaches are in place, such as: (1) developers working on project 

forks that eventually need to be reintegrated; (2) the nature of some parallel changes (e.g., bug-

fix and new features over the same component); and (3) offline changes.  

Since the tool support does not guarantee the resolution of conflicts, the developer in 

charge needs to have enough knowledge to perform the task. With all the challenges that the 

integration process may impose, this task can be hard. Thus, we discuss about the assignment 

of developers to merge branches in the next section. 

2.4 DEVELOPERS ASSIGNMENT TO MERGE BRANCHES 

Developers’ assignment is a common research topic in Software Engineering. Several 

studies address developer assignment to fix bugs, for example (we discuss more on this topic 

in Section 2.5.3). However, developers’ assignment for merging branches is a relegated topic. 

As discussed, the merge task can be difficult in cases where the VCS cannot 

automatically execute the merge. Moreover, even if the merge is performed automatically, there 

is still the possibility of syntactic and semantic conflicts. According to Nieminen (2012), 

conflict resolution is typically done by the developer in charge of the merge, possibly using 

some tool for visualizing the conflicting changes. However, the developer in charge of the 

merge may not have all the necessary information and understanding for resolving the conflict 

(NIEMINEN, 2012). 

 In fact, there is no consensus on who should perform the merge. Some projects have a 

clear integrator responsible for the merge task (COSTA; FIGUEIREDO; MURTA; et al., 2016). 

Developers mention roles or knowledge required for the task, such as (COSTA et al., 2014): 

the most experienced developer, the configuration manager, people involved in a conflict, or 

the technical lead. According to Premraj et al. (2011) the roles of the mergers, and the type of 

files that they work will dictate the cost of merging. 
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As the developer in charge does not always have enough knowledge to perform the 

merge, Nieminen (2012) discusses the possibility of a collaborative merge, indicating that 

having all involved parties during the resolution of conflicts would be positive. Prudêncio et al. 

(2012) also mentioned that in order to know how to resolve the conflicts, developers need to be 

available and in touch with each other. 

Collaborative merge tools were proposed in the context of models (BROSCH et al., 

2012; KOEGEL et al., 2010) and real-time editors (LAUTAMÄKI et al., 2012; NIEMINEN, 

2012). These studies aim at enabling all involved participants to work in a collaborative fashion 

during merge. However, they do not address how people should be chosen to participate in the 

collaborative merge session. Inviting all involved participants would be infeasible in some 

cases, as discussed in Chapter 3. Consequently, an open question in this context is: “Who should 

participate in a collaborative merge session?”. 

With this context in mind, we believe that is important to cover the assignment of 

developers to merge branches considering the possible conflicts that may arise from concurrent 

changes made in the branches and also consider the possibility of assigning more than one 

developer in some complex merge cases.  

2.5 RELATED WORK 

We conducted a literature review looking for studies on the assignment of developers to 

merge branches. First, we checked a set of papers about developer assignment in general. We 

obtained a list of eight papers. From these, we checked the related work verifying the references 

and papers that cited these selected papers. These processes are known as backward and forward 

snowballing (JALALI; WOHLIN, 2012), respectively. To the best of our knowledge, there is 

no work that addresses recommendation of developers to merge branches. However, 

developers’ assignment is a common research topic in software engineering. Several studies 

address it in the context of identifying developers who have expertise to work on issues or pull 

requests, for example. Then, we present in this section the more closely related studies that 

provide support to the identification of experts in software projects. 

2.5.1 IDENTIFICATION OF EXPERTS 

Some approaches, such as Dominoes (DA SILVA, JOSE RICARDO et al., 2015; DA 

SILVA JUNIOR et al., 2014), Emergent Expertise Locator (MINTO; MURPHY, 2007), 

Expertise Browser (MOCKUS; HERBSLEB, 2002), and Usage Expertise (SCHULER; 

ZIMMERMANN, 2008), aim at identifying experts in software projects. Some of these 
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approaches (Dominoes and Emergent Expertise Locator) are inspired by Cataldo et al. (2006, 

2008), who developed a technique to measure task dependencies among people. They use 

matrices to represent various dependency relationships. From this, they aim at answering who 

must coordinate with whom to get the work done. Dominoes (DA SILVA, JOSE RICARDO et 

al., 2015; DA SILVA JUNIOR et al., 2014) allows different kinds of explorations over 

matrices, and can be used to identify experts for a given project or software artifact. It adopts 

GPU for processing operations, which enables the analysis of large-scale data. Emergent 

Expertise Locator (MINTO; MURPHY, 2007) produces a ranked list of the most likely 

emergent team members with whom to communicate, given a set of files currently deemed to 

be of interest. Expertise Browser (MOCKUS; HERBSLEB, 2002) identifies experts over 

regions of the code, such as modules or even subsystems by using the concept of: (1) Experience 

Atoms (EAs), which are basic units of experience in change management systems, and (2) the 

atomic change (delta) made to the source code or to the project’s documentation. Finally, the 

concept of Usage Expertise (SCHULER; ZIMMERMANN, 2008) is applied to recommend 

experts for files, where the developer accumulates expertise not only by editing methods, but 

also by calling (using) them. 

All these approaches extract information from VCS and Issue Tracking Systems. Some 

of these systems are based on changes performed via commits; others check for different kinds 

of information, such as method calls, opened and closed issues, etc. While all these approaches 

identify experts, they only take into consideration previous history and do not discern changes 

in branches. As a result, equal weights are assigned to all files. However, in branch merging we 

know that changes across branches and their dependencies might have a bigger impact on the 

merge decision than prior changes alone.  

2.5.2 DEVELOPERS ASSIGNMENT TO ANALYZE PULL REQUESTS 

Other studies on identification of experts have focused on developers assignment to 

analyze pull requests (DE LIMA JÚNIOR et al., 2015; JIANG et al., 2015; YU et al., 2014, 

2015). Their context is very close to ours since they focus on assigning pull requests to 

appropriate reviewers, who are responsible to merge the changes into the main repository. 

Yu et al. proposed an approach that combines information retrieval with social network 

analysis to help project managers find a suitable reviewer for each pull request. The textual 

semantic of pull requests is used because they believe that the expertise of a reviewer can be 

learned from his pull request-commenting history. Then, developers who have frequently 

commented similar pull requests in the past are recommended as suitable candidates to review 
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the new one. The social relationships among contributors (i.e., followers in GitHub) are used 

to check affinity between contributors and reviewers in historical pull requests. 

Jiang et al. (2015) proposed CoreDevRec to recommend core members for contribution 

assessment in GitHub. The framework contains two phases: model building and prediction. 

During the first phase (model building), it builds a model from historical pull requests and their 

reviewers. In the second phase (prediction), the model is used to recommend core members. 

CoreDevRec uses machine learning techniques to analyze different features from pull requests 

and their reviewers, including: modified file paths, social information (relationships between 

contributors and core members), historical records of pull requests, and activeness of core 

members. Then, given a new pull request, CoreDevRec generates a list of top k most suitable 

core members who have the highest probability of reviewing it. 

De Lima Júnior et al. (2015) proposed the use of data mining to identify the most 

appropriate developers to analyze a pull request. They use a set of attributes and classification 

strategies to recommend developers to analyze pull requests. The attributes characterize the 

requester, the contribution, and the social interactions between the requester and the project. 

For example, they consider the amount of pull requests accepted and rejected, the amount of 

developers in the core team followed by the collaborator, the amount of added and deleted lines 

of code, among others. Besides that, they evaluated the accuracy of recommending a rank of 

three developers for analyzing each pull request. 

These works are closely related to the recommendation of developers for branch 

merging, as they aim at recommending developers to verify the contribution, which is coded in 

a branch in the forked repository, and possibly merge it into another branch in the main 

repository. Nevertheless, in general, pull requests contain commits of a single developer and 

are small (GOUSIOS et al., 2014). Moreover, the author of the pull request usually syncs their 

forked branch in advance to ease reintegration, making the process more like a workspace 

commit. In the more general case of merging branches, the number of developers, the syncing 

interval, and the number of commits per branch is variable and can be high in some situations. 

2.5.3 DEVELOPERS ASSIGNMENT TO ANALYZE ISSUES 

We also found studies that assign developers to analyze issues (also called change 

request or bug in the studies). For example, Cavalcanti et al. (2014) conducted a systematic 

mapping on challenges and opportunities for software change request and they identified 28 

studies that address the topic of assigning developers to issues. They concluded that most 

approaches apply information retrieval techniques. In general, they recommend developers who 
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have already worked on similar change requests in the past. Normally, these approaches use 

information from the change request repository, version control systems, or source code. In this 

section, we present some of these approaches. 

Anvik et al. (2006) presented a semi-automated approach to recommend a set of 

developers who may be appropriate for resolving the bug. The approach applies a machine-

learning algorithm to the open bug repository to learn the kinds of bugs each developer resolves. 

When a new bug arrives, the classifier produced by the machine learning technique suggests a 

small number of developers suitable to resolve the bug. 

Zhang and Lee (2012) also proposed a developer recommendation method for assigning 

appropriate developers to fix bugs by using the free-form textual content of the bug reports. 

This method is based on social network and experts' feedback. This method consists of three 

phases: retrieval of similar bug, characteristics extraction, and social network construction. In 

the first phase, it retrieves similar bug reports when a new bug report arrives. In the second 

phase, it extracts the factors such as fixing time and developers from similar bug reports. Then, 

in the third phase, it constructs a social network, which represents the relationship of 

developers. 

Murphy and Cubranic (2004) applied machine learning techniques to assist in bug triage 

by using text categorization to predict the developer that should work on the bug based on the 

bug’s description. The classification is based on each developer corresponding to a single class, 

and each document (that is, a bug report) is assigned to only one class (that is, a developer 

working on the project). 

These studies on issues assignment are not as closely related to our problem as the 

studies on pull request assignment. For instance, given the description of a specific task, the 

problem of developers’ assignment to analyze issues is based in the recommendation of a 

developer to implement this task. That is, the only input is the description of the task and some 

metadata. On the other hand, the developers’ assignment to merge branches consists of 

recommending developers to integrate parallel branches. However, the problem of assigning 

developers to issues can provide relevant insights about repository and source code analysis 

techniques. Similarly to the developers’ assignment to merge branches and to analyze pull 

requests, the developers assignment to analyze issues also demands specialized knowledge to 

perform the task.  
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2.6 FINAL REMARKS 

In this chapter, we presented fundamental concepts for the understanding of this 

research, including the main features of VCS, topologies, and concurrency control policies. We 

also discussed how such systems maintain a record of the project versions, with precise 

information on changes and their authors. Further, we discussed about the adoption of branches 

in software development with version control, which are created in order to isolate work. We 

also discussed concepts regarding the merge process and conflicts that might arise during 

merge. We presented different types of conflicts – physical, syntactic, and semantic – and two 

known techniques for merging – two-way and three-way merge, the latter being the most 

suitable since it takes into account the common ancestor of two versions to decide what to keep 

in the resulting version when merging. We also reinforce that branches may introduce a false 

sense of safety, as changes in different branches eventually have to be merged, and long periods 

of isolation may increase the chances of conflicts. 

The related work evidences that little has been investigated regarding the choice of the 

most suitable developers to merge branches. We noticed that most recommendation research 

efforts focus on developer’s assignment to analyze issues and, recently, pull requests. In 

summary, these three problems impose different challenges: while the problem of developers’ 

assignment to analyze pull requests is based on the recommendation of a developer to integrate 

the implementation of a task made by some other developer (usually external), and the 

developers’ assignment to analyze issues is based in the recommendation of a developer to 

implement a task, the developers’ assignment to merge branches consists on recommending 

developers to integrate parallel branches. In general, this task can be more complex because it 

normally involves contributions made by multiple developers.  
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CHAPTER 3 - RETROSPECTIVE ANALYSIS AND SURVEY ABOUT 

SOFTWARE MERGE 

3.1 INTRODUCTION 

In addition to understanding the merge concepts and related work, we also decided to 

better characterize the problem by studying how branches are merged in real situations. In this 

chapter, we present two studies that were conducted to understand how merge happens in 

practice: a retrospective analysis over repositories and a survey. In the retrospective analysis, 

we studied merges of some open-source software repositories. In the survey, we collected the 

opinion of developers about merges and conflicts. Our goal was to observe the context of branch 

merging, in order to obtain relevant information to define our method for assigning participants 

to merge branches. 

The retrospective analysis was performed over eight real software projects obtained 

from Github. We investigated information related to concrete cases of branch merging, such as: 

average number of participants per branch; merges with the largest number of participants in 

both branches; merges with the same developers in both branches; merges with some 

intersection of participants; and, merges without any intersection of participants. The results 

showed that, in some cases, people work in both branches and this may be relevant for 

identifying a project expert. 

The survey was performed with 164 practitioners. We investigated information about 

the complexity of the merge process, especially the merge of branches: how practitioners deal 

in practice with conflict situations, whether they choose other developers to help them in the 

process, and how this choice is made. The results showed that developers frequently contact 

other developers to solve merge conflicts and that reconciling choices from the work of other 

developers is a challenge. 

The remainder of this chapter is organized as follows. Section 3.2 describes the 

retrospective analysis: the materials and methods (Section 3.2.1) and the results and discussion 

(Section 3.2.2). Section 3.3 presents the survey with practitioners: the materials and methods 

(Section 3.3.1) and the results and discussion (Section 3.3.2). Section 3.4 concludes presenting 

the main findings. 
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3.2 RETROSPECTIVE ANALYSIS 

Configuration management repositories have a trail of changes performed in software 

projects, such as, the files and methods that were edited, who edited them, how many times 

they were modified, and so on. We believe that it can help on identifying the most appropriate 

developers for solving conflicts. The goal of this analysis is to study merge profiles of eight 

software projects and check if the development log is an appropriate source of information for 

identifying the key participants for merging branches. In order to verify this, we investigate 

some research questions and answered them. 

3.2.1 MATERIALS AND METHODS 

This study was guided by the following four research questions:  

RQ1.1: What is the average number of developers per branch? In this question, we 

observe the quantity of developers involved in each branch being merged, for each project. 

RQ1.2: What is the average number of commits per developer in each project? In this 

question, we observe the number of commits by developer in terms of average and standard 

deviation. 

RQ1.3: What is the maximum number of developers in each branch? In this question, 

we observe the most complex cases in number of people involved and communication channels. 

In order to obtain such cases, we use harmonic mean. 

RQ1.4: How many merges have commits from the same developers in both branches? 

The steps followed to run these analyses were: (1) project selection, (2) post-hoc 

analysis, and (3) consolidation. 

In the project selection step, eight projects were chosen: Django, Git, JQuery, 

MaNGOS, Perl5, Rails, Voldemort, and Zotero. These projects were selected because they have 

different sizes, are popular, are coded in different programming languages, have different goals, 

and are very active. Table 1 describes the analyzed projects with their total number of merges 

and developers. 

By analyzing the information shown in Table 1, it is noticeable that the projects range 

from just few hundreds of merges (Zotero, JQuery, and MaNGOS) to thousands of merges 

(Perl5, Git and Rails). It is also observable that the projects have varied numbers of participants, 

ranging from tens in Voldemort and Zotero to thousands in the Git and Rails. This diversity is 

important to allow us exploring different situations, enabling a wider observation over the 

development projects. This contributes for a more embracing analysis. 
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Table 1. Project’s general description 

Project 
General Information 

Purpose Number of Merges Number of Developers 

Django Python web framework 404 396 

Git Distributed revision control system 7,434 1,103 

JQuery JavaScript Library 250 133 

MaNGOS A full-featured MMO server suite 255 266 

Perl5 Programming language 1,607 789 

Rails Ruby web framework 6,147 2,528 

Voldemort Distributed database 406 59 

Zotero Citation manager 223 16 

In the post-hoc analysis step, the history of each selected project was analyzed to extract 

information about developers, commits, and merges. To do so, we implemented an automated 

infrastructure that parses the history provided by Git and extracts all merge commits. Moreover, 

it is able to identify the branches and previous history information (before forking the history). 

After identifying each commit that was merged, we extracted the author information 

(name and e-mail). Then, in the consolidation step, we computed multiple information, such 

as: who committed in each branch, how many commits they did, who committed in both 

branches, among others. 

3.2.2 RESULTS AND DISCUSSION 

This section presents the answers to the four aforementioned research questions, 

according to the research steps described in Section 3.2.1. 

RQ1.1: What is the average number of developers per branch?  

The branches of all the merges were processed and the results are shown in Table 2. In 

order to obtain the average number of developers per branch, we first counted the number of 

developers in each branch and then calculated the average. It is important to notice that there is 

a reasoning to number the branches (CHACON, 2009): “the first parent is the branch you were 

on when you merged, and the second is the commit on the branch that you merged in”. 

It is observable that, for example, Git has an average of 24 developers per merge on 

branch 1 and only 1.99 developers on branch 2. The same occurs in other three projects, having 

high values on branch 1: Django, JQuery, and Rails. In contrast, MaNGOS, Perl5, Voldemort, 

and Zotero have a higher average of developers on branch 2. However, with a clear exception 

of MaNGOS, the difference is not substantial. The discrepancy of developers in branch 1 and 

branch 2 is probably an effect of the branching strategy (BERCZUK; APPLETON, 2003) 

adopted in each project. 
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Table 2. Average number of developers per branch 

Project 
Developers per Branch 

Average Branch 1 Standard Deviation Average Branch 2 Standard Deviation 

Django 7.05 20.60 2.64 8.88 

Git 24.00 53.63 1.99 14.01 

JQuery 4.56 7.26 1.57 2.07 

MaNGOS 1.58 1.86 5.00 4.88 

Perl5 2.02 7.01 3.46 6.51 

Rails 10.95 43.77 2.41 8.58 

Voldemort 1.47 1.67 1.73 1.45 

Zotero 1.38 1.16 1.56 0.94 

RQ1.2: What is the average number of commits per developer in each project?  

The number of commits per developer evidences the average participation of the 

developers in the project (Table 3). Furthermore, it allows for the identification of the 

developers that participate the most and, therefore, are possible candidates to be project experts. 

In order to obtain this information, we counted the number of commits by each developer and 

then calculated the average. 

Table 3. Average commits per developer 

Projects Name 
Commits per Developer 

Average Standard Deviation 

Django 10.88 17.49 

Git 176.26 418.56 

JQuery 12.52 24.08 

MaNGOS 7.31 21.37 

Perl5 12.17 50.25 

Rails 33.51 100.31 

Voldemort 23.08 43.12 

Zotero 42.06 74.08 

RQ1.3: What is the maximum number of developers in each branch?  

Table 4 shows the merges with the highest harmonic mean of branches 1 and 2. The 

harmonic mean is a plausible metric because it allows for finding scenarios with high values in 

both branches. 

Consider, for example, the merge with most developers in the Rails project, with 

harmonic mean of 49.37, having 47 developers that committed on branch 1 and 52 developers 

that committed on branch 2. For this case, the complexity of identifying developers to solve a 

certain merge conflict can be rather high. The possibilities of communication exceed 2,000 
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(47×52) channels among the involved developers. On the other hand, the Zotero project has 

harmonic mean of 3.75, leading to 15 different channels of communication among developers. 

Table 4. Maximum number of developers per branch 

Projects Name 
Maximum Number of Developers 

Merge Commit Hash Branch 1 Branch 2 Harmonic Mean 

Django 9cc6cfc4057e… 8 12 9.60 

Git a8816e7bab03… 158 10 18.80 

JQuery 63aaff590ccc… 20 3 5.22 

MaNGOS 404785091845… 11 17 13.35 

Perl5 fed34a19f844… 10 6 7.50 

Rails bf2b9d2de3f8… 47 52 49.37 

Voldemort 2a5c69145fb6… 4 8 5.33 

Zotero d456117ebe9c… 3 5 3.75 

RQ1.4: How many merges have commits from the same developers in both branches?  

Table 5 displays information on the intersections of developers in merging branches. 

The first column presents the project names. The remaining columns show the quantity and 

proportion of: (1) merges that have all the developers in common in the branches; (2) merges 

that have some developers in common; and (3) merges that have different developers in each 

branch. 

As seen in the Django project, only 1 merge (0.25%) has exactly the same developers 

in both branches and 8.66% have some intersection. In the Git project, for instance, the 

intersection reaches more than 50% of the merges, and the same developers participate in both 

branches in about 5% of the merges. In the JQuery, MaNGOS, Voldemort, and Zotero projects, 

the number of people in both branches is also expressive, with more than 30% of the merges 

having some intersection. The Django, Perl, and Rails projects feature small intersections of 

developers in the branches. 

Table 5. Intersection of developers in merging branches 

Projects Name 
Intersection of Developers 

Exactly the same (a) Some intersection (b) Without intersections (c) 

Django 1  0.25% 35 8.66% 368 91.09% 

Git 435 5.85% 3,926 52.82% 3,073 41.33% 

JQuery 19  7.60% 72 28.80% 159 63.60% 

MaNGOS 7 2.74% 71 27.85% 177 69.41% 

Perl5 15 0.93% 95 5.91% 1,497 93.16% 

Rails 56 0.91% 886 14.41% 5,205 84.68% 

Voldemort 64  15.76% 83 20.44% 259 63.80% 

Zotero 34 15.25% 94 42.15% 95 42.60% 
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The information that some developers know both of the branches being merged can aid 

in the designation of key participants to take part in the merge. We believe that the chances of 

performing a more coherent choice during merge increases if some developers are aware of 

parts of the work done in both branches. 

3.3 SURVEY 

The second study is based on a survey where developers answered questions about what 

actions are taken by them when they need to merge branches, and especially when a conflict 

arises during the merge. We analyzed the developers’ opinions with the goal of collecting 

information about how merge conflicts are resolved in real projects.  

3.3.1 MATERIALS AND METHODS 

We adopted the following steps to run our survey (PFLEEGER; KITCHENHAM, 

2001): (1) setting specific and measurable objectives, (2) planning and scheduling the survey, 

(3) preparing the data collection instrument, (4) validating the instrument, (5) selecting 

participants, (6) analyzing the data, and (7) reporting the results. 

The survey’s questionnaire was constructed in three rounds. In the first round, an initial 

questionnaire was built. Open and closed questions were used in the survey, summing up a total 

of 16 questions, where 7 questions were closed-ended. The closed-ended questions were 

composed of multiple choices and Likert-scale answers. This questionnaire was divided in three 

sections: basic information, professional experience, and experience with VCS. In the second 

round, other researchers reviewed the questionnaire and motivated some changes. Finally, in 

the last round, we performed a pilot of the survey with three software development practitioners, 

aiming at validating the questionnaire. Based on the answer and critics, we adjusted and 

improved the questionnaire once again. The pilot answers were discarded and the final version 

of the questionnaire was used in the survey. 

The research questions about the experience with version control systems (how they 

perform merge) were: 

RQ2.1: How often do developers try to commit their changes before other team members 

commit in order to avoid merge conflicts? 

RQ2.2:  How often do development teams usually adopt policies to avoid merge 

conflicts? 

RQ2.3: How often do development teams have adopted policies to select the person (or 

people) to merge branches? 



42 

 

RQ2.4: How often do developers usually make decisions alone about conflicting 

changes in parts of the code that were written by other developers? 

RQ2.5: How often do developers feel comfortable when they are making decisions alone 

about changes in parts of the code that were written by other developers? 

RQ2.6: In complex merge conflict, how often do developers contacted other developers 

to resolve the conflict together? 

RQ2.7: How often do developers take into consideration factors like “knowledge about 

the project, affinity, last to perform a change, version control log, among others” when 

requesting help for other developers to resolve a merge conflict? 

The questionnaire was sent to developers by email, together with some contextual 

information, such as: goal of the research, expected background, and the estimated time to 

answer (5 minutes). Developers were invited to answer to the survey and forward it to other 

developers. The complete questionnaire is available in Appendix A. 

The survey was performed from June/2014 to July/2014 and 164 developers from 

Brazil, USA, France, and Indonesia answered it. From the 164 participants, most of them are 

between 21 and 40 years old (61% are between 21 and 30 years old and 32% are between 31 

and 40 years old). Most of them have BS (42%) or MS (32%) degrees. Some are undergraduate 

students (21%) and few have a Ph.D (5%) degree. Graphics about this information are shown 

in the Figure 6. 

 

Figure 6. Age and level of education 

Regarding professional experience, we could extract information such as the level of 

experience with version control systems in academic and/or industrial projects, the size of the 

development team, and the adopted development methodology. As depicted in Figure 7, 45% 

of the developers have experience on using version control systems in academic and industrial 
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projects, while 40% have experience only in industrial projects. Moreover, 3% of the developers 

have no experience at all and were discarded because they would not help on understanding of 

how people manage conflicts during merge.  

 

Figure 7. Experience related to the use of version control tools 

From the 139 developers with experience in industrial projects, many have more than 7 

years of experience (44) and between 4 and 7 years of experience (46). On the other hand, from 

the 94 developers with experience in academic projects, most of them have between 1 and 4 

years of experience (56) and between 4 and 7 years of experience (22). As expected, developers 

from industry are the more experienced ones. The results are shown in the Figure 8. 

 

Figure 8. Time dedicated to academic and industrial projects 
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Still on the matter of professional experience, we asked the participants about the 

average number of members in the development team that they had worked in. In this question, 

the developer was allowed to mark more than one answer, and 124 developers marked that they 

worked in teams with up to 10 members, while 52 answered that they worked in teams from 11 

to 20 members. Based on the result, we can conclude that most of the developers worked in 

small teams, which is a common strategy adopted by companies in recent years, mainly because 

of the adoption of agile methodologies. 

 

Figure 9. Project team size and development methodologies used 
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search interest among VCS, and with the greatest number of questions in 2016 on Stack 

Overflow as well.  

 

Figure 10. Version control systems developers used (or use) in software projects 

3.3.2 RESULTS AND DISCUSSION 

After understanding the profile of the experiment participants, we went deeper in 
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As shown in the Figure 11, most developers answered that they always (13%), 

frequently (28%), or sometimes (22%) try to commit before other developers. This shows that 

committing early to avoid merge conflicts is a common practice. However, at some point 

someone will have to perform the merge and resolve possible conflicts anyway. 

RQ2.2:  How often do development teams usually adopt policies to avoid merge 

conflicts?  

Figure 12 shows the results to this question. It is possible to observe that few developers 

always adopt some policies to avoid merge conflicts (8%). The developers also mentioned some 

policies that they are used to adopt to avoid merge: (a) division of features per developer (23), 

(b) small and very frequent commits (13), (c) report the team before performing the merge (12), 

and (d) use of branches to each feature (10).  

It is important to observe that some policies only postpone the need to merge, and 

indirectly make the merge more complex. For example, one participant cited that he uses the 

policies “a” and “b”, and neither of them was infallible. It is interesting to notice that, although 

people who cited policy “a” have not clearly mentioned the use of branch, division of tasks is 

usually assisted by the use of branch, as reported in policy “d”. 

RQ2.3: How often do development teams have adopted policies to select the person (or 

people) to merge branches? 

Regarding policies to choose the developer responsible to perform the merge, 44% of 

developers said that they never used any policy (Figure 12). Among developers that adopt 

policies, the most cited were: (a) the most experienced developer (15), (b) the configuration 

manager (10), (c) people involved in a conflict (6), and (d) the technical lead (4). 

 

Figure 12. Teams that adopt policies to avoid merge conflicts and adopted policies to 

select the person (or people) to merge branches 
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RQ2.4: How often do developers usually make decisions alone about conflicting 

changes in parts of the code that were written by other developers? 

Many developers answered they sometimes (33%), frequently (23%), or always (5%) 

make this kind of choice. This shows that it is common to have developers dealing with source 

code “owned” by other developers during merge (Figure 13). 

RQ2.5: How often do developers feel comfortable when they are making decisions alone 

about changes in parts of the code that were written by other developers?  

Most of them told that they sometimes (30%), rarely (24%), or never (14%) feel 

comfortable to do it. Figure 13 summarizes this data.  

The developers that feel comfortable in making decisions over others code argued that 

code is collective and developers must know all the source code. The developers who said they 

sometimes feel comfortable argued also that it depends on knowledge they have about the code. 

Those who said rarely or never feel comfortable also argued that sometimes there is no coding 

standard, and the best way to avoid misunderstandings is to chat with the developer who “owns” 

the code. 

 

Figure 13. Decisions made alone about changes in parts of the code and how developers 

feel about it 

RQ2.6: In complex merge conflict, how often do developers contacted other developers 

to resolve the conflict together?  

Most of the developers said that they always (36%), frequently (39%), or sometimes 

(16%) ask for information to other developers. Thus, we can see that in most cases (75%) 

developers need assistance to resolve conflicts (Figure 14). Ideally, the developer that will aid 

must be one that has more knowledge (e.g., edited most of the code) of the conflict. We also 

noticed that 48% of developers provided the same answer for both questions (RQ2.5 and 

Never

17%

Rarely

22%

Sometimes

33%

Frequently

23%

Always

5%

Usually make decisions alone

Never

14%

Rarely

24%

Sometimes

30%

Frequently

25%

Always

7%

Feel comfortable making decisions alone



48 

 

RQ2.6), that is, 4% of developers answered “always” for RQ2.5 and RQ2.6, 11% answered 

“frequently”, 13% answered “sometimes”, 10% answered “rarely”, and 10% answered “never” 

for both questions. 

 

Figure 14. Contacted other developers to resolve the conflict together 
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Figure 15. How often the developers take it into consideration when requesting help 

from other developers to resolve a merge conflict 

Most of the developers told that they frequently use the version control history to make 

this decision: 42% of developers always use the history, while 31% of them frequently use this 
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history. Although most developers use the history information to choose the developer that will 

be responsible for the merge, 75% of them do not use automated tools in this task. Other 

developers make their decision based on the developer responsible for the last change: 43% of 

the developers told that they use this approach frequently and 23% told that always use this 

approach. Finally, 45% of the developers told that they frequently indicate the developer who 

has more knowledge in the project. Finally, factors like affinity and availability were considered 

as relevant when a conflicting merge occurs. Figure 15 shows all the options available and the 

developers’ choice. 

3.4 FINAL REMARKS 

In this chapter, we presented the results of two complementary studies. The first study 

aimed at understanding real merge cases through a retrospective analysis over the projects 

history. The second study aimed at understanding the same context through a survey with 

software developers. From the retrospective analysis, we could observe that some developers 

perform more commits than others on each branch and some developers contribute to both 

branches. On the other hand, from the survey we could observe that experience is a key factor 

for choosing someone to merge branches. 

When looking at the retrospective analysis, we could observe that, for example, there 

are merges with many people working in the branches (more than 100 participants contributing 

in a single branch). We also verified that in some merges some developers work in both 

branches. This observed intersection seems to depend more on the project strategy than on the 

number of developers or merges. Many different projects, such as Git and Zotero, presented 

high and similar numbers of intersections of developers in both branches – more than 50% of 

intersection between the participants of branch 1 and branch 2. 

When looking at the survey with practitioners about the merge process, we verified that 

many developers try to commit their changes before the others to avoid conflicts. Moreover, 

we also observe that they adopted policies like division of the work by modules and the use of 

branches. However, postponing commits by increasing isolation through branches do not 

facilitate merging. Finally, the division of the work by modules can generate positive effects 

with respect to physical and syntactic conflicts, but it will not avoid semantic conflicts.  

Other important information was about the collaboration with other developers to 

perform the merge. Some developers mentioned that they rarely or never feel comfortable in 

making decisions over source code “owned” by other developers and many of them said they 

contact other developers in case of conflicts. In order to obtain some information about who 
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can help to perform the merge task, they mentioned the use of the development history log and 

the knowledge about the project and the developer who performed the last change. Moreover, 

it was not mentioned the use of automated tools to this end.  

The answers to both analyses provide important insights on how much the project 

development history can assist in the recommendation of developers to resolve merge conflicts. 

This information can help on defining new methods for assigning developers to participate in 

collaborative merge sessions. 
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CHAPTER 4 – TIPMERGE 

4.1 INTRODUCTION 

As observed in the previous studies, branches need to be reintegrated through a merge 

operation. This task can be hard depending on how much work happened in the branches, the 

number of developers involved, and if these branches were isolated for a long time. In addition, 

parallel changes performed in the branches, when integrated, can generate physical, syntactic, 

and semantic conflicts.  

In the analysis of Chapter 3 we observed multiple developers working in branches. We 

also observed situations where there is practically no intersection of people who contributed in 

the two branches that are about to be merged. This scenario makes the choice of the developers 

responsible for the merge task even more difficult, since each developer may have knowledge 

only about the work done in one of the branches. 

We also verified in the survey of Chapter 3 that there is no consensus on who should 

perform the merge task. However, most people (more than 80% according to our survey) agree 

that the knowledge about the previous work and the project history until the moment of the 

merge can contribute to this choice. Moreover, we verified that a single person couldn’t perform 

the merge task alone in some cases. In this case, a more knowledgeable developer can perform 

the merge or more than one developer can make decisions about the conflicting changes 

together, characterizing a collaborative merge session. 

The findings of Chapter 3 motivated the research and development of a new approach, 

named TIPMerge, to help in the decision of choosing the most appropriate developers for the 

merge task, suggesting one or more developers to perform the task. Our suggestion is based on 

the knowledge about changed files considering the information extracted from the repository. 

TIPMerge analyzes the project history and builds a ranked list of developers who are the most 

appropriate to integrate a pair of branches, considering their changes in the branches, in the 

previous history, and the dependencies among files across branches. In order to support 

collaborative merge, TIPMerge also employs optimization techniques to choose developers 

with complementary knowledge, aiming at maximizing the joint knowledge coverage. Our 

approach adopts the following process: (1) it extracts data from the repository until the branch 

tips; then (2) it identifies developers who edited key files, which are the ones susceptible to 

conflicts; (3) afterwards, it builds a ranked list of suitable candidates to perform the merge; 

finally (4) it recommends a team of developers for the collaborative merge session. 
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The remainder of this chapter is organized as follows. Section 4.2 describes a guiding 

example that is used in the following chapters to explain our approach. Section 4.3 introduces 

our approach to assign developers to merge branches. Section 4.4 describes the implementation 

details of our approach and shows how TIPMerge works. Finally, Section 4.5 concludes this 

chapter.  

4.2 GUIDING EXAMPLE 

We present an intentionally simple scenario that is further used to guide the explanations 

of how TIPMerge works. Let us consider a hypothetical project Calculator, which employs a 

feature branch in parallel to the master branch to implement advanced operations. Figure 16 

presents a commit history that includes these two branches, and five developers: Alice, Alex, 

Bob, Peter, and Tom. Let us assume that Bob creates a feature branch from the master (C50) 

and performs three commits (C51, C54, and C56). Alex and Tom also committed to this branch 

(C57 and C59, respectively). Alice and Peter continue to work in the master branch in parallel. 

Alice performs two commits (C52 and C53), followed by two commits from Peter (C55 and 

C58).  

 

Figure 16. Example of merging branches 

Let us further assume that Alice and Bob change the same files, QuadraticEquation and 

Subtraction, across the branches (see Table 6 and Table 7). Alex also changed the file 

Subtraction in the feature branch. Peter changed the files Multiplication and Division in the 

master branch. Tom changed only the file IEquation in the feature branch. However, there is a 

logical dependency in this scenario: file QuadraticEquation depends on file IEquation. 

In our example, developers are unaware of changes made in another branch. Therefore, 

Alice does not know about the parallel changes in the feature branch made by Bob to 

QuadraticEquation and Subtraction, and made by Alex to Subtraction. An automatic merge of 

the branches could fail due to direct conflicts. Further, Tom changed IEquation in the feature 
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branch, on which QuadraticEquation depends, and was changed by Alice in the master branch. 

A merge of these branches could also generate build or test failure due to indirect conflicts. 

Additionally, Table 8 shows a hypothetical change history of the project files before the 

branching. Alex had edited all the five files and Anna four of the five files. 

 

Table 6. Commits in the master branch 

File Name Alice Peter 

QuadraticEquation 2 (C52, C53) 0 

Subtraction 1 (C53) 0 

Multiplication 0 2 (C55, C58) 

Division 0 2 (C55, C58) 

 

Table 7. Commits in the feature branch 

File Name Alex Bob Tom 

QuadraticEquation 0 2 (C51, C56) 0 

Subtraction 1 (C57) 3 (C51, C54, C56) 0 

IEquation 0 0 1 

(C59) 

 

Table 8. Contributions in history before branching 

File Name Alex Alice Anna Bob Tom 

QuadraticEquation 14 0 4 0 0 

Subtraction 3 0 0 2 0 

Multiplication 4 0 2 0 0 

Division 1 0 3 0 0 

IEquation 6 0 2 0 4 

We analyzed information about changes across branches as well as in the previous 

history because both are relevant for merging branches. Developers who have made changes in 

the branches know about recent changes that need to be integrated. Developers who have 

modified files in the past may know about the history and goals of the implementation. 

4.3 TIPMERGE OVERVIEW 

The primary goal of TIPMerge is to recommend developers with the expertise to 

integrate changes across two branches by leveraging the project history. TIPMerge can suggest 

a ranked list of developers or a team for a collaborative merge session. Our approach has the 

following steps:  

1. It extracts data from the repository until the branch tips – the two most recent commits 

of the two branches that will be merged. This step is detailed in Section 4.3.1. 

2. It identifies developers who edited key files – files that were edited in both branches or 

had dependencies across branches (files that were frequently committed together – 
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TIPMerge calculates dependencies from the data before the branch creation). TIPMerge 

collects this information for changes in branches, as well as previous history. This step 

is detailed in Section 4.3.2. 

3. It builds a ranked list of suitable candidates to perform the merge based on a medal 

count system. This step is detailed in Section 4.3.3. 

4. It recommends the maximum coverage for a collaborative merge session for teaming up 

n developer. TIPMerge checks which developers together have the maximum 

knowledge coverage over the key files to perform the merge, considering the ranking 

and contributions of each developer. This step is detailed in Section 4.3.4. 

4.3.1 DATA EXTRACTION 

The first step in our approach is extracting the data about branches from the projects. 

Formally, we can define a project 𝑝 as a tuple (𝐹, 𝐷, 𝐶), where F is a set of files, D is a set of 

developers, and C is a set of commits. Each commit 𝑐𝑖 ∈ 𝐶 is a tuple (𝐹𝑖, 𝑎𝑖, 𝑃𝑖), where 𝐹𝑖 ⊆ 𝐹 

is the set of files changed (add, remove, or edit) by 𝑐𝑖; 𝑎𝑖 ∈ 𝐷 is the author of 𝑐𝑖; and 𝑃𝑖 ⊂ 𝐶 is 

the set of parent commits of 𝑐𝑖 (see Figure 17). 

 

Figure 17. Simple versioning metamodel 

Commits are organized in a directed acyclic graph (e.g., Figure 16), where the first 

commit of the project has no parent (e.g., commit C0 in Figure 16), revision commits have only 

one parent (e.g., commit C53 in Figure 16), and merge commits have two or more parents (e.g., 

commit C60 in Figure 16). All reachable commits from 𝑐𝑖 form its history, including 𝑐𝑖 itself 

and the transitive closure over its parents. In Figure 16, {C0, …, C51, C54, C56, C57, C59} is 

the history of commit C59. The history of 𝑐𝑖 ∈ 𝐶 is defined as: 

𝐻𝑖 = {𝑐 ∈ 𝐶|𝑐 = 𝑐𝑖 ∨ ∃𝑝𝑗: (𝑝𝑗 ∈ 𝑃𝑖 ∧ 𝑐 ∈ 𝐻𝑗)} 

Two commits 𝑐𝑖 , 𝑐𝑗 ∈ 𝐶 that do not reach each other (i.e., 𝑐𝑖 ∉ 𝐻𝑗 ∧ 𝑐𝑗 ∉ 𝐻𝑖) are called 

variants (e.g., commits C58 and C59 in Figure 16). Variants may have a common history, which 
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comprises all commits that exist in both histories. In Figure 16, {C0, …, C50} is the common 

history of commits C58 and C59. The common history of 𝑐𝑖, 𝑐𝑗 ∈ 𝐶 is defined as: 

𝐶𝐻𝑖,𝑗 = 𝐻𝑖 ∩ 𝐻𝑗 

The history of each variant also comprises commits that do not belong to the common 

history, forming an independent line of development called branch history. For example, {C51, 

C54, C56, C57, C59} is the branch history of C59 when merging with C58; and {C52, C53, 

C55, C58} is the branch history of C58 when merging with C59 (Figure 16). As branches can 

be created from other branches, the branch history may vary depending on the opposing branch, 

as a consequence of different common histories. The branch history of 𝑐𝑖 ∈ 𝐶 when merging 

with 𝑐𝑗 ∈ 𝐶 is defined as: 

𝐵𝐻𝑖,𝑗 = 𝐻𝑖\𝐻𝑗 

Each branch history comprises a set of files changed by its commits. The files changed 

in the branch history of 𝑐𝑖 ∈ 𝐶 when merging with 𝑐𝑗 ∈ 𝐶 are defined as:  

𝐹𝑖,𝑗 = ⋃ 𝐹𝑘
𝑐𝑘∈𝐵𝐻𝑖,𝑗

 

In addition, files changed in the common history (i.e., ⋃ 𝐹𝑘𝑐𝑘∈𝐶𝐻𝑖,𝑗
) are extracted to 

determine expertise over the key files. Currently, TIPMerge collects data of all past commits, 

but the approach can be easily adapted to only consider changes in a given time frame (e.g., 

past release) to accommodate decay in expertise (DA SILVA, J.R. et al., 2015). 

4.3.2 KEY FILES EDITORS IDENTIFICATION 

The next step in our approach is to identify the developers who have modified files that 

are relevant to the merging of the branches. We term these files as key files, which are defined 

as: 

𝐾𝐹𝑖,𝑗 =

{
  
 

  
 

𝑓𝑘 ∈ 𝐹

|

|

(𝑓𝑘 ∈ 𝐹𝑖,𝑗 ∩ 𝐹𝑗,𝑖) ∨

(𝑓𝑘 ∈ 𝐹𝑖,𝑗 ∧ 𝐷𝑒𝑝𝑘 ∩ 𝐹𝑗,𝑖 ≠ ∅) ∨

(𝑓𝑘 ∈ 𝐹𝑗,𝑖 ∧ 𝐷𝑒𝑝𝑘 ∩ 𝐹𝑖,𝑗 ≠ ∅) ∨

(𝑓𝑘 ∈ 𝐷𝑒𝑝𝑙 ∩ 𝐹𝑖,𝑗 ∧ 𝑓𝑙 ∈ 𝐹𝑗,𝑖) ∨

(𝑓𝑘 ∈ 𝐷𝑒𝑝𝑙 ∩ 𝐹𝑗,𝑖 ∧ 𝑓𝑙 ∈ 𝐹𝑖,𝑗) }
  
 

  
 

 

Key files are files changed in parallel in both branches or files that were changed in one 

branch, but have a dependency with files that were changed in the other branch – both the 

dependent and the dependency are considered key files. Changes to the former class of files can 

cause a merge failure (direct conflicts), whereas changes to the latter class can potentially lead 
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to build or test failures (indirect conflicts). Only key files are relevant for us, as all other files 

can be automatically merged safely. Files that kept unchanged in either branch are irrelevant 

for the merge. 

Parallel Changes: TIPMerge identifies files that were edited in both branches. This is 

important since changes made in parallel in the same files can cause direct conflicts. 

TIPMerge identifies which files were changed in both branches and who changed these 

files. In our guiding example, two files were changed in both branches, QuadraticEquation and 

Subtraction. It is possible to see that Bob and Alice changed files QuadraticEquation and 

Subtraction in the feature and master branches, respectively, and Alex changed file Subtraction 

in the feature branch (see Figure 18). 

 

Figure 18. Changed files in both branches 

Dependencies Detection: TIPMerge identifies dependencies among files that were 

edited across branches. This is vital since parallel changes to dependent files can cause indirect 

conflicts when the branches are integrated. 

There are two main strategies to identify dependencies in the literature: using program 

analysis (STEVENS et al., 1974) or logical coupling (ZIMMERMANN et al., 2004). 

Dependencies detected via program analysis are typically structural or syntactic. However, such 

analysis techniques are language dependent. Logical coupling, on the other hand, detects 

evolutionary dependencies by identifying files (or code) that are frequently changed together 

(ZIMMERMANN et al., 2004), thus being language agnostic. The majority of open source 

projects involves different languages and often use a combination of different programming 

languages. Therefore, we use logical dependencies in TIPMerge.  

TIPMerge uses the change history of the project (before branching) to determine 

dependencies between pairs of files. Of course, it is possible that these dependencies might 
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change based on edits in the branches themselves. However, the past history provides us a 

baseline of these dependencies.   

We only consider the impact of changes to dependent files across branches, as we need 

to identify the expertise for branch merging. We assume that all commits within the same 

branch have already been integrated: in our scenario, since Peter and Alice are working on the 

same (master) branch, we assume that Peter has integrated his changes with Alice’s prior to his 

commits. 

In order to understand how we compute the logical dependencies across files, let’s 

assume that each file 𝑓𝑙 ∈ 𝐹 has a set of dependencies 𝐷𝑒𝑝𝑙 ⊂ 𝐹 that are obtained by using an 

association rule mining technique. An association rule is a pair (𝑋, 𝑌) of two disjoint sets 

𝑋, 𝑌 ⊂ 𝐹. In the notation 𝑋 → 𝑌, 𝑋 is called antecedent and 𝑌 is called consequent 

(AGRAWAL; SRIKANT, 1994). It means that, when 𝑋 occurs, 𝑌 also occurs, even if they are 

not structurally related (OLIVA; GEROSA, 2011). However, its probabilistic interpretation is 

based on the amount of evidence in the transactions (ZIMMERMANN et al., 2004), which is 

determined by two metrics (AGRAWAL; SRIKANT, 1994): (1) support – the joint probability 

of having both antecedent and consequent, and (2) confidence – the conditional probability of 

having the consequent when the antecedent is present. 

The confidence value can range from 0 to 1, where 1 means that every time that the 

antecedent is changed, the consequent is also changed. In this case, the use of a threshold is 

necessary because low confidence implies low probability that changing a file causes impact in 

the dependent file. Therefore, the use of confidence (instead of support) allows us to define the 

direction in the dependencies. Development teams have the freedom to decide the threshold 

above which a dependency becomes relevant. Our approach parameterizes the threshold and 

uses the value set by the user. Here, after some empirical tests, we have chosen a confidence 

threshold of 0.6 to determine dependency.  

In our scenario, there are dependencies between the files QuadraticEquation and 

IEquation. Let us assume that in previous history IEquation was changed in 12 commits and 

that of these 12 commits, 8 also included changes to QuadraticEquation. The confidence of the 

association rule (IEquation →QuadraticEquation) is 8/12 = 0.66. Based on a threshold of 0.6, 

we say that QuadraticEquation depends on IEquation. As confidence is not symmetric, the 

confidence of the rule QuadraticEquation →IEquation can be different. In our scenario, 

QuadraticEquation was changed in 18 commits, and of these 18 commits, 8 also included 

changes to IEquation. The confidence of this rule is 8/18 = 0.44. Therefore, IEquation does not 

depend on QuadraticEquation. 
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Once we have identified the key files, we identify the developers who have changed 

these files: (1) in a branch, which signals expertise in the change, or (2) in the previous history, 

which signals expertise in the file. 

In our scenario, the key files are QuadraticEquation, Subtraction, and IEquation. 

According to Table 6 and Table 7, Alice changed QuadraticEquation twice and Subtraction 

once in the master branch. Bob changed the same files in the feature branch: two and three 

times, respectively. Alex changed Subtraction once in the feature branch. Moreover, Tom 

changed IEquation once in the feature branch. According to Table 8, Alice did not change any 

file, Bob changed Subtraction, and Tom changed IEquation. Further, Alex changed all the key 

files and Anna changed two of them (QuadraticEquation and IEquation). All the key files are 

presented in Table 9. 

Table 9. Developers that changed key files 

File Name Alex Alice Anna Bob Tom 

QuadraticEquation history master history feature - 
Subtraction feature | history master - feature | history - 
IEquation history - history - feature | history 

4.3.3 DEVELOPER RANKING 

Next, TIPMerge uses an algorithm that counts the number and type of contribution – 

changes in a branch or in the previous history – to build a ranking of suitable candidates for 

performing the merge. TIPMerge uses a medal system to rank developers. This is analogous to 

how countries are ranked in the Olympic Games, based on medal counts. The following rules 

define when developers receive gold, silver, or bronze medals.  

A gold medal is awarded when a developer changes a key file in a branch. The rationale 

is that developers who changed a key file are the most knowledgeable about the change and its 

implications. They probably are also well versed with the file in general and, therefore, likely 

to be able to perform additional edits during a merge if necessary. Gold medals are defined as: 

𝐺𝑖,𝑗(𝑑) = | ⋃ 𝐹𝑘 ∩ 𝐾𝐹𝑖,𝑗
𝑐𝑘∈𝐵𝐻𝑖,𝑗∧𝑎𝑘=𝑑

| + | ⋃ 𝐹𝑘 ∩ 𝐾𝐹𝑖,𝑗
𝑐𝑘∈𝐵𝐻𝑗,𝑖∧𝑎𝑘=𝑑

| 

A silver medal is awarded when a developer has changed a key file in the past. 

Developers who created or edited files in the past likely possess knowledge about the goals and 

requirements of these files, which can be helpful. Silver medals are defined as:  

𝑆𝑖,𝑗(𝑑) = | ⋃ 𝐹𝑘 ∩ 𝐾𝐹𝑖,𝑗
𝑐𝑘∈𝐶𝐻𝑖,𝑗∧𝑎𝑘=𝑑

| 
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A bronze medal is awarded when a developer changes a file that depends on another 

file. We assume that developers who have changed a dependent file may have learned about 

the API of the file that they are using. Consequently, they may know the goals and expectations 

of such file, which may help in determining the impact of a change. Bronze medals are defined 

as: 

𝐵𝑖,𝑗(𝑑) = | ⋃ ⋃ 𝐷𝑒𝑝𝑙 ∩ 𝐹𝑗,𝑖
𝑓𝑙∈𝐹𝑘𝑐𝑘∈𝐵𝐻𝑖,𝑗∧𝑎𝑘=𝑑

| + | ⋃ ⋃ 𝐷𝑒𝑝𝑙 ∩ 𝐹𝑖,𝑗
𝑓𝑙∈𝐹𝑘𝑐𝑘∈𝐵𝐻𝑗,𝑖∧𝑎𝑘=𝑑

| 

We assign a medal for each edited file, irrespective of the number of commits made.  In 

our scenario, Alice, Alex, and Bob each get one gold medal for Subtraction, even though Alice 

committed the file once in the master branch, and Bob committed it three times and Alex once 

in the feature branch. Similarly, Bob and Alex each get one silver medal for Subtraction, 

because of their past changes (before branching). As commits may have different granularities 

(HATTORI; LANZA, 2008), counting commits for distinguishing the relevance of the 

contribution over files could lead to incorrect interpretations. Moreover, in our approach we 

assume that when a developer edits a file, that developer has knowledge about the entire file. 

While our approach can support a finer-grained expertise calculation at the method level, we 

leave it for future work as such fine-grained analysis would be language dependent. 

Our algorithm prioritizes developers with gold medals since: (1) they are the experts on 

the change, and (2) they have the most recent knowledge about the changed file. In the case of 

a tie in the number of gold medals, TIPMerge uses the number of silver medals to break the tie. 

This is because, everything being equal, a developer who has more overall experience is likely 

to be more suitable in merging changes. Finally, when there is a tie in the number of silver 

medals, we consider bronze medals. The notion is that if two developers have an equal 

knowledge of the changes and an equal knowledge of the project history, a developer who has 

additional knowledge about another file is more suitable for the merge. This medal ranking is 

formally defined as: 

𝑅𝑖,𝑗 =

(

 
 
 
 
 

𝑑𝑟 ∈ 𝐷

|

|

𝐺𝑖,𝑗(𝑑𝑟) + 𝑆𝑖,𝑗(𝑑𝑟) + 𝐵𝑖,𝑗(𝑑𝑟) > 0 ∧

(

 
 
 

𝐺𝑖,𝑗(𝑑𝑟) > 𝐺𝑖,𝑗(𝑑𝑟+1) ∨

(

 
 

𝐺𝑖,𝑗(𝑑𝑟) = 𝐺𝑖,𝑗(𝑑𝑟+1) ∧

(

𝑆𝑖,𝑗(𝑑𝑟) > 𝑆𝑖,𝑗(𝑑𝑟+1) ∨

(
𝑆𝑖,𝑗(𝑑𝑟) = 𝑆𝑖,𝑗(𝑑𝑟+1) ∧

𝐵𝑖,𝑗(𝑑𝑟) > 𝐵𝑖,𝑗(𝑑𝑟+1)
)
)

)

 
 

)

 
 
 

)

 
 
 
 
 

 

Table 10 shows that Alice and Bob changed QuadraticEquation in the master and 

feature branches, respectively – earning them gold medals. Alex and Anna also changed it in 
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the previous history, each receiving a silver medal. Alice, Alex, and Bob changed Subtraction 

in the branches, earning them a gold medal each. Alex and Bob get silver medals for editing 

Subtraction file in the previous history. Only Tom modified file IEquation in the feature branch 

(earning a gold medal), and Tom, Alex, and Anna changed this file in the previous history 

(earning silver medals). Alice receives a bronze medal for IEquation, because she has edited 

QuadraticEquation. Remember, file IEquation is a key file because it has been changed in the 

feature branch and QuadraticEquation, has benn changed on the master branch, and depends 

on it. Moreover, our assumption is that to be able to understand and edit the dependent file 

(QuadraticEquation), the developer must have some knowledge about the API (in this case the 

interface IEquation). 

Table 10. Medals (Gold | Silver | Bronze) 

File Name Alex Alice Anna Bob Tom 

QuadraticEquation 0|1|0 1|0|0 0|1|0 1|0|0 0|0|0 

Subtraction 1|1|0 1|0|0 0|0|0 1|1|0 0|0|0 

IEquation 0|1|0 0|0|1 0|1|0 0|0|0 1|1|0 

By counting the medals and tie-breaking when necessary, TIPMerge generates a 

developer ranking. In our scenario, Bob has the same number of gold medals as Alice, but he 

has a silver medal, which places him in the first position (Table 11). Here, the first four 

candidates (Bob, Alice, Alex, and Tom) all have gold medals. For the ones that know about 

equal “amounts” of recent changes performed in the branches (Bob and Alice with two gold 

medals each, and Alex and Tom with one gold medal each), the tiebreakers involving past 

changes or dependency information differentiate them. 

Table 11. Ranking of candidates 

Developer Gold Medal Silver Medal Bronze Medal 

Bob 2 1 0 

Alice 2 0 1 

Alex 1 3 0 

Tom 1 1 0 

Anna 0 2 0 

4.3.4 TEAM RECOMMENDATION FOR COLLABORATIVE MERGE 

Collaborative merge recommendation considers the ranking, the contributions of each 

developer, and the team size to recommend a team of developers that together have the 

maximum knowledge coverage over the key files to perform the merge. 

TIPMerge identifies developers who have complementary expertise based on changes 

made in the key files in the branches and previous history. Although the ranking detailed in 

Section 4.3.3 sorts developers based on their expertise, the top developers in the ranking may 
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have similar knowledge, as they may have changed the same files. In this case, selecting these 

developers could lead to an overlap in knowledge and, consequently, in an ineffective 

collaborative merge session. The user can provide a minimum coverage threshold. In this case, 

the algorithm ignores all solutions with less coverage than the threshold. 

As the number of developers in the ranking can be high, we implemented a Tabu search 

metaheuristic algorithm (GLOVER, 1989) to optimize the combination of developers. Given n, 

the number of desired developers provided by the user, TIPMerge creates an initial solution 

with the top n developers. Then, the Tabu search looks for solutions in the neighborhood that 

optimize the current best solution until the execution time reaches the maximum duration or the 

algorithm performs a number of iterations without changes. The user also provides both stop 

conditions as configuration parameters. 

The algorithm updates the current best solution as soon as it finds a new solution with a 

higher coverage, given by a fitness function. We keep older solutions in a temporary Tabu list 

to avoid recalculations.  The fitness function can be calculated as: 

𝑓(𝑆) = 𝑊𝐺 ∗ (|⋃𝐺1(𝑑)

𝑑∈𝑆

| + |⋃𝐺2(𝑑)

𝑑∈𝑆

|) +𝑊𝑆 ∗ |⋃𝑆(𝑑)

𝑑∈𝑆

| +𝑊𝐵 ∗ |⋃𝐵(𝑑)

𝑑∈𝑆

| 

This value is based on the number of unique medals that the combination of developers 

has and the weight of these medals. That is, developers with medals obtained from the same 

files in the same branches contribute once to the solution due to the knowledge overlap. 

Although it is not represented in the fitness function, a solution with fewer developers is 

considered better, should the fitness value be the same.  

We calibrated the weights of the medals by using a sensitivity test (see Section 5.2.1). 

The following combination of the weights provided the highest number of merge cases with 

improved coverage: 𝑊𝑔  =  1,𝑊𝑠  =  0.8,𝑊𝑏  =  0.3. We used these values in our experiments, 

but users can parameterize weights according to their needs. 

For exploring the neighborhoods, TIPMerge first tries to increase the size of the team 

aiming at improving the knowledge coverage, when the current solution has less than n 

developers. Then, it tries to decrease the number of developers, keeping the same coverage. 

Finally, it tries to generate mutations on the solution by replacing developers in the solution by 

other developers. 

In the following, we describe how TIPMerge team recommendation works for n = 2 in 

the scenario of Section 4.2. Since the top two developers are Bob and Alice (see Table 11), they 

are the initial solution. 
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Bob and Alice. In the master branch, Alice has two gold medals because she changed 

two key files. In the feature branch, Bob has two gold medals because he changed two key files. 

Considering the history, Bob has a silver medal. Finally, Alice has a bronze medal. By 

combining their medals, as there is no intersection among changed files, Bob and Alice have 

four gold medals (two in each branch), a silver medal, and a bronze medal. Thus, their fitness 

value is 1 ∗ (2 +  2)  +  0.8 ∗ 1 +  0.3 ∗ 1 =  5.1. 

With this solution in hand, TIPMerge tries to increase the number of developers on the 

team. However, the solution already has the maximum allowed number of developers provided 

by the user (two in this example). Then, it tries to reduce the number of developers, generating 

the following solutions: 

Bob has two gold medals in the feature branch and a silver medal. His fitness value 

alone is 1 ∗ 2 +  0.8 ∗ 1 =  2.8.  

Alice has two gold medals in the master branch and a bronze medal. Her fitness value 

is 1 ∗ 2 +  0.3 ∗ 1 =  2.3. 

Both solutions are worse than Bob and Alice together. Thus, TIPMerge mutates the 

current best solution. TIPMerge follows the ranking order for the mutations. Thus, it replaces 

Bob by Alex, generating the following mutation: 

Alex and Alice. Alice has two gold medals in the master branch and a bronze medal. 

Alex has a gold medal in the feature branch and three silver medals. Together, they have three 

gold medals, three silver medals, and a bronze medal. Thus, their fitness value is 1 ∗ (2 +

 1)  +  0.8 ∗ 3 +  0.3 ∗ 1 =  5.7, which is higher than the current solution. Thus, this solution 

becomes the current best solution. 

Since there is a new best solution, TIPMerge stops the mutations and restarts the 

algorithm. Thus, it tries to reduce the number of developers, creating the following solution:  

Alex has a gold medal in the feature branch and three silver medals. His fitness value is 

1 ∗ 1 +  0.8 ∗ 3 =  3.4. This value is lower than the current best solution.  

Note that TIPMerge does not generate a new solution for Alice since her solution is 

already on the temporary Tabu list. Then, TIPMerge tries to mutate the solution, generating the 

following solutions: 

Bob and Alex. Alex has a gold medal in the feature branch, but this medal is the same 

as one of the two gold medals that Bob has in the feature branch. Similarly, Bob has a silver 

medal, but it is the same as one of the three silver medals that Alex has. Thus, together they 

have 2 gold medals and 3 silver medals, and their fitness value is 1 ∗ 2 +  0.8 ∗ 3 =  4.4. This 
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value is lower than the current best solution. In fact, it is also lower than the sum of their 

individual fitness values (2.8 +  3.4 =  6.2) due to knowledge overlap. 

Alex and Tom. Alex has a gold medal in the feature branch and three silver medals. 

Tom has a gold medal in the feature branch and a silver medal. Since Tom and Alex have the 

same silver medal, together they have two gold medals and three silver medals. Their fitness 

value is 1 ∗ 2 +  0.8 ∗ 3 =  4.4. This value is lower than the current best solution and, again, 

lower than the sum of their individual feature values (3.4 +  1.8 =  5.2). 

Alex and Anna. Alex has a gold medal in the feature branch and three silver medals. 

Anna has two silver medals that Alex also has. Thus, Anna does not contribute to this solution 

and their solution together has the same fitness function as Alex’s solution alone. 

At this moment, the algorithm already tried all combinations that replace Alice. 

Therefore, it tries to replace Alex. The first solution is Bob and Alice, but it is already in the 

temporary Tabu list. It continues the mutations as follows: 

Alice and Tom. Alice has two gold medals in the master branch and a bronze medal. 

Tom has a gold medal in the feature branch and a silver medal. Together, they have three gold 

medals, a silver medal, and a bronze medal. Their fitness value is 1 ∗ (2 +  1)  +  0.8 ∗ 1 +

 0.3 ∗ 1 =  4.1. This value is lower than the current best solution. 

Alice and Anna. Alice has two gold medals in the master branch and a bronze medal. 

Anna has two silver medals. Together, they have two gold medals, two silver medals, and a 

bronze medal. Their fitness value is 1 ∗ 2 +  0.8 ∗ 2 +  0.3 ∗ 1 =  3.9. This value is lower 

than the current best solution. 

At this point, it is not possible to perform other mutations to improve the current best 

solution. Thus, the algorithm stops after a number of iterations without changes. The ranking 

of candidates for a collaborative merge with a team of two developers is presented in Table 12. 

Alice and Alex, at the second and the third positions in the ranking (Table 11), respectively, 

have together the maximum knowledge coverage for this example. 

Table 12. Ranking of candidates for a collaborative merge 

Developers Gold Medal Silver Medal Bronze Medal Coverage 

Alice, Alex 3 3 1 5.7 (74%) 

Bob, Alice 4 1 1 5.1 (66%) 

Bob, Alex 2 3 0 4.4 (57%) 

Alex, Tom 2 3 0 4.4 (57%) 

Alice, Tom 3 1 1 4.1 (53%) 

Alice, Anna 2 2 1 3.9 (50%) 

…     



64 

 

The coverage is represented as a percentage, which is calculated as follows: before the 

algorithm starts, the total absolute coverage value is calculated considering all developers 

available for the merge. This value is used to calculate the percentage of each combination. In 

the case of Alice and Alex, for example, 74% corresponds to the absolute value of Alice and 

Alex (5.7) divided by the total absolute value considering all developers (7.7). 

4.4 IMPLEMENTATION DETAILS 

TIPMerge is an open-source project available at https://github.com/gems-uff/tipmerge 

according to the MIT License. It was implemented in Java and is able to analyze projects 

versioned on Git, independently of their programming language. TIPMerge is language 

agnostic when analyzing expertise at the file-level. In Java projects, TIPMerge is able to detect 

the methods that were changed in each changed file. It allows the future utilization of our 

approach at the method-level, but still requires the definition of how the changed files and 

methods would be considered by our assignment algorithm. We use an adapted version of 

Dominoes (DA SILVA, J.R. et al., 2015) to identify logical dependencies among files across 

branches. Dominoes organizes data extracted from software repositories into matrices to denote 

relationships among software entities. For example, [𝑐𝑜𝑚𝑚𝑖𝑡|𝑓𝑖𝑙𝑒] denotes the files that were 

changed by commits in the project. These matrices are combined to depict higher-order 

relationships, such as logical dependencies among files: [𝑓𝑖𝑙𝑒|𝑓𝑖𝑙𝑒] = [𝑐𝑜𝑚𝑚𝑖𝑡|𝑓𝑖𝑙𝑒]𝑇×

[𝑐𝑜𝑚𝑚𝑖𝑡|𝑓𝑖𝑙𝑒]. Dominoes runs matrix transformations in GPU, speeding up the analysis 

process. 

In order to get the recommendation of developers to merge a pair of branches, the user 

first selects two branches to merge (Figure 19 (a)) and triggers our recommendation analysis 

by clicking on the Run button. The user can restrict the analysis to a specific file extension or 

not (Figure 19 (b)). Once TIPMerge analyzes the project information, it shows the files that 

each developer has edited and the editing frequency in terms of commits (Figure 19 (c)). This 

information is provided for each branch, both branches, and previous history. The user can also 

check the logical dependencies by clicking the Get Dependencies button (Figure 19 (d)). 

In the Dependencies Analysis window (Figure 20), the user can configure the confidence 

threshold (Figure 20 (a)) to determine the direction of logical dependencies among files. After 

that, the user can see the information about dependencies across branches (Branch One to 

Branch Two and Branch Two to Branch One) (Figure 20 (b)). The Developer Ranking is 

obtained by clicking the Get Ranking button (Figure 20 (c)). 

https://github.com/gems-uff/tipmerge
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Figure 19. Information about changed files in the branches and history 

TIPMerge presents a ranked list of developers in the Developer Ranking window 

(Figure 21). For each developer and each file (Figure 21 (a)), it indicated the gold, silver, and 

bronze medals (Figure 21 (b)). It also shows the branch in which the change was made or if the 

change was made in the history. Further information can be obtained through a tool tip, by 

hovering over the medal count. After getting the ranking, the user can ask for a team 

recommendation for collaborative merge by clicking on Recommend Collaborative Merge 

button (Figure 21 (c)). 

 

Figure 20. File dependencies 
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Figure 21. Developer ranking 

In the Collaborative Merge Configuration window (Figure 22), the user can configure 

the maximum number of developers (Figure 22 (a)), the minimum coverage threshold, and the 

weights of each medal (Figure 22 (b)). The user can also inform who is available to be 

considered by the recommendation algorithm (Figure 22 (c)). Finally, the user can access a 

window to set the maximum duration for the algorithm and the number of iterations without 

improvement as stop conditions (Figure 22 (d)). A team recommendation is obtained by 

clicking the Run button. 

 

Figure 22. Collaborative merge configuration 

In the Team Recommendation for Collaborative Merge window (Figure 23), the user 

gets the maximum joint coverage of n developers (Figure 23 (a)). As presented in Table 12, 

Alice and Alex are in the first position (Figure 23 (b)) because they have together the highest 

joint knowledge coverage, meaning that they changed together 74% of all changed files. This 

window also shows the files that they changed together (Figure 23 (c)). 
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Figure 23. Collaborative merge recommendation 

4.5 FINAL REMARKS 

In this chapter, we presented TIPMerge, an approach to assign developers to merge 

changes across branches. TIPMerge is able to build a ranked list of suitable candidates to 

perform the merge task. Although the top developers in the ranking have relevant knowledge 

on key files, some of them may have similar knowledge, as they may have changed the same 

files. Then, TIPMerge uses an optimization algorithm to find which developers make the good 

team in terms of complementary knowledge to deal with a specific merge case. Thus, TIPMerge 

can help software teams in possible complex merge cases, where changes in key files can lead 

to direct and indirect conflicts. The user can obtain a ranked list of developers and select a single 

developer for dealing alone with a merge case or select a team of developers for a collaborative 

merge.  

We implemented our approach in Java at the file-level granularity. TIPMerge is able to 

analyze any project versioned in Git. In order to detect parallel changes, TIPMerge uses Git 

commands and employs Dominoes to detected logical dependencies among files across 

branches. TIPMerge also detects the changed methods in java files, but our assignment 

algorithm does not use this information yet. 
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CHAPTER 5 – EVALUATION 

5.1 INTRODUCTION 

In order to assess the recommendation provided by TIPMerge, we performed a 

quantitative and a qualitative evaluation over the Developer Ranking and the Team 

Recommendation for Collaborative Merge. First, we calculated the accuracy of the 

recommendation of the Developer Ranking and the joint knowledge gain of the Team 

Recommendation over 29 projects. Additionally, we performed a qualitative evaluation over 

three projects for a deeper understanding of the Developer Ranking and the Team 

Recommendation provided by TIPMerge. 

In summary, our evaluation was designed to answer the following research questions: 

RQ3.1: Is the top-k TIPMerge recommendation using the Developer Ranking more 

accurate than the top-k developers who performed the most merges in the past? 

RQ3.2: Does the k-developer TIPMerge Team Recommendation for Collaborative 

Merge improve the percentage of knowledge coverage over teaming up the top-k developers 

from the Developer Ranking? 

RQ3.3: Considering cases where TIPMerge does not recommend the developer that 

actually performed the merge, was the recommendation inappropriate or other circumstances 

affected the choice? 

This chapter is organized as follows. Section 5.2 presents the quantitative evaluation of 

the Developer Ranking and the answers to our first research question. Section 5.3 presents the 

quantitative evaluation of the Team Recommendation and the answers to our second research 

question. Section 5.4 presents the qualitative evaluation and the answer to our last research 

question. All these evaluation sections also present the respective materials and methods. 

Section 5.5 discusses the threats to validity. Finally, Section 5.6 concludes this chapter.  

5.2 QUANTITATIVE EVALUATION OF THE DEVELOPER RANKING 

We performed two quantitative evaluations in the assessment of TIPMerge: the 

evaluation of the Developer Ranking and the evaluation of the Team Recommendation for 

Collaborative Merge. In the first evaluation, we aimed to answer the research question RQ3.1. 

In order to answer RQ3.1, we compared the accuracy of the top-k TIPMerge’s 

recommendation using the Developer Ranking, where k = 1 and 3, with the accuracy of 

choosing the top-k developers who performed more merges in the past, commonly referred as 
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majority classes in Machine Learning. We checked the accuracy of the top-3 developers in the 

ranking since the most appropriate developer may not always be available (vacation, extensive 

backlog, etc.). 

Considering the data presented in Table 14, for example, the majority class of Cassandra 

project considering all merges is 24.04%, that is, the developer who has performed more merges 

in this project, performed 24.04% of the total merges. The intuition is that we evaluate by how 

much our approach outperforms or underperforms a heuristic that picks the merge developer 

based on the total amounts of merges that a developer has previously performed. 

We used accuracy as a dependent variable since our oracle includes just one element: 

the developer who actually performed the merge (henceforth, called merge developer). 

Assuming who actually performed the merge as an oracle has limitations. As with any history-

based recommender systems, we faced the challenge of finding the “gold standard”. Past data 

only reflect what has occurred, and not necessarily what should have occurred. However, 

performing developer interviews to get the gold standard relies on developers’ often “fuzzy” 

memory, and is time-intensive, making it infeasible for a large scale evaluation. It is also 

possible that our best recommendation is as good as that of an experienced developer. However, 

by automating the expert identification process, we free valuable time of experts. 

5.2.1 MATERIALS AND METHODS 

We selected the first 1,000 unique projects from https://api.github.com/repositories 

using the "since" parameter for pagination. From this set, we randomly selected 100 projects 

for analysis. For each project, we checked: (1) whether the project includes merges, and (2) 

whether it does not comprise a sole developer performing the majority of the merges (majority 

class > 50%). The first criterion is self-explanatory. The second criterion is used to filter out 

those projects that either have an integration manager or a small subset of developers who are 

responsible for performing the merge. For instance, the Git project has a developer who 

performed 9,385 out of 9,699 total merges (96.76%). Such projects do not need a 

recommendation system and are filtered out from the dataset.  

After applying these criteria, we were left with 27 projects. In addition to these projects, 

we included other two projects – Diploma and Node.js. We added these projects as we had 

access to the development team, which was useful for the qualitative analysis, discussed in 

Section 5.4, although Diploma has a developer who has performed 64% of the merges. 

Therefore, our final dataset comprised of 29 projects (see Table 13). 
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Table 13. Selected projects 

Project Language # Developers Last Commit 

Active Merchant Ruby 402 Nov, 23 - 2015 

Akka Scala 201 Aug, 14 – 2015 

Amarok Ruby 196 May, 7 – 2012 

Angular TypeScript 155 Sep, 22 – 2015 

Astropy Python 142 Sep, 30 – 2015 

Cassandra Java 103 Jun, 1 – 2015 

Comm-central JavaScript 300 Nov, 20 – 2015 

Diploma Java 5 Jun, 10 - 2015 

Errbit Ruby 202 Nov, 24 – 2015 

Eureka Java 36 Aug, 10 – 2015 

Falcor JavaScript 21 Feb, 19 – 2015 

Firefox for iOS C 40 Aug, 13 – 2015 

jQuery JavaScript 227 Dec, 6 – 2009 

Katello Ruby 61 Aug, 14 – 2015 

Khmer Python 56 May, 20 – 2015 

Lantern Go 48 Aug, 20 - 2015 

Maven Java 45 Jul, 22 – 2015 

MCT Java 13 Jun, 11 – 2012 

Node.js JavaScript 958 Jun, 24 – 2016 

Nomad Go 18 Aug, 27 – 2015 

Perl5 Perl 373 Jan, 12 – 2015 

Phoenix Java 30 Feb, 4 – 2014 

PIConGPU C++ 12 Aug, 1 - 2013 

Priam Java 27 Jun, 2 – 2015 

Sapos Ruby 10 Jul, 30 – 2015 

Spree Ruby 638 Nov, 20 – 2015 

Sympy Python 385 Mar, 1 - 2016 

TYPO3 PHP 304 Nov, 23 – 2015 

Voldemort Java 55 Jul, 29 - 2015 

Next, we identified the merges that would require a recommendation. Ideally, we would 

like to select just branch merges, but it was not possible to identify such merges after the fact, 

as branches are merely pointers to the tip commit, not leaving traces in previous commits. Then, 

we defined two datasets: dataset A and dataset B. In dataset A, all the merges of branches are 

listed, but it can also have workspace merges, from implicit branches. In other words, dataset 

A may have false positives, but no false negative. In dataset B, all merges are branch merges, 

but we are exposed to false negatives, as some merges of branches may have been omitted 

(merge of branches with only one developer on a branch). Then, dataset B may have false 

negatives, but no false positive. We used two criteria for selecting these merges. For the 

selection of dataset A, we checked: (1) whether the merge has changes performed by two or 

more developers, and (2) whether the merge changed key files. For the selection of dataset B, 
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we checked: (1) whether the merge has changes performed by two or more developers in each 

branch, and (2) whether the merge changed key files.  

In dataset A, we identified 15,818 merges from a total of 35,307 (about 44%). In 

dataset B, we identified 2,236 merges (about 6%). In two projects (Nomad and TYPO3) no 

merge was identified in the selection of dataset B (see Table 14). 

Table 14. Selected merges 

Project 

All merges Dataset A Dataset B 

# 

Merges 

Majority 

Class 

(top-1) 

# Merges 

Majority 

Class 

(top-1) 

# Merges 

Majority 

Class 

(top-1) 

Active Merchant 413 20.34% 132 21.21% 11 27.27% 

Akka 5,481 20.14% 2,189 21.70% 160 30.63% 

Amarok 396 20.71% 198 23.23% 17 41.18% 

Angular 30 13.33% 17 17.65% 3 100.00% 

Astropy 2,386 25.94% 855 25.50% 63 25.40% 

Cassandra 5,762 24.04% 4,766 24.63% 608 45.72% 

Comm-central 111 28.83% 30 46.67% 8 62.50% 

Diploma 250 64.00% 156 52.56% 7 57.14% 

Errbit 532 19.36% 125 21.60% 11 27.27% 

Eureka 620 40.00% 108 36.11% 6 33.33% 

Falcor 342 44.74% 100 39.00% 7 71.43% 

Firefox for iOS 779 21.69% 205 39.51% 7 42.86% 

jQuery 250 45.20% 132 49.24% 9 33.33% 

Katello 6,890 13.16% 2,755 16.81% 548 17.70% 

Khmer 1,087 33.58% 473 35.31% 81 41.98% 

Lantern 1,038 22.83% 213 20.66% 29 34.48% 

Maven 34 47.06% 13 84.62% 7 100.00% 

MCT 221 44.80% 68 42.65% 1 100.00% 

Node.js 391 35.55% 234 29.49% 189 27.51% 

Nomad 112 34.82% 32 37.50% 0 - 

Perl5 1,826 29.30% 733 31.38% 109 37.61% 

Phoenix 95 46.32% 62 40.32% 5 100.00% 

PIConGPU 749 39.52% 221 50.23% 17 52.94% 

Priam 302 44.04% 97 30.93% 26 42.31% 

Sapos 139 31.65% 85 31.76% 6 50.00% 

Spree 688 29.51% 303 33.33% 79 30.38% 

Sympy 3,647 28.76% 1,235 21.70% 175 33.14% 

TYPO3 210 21.90% 50 18.00% 0 - 

Voldemort 526 25.10% 231 23.38% 47 28.21% 

After selecting the two datasets, we recalculated the majority class for the 15,584 and 

2,236 merges in our datasets, and the percentage of merges performed by the majority class 

(see Table 14). Considering all merges, the median percentage of merges performed by the 
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majority class in these projects is 29.3%. Considering dataset A the median is 31.38% and for 

dataset B is 41.18%. 

Next, we identified the developer who actually did the merge for each of the merges in 

our datasets. We then evaluated whether this developer featured in the Developer Ranking 

generated by TIPMerge. We specifically checked matches in the 1st, 2nd, and 3rd position; we 

also kept tabs of higher order rankings (e.g., top-10 recommendation), or if the prediction 

completely missed the merge developer. 

We then compared the TIPMerge top-k developers in the Developer Ranking with the 

majority classes. That is, we compared the accuracy of the first developer (top-1) in the 

Developer Ranking with the accuracy of the developer who performed the most merges 

(majority class - top-1). Similarly, we compared accuracies of the first three developers (top-3) 

in the Developer Ranking with the three most prolific merge developers (majority classes - 

top-3). 

Directly comparing our dependent variables (i.e., accuracy or knowledge coverage) by 

their difference or direct proportion may lead to inflated results (>100% improvement), 

therefore, we used a measure for normalized improvement in accuracy and knowledge 

coverage. Figure 24 shows two scenarios where the dependent variable difference between TIP 

(TIPMerge) and BL (baseline) is 10%. In the first scenario (Figure 24 (a)), TIP is 100% greater 

than BL (20% vs. 10%). In the second scenario (Figure 24 (b)), TIP is just 12% greater than BL 

(90% vs. 80%). If we simply calculated the difference of our dependent variable, it would 

indicate that both scenarios are equivalent. On the other hand, if we performed a proportional 

comparison, it would indicate a much higher increase in the first scenario (100% vs. 12%). 

Intuitively, it is clear that creating an algorithm that improves an already high baseline by 10% 

is much more difficult (and useful) than improving on a low baseline by the same amount. For 

instance, the room for improving over BL in the first scenario is 90% (from 10% to 100%) and 

TIP only reached 11% (10% ÷ 90%) of this potential. On the other hand, the room for improving 

over BL in the second scenario is only 20% (from 80% to 100%), but TIP achieved 50% (10% 

÷ 20%) of this gain. 

 

Figure 24. Examples of improvement in a dependent variable 
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We thus normalized the percentage of improvement in accuracy and knowledge 

coverage by considering “the room for improvement” by using 𝑓𝑝 (PAPPA; FREITAS, 2006): 

𝑓𝑝 =

{
 
 

 
 
𝑇𝐼𝑃𝑝 − 𝐵𝐿𝑝

1 − 𝐵𝐿𝑝
 , 𝑖𝑓 𝑇𝐼𝑃𝑝 > 𝐵𝐿𝑝

𝑇𝐼𝑃𝑝 − 𝐵𝐿𝑝

𝐵𝐿𝑝
, 𝑜𝑡ℎ𝑒𝑟𝑤𝑖𝑠𝑒         

 (Eq. 1) 

Where 𝑇𝐼𝑃𝑝 represents the accuracy or knowledge coverage obtained by TIPMerge over 

project 𝑝, and 𝐵𝐿𝑝 represents the accuracy or knowledge coverage of the baseline used for 

project 𝑝. 

Finally, as TIPMerge has been designed for situations where there is no integration 

manager or integration team, and the team would require recommendation about who should 

merge branches, we classified the results of our quantitative research questions into three 

categories: 

Category I (No integrators: Projects with majority classes (top-3) < 50%). this shows 

that different developers perform the merge tasks. This is the context our approach was mainly 

designed for, as any developer is a potential candidate to merge branches. 

Category II (Integration team: Projects with majority classes (top-3) ≥ 50% and majority 

class (top-1) < 50%.). These projects do not have an integrator (top-1 < 50%), but have a group 

who perform the majority of merges. While not the primary audience of our approach, these 

teams might benefit since we can prioritize the most appropriate developers for the merge team. 

Category III (Integration manager: Projects with majority class (top-1) ≥ 50%). These 

projects have a developer performing the majority of the merges. Although not the main focus 

of TIPMerge, we can still help by enabling the lead integrator to find developers for 

collaborative merge or help during integration. 

5.2.2 RESULTS AND DISCUSSION 

RQ3.1: Is the top-k TIPMerge recommendation using the Developer Ranking more 

accurate than the top-k developers who performed the most merges in the past? 

The evaluation of the Developer Ranking accuracy was conducted over two datasets 

of merges (dataset A and dataset B), and the results are present in this section. Table 15 lists 

the accuracy of the top-1 recommendation by TIPMerge and the accuracy of the majority class 

for dataset A. We also list the normalized improvement in accuracy (Eq. 1) by TIPMerge. 

Table 16 provides similar data, but for the top-3 rankings. These tables also color-code the 

improvement in accuracy for easier comprehension. 
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Table 15. Accuracies for the Developer Ranking - top-1 recommendation in dataset A 

Project Majority Class TIPMerge Normalized Improv. in Accuracy 

Category I    

Lantern 20.66% 60.09% 49.70% 

Katello 16.81% 50.60% 40.62% 

Voldemort 23.38% 49.35% 33.89% 

TYPO3 18.00% 36.00% 21.95% 

Symply 21.70% 35.63% 17.79% 

Active Merchant 21.21% 31.82% 13.47% 

Angular 17.65% 5.88% -66.69% 

Category II    

Cassandra 24.63% 61.54% 48.97% 

Eureka 36.11% 62.04% 40.59% 

Akka 21.70% 48.79% 34.60% 

Falcor 39.00% 60.00% 34.43% 

Perl5 31.38% 54.71% 34.00% 

Sapos 31.76% 54.12% 32.77% 

Phoenix 40.32% 59.68% 32.44% 

MCT 42.65% 60.29% 30.76% 

Khmer 35.31% 55.18% 30.72% 

Priam 30.93% 49.48% 26.86% 

Node.js 29.49% 47.86% 26.05% 

Nomad 37.50% 53.13% 25.01% 

Errbit 21.60% 40.80% 24.49% 

Spree 33.33% 48.51% 22.77% 

Amarok 23.23% 39.90% 21.71% 

Astropy 25.50% 35.79% 13.81% 

Comm-central 46.67% 50.00% 6.24% 

Firefox for iOS 39.51% 39.02% -1.24% 

jQuery 49.24% 30.30% -38.46% 

Category III    

Diploma 52.56% 58.33% 12.16% 

Maven 84.62% 30.77% -63.64% 

PIConGPU 50.23% 16.74% -66.67% 

After checking the accuracy for majority classes, top-1 (Table 15), and top-3 (Table 16) 

recommendations using Shapiro-Wilk test, we observed non-normality in our data with p-

values 1.11×10−2 for top-1 (1.00×10−3 for majority class) and 1.06×10−2 for top-3 

(1.72×10−1 for majority classes). Consequently, we applied the Wilcox paired test and 

observed a statistically significant difference for top-1 (p-value = 2.29×10−3) and top-3 

recommendations (p-value = 1.71×10−4) at 95% confidence level. Thus, we conclude that 

TIPMerge in general presented higher accuracy in comparison to our baseline, the majority 

http://node.js/
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classes, for the selected projects. Finally, we checked the Cliff’s Delta effect size in both cases 

and observed a large effect size for both top-1 (0.55) and top-3 (0.53). The Cliff’s Delta effect 

size can be considered small (Cliff’s Delta effect size < 0.33), medium (0.33 ≤ Cliff’s Delta 

effect size < 0.474), or large (Cliff’s Delta effect size ≥ 0.474) (MACBETH et al., 2011).  Figure 

25 summarizes the comparison for top-1 and top-3 recommendations using boxplots. 

Table 16. Accuracies for the Developer Ranking - top-3 recommendation in dataset A 

Project Majority Class TIPMerge Normalized Improv. in Accuracy 

Category I    

Lantern 47.89% 87.79% 76.57% 

Katello 41.52% 86.28% 76.54% 

Voldemort 49.35% 83.55% 67.52% 

Active Merchant 45.45% 60.61% 27.79% 

Symply 49.23% 62.11% 25.37% 

TYPO3 44.00% 58.00% 25.00% 

Angular 47.06% 41.18% -12.49% 

Category II    

Eureka 72.22% 94.44% 79.99% 

Khmer 64.90% 92.81% 79.52% 

MCT 73.53% 94.12% 77.79% 

Sapos 68.24% 91.76% 74.06% 

Akka 55.55% 87.94% 72.87% 

Priam 70.10% 91.75% 72.41% 

Comm-central 70.00% 90.00% 66.67% 

Nomad 75.00% 90.63% 62.52% 

Perl5 69.30% 87.45% 59.12% 

Cassandra 52.20% 79.98% 58.12% 

Firefox for iOS 70.73% 85.85% 51.66% 

Spree 61.39% 80.53% 49.57% 

Amarok 51.01% 69.70% 38.15% 

Node.js 67.95% 77.78% 30.67% 

Falcor 90.00% 93.00% 30.00% 

Errbit 60.00% 70.40% 26.00% 

Astropy 63.27% 65.85% 7.02% 

Phoenix 87.10% 87.10% 0.00% 

jQuery 74.24% 69.70% -6.12% 

Category III    

Diploma 89.10% 98.08% 82.39% 

PIConGPU 89.59% 75.57% -15.65% 

Maven 100.00% 76.92% -23.08% 
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Figure 25. Accuracy for top-1 (p-value = 𝟐. 𝟐𝟗×𝟏𝟎−𝟑, Cliff’s Delta effect size = 0.55) and 

top-3 (p-value = 𝟏. 𝟕𝟏×𝟏𝟎−𝟒, Cliff’s Delta effect size = 0.53) recommendations for all 

projects in dataset A 

Category I: We also applied Shapiro-Wilk test in Category I for top-1 and top-3 

recommendations. We observed normality in our data with p-values 5.04×10−1 for top-1 

(3.46×10−1 for majority class) and 2.71×10−1 for top-3 (4.24×10−1 for majority classes). 

Consequently, we run Fisher’s F test to check homoscedasticity for both data and we observed 

that the variance is not the same, with p-values 9.74×10−5 for top-1 and 2.36×10−4 for top-

3. Therefore, we applied the Wilcox paired test and observed a statistically significant 

difference for top-1 (p-value = 4. 25×10−2) and top-3 (p-value = 2. 79×10−2) 

recommendations at 95% confidence level. Thus, we conclude that TIPMerge presented higher 

accuracy in comparison to our baseline, the majority classes, for the projects in Category I. 

Finally, we checked the Cliff’s Delta effect size in both cases and observed a large effect size 

for both top-1 (0.71) and top-3 (0.71). Figure 26 summarizes the comparison of Category I for 

top-1 and top-3 recommendations using boxplots. 

  

Figure 26. Accuracy for top-1 (p-value = 𝟒. 𝟐𝟓×𝟏𝟎−𝟐, Cliff’s Delta effect size = 0.71) and 

top-3 (p-value = 𝟐. 𝟕𝟗×𝟏𝟎−𝟐, Cliff’s Delta effect size = 0.71) recommendations for 

Category I in dataset A 

TIPMerge had very good accuracy for projects in Category I for top-1 and top-3 

recommendations, except for the Angular project. The project with the best improvement is 

Lantern, in which TIPMerge improved accuracy by 49.7%, and 76.57% over selecting the 

majority class. Note that the top-3 majority class performed 47.89% of the merges, which leaves 
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about 52% of room for improvement. Even in such cases, TIPMerge outperforms predictions 

using the majority class. Accuracy improvements (median) for the top-1 and top-3 

recommendations (excluding the Angular project, discussed next) were at 27.92% and 47.66% 

respectively. This attests to the usefulness of TIPMerge in projects where there is diversity 

among merge developers. 

In the Angular project, TIPMerge achieved lower accuracy than the prediction using the 

majority class (top-1 normalized accuracy improvement at -66.69% and top-3 normalized 

accuracy improvement at -12.49%). Indeed, TIPMerge correctly recommended only 1 and 7 

merge cases (out of 17) for the top-1 and top-3 recommendations, respectively. On further 

investigation, we found that in 9 of the incorrect recommendations, TIPMerge recommended 

the merge developer in other positions (i.e., we would get an accuracy of 94% should we 

consider top-9). To better understand the project dynamics, we investigated the merge 

developers forming the majority class. The top merge developer (alexeagle) had Continuous 

Integration (CI) experience, the second most prolific merge developer (alexwolfe) was the head 

of UX, and the third (yjbanov) was a Google employee who worked on the project since the 

beginning. Therefore, in this case it is likely that alexeagle did most of the merges because of 

his CI background; alexwolfe and yjbanov, probably because of their knowledge of the project 

history, and for being members of the core team. 

Category II: We applied Shapiro-Wilk test in Category II for majority classes, top-1, 

and top-3 recommendations. We observed normality in our data for top-1 with p-value 

2.09×10−1 (6.14×10−1 for majority class) and non-normality for top-3 with p-value 

9.13×10−3 (4.56×10−1 for majority classes). Consequently, we run Fisher’s F test to check 

homoscedasticity for top-1 and observed that the variance is the same, with p-value 5.69×10−1. 

Therefore, we applied the paired t-test for top-1 and Wilcox paired test for top-3 and we could 

observe a statistically significant difference for top-1 (p-value = 1.16×10−5) and top-3 (p-value 

= 3.24×10−4) recommendations at 95% confidence level. Thus, we could conclude that 

TIPMerge also presented higher accuracy in comparison to our baseline, the majority classes, 

in Category II. Finally, we checked the Cohen’s d effect size for top-1 and the Cliff’s Delta 

effect size for top-3 recommendations and observed a large effect size for both top-1 (1.86) and 

top-3 (0.73). Cohen (1988) describes an effect size as small (Cohen’s d effect size = 0.2), 

medium (Cohen’s d effect size = 0.5), and large (Cohen’s d effect size = 0.8).  Figure 27 

summarizes the comparison of Category II for top-1 and top-3 recommendations using 

boxplots. 



78 

 

  

Figure 27. Accuracy for top-1 (p-value = 𝟏. 𝟏𝟔×𝟏𝟎−𝟓, Cohen’s d effect size = 1.86) and 

top-3 (p-value = 𝟑. 𝟐𝟒×𝟏𝟎−𝟒, Cliff’s Delta effect size = 0.73) recommendations for 

Category II in dataset A 

In 17 out of 19 projects, TIPMerge obtained a higher accuracy than the majority class 

for the top-1 recommendation, with a median improvement of 26.86%. For top-3 

recommendations, we had improved the accuracy in 18 out of 19 projects, leading to a median 

improvement of 58.12%. TIPMerge performed the best in the Cassandra project, with accuracy 

improvements for top-1 and top-3 recommendations at 48.97% and 58.12%, respectively. 

Next, we investigated the two cases where TIPMerge had low accuracy: Firefox for iOS 

and jQuery. In the former case, we obtained a low accuracy (39.02%) for the top-1 

recommendation. However, we only had a decay of -1.24% from the majority class as we 

obtained the correct merge developer in 80 out of 205 merge cases; the majority class appeared 

in 81 of the total merges in the project. When considering the top-3 recommendations, we had 

an accuracy of 85.85% (and an improvement of 51.66%). 

We investigated further into the project to determine why we missed one of the top-1 

recommendation. We verified that the top-3 merge developers (majority classes) in this project 

are st3fan, wesj, thebnich, and they are all Mozilla employees. Further, st3fan is the most 

senior core developer in the team. Therefore, it is likely that he possessed past project 

knowledge and had an idea about the project’s future directions. This might be the reason for 

having him performing most of the merges, which might not be reflected in our expertise 

calculation that weighs recent (branch) changes higher. 

In jQuery, at the top-1 recommendation, we obtained an accuracy of 30.3% (-38.46% 

decay). As in “Firefox for iOS”, TIPMerge performed much better in the top-3 recommendation 

results (69.7% accuracy; a -6.12% decay). In order to better understand why majority class is 

better, we investigated the team’s contribution structure. The top-1 merge developer is jeresig, 

who was the founder and until recently had been the major contributor of the project. Therefore, 

it is likely that he was responsible for a large portion of the merges. The other two developers 

in the majority class are: (1) dmethvin, who is the president, a member of the board of directors, 
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and a long-term contributor to the project, and (2) jaubourg, who is part of the core/standards 

team. Therefore, it is likely that dmethvin knew about the direction and goals of the project, 

and was responsible for many of the merges, whereas jaubourg was responsible for merges 

because of his role in the standards (quality) team. 

Category III: As there are only three projects in Category III, we did not conduct 

hypothesis testing. We did not expect good results from projects in Category III, since they 

have a clear integrator. TIPMerge accuracies (top-3) for Maven and PIConGPU were at 76.92% 

and 75.57%, respectively. While such accuracy results are good by themselves, they do not 

improve over the majority class predictions, which are very high. Maven clearly has three 

developers responsible for merges with key files (responsible for 100% of the selected merges). 

PIConGPU has one developer responsible for most of the merges (50.23%), and three 

developers responsible for almost all merges (89.59%). These results confirm our assumptions 

that TIPMerge is not as useful when there are integrators. 

Diploma, differed in this category; we had improvement in accuracy over the majority 

class (12.16% and 82.39% for top-1 and top-3 recommendations). This project had a small 

development team (five), and it may have contributed to the good results of TIPMerge, even 

with the high majority class. All in all, we believe that someone becomes majority class either 

because he committed frequently, including merge commits, or because he is in charge of doing 

merges. TIPMerge can have good results for the first situation only. Diploma is in the first 

situation, as the majority classes also performed most commits and were recommended by 

TPMerge for many merge cases.  

In summary, our assessment indicates that TIPMerge provides very promising results 

for projects in Category I (no integrators) and Category II (integration team). When considering 

the top-3 recommendations, our approach has normalized improvements (median of 59.12%) 

in accuracy over the majority classes in 25 out of the 29 projects. 

We calculated Spearman's rho between accuracy (top-1 and top-3 for dataset A), and 

the number of commits, number of unique developers (per branch), and number of developer. 

We found strong correlation between each factor, but weak correlation of these factors with 

accuracy. We found negative correlation (~0.30) for number of unique developers in branch-1. 

This is likely because the higher the number of developers in a branch, the harder to make a 

recommendation.  All other correlations were 0.20 or less. 

For dataset B (2,236 merges), we also recalculated the majority class and the percentage 

of merges performed by the majority class. Table 17 lists the accuracy of the top-1 

recommendation by TIPMerge and the accuracy of the top-1 majority class. We also list the 
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normalized improvement in accuracy (Eq. 1) by TIPMerge. Table 18 provides similar data, but 

for top-3 rankings. These tables also color-code the improvement in accuracy for easier 

comprehension. 

Table 17. Accuracies for the Developer Ranking - top-1 recommendation in dataset B 

Project Majority Class TIPMerge Normalized Improv. in Accuracy 

Category I    

Katello 17.70% 47.45% 36.15% 

Category II    

Lantern 34.48% 58.62% 36.84% 

Spree 30.38% 54.43% 34.54% 

Eureka 33.33% 50.00% 25.00% 

Node.js 27.51% 45.50% 24.82% 

Voldemort 28.21% 41.03% 17.86% 

Akka 30.63% 36.88% 9.01% 

Sympy 33.14% 38.86% 8.56% 

Perl5 37.61% 41.28% 5.88% 

Khmer 41.98% 44.44% 4.24% 

jQuery 33.33% 33.33% 0.00% 

Astropy 25.40% 23.81% -6.26% 

Priam 42.31% 34.62% -18.18% 

Cassandra 45.72% 30.59% -33.09% 

Active Merchant 27.27% 18.18% -33.33% 

Errbit 27.27% 18.18% -33.33% 

Firefox for iOS 42.86% 28.57% -33.34% 

Amarok 41.18% 11.76% -71.44% 

Category III    

Phoenix 100.00% 80.00% -20.00% 

Falcor 71.43% 57.14% -20.01% 

Sapos 50.00% 33.33% -33.34% 

Comm-central 62.50% 37.50% -40.00% 

Diploma 57.14% 28.57% -50.00% 

PIConGPU 52.94% 17.65% -66.66% 

Angular 100.00% 33.33% -66.67% 

Maven 100.00% 14.29% -85.71% 

MCT 100.00% 0.00% -100.00% 

After checking the accuracy for majority classes, top-1 (Table 17) and top-3 (Table 18) 

recommendations using Shapiro-Wilk test, we observed non-normality in our data with p-

values 9.07×10−1 for top-1 (2.07×10−4 for majority class) and 1.05×10−2 for top-3 

(5.65×10−2 for majority classes). Consequently, we applied the Wilcox paired test and could 

not observe a statistically significant difference for top-1 (p-value = 8. 64×10−2) and top-3 

recommendations (p-value = 2.69×10−1) at 95% confidence level. Thus, considering dataset 

B, we conclude that TIPMerge in general did not present higher accuracy in comparison to the 

http://node.js/
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majority class, and the majority class did not present higher accuracy in comparison to 

TIPMerge as well. Figure 28 summarizes the comparison for top-1 and top-3 recommendations 

using boxplots. 

Table 18. Accuracies for the Developer Ranking - top-3 recommendations in dataset B 

Project Majority Class TIPMerge Normalized Improv. in Accuracy 

Category I    

Katello 47.45% 76.82% 55.89% 

Category II    

Eureka 83.33% 100.00% 100.00% 

Falcor 85.71% 100.00% 100.00% 

Firefox for iOS 85.71% 100.00% 100.00% 

Spree 59.49% 88.61% 71.88% 

Lantern 65.52% 89.66% 70.01% 

Akka 67.50% 86.25% 57.69% 

Node.js 66.67% 75.66% 26.97% 

Sympy 63.43% 71.43% 21.88% 

Voldemort 74.36% 79.49% 20.01% 

Priam 76.92% 80.77% 16.68% 

Khmer 80.25% 82.72% 12.51% 

Cassandra 69.24% 70.23% 3.22% 

Perl5 78.90% 75.23% -4.65% 

Astropy 69.84% 61.90% -11.37% 

Errbit 72.73% 54.55% -25.00% 

jQuery 77.78% 44.44% -42.86% 

Active Merchant 63.64% 36.36% -42.87% 

Category III    

Comm-central 100.00% 100.00% 0.00% 

Diploma 100.00% 85.71% -14.29% 

Sapos 100.00% 83.33% -16.67% 

Phoenix 100.00% 80.00% -20.00% 

PIConGPU 94.12% 70.59% -25.00% 

Maven 100.00% 57.14% -42.86% 

Angular 100.00% 33.33% -66.67% 

Amarok 88.24% 29.41% -66.67% 

MCT 100.00% 0.00% -100.00% 

Category I: As there is only one project in Category I (Katello), we did not conduct 

hypothesis testing. TIPMerge had very high accuracy for Katello for top-1 and top-3 

recommendations. TIPMerge improved accuracy by 36.15%, and 55.89% over selecting the 

majority class. 

http://node.js/
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Figure 28. Accuracy for top-1 (p-value = 𝟖. 𝟔𝟒×𝟏𝟎−𝟐) and top-3 (p-value = 𝟐. 𝟔𝟗×𝟏𝟎−𝟏) 

recommendations for all projects in dataset B 

Category II: We also applied Shapiro-Wilk test in Category II for majority classes, top-

1, and top-3 recommendations. We observed normality in our data with p-values 9.77×10−1 

for top-1 (1.62×10−1 for majority class) and 2.87×10−1 for top-3 (6.96×10−1 for majority 

classes). Consequently, we run Fisher’s F test to check homoscedasticity for both data and 

observed that the variance is not the same, with p-values 9.51×10−3 for top-1 and 2.01×10−3 

for top-3. Therefore, we applied the Wilcox paired test for both data and could not observe a 

statistically significant difference for top-1 (p-value = 6.41×10−1) and top-3 (p-value = 

2.97×10−1) recommendations at 95% confidence level. Thus, we could not conclude that 

TIPMerge presented higher accuracy in comparison to our baseline, the majority classes, for 

top 1 and top-3 in Category II. Figure 29 summarizes the comparison of Category II for top-1 

and top-3 recommendations using boxplots. 

 

Figure 29. Accuracy for top-1 (p-value = 𝟔. 𝟒𝟏×𝟏𝟎−𝟏) and top-3 (p-value = 𝟐. 𝟗𝟕×𝟏𝟎−𝟏) 

recommendations for Category II in dataset B 

In 9 out of 17 projects TIPMerge obtained a higher accuracy than the majority class for 

the top-1 recommendation, with a median improvement of 17.86%. For top-3 

recommendations, TIPMerge improved the accuracy in 12 out of 17 projects; the median 

improvement is 42.33%. 

Category III: We also applied Shapiro-Wilk test in Category III for majority classes, 

top-1 and top-3 recommendations. We observed non-normality in our data for top-1 and top-3 



83 

 

with p-values 6.93×10−1 for top-1 (1.72×10−2 for majority class) and 4.59×10−1 for top-3 

(3.58×10−5 for majority classes). We applied the Wilcox paired test for both data and observed 

statistically significant difference for top-1 (p-value = 7. 68×10−3) and top-3 recommendations 

(p-value = 1. 17×10−2) at 95% confidence level. Thus, checking the data, we conclude that our 

baseline, the majority classes, presented higher accuracy in comparison to TIPMerge for the 

projects in Category III. Finally, we checked the Cliff’s Delta size for top-1 and top-3 and 

observed a large effect size for both top-1 (0.81) and top-3 (0.86). Figure 30 summarizes the 

comparison of Category I for top-1 and top-3 recommendations using boxplots. 

Figure 30. Accuracy for top-1 (p-value = 𝟕. 𝟔𝟖×𝟏𝟎−𝟑, Cliff’s Delta effect size = 0.81) and 

top-3 (p-value = 𝟏. 𝟏𝟕×𝟏𝟎−𝟐, Cliff’s Delta effect size = 0.86) recommendations for 

Category III in dataset B 

As in dataset A, we did not expect good results from projects in Category III. The 

projects in this category had a really small set of developers responsible for most of the merges. 

In 4 out of 9 cases, just one developer performed all the merges in dataset B, and in the 3 other 

cases, the top-3 performed all the merges. It shows that TIPMerge cannot help in this situation 

because there is a clear integrator. 

As in dataset A, TIPMerge achieves higher accuracies in dataset B for Category I and 

II for top-1 and top-3 recommendations. However, the results of dataset B are not so good as 

the results of dataset A. We noticed that considering a smaller set of merges and with more 

people in the branches, the majority class is increasing. So, fewer people are responsible for the 

merge task and more projects are in Category III. In dataset B, we had only 1 project in 

Category I, 17 in Category II, and 9 in Category III. It is important to remember that two projects 

did not have merges in dataset B. 

5.3 QUANTITATIVE EVALUATION OF THE RECOMMENDATION TEAM 

In the second quantitative evaluation, we aimed at answering the research question 

RQ3.2. In order to answer RQ3.2, we compared the knowledge coverage of the k-developer 

TIPMerge Team Recommendation, where k = 2 and 3, with the knowledge coverage of 
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teaming up the top-k TIPMerge’s recommendation from the Developer Ranking. We checked 

the accuracy of k = 2 and 3 since pairing developers is a very common practice in Software 

Engineering, especially when Agile Methods are in place, and that could be adopted for merge 

as well. We also explored the use of a third person for teaming up an even number of developers. 

5.3.1 MATERIALS AND METHODS 

In order to evaluate the Team Recommendation, we used only dataset B. We decided 

to use only dataset B in this evaluation because these are definitely merges of branches in 

which TIPMerge did not perform well in the previous evaluation. This second evaluation 

comprised the 29 projects presented in Table 13 in Section 5.2.1. We calculated the Developer 

Ranking coverage of top-2 and top-3 recommendations. We then compared the Team 

Recommendation coverage for 2 and 3 developers with the Developer Ranking coverage for 

top-2 and top-3, respectively. With these two values, we calculated the knowledge coverage 

improvement of the Team Recommendation compared to the Developer Ranking. 

Table 19. Sensitivity test 

Combination 

of Weights 

Akka 

30 Merges 

Cassandra 

30 Merges 

Katello 

30 Merges 

Sympy 

30 Merges 

All Merges 

(n = 2 + n = 3) 

120 + 120 = 

240 n = 2 n = 3 n = 2 n = 3 n = 2 n = 3 n = 2 n = 3 

1.0-0.9-0.8 17 18 18 21 16 17 23 26 156 

1.0-0.9-0.7 17 18 18 21 15 18 23 26 156 

1.0-0.9-0.6 16 17 18 21 15 18 23 26 154 

…          

1.0-0.8-0.3 17 18 18 21 18 18 23 26 159 

…          

0.9-0.8-0.4 17 18 18 21 18 18 23 26 159 

…          

0.8-0.7-0.4 18 18 18 21 18 17 23 26 159 

…          

0.7-0.6-0.3 17 18 18 21 18 18 23 26 159 

…          

0.4-0.3-0.1 16 18 18 20 17 17 23 26 155 

0.4-0.2-0.1 16 18 17 21 17 17 23 25 154 

0.3-0.2-0.1 16 18 18 21 17 17 23 26 156 

As the Team Recommendation requires to set the number of developers and the 

weights of the medals, we calibrated the weights of the medals by using a sensitivity test, 

according to the following steps: (1) we randomly selected 120 merge cases of dataset B from 

four real projects (Akka, Sympy, Katello, and Cassandra) – these merges were discarded from 

the Team Recommendation evaluation to avoid bias; (2) we set the number of developers in 



85 

 

n = 2 and 3; (3) we set different medals weights varying from 1 to 0 with step 0.1. For instance, 

𝑊𝑔  =  1,𝑊𝑠  =  0.9,𝑊𝑏  =  0.8;   𝑊𝑔  =  1,𝑊𝑠  =  0.9,𝑊𝑏  =  0.7;  𝑊𝑔  =  1,𝑊𝑠  =

 0.9,𝑊𝑏  =  0.6; … ; 𝑊𝑔  =  0.3,𝑊𝑠  =  0.2,𝑊𝑏  =  0.1 , where 𝑊𝑔 > 𝑊𝑠 and 𝑊𝑠 > 𝑊𝑏. In 

total, the test had 120 different combinations of weights for each merge case (see Table 19). 

Considering the 120 merge cases and the 120 different combinations of weights, we 

checked the number of merges where we had improvement. Four combinations of weights had 

the highest value (159 of 240 merges considering n = 2 and 3): 𝑊𝑔  =  1,𝑊𝑠  =  0.8,𝑊𝑏  =

 0.3;   𝑊𝑔  =  0.9,𝑊𝑠  =  0.8,𝑊𝑏  =  0.4;  𝑊𝑔  =  0.8,𝑊𝑠  =  0.7,𝑊𝑏  =  0.4;  𝑊𝑔  = 0.7,𝑊𝑠  =

 0.6,𝑊𝑏  =  0.3. Since we needed to choose a combination of weights, we defined in our 

experiment the following combination of the weights:  𝑊𝑔  =  1,𝑊𝑠  =  0.8,𝑊𝑏  =  0.3. 

However, as we said before, users can parameterize weights according to their needs. 

5.3.2 RESULTS AND DISCUSSION 

RQ3.2: Does the k-developer TIPMerge Team Recommendation for Collaborative 

Merge improve the percentage of knowledge coverage over teaming up the top-k developers 

from the Developer Ranking? 

As mentioned before, the evaluation of the Team Recommendation knowledge 

coverage was conducted considering only dataset B. Considering our dataset (2,116 merges in 

dataset B after discarding 120 merges used in the sensitive test) we calculated the normalized 

improvement of knowledge coverage by the Team Recommendation over the Developer 

Ranking. 

Table 20 lists the Developer Ranking knowledge coverage (Ranking Coverage) for the 

top-2 developers and the optimized Team Recommendation knowledge coverage (Optimized 

Coverage), also for two developers. We also list the normalized improvement of knowledge 

coverage (Eq. 1) by the Team Recommendation. MCT project, with only a merge case with 

two developers in each branch (dataset B), is the only one that did not have any improvement 

by the Team Recommendation. In this case, the developers in the top-2 Developer Ranking 

were the same as the Team Recommendation for two developers. All the other projects had 

merge cases in which the optimized Team Recommendation knowledge coverage had some 

improvement, ranging from 2.19% (Falcor) to 52.39% (Phoenix). It is possible to notice that 

even projects with high Ranking Coverage had some improvement with the optimized Team 

Recommendation. 
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Table 20. Normalized improvement of the Team Recommendation for two developers 

Project 

Ranking 

Coverage 

(Top-2) 

Optimized Coverage Normalized Improvement 

Phoenix 90.16% 95.32% 52.39% 

Active Merchant 73.98% 86.31% 47.38% 

jQuery 79.14% 88.96% 47.06% 

Astropy 89.73% 94.52% 46.60% 

Eureka 98.30% 98.99% 40.91% 

PIConGPU 88.14% 92.93% 40.39% 

Khmer 91.32% 94.29% 34.28% 

Maven 89.21% 92.35% 29.08% 

Lantern 89.46% 92.52% 29.05% 

Firefox for iOS 84.06% 88.49% 27.79% 

Voldemort 81.21% 85.73% 24.03% 

Spree 78.66% 83.70% 23.62% 

Sympy 80.29% 84.48% 21.23% 

Errbit 73.06% 78.33% 19.56% 

Priam 93.57% 94.73% 18.10% 

Akka 84.31% 86.85% 16.21% 

Node.js 84.33% 86.82% 15.89% 

Katello 73.96% 78.04% 15.66% 

Cassandra 80.18% 83.05% 14.47% 

Perl5 81.80% 84.22% 13.28% 

Comm-central 75.97% 79.14% 13.20% 

Angular 56.48% 61.25% 10.96% 

Amarok 68.03% 71.48% 10.79% 

Diploma 88.15% 89.13% 8.29% 

Sapos 85.14% 86.32% 7.90% 

Falcor 93.24% 93.39% 2.19% 

MCT 74.14% 74.14% 0.00% 

  Median 19.56% 

  Average 23.34% 

 

Table 21 provides similar data, but for three developers. These tables also color-code 

the improvement in coverage for easier comprehension. The optimized Team 

Recommendation considering the recommendation of three developers had higher results than 

the recommendation for two developers. While the average normalized improvement for the 

Team Recommendation of two developers is 23.34% (median 19.56%), the average 

normalized improvement for the Team Recommendation of three developers is 47.31% 

(median 48.48%). In the Eureka project, the normalized improvement is 100% and in Phoenix 

is 94.21% (from 91.25% to 99.49%), showing that the recommendation of three developers can 

achieve a very high or even total knowledge coverage. 

 

http://node.js/
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Table 21. Normalized improvement of the Team Recommendation for three developers 

Project 

Ranking 

Coverage  

(Top-3) 

Optimized Coverage Normalized Improvement 

Eureka 98.99% 100.00% 100.00% 

Phoenix 91.25% 99.49% 94.21% 

Khmer 94.25% 99.22% 86.37% 

Astropy 95.81% 99.36% 84.79% 

jQuery 87.84% 97.66% 80.80% 

Priam 96.27% 99.10% 75.97% 

Lantern 91.27% 97.44% 70.73% 

Falcor 96.02% 98.79% 69.53% 

Firefox for iOS 94.19% 98.19% 68.89% 

PIConGPU 95.55% 98.61% 68.89% 

Akka 91.68% 96.23% 54.66% 

Active Merchant 86.34% 93.27% 50.77% 

Voldemort 91.52% 95.79% 50.41% 

Sapos 95.09% 97.47% 48.48% 

Spree 87.57% 92.19% 37.17% 

Sympy 89.12% 92.87% 34.52% 

Node.js 89.28% 92.60% 30.94% 

Perl5 88.91% 92.12% 28.95% 

Katello 84.18% 88.42% 26.79% 

Cassandra 87.44% 90.71% 26.02% 

Errbit 85.41% 88.66% 22.24% 

Comm-central 85.21% 88.15% 19.89% 

Amarok 77.77% 81.89% 18.56% 

Maven 95.78% 96.24% 10.72% 

Diploma 96.84% 97.12% 8.73% 

Angular 73.08% 75.30% 8.26% 

MCT 89.66% 89.66% 0.00% 

  Median 48.48% 

  Average 47.31% 

We applied Shapiro-Wilk test in top-2 and top-3 coverage, and in the team coverage for 

two and three developers. We observed normality in our data for two developers and non-

normality for three developers with p-values 5.38×10−2 for two developers (2.79×10−1 for 

top-2) and 7.27×10−4 for three developers (4.55×10−2 for top-3). Consequently, we run 

Fisher’s F test to check homoscedasticity for two developers and observed that the variance is 

the same, with p-value 7.51×10−1. Therefore, we applied the paired t-test for two developers 

and Wilcox paired test for three developers and we could observe a statistically significant 

difference for two developers (p-value = 1.08×10−7) and three developers (p-value = 

1.65×10−5) at 95% confidence level. Thus, we conclude that Optimized Team Coverage for 

two and three developers presented higher accuracy in comparison to TIPMerge Ranking top-

http://node.js/
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2 and top-3. Finally, we checked the Cohen’s d effect size for two developers and the Cliff’s 

Delta effect size for three developers. We observed a small effect size (0.42) for two developers 

and a medium effect size (0.42) for three developers. Figure 31 summarizes the comparison for 

the team recommendation of two and three developers using boxplots. 

 

Figure 31. Coverage for two (p-value = 𝟏. 𝟎𝟖×𝟏𝟎−𝟕 Cohen’s d effect size = 0.42) and 

three (p-value = 𝟏. 𝟔𝟓×𝟏𝟎−𝟓 Cliff’s Delta effect size = 0.42) developers for dataset B 

In terms of execution time, TIPMerge presented different times for different merge 

cases. TIPMerge generated the Developer Ranking for some cases in few seconds and took 

more than a day for other cases. We verified that it depends on the number of changed files, 

since the larger the number of files, the longer is to check the dependencies. For example, in a 

small merge case of Voldemort project, with 29 files changed in parallel and with dependencies, 

TIPMerge generated the Developer Ranking with 7 developers in 1 second and 709 

milliseconds, running on a processor i7 4790k (4GHz) with 4 cores and 16 GB of memory (2 x 

8 GB DDR3 1600). On the other hand, in a not so extreme merge case of node.js project, with 

237 files changed in parallel and with dependencies, TIPMerge needed 1 hour, 75 minutes, and 

94 seconds to generate the Developer Ranking with 265 developers, running on the same 

computer. We applied our optimization algorithm in the second case, and we obtained the Team 

Recommendation for two developers in 3 minutes and 1 second and for three developers in 5 

minutes and 6 seconds. 

5.4 QUALITATIVE EVALUATION 

For a deeper understanding of the Developer Ranking and the Team 

Recommendation provided by TIPMerge, we performed a qualitative evaluation of three 

projects: two open-source (Sapos and Node.js) and one proprietary (Diploma). In these 

evaluations, we answered the research question RQ3.3. 

In order to answer this question, we identified a set of previous merges where TIPMerge 

recommended a different developer than the person who performed the merge. We interviewed 
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team members from each project to understand whether our recommendation was inappropriate 

or other circumstances affected the “merge developer” choice. In addition, we asked them about 

the branching, merge strategies, and about conflicts. 

5.4.1 MATERIALS AND METHODS 

We selected Sapos, Diploma, and Node.js as our project corpus, since we had access to 

at least one team member of these projects who was extensively involved in branch merges. 

Diploma (proprietary project) and Sapos (https://github.com/gems-uff/sapos) had a team of 5 

and 10 developers, respectively. Node.js (https://github.com/nodejs/node) is a large project and 

has more than 1,000 contributors.  

Diploma is a proprietary project developed by a government company in Brazil. It 

started in 2014 and comprises five developers: the project manager, who is also the technical 

lead and developer (D1); the business analyst, who is also a developer (D2), and three other 

developers (D3, D4, and D5). All team members work in the same building, but have different 

(physical) offices. Sapos is an open-source project targeted at the management of information 

related to graduate programs. Ten developers (D1, …, D10) worked on the project in different 

time periods. Node.js is a JavaScript runtime built on Chrome's V8 JavaScript engine. It is 

supported by the Node.js Foundation. 

In summary, we interviewed one expert from Diploma and two experts from Sapos. 

These experts are the developers who performed most merges (the majority class) in each 

project. In the Node.js project, we interviewed a developer from the release team. 

From the projects Diploma and Sapos, we selected for further analyses a set of merges 

that were complex and would cause direct conflicts. Our additional criteria were: (1) the merge 

developer was not in the top-1 position of our ranking, and (2) TIPMerge Developer Ranking 

recommended the developer who performed the merge in some other position. This gave us 5 

and 6 merge cases from Diploma and Sapos, respectively. Although we did not ask about any 

collaborative merge case (Team Recommendation), the developers mentioned this strategy, 

as discussed in Section 5.4.2. 

For each of these merges, we asked the interviewee to: (1) inform whether the merge 

developer was the most appropriate person in the project for the merge, and (2) inform whether 

the TIPMerge ranking – top-1 as well as the top-3, – was appropriate for the merge. 

In the Node.js analysis, we had access to just one developer and we talked to him about 

only one merge case in which he changed key files. We also talked about how developers 
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perform merge in the project. We verified the recommendation provided by the Developer 

Ranking and the Team Recommendation. 

For this merge, we asked the interviewee to: (1) inform whether the merge developer 

was the most appropriate person in the project for the merge, and (2) indicate more than one 

developer for a collaborative merge session. 

5.4.2 RESULTS AND DISCUSSION 

RQ3.3: Considering cases where TIPMerge does not recommend the developer that 

actually performed the merge, was the recommendation inappropriate or other circumstances 

affected the choice? 

We interviewed the developer who did the most merges (D1) in Diploma, and asked 

him why their project uses branches, and why he performed >50% of the merges. He answered 

that the project used branches to maintain system integrity. Four branches were specified: 

development, staging (acceptance tests), production, and hotfix. Additional branches were used 

to implement new requirements or test new technology. Regarding the reason to do most of the 

merges, D1 said: “I am the technical lead, I have more working hours, and I take care of 

approval and production. I have to maintain the integrity of this structure. I have to help the 

team”. He added that, in the case of conflicts where there is no clear merge decision, he invites 

the developer who made the change for a collaborative merge session. Besides that, when 

another developer has difficulties in merging, D1 is always available to pair and provide 

support. 

We presented to D1: (a) two cases where the merge developer is in the 3rd position, (b) 

two cases where the merge developer is in the 2nd position, and (c) one case where the merge 

developer in the 1st position (Table 22). 

Table 22. TIPMerge ranking and the merge developer in bold – Diploma and Sapos 

TIPMerge Position Diploma Sapos 

3rd D1, D5, D4 D4, D5, D3 

D4, D2, D1 D4, D5, D3 

2rd 

D3, D2 D1, D2 

D1, D3 D1, D2 

- D4, D1 

- D4, D1 

1st D1 - 

In the first merge case, D4 performed the merge (in bold in Table 22), but our approach 

placed D1 in the 1st and D4 in the 3rd position. We asked D1 whether he could have been able 

to perform the merge. He said: “It makes sense... I help him in the merge... D4 must have been 

the one to do the merge ultimately because he was the last to commit.” In the second case, D1 
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performed the merge, whereas our approach suggested D4 in the 1st, and D1 in the 3rd position. 

He (D1) said: “D4 had changed two tasks, but there is a piece of code in the merge that only I 

know, so [I did the merge]… but D4 would also have been able to perform it”. 

Next, we investigated instances where TIPMerge recommended the developer who 

performed the merge in the 2nd place. In one of the cases, D2 performed the merge, but our 

approach had him in the 2nd place. Our interviewee (D1) said: “They (D2 and D3) 

were…[working] in parallel…they had the same knowledge. Maybe I would have chosen D2 

because he had made some of these changes with me…any of them would have been able to 

perform this merge”. In the fourth case, D3 performed the merge, but TIPMerge ranked him in 

the 2nd place. D1 said: “I would still have helped him in this merge. While D3 could have 

performed [the merge], I would have followed it closely.” Note that TIPMerge ranked D1 in 

the 1st place. 

The last merge instance was performed by D1, and our approach recommended him in 

the 1st position. We asked him to check whether he was, in fact, the only one who could have 

performed this merge. He answered: “Yeah, as there were some parts of a legacy system, and 

only I know this part, I should indeed have done this merge”. 

In summary, in these cases the merge decision were based on: (1) the person who had 

made the last commit and not necessarily the one with the most expertise, (2) special knowledge 

about a certain piece of code or parts of a legacy system, and (3) personal preference due to 

past interactions. In some cases, while the top-1 recommendation by TIPMerge was not the 

merge developer, they were, in fact, involved in a collaborative merge. In none of the cases, the 

interviewee said that the top-1 recommended developer would have been unable to perform the 

merge. Finally, the interviewee showed interests in using TIPMerge in his project. 

In Sapos, we interviewed the two developers who did most merges: D1 and D3. We 

selected 34 merge cases that had direct conflicts. In 9 of these merges, our top-1 

recommendation was not the merge developer. We randomly selected 6 out of these 9 cases for 

further analysis (Table 22). In the first two cases, the merge developer was ranked in the 3rd 

position, and in the remaining cases in the 2nd position. 

D3 performed the merges in the first two cases, but TIPMerge ranked him in the 3rd 

position. We interviewed D3 and asked him whether D4 (top-1 recommendation) would have 

been appropriate in both merges. He replied that D4 was actually the main author of these 

merges and they had worked collaboratively, but using D3’s computer: “We did these merges 

together in my office”. 
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We interviewed D1 about the next four cases. D2 performed the first of these two 

merges, whereas we ranked him in the 2nd position. According to D1, both of them (D1 and D2) 

had worked together (pair-programed) extensively in the past, and thus they had equivalent 

knowledge about the project. Therefore, both were qualified to perform these merges. D1 

performed the other two merges, and we ranked him in the 2nd position. According to D1, in 

both cases a merge conflict occurred in the database schema file. He was responsible for the 

merge because he added a database migration file to the branch. However, he said that D4 

would have been able to do the merge by analyzing the database migration file: “He would need 

only to see the added and removed fields in each branch” 

In summary, in 66% of the cases Sapos developers have worked together in pairs (33% 

during the merge and 33% in the past). It seems that collaborative practices like pair 

programming can effectively propagate knowledge among developers, providing direct benefits 

for knowledge-intensive tasks like a merge. In fact, we have not identified major problems for 

merge tasks in these projects, but it is important to emphasize that we talked to the majority 

class of both projects and as Diploma and Sapos are small, these developers can be experts for 

the whole system. 

In the Node.js project, we selected only one merge case. We interviewed one of the most 

prolific contributors to the project in terms of commit (D10). This developer is also part of the 

release team. In this merge case, D7 performed the merge (in bold in Table 23), but our 

approach placed D1 in the 1st position. We asked D10 whether D1 is the right person to do the 

merge and if D7 or he could have performed the merge. He said: “In this case… we had a 

separated next branch where we were looking at features, a kind of next generation and D7 just 

merged everything that was in the master branch into next. As far as I know we don’t have 

anything like this anymore. So, the right person that should be merging is… we actually have 

some process behind this. So, the release manager in that branch is the person who should be 

handling the backports, in my opinion... We have a document for new collaborators where there 

is information about who the new collaborators can talk about some part of the code”.  

Table 23. TIPMerge ranking and the merge developer in bold – Node.js 

TIPMerge Position Ranking Our interviewee 

7th D1, D2, D3, D4, D5,  

D6, D7, D8, D9, D10, … 

D10 

We also asked D10 to choose two developers to do the merge. He did not choose the 

developers, but said that this is possible in Node.js: “It is hard to sit down and do it together 



93 

 

because the project is 100% distributed. But people can call each other or talk on IRC. That is 

a big way that people in the project communicate. I have never had that”.  

It is possible to notice that although the selected case has not given us so much specific 

information, the way developers are chosen to perform the merge in Node.js was very 

enlightening. D10 said that when a contribution needs to be integrated, it is possible to verify 

in the process (https://github.com/nodejs/node/blob/master/doc/onboarding-extras.md#who-to-

cc-in-issues) the person or people in charge of the subsystem (directory or file). It is evidence 

that they define experts and more than one developer can perform the merge. In addition, this 

page presents the following text: “If you cannot find who to cc for a file, git shortlog -n -s <file> 

may help”. This command just returns the number of commits of each developer that changed 

a particular file. Then, they use the history to find the expert in a file. 

Nonetheless, Node.js follows a process similar to how TIPMerge verifies the 

contributions, but without considering parallel changes, logical dependencies, among others. 

Besides that, if there are many files, the user needs to use some criteria to choose the developer 

to contact. In addition, we have the medals to help in this decision, and in the case of more than 

one developer, we have the optimized coverage to recommend a team. In this way, we believe 

that TIPMerge is aligned to Node.js guidelines. 

5.5 THREATS TO VALIDITY 

As in any study, our evaluation has limitations. First, we used the developer who had 

performed the past merge as our oracle (the most appropriate developer). This has been a 

common approach in work on expert identification (DE LIMA JÚNIOR et al., 2015; KAGDI; 

POSHYVANYK, 2009; MURPHY; CUBRANIC, 2004). However, it is possible that this 

developer was not the most appropriate one. We ameliorated this issue by interviewing four 

developers from three projects to determine the appropriateness of our recommendation. 

Second, our approach uses the committers’ Git ID to identify developers. It is possible 

that developers use multiple aliases. We manually verified the TIPMerge ranking with the 

merge developer to fix possible mistakes by considering their ID similarity. Although this 

suffices in most cases, we may have missed some cases when the aliases are lexically different. 

However, note that if we did miss some aliases, they would, in fact, decrease the accuracy of 

TIPMerge results.  

Third, we checked for merges with at least two unique developers (dataset A) to avoid 

cases where a single developer was making parallel changes. However, our dataset A still 

contains merges with only two unique developers. In these cases, the merge of the two branches 
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is akin to a workspace merge, which is a simpler scenario than branches with a large number of 

contributors. Then, we also checked for merges with at least two unique developers in each 

branch (dataset B). In these cases there is no workspace merge, which is a simpler scenario 

than branches with a large number of contributors. But, we are exposed to false negatives, as 

some merges of branches may not be listed (merge of branches with only one person on a 

branch). 

Finally, although we have commented about considering only changes in a given time 

frame (e.g., past release) to accommodate decay in expertise, we considered all the project 

history in our experiments. As the projects have different time frames, it can have some impact 

on the results. 

5.6 FINAL REMARKS 

We presented in this chapter the evaluation of our approach. We performed a 

quantitative and a qualitative evaluation of TIPMerge, checking the Developer Ranking 

accuracy and the Team Recommendation knowledge coverage. Our results showed that 

TIPMerge can help in the decision of choosing the most suitable developers to perform the 

merge of branches not only considering the quantitative results, but also based on the 

interviews. In the qualitative evaluation, although it has been difficult to collect answers from 

some interviews, with support of project documentation, we were able to identify actions that 

resemble the way TIPMerge works. Finally, we also presented some threats to validity. 
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CHAPTER 6 – CONCLUSIONS 

6.1 CONTRIBUTIONS 

In this work, we presented an approach to assign developers to merge changes across 

branches. This work, to the best of our knowledge, is the first to recommend developers for 

integrating branches. We first did a retrospective analysis over eight real software projects 

obtained from GitHub and a survey with 164 developers in order to obtain relevant information 

about the complexity of the merge process, especially regarding merging branches. We could 

observe that some developers committed in either branch or in both branches. We believe that 

these developers can have relevant knowledge about the changes being integrated. Besides that, 

we could check that sometimes developers decided to contact other developers to resolve the 

conflicts together. 

Then, we presented TIPMerge, an approach to assign developers to merge branches. 

TIPMerge leverages historical information about changes in the branches as well as past history, 

and the dependency among files. TIPMerge builds a ranked list of developers who are supposed 

to be the most appropriate to integrate a pair of branches. Using this ranked list, TIPMerge is 

able to recommend the most suitable developers in terms of joint knowledge coverage to team 

up them in a collaborative merge session. In summary, TIPMerge is able to provide a Developer 

Ranking and a Team Recommendation for a Collaborative Merge session. 

TIPMerge was implemented in a tool that is able to analyze projects versioned on Git, 

independently of their programming language. TIPMerge is implemented in Java and uses Git 

commands to obtain information from the repository. TIPMerge uses Dominoes library to 

obtain dependencies among files. In order to optimize the combination of developers for the 

team recommendation, TIPMerge implemented a Tabu search metaheuristic algorithm. Details 

about TIPMerge implementation were published in a demo paper (COSTA; FIGUEIREDO; 

SARMA; et al., 2016) and more information are also available in https://github.com/gems-

uff/tipmerge/wiki/TIPMerge-UI. 

We quantitatively evaluated TIPMerge over 29 real-world projects. We found that 

TIPMerge performs best in projects that either have no integrators (Category I), or have an 

integration team (Category II), considering two datasets. We obtained the best accuracy of 62% 

for the top-1 recommendation (project Eureka) in dataset A and the best accuracy of 100% for 

the top-3 recommendations in dataset B (projects Eureka, Falcor, and Firefox for iOS). When 

we compared our results (top-1 and top-3 recommendations for the two datasets) with the 
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majority class, we obtained improvements in predictions in most cases: 24 out of 29 projects 

for top-1 and top-3 recommendations in dataset A and 10 out of 27 and 13 out of 27 projects 

for top-1 and top-3 recommendations in dataset B. Among the projects where we outperformed 

the majority class, we had a normalized accuracy improvement of 28.79% (median) for the top-

1 recommendation and 59.12% (median) for the top-3 recommendations in dataset A, and a 

normalized accuracy improvement of 21.34% (median) for the top-1 and 55.89% (median) for 

the top-3 recommendations in dataset B. We further investigated the project documentation in 

the cases where TIPMerge had a decay (i.e., was worse than the majority class). Our exploratory 

analysis suggests that the role of developers (i.e., core team member, lead, QA, founder), as 

well as their skills (e.g., continuous integration), can affect who becomes responsible for the 

merge. 

In the qualitative evaluation, we interviewed four expert developers from three projects 

of our corpus. From our interviews, we found that factors like (1) knowledge about the changed 

files, (2) person performing the most recent change, (3) knowledge about specific parts of the 

code base, and (4) personal preference, had an effect on who was eventually responsible for the 

merge. In several cases where the top recommendation was incorrect, that recommended 

developer had, in fact, participated in the merge in some way. 

In conclusion, our results suggest that TIPMerge can be useful not only in predicting the 

most appropriate developer to perform the merge when there is no integrator in the team, but 

also in recommending other developers who can support the integrator in a collaborative merge 

session. 

6.2 LIMITATIONS 

There are some limitations in our work. First, TIPMerge currently considers files as 

atomic elements. Although TIPMerge is able to list the changed methods in each file and check 

the dependencies among methods, our medal counting system was not tailored to consider the 

contributions in the methods level. Besides that, we assumed that every commit has the same 

weight. TIPMerge does not consider the size of the commits and we know that a change can be 

made in just one commit or spread over multiple commits. 

Second, if the same developer uses multiple aliases, as our approach uses the 

committers’ Git IDs to identify developers, TIPMerge can have side-effects in the 

recommendation. TIPMerge would consider the contributions of a developer with multiple 

aliases as contributions from different developers. This can be easily resolved by using a 

configuration file informing the different committers’ Git IDs. For instance, we asked a 
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developer from Sapos project to create the file with all the committers’ Git IDs and add it in the 

repository. After that, TIPMerge had no problems and was able to identify the ten developers 

of Sapos project and their contributions correctly. 

Third, as mentioned, TIPMerge uses Dominoes library to verify dependencies. 

However, the Dominoes library that we adapted and used is only for querying and generating 

project relationships that are already in the database. A different Dominoes module, 

gitdataminer, is necessary to insert the projects into the database. Then, in order to check the 

dependencies, we manually used Dominoes gitdataminer to insert the projects into the database. 

This module was not incorporated into TIPMerge yet.  

The time parameterization to consider only changes in a given time frame is another 

feature that is missing in TIPMerge. Currently, TIPMerge considers all the project history. This 

makes the analysis slower and may include developers who are not in the team anymore. We 

believe that checking only changes in a given time frame (e.g., past release) may accommodate 

decay in expertise. Besides that, if the project has just begun, it is possible that TIPMerge does 

not have enough information to identify experts in the history (silver medals) or file 

dependencies (bronze medal).  

Finally, as usual in heuristic-based algorithms, the optimization algorithm adopted by 

TIPMerge does not perform an exhaustive search. Thus, the final ranking may not show all 

solutions that exist between two positions (i.e., the second best solution may be worse than a 

combination that was not explored). Additionally, since we do not accept worsening the best 

solution, our algorithm could lead to a local optimum solution instead of a global one. However, 

we could not find a global solution that was not the solution obtained by the algorithm in small 

trials. In addition to these limitations, the optimization algorithm does not try to privilege 

developers at the top of the ranking. It just follows the ranking order. Then, after checking Bob 

(in the first position of the ranking) and Alice (in the second position), it tries Alex (in the third 

position) and Alice. We believe that changing the algorithm to prioritize developers at the top 

of the ranking (e.g., by checking Bob and Alex before Alex and Alice) might lead to a faster 

result. 

6.3 FUTURE WORK 

There are some opportunities for future work to improve TIPMerge or it’s evaluation. 

The current version of TIPMerge only consider logical dependencies. A natural 

evolution could be also checking structural dependencies. A study (OLIVA; GEROSA, 2011) 

concluded that logical dependencies are not directly caused by structural dependencies and 
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structural dependencies do not usually lead to logical dependencies. Then, TIPMerge could list 

and consider more dependencies. Further, it is possible to extend the dependency calculation to 

also consider new dependencies added by changes in the branches. As TIPMerge obtains the 

list of changed files in the branches and check if these files have dependencies on the history 

of the two branches, TIPMerge could also check the dependencies considering the changes in 

the branches.  

TIPMerge could also consider other information to recommend developers, such as 

developer skills and social relationships. For instance, the skills on specific design patterns or 

programming language features could be considered during assignment. Besides that, as 

TIPMerge already has the option of not considering one or more developers for a 

recommendation, we suggest that TIPMerge could have an option to force someone to be part 

of the recommendation for a collaborative merge, helping on-boarding new developers.  

As mentioned, the optimization algorithm adopted by TIPMerge does not perform an 

exhaustive search. Then, a different way to obtain the team recommendation could be the 

implementation of an exact algorithm for simple cases. Another change that could be made 

would be to use classifiers for recommending developers. Then it would be possible to compare 

the accuracy of the current strategy with the classifier. 

In addition, as our implementation of Tabu with mono-objective requires the definition 

of the medal weights, we recommend the utilization of multi-objective optimization that could 

eliminate this requirement. Further, also about the medals definition, we recommend extending 

the sensitivity test, varying all the options (i.e., silver with weight greater than gold, bronze with 

weight greater than silver and gold). This would help on verifying if the dependencies, currently 

bronze, should have a value greater than the past history, currently silver, for example. 

Finally, regarding to the experiments, as the current version of TIPMerge considers only 

changes in the files, we recommend replicating the analyses at a finer grain (method level), as 

this can provide a relevant knowledge about specific parts of the code base. Besides that, 

changes in files do not always imply changes in method. For instance, changes in license terms 

of the file would not affect any method and could be safely ignored. We also recommend 

replicating the analyses over a larger corpus of projects, as this could provide more evidence 

about TIPMerge recommendations, mitigating external validity problems. In addition, as our 

dataset B had just 6% of the total merges, we recommend a deeper investigation to observe if 

there was difficulty in terms of resolution time or future bugs in this set of merges. Moreover, 

in order to evaluate the optimized ranking, we recommend to check the coverage of the person 
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that performed the merge and use it as a baseline for comparing TIPMerge top-n (n = 1 to 3) 

improvements. 
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APPENDIX A – SURVEY QUESTIONNAIRE 

This questionnaire aims at collecting opinions about what actions are taken by 

developers when they need to merge source code, especially when a conflict arises during 

merge.  

The data of the participants will be processed anonymously. Moreover, they will be used 

only for academic purposes.  

* Required 

1. Basic Information: 

1.1 Name 

If you want to identify yourself, enter your name. 

1.2 Age * 

Less than 20 years old; Between 21 and 30 years old; Between 21 and 50 years old; Between 

41 and 50 years old; More than 51 years old. 

1.3 Level of education (scholarity)* 

Undergraduate Student; Non-degree Graduate Course; Graduate/ Postgraduate; MS; Ph.D. 

2. Professional Experience: 

2.1 Do you have any experience related to the use of version control tools? * 

Yes, in industry projects; Yes, in academic projects; No, I don’t have experience related to the 

use of version control tools. 

2.2 Experience in industry projects. 

If you have any experience, please indicate here the time dedicated to projects. 

No more than 1 year; Between 1 and 4 years; Between 4 and 7 years; Between 7 and 10 years; 

More than 10 years. 

2.3 Experience in academic projects. 

If you have any experience, please indicate here the time dedicated to projects. 

No more than 1 year; Between 1 and 4 years; Between 4 and 7 years; Between 7 and 10 years; 

More than 10 years. 

2.4 What is the average size of the project teams you participated (or participate)? * 

Check more than one option if you have participated in more than one team. 

No more than 10 people; Between 10 and 20 people; Between 20 and 30 people; Between 30 

and 40 people; Between 40 and 60 people; More than 60 people. 

2.5 Which were (or are) the development methodologies used in the projects that you 

participated? * 

Agile methodologies; Waterfall model; Spiral model; Incremental model; Prototyping; Other:  

3. Use the Tool: 

3.1 Which version control tools you used (or use) in software projects? 
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 I already have 

used 
I use 

Bazaar  
  

ClearCase 
  

CVS 
  

Darcs 
  

Git 
  

Jazz 
  

Mercurial  
  

Perforce 
  

RCS 
  

Subversion 
  

Team Foundation Server 
  

Other tools: 

If you have used any tool not listed in the previous question, please indicate here: 

 

3.2 When you are working on a software project, how often do you try to commit your 

changes before other team members commit in order to avoid merge conflicts??* 

Never; Rarely; Sometimes; Frequently; Always. 

 

3.3 In projects in which you worked, software teams usually adopt policies to avoid merge 

conflicts?* 

Never; Rarely; Sometimes; Frequently; Always. 

Write something of these policies: 

 

3.4 In projects in which you worked, considering the merge between branches, where not 

necessarily the last developer to commit is responsible of, the teams have adopted policies 

to select the person (or people) to merge branches? * 

Never; Rarely; Sometimes; Frequently; Always. 

Write something of these policies: 

 

3.5 When you face a merge conflict, do you usually make decisions alone about changes 

in parts of the code that were written by other developers?* 

Never; Rarely; Sometimes; Frequently; Always. 

 

3.6 Do you feel comfortable when you are making decisions alone about changes in parts 

of the code that were written by other developers? * 

Never; Rarely; Sometimes; Frequently; Always. 

 

Write the reasons for the response: 

 

3.7 When you identify a complex merge conflict, have you contacted other developers to 

resolve the conflict together? * 

Never; Rarely; Sometimes; Frequently; Always. 
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3.8 For each item listed below, check how often do you take it into consideration when 

requesting help from other developers to resolve a merge conflict: * 
 Never Rarely Sometimes Frequently Always 

I choose the 

developer 

with more 

knowledge 

about the 

project. 

     

I choose the 

developer 

with more 

affinity 

with me. 

     

I choose the 

developer 

who made 

the last 

change 

before me. 

     

I choose the 

developer 

randomly. 
     

I choose the 

developer 

who is 

available at 

the 

moment. 

     

I use the 

version 

control log 

to get some 

information 

about who 

can help 

me. 

     

I use some 

automated 

tool that 

indicates 

developer. 

     

Do you use other resources? 

 

If you have any consideration about this questionnaire, please feel free to describe it 

below. 

Enter your e-mail here to receive the survey data: 


