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Timeline-based planning:
Expressiveness and Complexity



Timeline-based planning: theoretical foundations

We have seen how timeline-based planning has been successfully
employed in the last decades.

Despite this, timelines have not been thoroghly studied,
until recently, from a theoretical perspective:

• computational complexity of timeline-based planning problems;
• expressiveness of modeling languages;
• comparison with PDDL-like action-based languages.
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Timeline-based planning: theoretical foundations (2)

Long-term goal
To provide a thorough theoretical understanding of the
timeline-based approach to planning.
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The basic setting

The starting point is the formalization introduced earlier by Andrea.
All the details can be found in the following resource.

Cialdea Mayer et al. (2016)
Marta Cialdea Mayer, Andrea Orlandini, and Alessandro Umbrico (2016). “Planning
and Execution with Flexible Timelines: a Formal Account.” In: Acta Informatica
53.6-8, pp. 649–680
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Expressiveness



Expressiveness

We started our study from the expressiveness side.

• How do these problems relate to the action-based counterparts?
• Which problems can be expressed with timelines vs. actions and
vice versa?
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Temporal planning

Which is the right action-based counterpart?

Temporal planning, in the form of PDDL with durative actions:

• each action has a duration, possibly dependent on some
precondition;

• actions can be executed concurrently and overlap in time.
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Assumptions

At first, we made a specific set of assumptions:

• no uncertainty;
• news on uncertainty in the second part of the tutorial;

• discrete time domain;
• there are recent and ongoing developments on dense time
domains as well.

Hence the problem is:

Given a set of state variables SV and a set S of
synchronization rules over SV, is there a set of timelines
over SV satisfying S?

Can we compactly (polynomially) encode a temporal planning
problem P into a set S of rules?
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Critical syntactic elements

Timeline-based planning is a rich formalism.

Many elements non-trivially affect expressiveness and complexity:

• the bound on the solution horizon, accepted as part of the input;
• accepting unbounded temporal relations, such as a ≤start,start[0,+∞] b;
• accepting tokens of unbounded length, i.e. variables
x = (V, T, γ,D) where D(v) = (0,+∞) for some v ∈ V;

• constrained syntactic structure of the synchronization rules:
• fixed ∀∃ quantification scheme
• only top-level disjunctions
• no negation
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Timelines vs. Actions

PDDL is simpler. It turns out that timeline-based planning problems
can fully capture temporal PDDL with:

• no bound on the solution horizon;
• only tokens of bounded length;
• only bounded relations:

a ≤start,start[0,+∞] ba ≤start,start[0,+∞] b

Note: these restrictions are quite artificial, but they give us the
smallest (yet) expressive enough instance of the problem.

TIME 2016
Nicola Gigante, Angelo Montanari, Marta Cialdea Mayer, and Andrea Orlandini (2016).
“Timelines are Expressive Enough to Capture Action-Based Temporal Planning.” In:
Proc. of the 23rd International Symposium on Temporal Representation and
Reasoning, pp. 100–109
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Complexity of timeline-based planning

Computational complexity is another important theoretical property
that we wanted to study.

• Finding a solution plan for a temporal PDDL problem is
EXPSPACE-complete.

• How about finding solution plans for a timeline-based planning
problem P = (SV, S)?
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Complexity of timeline-based planning (2)

The expressiveness results already give us a lower bound:

• finding solution plans for timeline-based planning problems is
EXPSPACE-hard.

But is there a matching upper bound?
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Complexity

Admitting a bound on the horizon affects the complexity:

• if we admit unbounded relations, the problem is still
EXPSPACE-complete;

• with bounds to the solution horizon the complexity drops:
NEXPTIME-complete;

• Recent result: the problem (with unbounded horizon) is
EXPSPACE-complete also when tokens of unbounded length are
allowed.

ICAPS 17
Nicola Gigante, Angelo Montanari, Marta Cialdea Mayer, and Andrea Orlandini (2017).
“Complexity of Timeline-based Planning.” In: Proc. of the 27th International
Conference on Automated Planning and Scheduling, pages 116–124
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Complexity with unbounded horizon

The core of the complexity proof is a small-model result.

Theorem 1
If a problem P has a solution, then a solution exists of length at
most doubly exponential in the size of P.

Then, a nondeterministic procedure running in exponential space is
used to find the solution.

12



Complexity with unbounded horizon

The nondeterministic decision procedure works as follows.

• a solution of length 22
n

is nondeterministically guessed,
• the solution is checked by sliding an exponential window over
the solution,
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Complexity with unbounded horizon

The nondeterministic decision procedure works as follows.

22
n

2n

• checking the constraints inside of a single window can be done
in nondeterministic exponential time,

• outside of the window, the whole history can be represented
compactly with exponential space
(Theorem 1 follows)
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Decomposition of synchronization rules

Let us take a deeper look at the core result.

Theorem 1
If a problem P has a solution, then a solution exists of length at
most doubly exponential in the size of P.
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Decomposition of synchronization rules (2)

The result comes from the following observation.

Consider a rule:

a0[x0 = v0] ⟶ ∃a1[x1 = v1]a2[x2 = v2]a3[x3 = v3] .
a0 ≤

start,start[0,4] a1 ∧ a1 ≤
end,start[0,+∞] a2 ∧ a2 ≤

end,end[3,6] a3

We can see the rule as a graph:

start(a0) end(a0)
start(a1) end(a1) start(a2) end(a2)

start(a3)
end(a3)

[0, 4]
[3, 6]
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Decomposition of synchronization rules (3)

Rules can be decomposed into components of timepoints related
only by bounded relations:

• endpoints of a token are considered connected if the token has
bounded length;

• endpoints belonging to a single component cannot appear
further that a certain maximum distance in any solution;

• then, we have to keep track of the satisfaction of unbounded
relations only between whole components.
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Complexity with unbounded horizon

The nondeterministic decision procedure works as follows.

22
n

2n

• hence, when sliding the exponential window over the guessed
solution, we keep track of past components only qualitatively;

• either a component has been witnessed in the past, or not;
• a particular appearance record is built to keep track of
witnessed components.
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Decomposition of synchronization rules (4)

Hence the small model result:

• the size of the appearance record is exponential, hence if the
plan is longer than a doubly exponential amount of time, it has
to repeat;

• if it repeats, then a shorter plan is obtained by cutting between
the two repetitions.
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Complexity with unbounded horizon

The complexity of the problem follows:

• since EXPSPACE=NEXPSPACE, the entire procedure runs in
exponential space;

• as already pointed out, EXPSPACE-hardness comes from the
expressiveness results;

• hence the problem is EXPSPACE-complete.
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Complexity with bounded horizon

22
n

2n

With a bounded horizon, Theorem 1 still holds.

• However, the given horizon bound is only exponential in the size
of the input.

• Hence exactly the same algorithm runs in nondeterministic
exponential time, hence the problem belongs to NEXPTIME;

• NEXPTIME-hardness proved by a reduction from the
Exponentially Bounded Corridor Tiling problem.
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Complexity with bounded horizon

k ∈ O(2n)
2n
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Automata-theoretic complexity proof

A different and definitely shorter proof can be devised with an
automata-theoretic approach.

• in a recent work, we encode the problem as an NFA:
1. The automaton keeps track of a nondeterministically guessed set

of blueprints;
2. each blueprint represents a possible schedule of tokens triggering

a specific rule;
3. a linear-time reachability check over the resulting

exponentially-sized automaton gives us the complexity result.

Della Monica, Gigante, Montanari, and Sala (2018)
Dario Della Monica, Nicola Gigante, Angelo Montanari, and Pietro Sala (2018). “A
novel automata-theoretic approach to timeline-based planning.” In: Submitted for
publication
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Automata-theoretic complexity proof (2)

The automata-theoretic approach has the advantage of being
extensible to the case of infinite timelines.

• synchronization rules over infinite timelines are expressive
enough to encode interesting kinds of recurrent goals;

• infinite timelines are accepted by considering a Büchi
automaton instead of an NFA;

• the automaton is only slightly changed, with the same size,
hence the problem is still EXPSPACE-complete.
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Timeline-based planning over
dense temporal domains



Timeline-based planning over dense temporal domains

In timeline-based planning, the temporal domain is commonly
assumed to be discrete (the natural numbers), the dense case being
dealt with by forcing an artificial discretization of the domain.

In a recent work, Bozzelli et al. (Bozzelli et al. 2018) address
decidability and complexity issues for timeline-based planning over
dense temporal domains without resorting to any form of
discretization:

• the general problem is undecidable even when a single state
variable is involved (reduction from the halting problem for
Minsky two-counter machines);

• decidability (NP-completeness) can be recovered by restricting
to trigger-less synchronization rules only.
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Timeline-based planning over dense temporal domains (2)

The middle ground in between undecidability and NP-completeness
is currently being explored.

• decidability and non-primitive recursive hardness can be proved
by admitting synchronization rules with a trigger, but forcing
them to suitably check constraints only in the future with
respect to the trigger (future simple rules);

• EXPSPACE-completeness can be achieved by further avoiding
singular intervals;

• PSPACE-completeness can be obtained by admitting only
intervals of the forms [0,a] and [b,+∞].
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Timelines and temporal logic



Logical characterization of planning problems

In the next step we wanted to capture timeline-based planning
problems with a well-behaved logical language.

Why?

• Logical characterizations are available both
for STRIPS-like planning (Cialdea Mayer et al. 2007) and for
temporal planning (Cimatti et al. 2017).

• Easier to compare the expressiveness of different languages if
they are reduced to commonly known logics.

• Easier to think of the synthesis of controllers if the specification
language is a well-defined logical formalism.
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The result

We devised a new logic, that we called TPTLb + P , showing that:

• its satisfiability problem is EXPSPACE-complete, and
• it can capture the restricted kind of timeline-based planning
problem studied in (Gigante et al. 2016):

• given a problem P, there is a TPTLb + P formula ϕP

such that ϕP is satisfiable iff there is a solution plan for P.

Della Monica, Gigante, Montanari, Sala, and Sciavicco (2017)
Dario Della Monica, Nicola Gigante, Angelo Montanari, Pietro Sala, and
Guido Sciavicco (2017). “Bounded Timed Propositional Temporal Logic with Past
Captures Timeline-based Planning with Bounded Constraints.” In: Proc. of the 26th

International Joint Conference on Artificial Intelligence. pages 1008–1014
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Timed Propositional Temporal Logic

The TPTL logic was originally introduced for the verification
of real-time systems (R. Alur and Henzinger 1994).

ϕ ∶= p ∣¬ϕ1 ∣ϕ1 ∨ ϕ2 ∣
freeze quantifier

↓Ì ÒÒÒÒÐÒÒÒÒÒÎ
x.ϕ1 ∣

timed constraints
c∈Z
↓Ì ÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÐ ÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÎ

x ≤ y + c ∣ x ≤ c∣ Xϕ1 ∣ϕ1 U ϕ2Í ÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÑÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÏ
↑

Linear Temporal Logic
temporal operators

Formulae are interpreted over timed words (σ, τ),
i.e., each state σi is associated with a timestamp τi.

27



Timed Propositional Temporal Logic

The TPTL logic was originally introduced for the verification
of real-time systems (R. Alur and Henzinger 1994).

ϕ ∶= p ∣¬ϕ1 ∣ϕ1 ∨ ϕ2 ∣
freeze quantifier

↓Ì ÒÒÒÒÐÒÒÒÒÒÎ
x.ϕ1 ∣

timed constraints
c∈Z
↓Ì ÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÐ ÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÎ

x ≤ y + c ∣ x ≤ c∣ Xϕ1 ∣ϕ1 U ϕ2Í ÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÑÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÏ
↑

Linear Temporal Logic
temporal operators

The freeze quantifier binds the timestamp of the current state to a
variable, used in the evaluation of the timed constraints.
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Linear Temporal Logic
temporal operators

The satisfiability problem for TPTL is EXPSPACE-complete.
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Why TPTL?

The freeze quantifier and timed constraints allow one to
compactly express constraints of this kind:

a

b

c

[0, 5] [0, 5]
[0, 7]

a[. . .] ⟶ ∃b[. . .]c[. . .] . a ≤start,start[0,5] b ∧ b ≤start,start[0,5] c ∧ a ≤start,start[0,7] c

G ta.(pa ⟶ Ftb.(pb ∧ tb ≤ ta + 5 ∧
Ftc.(pc ∧ tc ≤ tb + 5 ∧ tc ≤ ta + 7)))
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Why TPTL?

The freeze quantifier and timed constraints allow one to
compactly express constraints of this kind:

a

b

c

[0, 5] [0, 5]
[0, 7]

b[. . .] ⟶ ∃a[. . .]c[. . .] . a ≤start,start[0,5] b ∧ b ≤start,start[0,5] c ∧ a ≤start,start[0,7] c

But what if the trigger was token b?
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TPTL with Past

We need past operators to encode synchronization rules,
which can talk about future and past interchangeably.

ϕ ∶= p ∣¬ϕ1 ∣ϕ1 ∨ ϕ2 ∣
freeze quantifier

↓Ì ÒÒÒÒÐÒÒÒÒÒÎ
x.ϕ1 ∣
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c∈Z
↓Ì ÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÐ ÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÎ

x ≤ y + c ∣ x ≤ c∣ Xϕ1 ∣ϕ1 U ϕ2 ∣ Yϕ1 ∣ϕ1 S ϕ2Í ÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÑÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÏ
↑

future (X, U ) and past (Y, S)
temporal operators

Unfortunately, however, past operators make the satisfiability problem be-
come non elementary.
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↑

future (X, U ) and past (Y, S)
temporal operators

Why? Together with the freeze quantifier, we can simulate
first-order existential quantification.

∃xϕ(x) ≡ y.Fx.P z.(y = z ∧ ϕ(x))
29



Bounded TPTL with Past

To recover an acceptable complexity while being still able to use past opera-
tors, we restricted the temporal operators with a bound w.

ϕ ∶= p ∣¬ϕ1 ∣ϕ1 ∨ ϕ2 ∣
freeze quantifier

↓Ì ÒÒÒÒÐÒÒÒÒÒÎ
x.ϕ1 ∣

timed constraints
c∈Z
↓Ì ÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÐ ÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÎ

x ≤ y + c ∣ x ≤ c∣ Xw ϕ1 ∣ϕ1 Uw ϕ2 ∣ Yw ϕ1 ∣ϕ1 Sw ϕ2Í ÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÑÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÏ
↑

MTL-like temporal operators
w∈N∪{∞}

The bound limits the timestamp of the states,
e.g., X5ϕ holds at state σi iff ϕ holds at σi+1 and τi+1 − τi ≤ 5.
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Bounded TPTL with Past

To recover an acceptable complexity while being still able to use past opera-
tors, we restricted the temporal operators with a bound w.

ϕ ∶= p ∣¬ϕ1 ∣ϕ1 ∨ ϕ2 ∣
freeze quantifier

↓Ì ÒÒÒÒÐÒÒÒÒÒÎ
x.ϕ1 ∣

timed constraints
c∈Z
↓Ì ÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÐ ÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÎ

x ≤ y + c ∣ x ≤ c∣ Xw ϕ1 ∣ϕ1 Uw ϕ2 ∣ Yw ϕ1 ∣ϕ1 Sw ϕ2Í ÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÑÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÏ
↑

MTL-like temporal operators
w∈N∪{∞}

The bound can be omitted (i.e., w = ∞) only if the underlying formulae are
closed, i.e., they do not refer to variables quantified outside.
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TPTLb + P Example

Now the previous example can be encoded in both cases:

a

b

c

[0, 5] [0, 5]
[0, 7]

a[. . .] ⟶ ∃b[. . .]c[. . .] . a ≤start,start[0,5] b ∧ b ≤start,start[0,5] c ∧ a ≤start,start[0,7] c

G ta.(pa ⟶ F10 P10 tb.(pb ∧ F10 P10 tc.(pc ∧

tb ≤ ta + 5 ∧ tc ≤ tb + 5 ∧ tc ≤ ta + 7)))
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Now the previous example can be encoded in both cases:

a

b

c
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b[. . .] ⟶ ∃a[. . .]c[. . .] . a ≤start,start[0,5] b ∧ b ≤start,start[0,5] c ∧ a ≤start,start[0,7] c

G tb.(pb ⟶ F10 P10 ta.(pa ∧ F10 P10 tc.(pc ∧

tb ≤ ta + 5 ∧ tc ≤ tb + 5 ∧ tc ≤ ta + 7)))
30



The encoding

Thus, the encoding generally works this way. Given a rule:

a[x = v] ⟶ ∃b[y = v′]c[z = v′′] . C
• Globally, whenever the head of some rule is satisfied, we look
for the needed events across the entire model, with bounded
temporal operators.

• It is essential here to disallow unbounded atoms in rules.

• Once the correct events have been identified, we constrain their
position and distances using timed constraints.

31



Complexity of TPTLb + P

The complexity of TPTLb + P is proved by adapting the original
tableau method provided by R. Alur and Henzinger for TPTL.

• In turn, a clever adaptation of the classic graph-shaped tableau
for LTL;

• simply adding past operators does not work, as the tableau
becomes potentially infinite;

• the bounds on TPTLb + P temporal operators allow to adapt the
idea and support past operators.
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Timeline-based planning with
uncertainty



Uncertainty

Most real-world scenarios demand to consider the unavoidable
uncertainty that comes from the interaction with the environment.

• timeline-based planning systems handle temporal uncertainty
very well by means of flexible plans;

• once a flexible plan for a problem is found, different
(weak/strong/dynamic) control strategies may be employed to
handle its execution;

• we focus here on dynamically controllable flexible plans.
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Uncertainty (2)

We aim at extending our results to timeline-based planning with
uncertainty.

In doing that we addressed two issues of the current approach
based on flexible plans:

1. general nondeterminsm;
2. unnecessary replanning.
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General nondeterminsm

The focus on temporal uncertainty means flexible plans cannot
represent strategies involving non-temporal choices.

• However, general nondeterminism may arise from problems that
apparently involve only temporal uncertainty.
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General nondeterminism (2)

Suppose x = (V, T, γ,D) with V = {0, 1, 2} and γ(0) = u, and
D(0) = [0, 10], and consider:

a[x = 0] ⟶ ∃b[x = 1] . a ≤start,end[1,5] a ∧ a ≤end,start[0,0] b

∨ ∃c[x = 2] . a ≤start,end[6,10] a ∧ a ≤end,start[0,0] c

In words: if x = 0 lasts between 1 and 5 units, x = 1 must follow,
otherwise, x = 2 must follow.

• No flexible plan can represent the strategy needed to satisfy this
rule;

• this leaves this kind of problems with no way to represent their
solutions.
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Unnecessary replanning

Flexible plans are sequential in nature:

• the flexible plans and their control strategy rely on some
information about the behavior of external variables, up to
temporal flexibility;

• what if, during execution, the observation turns out to be wrong?
• some systems detect the mismatch and perform a re-planning
phase;

• however, re-planning is may be unfeasible in real-time
scenarios.
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Uncertainty

Hence a few questions arise:

• can timeline-based systems handle general nondeterminism?
• can we avoid the re-planning phase?
• what is the complexity of finding a strategy for these problems?
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Game-theoretic approach

To approach these issues we are studying the problem in
game-theoretic terms.

• We define the timeline-based planning game as a
two-player game;

• the controller tries to satisfy the given set of
synchronization rules;

• the environment plays arbitrarily.

Gigante et al. (2018)
Nicola Gigante, Angelo Montanari, Marta Cialdea Mayer, and Andrea Orlandini (2018).
“A game-theoretic approach to timeline-based planning with uncertainty.” In:
Submitted for publication
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Timeline-based planning games

A game is a tuple G = (SVC, SVE, S,D).
• Two players, Charlie (the controller) and Eve
(the environment);

• players play by starting and ending tokens, building a plan;
• Charlie can start tokens for variables in SVC,
Eve those for variable in SVE;

• Charlie can stop tokens where γ(v) = c, Eve those where
γ(v) = u;

• Charlie tries to satisfy the set S of problem rules,
whatever Eve choses to do;

• both players are assumed to play as to satisfy the set D of
domain rules.
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Timeline-based planning games

A game is a tuple G = (SVC, SVE, S,D).
• a strategy is a function σ that given a partial plan gives the next
move of the player (i.e. which token to start/end, if any).

• a strategy σ is admissible if any play played according to σ will
eventually satisfy D.

• a strategy σC for Charlie is winning if, for any admissible strategy
σE for Eve, any play played according to σC and σE is going to
satisfy S ∪ D.
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Timeline-based planning games

Charlie has a winning strategy if he can play to satisfy the rules no
matter what Eve does, supposing rules in D are satisfied.

• a general form of nondeterminism is handled in this way, not
only temporal uncertainty;

• no need for re-planning, as the winning strategy can already
handle any behavior of Eve.

• but how hard is it to find such a strategy?
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Timeline-based planning games

What we have so far:

• a precise game-theoretic formalization of timeline-based
planning problems with uncertainty;

• proof that winning strategies are more expressive than
dynamically controllable flexible plans;

• Given a game, does Charlie have a winning strategy?
Answering this question belongs to 2EXPSPACE,

• and is strongly conjectured to be 2EXPSPACE-complete;
• decision procedure based on ATL* model-checking over concurrent
game structures;

• Consequence: strategies are going to be huge to store
(at least in the worst case).
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Timeline-based planning games

The decision procedure is based on ATL* model-checking over
concurrent game structures (Rajeev Alur et al. 2002):

• concurrent game structures (CGS) are graphs where edges are
labeled by actions executable by one among a set of players;

• Alternating Time Logic (ATL) and its generalization ATL*, are
logics interpreted over CGSs;

• ATL is similar to CTL, but branching modalities quantify over
paths played according to a specific strategy of a specific player;
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Timeline-based planning games

The decision procedure is based on ATL* model-checking over
concurrent game structures (Rajeev Alur et al. 2002):

• a doubly exponential sized CGS can be built from the
description of the game;

• appearance records are used to represent partial plans, to get a
finite state space;

• states where D and S ∪ D are satisfied are labelled, respectivly,
by proposition letters d and w;

• The winning condition is then encoded in ATL* as follows:

ϕ ≡ ⟨⟨1⟩⟩J2K(J1KFd → F(d ∧ w))
• Model-checking a fixed-size ATL* formula over a CGS can be
done in linear time, hence the 2EXPSPACE result for our problem.

43



Timeline-based planning games

What is still missing:

• a procedure to synthesize a machine to execute the winning
strategy when it exists;

• experimental evaluation:
• can strategies be found quickly enough for real-world problems?
• can we compactly represent strategies in real-world cases, to fit
them in embedded controllers?
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Conclusions



Conclusions

Work is being done on the theoretical foundations of
timeline-based planning:

• expressiveness of the formalism with regards to action-based
languages;

• computational complexity of the problem;
• logical characterization of the problem;
• game-theoretic approach for handling uncertainty.
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Conclusions

Work is being done on the theoretical foundations of
timeline-based planning.

Planned work:
• synthesis of controllers for timeline-based games;
• multi-player (ie multi-agent) version of timeline-based games;
• distributed version of timeline-based games;
• additional expressiveness results with regards to more
expressive variants of PDDL and other common paradigms;
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Questions?
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