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1. Introducing VARs
The vector autoregression (VAR) model is one of the most successful, flexible, and easy to use models for
the analysis of multivariate time series. It is a natural extension of the univariate autoregressive model
to dynamic multivariate time series. Unlike AR models, VAR models includes links across variables. The
structure of VAR models is that each variable is a linear function of past lags of itself and past lags of the
other variables. Because VAR models represent the correlations among a set of variables, they are often
used to analyze certain aspects of the relationships between the variables of interest.

Historically, VARs were pionereed by Sims (1980), the latter aticle is an extension of initial contributions
of Granger (1969) on causality. VARs quickly became a popular technique as they could be employed by
macroeconomists to characterize the joint dynamic behavior of a collection of variables without requiring
strong restrictions of the kind needed to identify underlying structural parameters. Since then, many
extensions of the benchmark model has been developed (SVAR, VARVECM, BVAR, etc).

In this chapter, we examine only the case of stationary VARs as DSGE models requires a stationary
sample. However, VARs can also deal with trends.

1.1 Defining VARs
Letting yt = [y1,t, y2,t, ..., yN,t]′ being the vector of observable variables of size (N × 1). The underlying
assumption of yt ∼ V AR (p) states that p-lag are sufficient to summarize the dynamic correlations between
elements of yt. The p−lag vector autoregressive model, denoted VAR(p), has the following form:
y1,t
y2,t
...
yN,t

 =


c1
c2
...
cN

+


φ1

11 φ1
12 ... φ1

1N
φ1

21 φ1
22 ... φ1

2N
... ... ... ...
φ1
N1 φ1

N2 ... φ1
NN



y1,t−1
y2,t−1
...

yN,t−1

+...


φp11 φp12 ... φp1N
φp21 φp22 ... φp2N
... ... ... ...
φpN1 φpN2 ... φpNN



y1,t−p
y2,t−p
...

yN,t−p

+


ε1,t
ε2,t
...
εN,t


(1)

Here, φ1
11 is the autoregressive parameter that generates the persistence of y1,t between t and t-1, φ1

12
measures the link between the first variable and the lag variable y2,t−1, and ε1,t is the innovation on first
equation. It is rather straightforward to see that AR(p) models are nested inside the VAR(p) by imposing
a diagonal matrix on every lag matrices.

To illustrate how does a VAR works, suppose that we want to investigate the macroeconomic interac-
tions between inflation πt and unemployment ut, the underlying VAR would be:[

πt
ut

]
=
[
c1
c2

]
+
[
φ1

11 φ1
12

φ1
21 φ1

22

] [
πt−1
ut−1

]
+ ...

[
φp11 φp12
φp21 φp22

] [
πt−p
ut−p

]
+
[
ε1,t
ε2,t

]
(2)

where c1 and c2 some long run averages not explained by any of the propagation mechanisms, φ1
11 and

φ1
22 feature the persistence while φ1

21 and φ1
12 the co-movement across variables. Variables ε1,t and ε2,t

are exogenous disturbances, or the time-varying residuals which are not explained by the relevant VAR
equation.

This way of writing unclear and only works for small models, with few variables and lags. Usually, a
VAR(p) model can be written in a compact fashion:

yt = c+ Φ1yt−1 + ...+ Φpyt−p + εt, (3)

yt = c+
p∑
i=1

Φiyt−i + εt, (4)
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1.2 Selecting the p-number of lags

where yt is N × 1, Φi is N ×N and εt is N × 1. Here innovations are given by:

E (εt) = 0 and E (εtε′τ ) =
{

Σε for t = τ
0 for t 6= τ

. (5)

This states that shocks are gaussian iid zero mean, possibly cross-correlated but not autocorrelated (oth-
erwise error correction terms are required in the VAR), Σε is the N × N variance covariance matrix of
innovations.

In MATLAB, assuming a N-number of observable variables and p number of lags, the VAR-object is
initialized according to the following piece of code:

Mdl = varm(N,p);

In this setup, the VAR-object is variable Mdl. This object can be modified. For instance here, to disable
both the trend and constant, we impose these values to be zeros prior to the estimation:

Mdl.Constant = zeros(size(Mdl.Trend));
Mdl.Trend = zeros(size(Mdl.Trend));

To modify this setting, for instance if we want to estimate the VAR constants, we just need to replace
the calibrated constants from 0 to NaN:

Mdl.Trend = nan(size(Mdl.Trend));

Estimation can thus be started through:

[EstMdl,EstStdErrors,logL,W] = estimate(Mdl,Y);

1.2 Selecting the p-number of lags
To get the optimal number of lags, information criterions are usually employed such as the likelihood
ratio test, the AIC, BIC, HQ, RMSE, MAE, etc. The discrimination function differs from one to another
criterion. However, we can get conflicting conclusions regarding the lag number when these criteria are
used. So there is no unique method for determining the optimal number of lags.

In this course, we will use the likelihood ratio test, the AIC and BIC. The function fn_select_best_orderVAR(·)
estimate a VAR(1) as a benchmark model, and then iterate forward the number of lags. Then using one
of discrimination function, we assess how the model with one more lag (i.e. the unconstrained model) is
better than the constrained one. If the unconstrained model is better, we increment again the number of
lag, if not, the constrained model is better and the loop stops.

The following function for instance, given a defined model Mdl and a sample Y, will determine the
optimal lag structure using a likelihood ratio test:

[Mdl] = fn_select_best_orderVAR(Mdl,Y,'LL')

The last argument of the function can either be “LL”, “AIC” or “BIC”.

1.3 State-space representation
Recall that a state-space representation is a system of variables whose values evolve through time in a way
that depends on the values they have at the previous period. In a linear system such as the VARs, states
variables depend linearly on their own previous values at the previous period. Suppose an AR(2) model:

xt = c+ ρ1xt−1 + ρ2xt−2 + εt (6)
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1.4 Stability of the system

Is equivalent of: [
xt
xt−1

]
=
[
c
0

]
+
[
ρ1 ρ2
1 0

] [
xt−1
xt−2

]
+
[
εt
0

]
(7)

yt = Φyt−1 + vt (8)

Suppose now a 2-lag model with two state variables yt = [xt, zt]′, the yt ∼ V AR(2) model of the form:[
xt
zt

]
=
[
cx
cz

]
+ Φ1

[
xt−1
zt−1

]
+ Φ2

[
xt−2
zt−2

]
+ εt (9)

It is possible to rewrite any p-VAR model into an VAR(1) to obtain a state-space representation of the
VAR. Here, letting Yt = [yt, yt−1]′ denote the new set of endogenous variables, then these variables are
follows Yt ∼ V AR(1): [

yt
yt−1

]
=
[
c
0

]
+
[

Φ1 Φ2
IN 0N

] [
yt−1
yt−2

]
+
[
ut
0

]
. (10)

Generalizing the previous expression to p-lags, the transformation of a VAR(p) into a VAR(1) reads
as: 

yt
yt−1
...
yt−p
yt−p+1

 =


c
0
...
0
0

+


Φ1 Φ2 ... Φp−1 Φp

IN 0N ... 0N 0N
... IN ... 0N 0N
... ... ... ...
0N 0N ... IN 0N




yt−1
yt−2
...

yt−p−1
yt−p

+


εt
0
0
...
0

 (11)

Which can be reduced to:
Yt = C + FYt−1 + Ut (12)

1.4 Stability of the system
To assess the stability of the VAR, the latter is usually written using the lag operator. The lap operator
simply operates on an element of a time series to produce the previous element such as Lyt = yt−1.
Generalizing backward:

Lpyt = yt−p for p > 0.
Then the VAR(p) can be rewritten as:

yt = c+ Φ1yt−1 + Φ2yt−2 + ...+ Φpyt−p + εt,

yt = c+ Φ1Lyt + Φ2L
2yt + ...+ ΦpL

pyt + εt,

yt
(
IN − Φ1L+ Φ2L

2 + ...+ ΦpL
p
)

= c+ εt,

Θ (L) yt = c+ εt

They key element in the latter expression is the polynomial matrix in L,

Θ (L) = IN − Φ1L+ Φ2L
2 + ...+ ΦpL

p (13)

Here stationarity of a vector process is said covariance stationary if its first and secoments, E [yt] and
E
[
yt, y

′
t−τ

]
respectively, are independent of the date t. Put differently, first and second moment statistics

must be unconditional.2 For models with a low number of lags, this polynomial equation is rather easy to
2Recall that in the first handout, we defined stationarity by stating that E [yt] = µ, with µ independent of the date. If

not, second moments statistics are spurious and would overstate the value of the variance and corvariance of endogenous
variables in the VAR.
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1.5 Granger causality

solve, however the polynomial degree is increasing in the number of lags making this polynomial hard to
solve for larger models. In contrast, using the state space representation of the VAR in Equation 12, we
can use matrix F to check the stability condition of the VAR through:

|eig (F ) | < 1 (14)

1.5 Granger causality
VAR models describe the joint generation process of a number of variables over time, so they can be
used for investigating relationships between the variables. Granger causality is one type of relationship
between time series published in Granger (1969). The basic idea of Granger causality can be stated as
if the prediction of one time series is improved by incorporating the knowledge of a second time series,
then the latter is said to have a causal influence on the first. To illustrate the basic concept of Granger
causality on X→Y, suppose the following VAR(1) model with equation for Yt as:

Yt = c+ φyyYt−1 + φyxXt−1 + εt (15)

The VAR model implies that last period’s value of X has an explanatory power for the current value of
Yt, the coefficient φyx is a measure of the influence of Xt−1 on Yt. If φyx = 0, then past values of X have
no effect on Y so X does not Granger cause Y.

H0 : φyx = 0 X does not Granger cause Y.
Generalizing this for a VAR(p) model with N-variables, we evaluate for the subset of variables {y1, y2, ...yi}

whether the latter Granger cause yq for q /∈ I. The F-statistics is computed by:

F = (SSRR − SSRU) /(p× i)
SSRU/(T − p× i− (p+ 1))

If F is greater than 0.95 quantile of the F distribution with (p × i, T − p × i − (p + 1)), we say that X
Granger cause Y, i.e. we reject the null hypothesis that Y does not Granger Cause X.

Specifically, two VAR models are fitted —with and without including lag restrictions—and the improve-
ment of the prediction is measured by the ratio of the variance of the error terms. The null hypothesis for
GC is that no explanatory power is added by jointly considering the lagged values of y and x as predic-
tors. The null hypothesis that x does not cause y is rejected if coefficients for the lagged values of x are
significant; i.e., Granger called a variable x causal for a variable y if the lagged values of x are helpful for
improving forecasts of y (y at future times).

2. Structural VARs
Let us now suppose that variables may have contemporaneous link between each others. To illustrate
these models, suppose the following bivariate VAR(1) model:[

a11 a12
a21 a22

] [
y1,t
y2,t

]
=
[
c1
c2

]
+
[
b11 b12
b21 b22

] [
y1,t−1
y2,t−1

]
+
[
ε1,t
ε2,t

]
(16)

Or compactly:
AYt = C +BYt−1 + εt (17)

The structural VAR allows comtemporaneous links between variables in non diagonal element A. VAR
model are actually nested into SVAR models by having an identity matrix for A. For instance here, a12
represents the impact multiplier of variable y2,t on y1,t.

page 5



2.1 Identification scheme

However, the inclusion of contemporaneous reactions between times series is not a free lunch, as the
regressor is now correlated with the error term. In particular for the first equation, cov(y2,t, ε1,t) would be
asymptotically different from zero as long as a12 is not null. So we cannot employ the OLS estimator for
Equation 17, and require to additional assumptions. The first step is to pre-multiply by A−1 Equation 17
to get rid of A matrix:

Yt = A−1C + A−1BYt−1 + A−1εt (18)
= G+ FYt−1 + ut (19)

With this transformation, the regressor is now independent from the error term. The VAR is now
reduced-form. However, the transformation has multiple important implications:

1. A matrix must be invertible. Restrictions on A are necessary to make sure it is invertible. Basically,
we require that this matrix is lower triangular to impose invertibility.

2. corr(ut) is not different from identity matrix because A−1 pre-multiplies the error term.

3. We can estimate Equation 18 through OLS, however the main problem is to recover the value of
matrix A, thus requiring different methods to identify all the elements A, B and C in Equation 17.

2.1 Identification scheme
To identify matrix A (once A is identified, it is straightforward to deduct B and C), some restrictions are
necessary. The most popular is the Cholesky decomposition which allows to find A from the estimated
variance-covariance matrix. Recall that once the model is estimated:

Yt = G+ FYt−1 + ut, with ut ∼ N(0,Σu)

Applying a cholesky decomposition to Σu rewrites into:

Σu = P ′P

where P is a lower triangular matrix. Matrix P is unique because variance-covariance matrix is positive
definite and diagonal elements of P are strictly positive. Identification is imposed by:

P = A−1

Which allows in turn to find:

Yt = A−1C + A−1BYt−1 + A−1εt with ut ∼ N(0, IN)

There are also other ways to specify the representation, depending on the problem of interest. For
example, Blanchard and Quah (1988) impose a matrix A−1 such that the long-run response of one variable
to another shocks is zero.

2.2 Impulse response functions
The impulse-response function is yet another device that helps us to learn about the dynamic properties
of vector autoregressions of interest to forecasters. The question of interest is simple and direct: How does
a unit innovation to a series affect it, now and in the future?
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2.2 Impulse response functions

Suppose a VAR(1) two-equation model:[
xt
zt

]
=
[
φxx φxz
φzx φzz

] [
xt−1
zt−1

]
+
[
uxt
uzt

]
, (20)

that we have estimated with the following variance-covariance matrix for shocks:

Σu =
[

1 .2
.2 .5

]

The easiest way of simulating the model response following a shock on x would be:[
x1
z1

]
= Φ

[
x0
z0

]
+
[

1
0

]
=
[

1
0

]

Iterating forward: [
x2
z2

]
= Φ

[
1
0

]
,

[
x3
z3

]
= Φ2

[
1
0

]
, etc.

An objection to the procedure just illustrated for the computation irf is that the innovations in the VAR
are, in general, not contemporaneously independent of one another, i.e. the shock covariance matrix is
not diagonal. So cases when one innovation receives a perturbation and the other does not is implausible.
Ignoring this gives incorrect irf results!

So, a widely used solution is to transform εt to produce a new set of uncorrelated unit variance
innovations ut that makes the covariance matrix diagonal:[

uxt
uzt

]
= Pεt =

[
p11 0
p21 p22

] [
εxt
εzt

]
,

where for instance a impulsion on x equation now reads as: uxt = p11ε
x
t and uzt = p21u

x
t + p22ε

z
t . We just

need to determine the value of P :
P ′P = Σu

Unfortunately, these decomposition of innovations εt have a very strong implications, in particular for
high dimensional VAR’s: the equation that is 1st in the ordering has only one uncorrelated innovation,
while the last equation is affected by all the correlations in the VAR. IRF thus can change critically if you
change the ordering of the variables.

Here, MATLAB function’s filter(·) uses the Cholesky decomposition of the sample covariance matrix
Σu with a lower triangular matrix P . The function chol(·) performs the Cholesky factorization.

eps = [1 .2;.2 .5];
P = chol(eps)';

Going back to the system, IRF reads as:[
x1
z1

]
= Φ

[
x0
z0

]
+ P

[
1
0

]

= Φ
[
x0
z0

]
+
[

1
0.2

]

As underlined here, the cholesky decomposition implies that now the shock to the second equation is
non-zero.
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3. A concrete application to the New Keynesian Phillips
Curve

3.1 Some theoretical considerations
Let’s consider a simple example of a VAR model applied to the Keynesian Phillips curve. In any recent
macroeconomic textbook, the nexus between inflation and unemployment is interpreted through the lens
of the New Keynesian Phillips curve. The latter states that inflation determination is a linear function of
future inflation and to the current output gap. As the output gap and employment are positively related
through Okun’s law, one would expect that the unemployment would cause inflation, and this correlation
link between these two variables should be negative. To test this assumption in a very reduced form model,
let us consider the following VAR model:3

yt =
p∑
i=1

Φiyt−i + εt, (21)

The set of endogenous variables is yt = [ut, πt] are the inflation and unemployment rates.

3.2 Estimating the VAR
Let us first download the data (using DB·nomics) of unemployment and inflation, and remove NaN, and
then compute an annual inflation rate through the GDP deflator:

% reading data
[output_table,~,TT]=call_dbnomics('OECD/QNA/USA.B1_GE.DOBSA.Q',...
'OECD/MEI/USA.LRUN25TT.STSA.Q');
% select non NaN ids
idx = find(~isnan(sum(output_table(:,2:end),2)));
% compute inflation
gross_Def = output_table(:,2);
% annual basis for inflation rate
gross_pi = [nan;400*diff(log(gross_Def))];

The vector of observable variables is thus set into matrix Y:

Y = [u pi];
y_names = {'unemp','inf'};

In the previous expression, the cell array y_names must contain the variables names in string format
to appear both in plot and business cycle decomposition. Then, we are going to provide to MATLAB the
number of observable with function varm(N,1). The latter creates a VAR object that can be estimated by
MATLAB’s buildt-in functions. Here, N is the number of observables and 1 correspond to the number of
lags in the model. This number has to be determined optimally using an information criterion, which is
done in the following piece of code:

% defining the VAR structure
Mdl = varm(N,1);
Mdl.Constant = nan(N,1);

3Disclaimer: the aim of this exercise is to illustrate how VARs work into a very simple context.
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3.3 Shock propagation

Mdl.Trend = zeros(N,1);
%Mdl.AR = {nan(N),nan(N)};
Mdl = fn_select_best_orderVAR(Mdl,Y,'BIC'); % get best VAR

Here, Mdl.Constant is set to a vector NaN of size N×1. When it is set to NaN, MATLAB understands
that it has to be estimated, otherwise it is interpreted as a calibration. For instance if you want MATLAB
not estimate the intercepts of the VAR, replace NaNs by zeros in this vector. In the same vein, Mdl.Trend
is a vector of size N×1 which contains the slope of the trend. Here, we disable this setting and assume it
to be zeros, as we remove the trend prior to the estimation.

Once the structure of the VAR has been addressed, we must determine the optimal number of lags to
be included in the VAR model. Here I select the BIC criterion to examine the optimal value of p. It seems
that two lags are necessary, this function systematically re-arrange the VAR object (i.e. Mdl) to include
the optimal number of lags by overwriting the previous setting.

We then estimate the model, by using the estimate(·) function that requires the model’s object and the
sample to be estimated:

% fitting the VAR
[EstMdl,EstStdErrors,logL,W] = estimate(Mdl,Y);

The estimation exercise provides: EstMdl the object of the estimated model, EstStdErrors the variance
covariance matrix, logL the value of the optimized likelihood function and W the sequence of estimated
innovations.

To evaluate the stability of the VAR, we set the estimated model into a state space form as in Equa-
tion 12, and check the whether the absolute value of the eigenvalues of the VAR as in Equation 14 are
below the unit circle:

%%% check stability of the VAR model
fn_check_stability(EstMdl)

The output of this function reads as: Eigenvalues : 0.405, 0.895, 0.879, 0.746.

3.3 Shock propagation
Then, we can evaluate the propagation of an unemployment and inflation shocks by computing orthogonal
impulse response functions with the following piece of code:

%%% IRF
irfs = fn_compute_IRF(EstMdl,.68,y_names);

This will compute for each shock/equation the response of all endogenous variables. Using the Choleski
decomposition, the variable ordering matter as IRFs are computed using:

chol(EstMdl.Covariance)'

which provides the following P matrix:

P =
[

1.0433 0
−0.0084 0.2566

]

So the first shock will affect both equations while the shock will affect only the first equation.
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3.4 Historical decomposition
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Figure 1: Impulse response functions to unemployment and inflation shocks

Here, since the model includes a low number of variables, the system response are statistiscally not
significant as the grey area includes 0. The grey area represents uncertainty over the response, while the
blue line is the mean after bootstrapping the response assuming a gaussian distribution of the innovation.

The left panel in Figure 1 reports the system response following a shock to the inflation equation.
This shock instantaneously rises the inflation in the economy, and propagates to the rest of the equations
through lags. This shock acts as a standard negative supply shock, as unemployment and inflation are
going in the same direction. Typically, imagine a oil price shock making inflation rise, this type of event
in the 70s has been followed by a pronounced episode of high unemployment. If you consider now the
standard macro textbook with the AS-AD model, a rise in the aggregate supply curve mechanically increase
inflation and reduce the output gap and spreads to the labor market by a rise of the unemployment rate.

The right panel of Figure 1 reports the response of the system following a shock to the unemployment
equation. The latter is generating a decline of the inflation rate. This shock typically behaves as a demand
shock, as unemployment (output gap) and inflation are going in the opposite (same) direction. Going back
to the standard macro textbook, this shock appears in the AS-AD model through a decline of the AD
curve, showing a contraction of aggregate demand. This new equilibrium is characterized by lower selling
price making inflation weak.

3.4 Historical decomposition
In addition to IRFs, VARs provides a nice way to decompose time series into shocks. This allows economists
to find the origination of fluctuations through these shocks. Policymaking institutions are also very in-
terested in indentifying the sources of fluctuations as policy responses may differ according to the shock
involved. For instance, monetary policy acts differently for a supply and demand shock as monetary policy
perfectly dampens a demand shock (’divine coincidence’), while it faces a tradeoff for a demand shock
between inflation and output.

The following line of code triggers the computation of the historical decomposition:

%%% HISTORICAL DECOMPOSITION
fn_hist_decomp(EstMdl,W,T,y_names)

Figure 2 reports the result from this function. On the left figure, it is very easy to see that inflation
is self-driven as unemployment has very small implications on its fluctuations. The picture is different for
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3.4 Historical decomposition

1960 1970 1980 1990 2000 2010
0

2

4

6

8

10

12
Historical decomposition of inf

inf
unemp

1960 1970 1980 1990 2000 2010
3.5

4

4.5

5

5.5

6

6.5

7
Historical decomposition of unemp

inf
unemp

Figure 2: Historical decomposition by type of shocks

unemployment, as inflation shocks explains an important fractions of the fluctuations of unemployment,
thus suggesting that inflation tends to cause unemployment.

Horizon t = 1 t = 10 t = 20 t = 30
shock: επt εut επt εut επt εut επt εut
πt 100.00 0 91.5 8.44 87.62 12.38 86.60 13.39
ut 0.11 99.89 3.73 96.26 10.02 89.97 12.59 87.41

This exercise aims at measuring the percentage contribution of each shock for different forecast horizons.
At the one period horizon, each equation are almost fully self determined, however we can see the effect of
the Cholesky decomposition on the first period. Each variable are self-determined, however the contribution
of unemployment shocks tends to be increase over time.

How was this computed? Let us do some stochastic calculus for the first period horizon. As for the
AR(1) model, the forecast error up to one period is given by the gap between the realized Yt+1 and the
predicted value yt+1|t by the VAR model:

εt+1|t = Yt+1 − yt+1|t

= G+ FYt + ut+1 − [G+ FYt + ut]
= ut+1

The variance of the forecast error can thus be computed directly using the cholesky factorization:

E
(
ε2
t+1|t

)
= Eu2

t+1

= E (Pεt)2

= E (P )2

with Σε = 1. In the case of our VAR(2) model:

P =
[
p11 0
p21 p22

]

From this we can compute directy from the P matrix:
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3.5 Granger causality

επt εut
πt 100× p2

11
p2

11+0
100× 0

p2
11+0

ut 100× p2
21

p2
21+p2

22
100× p2

22
p2

21+p2
22

3.5 Granger causality
Let us now examine the Granger causality links between inflation and unemployment. The historical
variance decomposition in Figure 2 reports that over the sample period, inflation was clearly driven by
unemployment shocks, and this was confirmed by the variance forecast error. In contrast, inflation shocks
seem to have a benign role on unemployment. To assess the causality link between these variables, we use
the following code to compute Granger causality:

% u -> pi
fn_multi_granger(Mdl,Y,1,[2],0.05,y_names,'VAR');
% pi -> u
fn_multi_granger(Mdl,Y,2,[1],0.05,y_names,'VAR');

Basically, this code will estimate the following equation:

πt = cπ + φ1
πππt−1 + φ1

πuut−1 + φ2
πππt−2 + φ2

πuut−2 + επt ,

One version is unrestricted, the restricted counterpart imposes φ1
πu = φ2

πu = 0. From this, we have two
different residuals and we employ a Fisher test to assess whether these two variances are statistically
similar. If not, then ut Granger causes πt.

The previous code prints: unemp does Granger cause inf: Fstats 3.97 > 3.03, pval=0.0201, inf does
NOT Granger cause unemp: Fstats 1.95 < 3.03, pval=0.145. Granger causality test has just shown us
that both variable are helpful in forecasting each other.

Here, option ’OLS’ estimates each equations using the OLS estimator. If you replace by the ’VAR’
option, then a full VAR model is estimated, and beacause of the Choleski decomposition, the variable
ordering matter in computing the residual sum of squares.

3.6 Forecasting
Let us now forecast inflation and unemployment. We are going to use exactly the same method as for
AR(1) models. We are going to employ the simulate(·) function which requires as input the estimated
VAR model EstMdl, as well as the number of forecasted periods h_step, the presample data Y and the
number of parallel draws nburns which are necessary to compute the uncertainty around the forecasts.

The computation of the variance forecast error could be done as with the AR(1) by finding a closed
form expression. However, this can be laborious to achieve and time consuming. Instead, we can use Monte-
Carlo methods and simulate large number of parallel draws which allows to compute the unconditional
variance forecast dispersion and mean very quickly:

% we use here Montecarlo methods
h_step = 12; % forecasting horizon
nburns = 1000; % number of different paths
YSim = simulate(EstMdl,h_step,'Y0',Y,'NumPaths',nburns);

As a result, Figure 3 reports these forecasting exercises up to 3 years for both inflation and unemploy-
ment.
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3.6 Forecasting
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Figure 3: Out-of-Sample forecasting using the estimated VAR model

Exercise 1: Flattening of the Phillips Curve

There is an important debate about recent structural changes in the shape of the New Keynesian
Phillips Curve since the recent financial crisis.

1. Make sub-sample estimation (1960-1980, 1980-2000, 2000-now).

2. Show on the same graph the impulse response of inflation following an unemployment shock
for different subsamples.

3. Use a scatterplot to compare random draws from the 3 previous VARs with x-axis unem-
ployment and y-axis inflation. Use function simulate(·).

4. Use Granger test. Has causality changed?

5. Why is a VAR not appropriate the evaluate the 2000-now period?

Exercise 2: Introducing Monetary Policy

Following Stock and Watson (2001) paper, we can introduce Monetary Policy into the VAR model.

1. Import the quarterly nominal interest rate for the US economy through DB.nomics.

2. Estimate your VAR using exactly the same variable ordering as Stock and Watson (2001).
(Note that in their paper, they employ a S-VAR which uses economic theory into a VAR
model, this aspect is discussed right after).

3. Compare your results (IRFs, Granger Causality and Variance Decomposition) with those of
Stock and Watson (2001).

4. Read Stock and Watson (2001) paper and find whether VARs are better than the AR model
in Out-Of-Sample forecasting. Compare with your own VAR.

5. In most of macro-models, we have a Taylor (1993) rule that describes how the monetary
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authority sets the nominal interest rate. Estimate your VAR including the following rule:

rt = cr + φrrrt−1 + φrππt−1 + φruut−1 + εrt ,

and compare with the coefficients set by Stock and Watson (2001) (recall that you must
apply the following transformation: φπ = φrπ/(1− φrr) and φu = φru/(1− φrr)).

6. Estimate a version of the monetary policy rule with fixed coefficient:

rt = cr + 0.5πt−1 − 1.25ut−1 + εrt

How does this setup the propagation and the historical decomposition?

Exercise 3: Predicting output

1. Build a full-fledged VAR model that incorporates output, consumption, investment, unem-
ployment rate, inflation rate and the nominal interest rate. Use the same ordering as Altig
et al. (2011).

2. How good is your model to predict output with respect to an AR(1) model? What is the best
predictor for output? Compare the RMSE with alternative models with no consumption,
investment, etc.

Assignment 1

Start working on your assessment by using these codes and apply them to your sample. Try to have
a look to guess the value.
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