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Abstract 
 
Image-based modelling of porous media to study the transport and reaction processes has become an 
essential tool. The availability of increasingly large image datasets at high resolution creates a need to 
develop algorithms that can process massive size images at a low computational cost. This study presents 
an efficient workflow to extract pore networks form large size porous domains using a watershed 
segmentation with geometrical domain decomposition. The method subdivides a porous image into 
smaller overlapping subdomains and performs a watershed segmentation on each subdomains in parallel 
or serial modes of operation to save CPU time or memory RAM, respectively. The computational 
performance of the algorithm was analyzed on a large size image and found to consume 50 percent less 
memory and upto 7 times less CPU time than the standard watershed implementation. Pore networks of 
four massive digital rock images were extracted and the the effective permeability predicted by the 
networks agreed well with previously investigated values illustrating the accuracy of the method. An 
additional application of this methods, taking advantage of the reduced computational cost, is the 
upgrading of low-resolution image.  It was found that that increasing the resolution of a coarse image 
leads to more accurate predictions by helping the watershed segmenation prouduce a more faithful pore 
network model. The developed algorithm is implemented in Python, and included in the open source 
project PoreSpy.  It uses highly optimized and efficient modules such as Dask and Numba to obtain the 
maximum performance. The domain decomposition approach used here will also lend itself well to 
processing on distributed memory clusters, enabling the processing of even larger porous domains.  
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1 Introduction 

Image-based modelling of porous media to study transport and reaction processes has become a key tool 
thanks to a relentless increase in computational power (Kirill M Gerke et al., 2020; Parvan et al., 2020; 
Sadeghi et al., 2020; Santos et al., 2020; Sheng and Thompson, 2016). This has been accompanied and 
spurred on by the advancement of 3D imaging techniques, such as X-ray micro- and nano-computed 
tomography (CT) and focused ion beam scanning electron microscopy (FIB-SEM), that have enabled the 
acquisition of massive domains at resolutions better than a fraction of micron. For instance, domains can 
be imaged with current CT techniques as large as 2000 voxels across and essentially unlimited in height 
since scans can be stitched together (Jackson et al., 2020; Soulaine et al., 2016; Wang et al., 2019). 
Modelling transport processes, especially complex ones involving reactions and multiple coupled physics, 
using numerical techniques known collectively as direct numerical simulation (DNS) on such large domains 
strain even the most advanced modern workstations however. One common remedy is to use pore 
network modeling (PNM), which is the most efficient when compared to other pore-scale modelling 
approaches (Song et al., 2019) and its importance has been well established in modelling transport 
processes of various types of porous media (Khan et al., 2020; Sadeghi et al., 2019; Thomson et al., 2018; 
Torayev et al., 2018).  

The promise of using PNMs to efficiently model complex transport processes in large domains is currently 
limited by the network extraction step which can take hours or more. There are three main approaches 
to network extraction and they all depend on image analysis, which can be resource and computationally 
intensive. The approaches are (1) maximal ball (Dong et al., 2008; Dong and Blunt, 2009), (2) 
skeletonization or medial axis thinning (Al-Raoush and Willson, 2005; Bakke and Øren, 1997), watershed 
segmentation (Sheppard et al., 2005) and 4) some hybrid techniques (Kirill M. Gerke et al., 2020; Miao et 
al., 2017). The present work focuses on the third approach, by adapting the SNOW algorithm developed 
by (Gostick, 2017). The main computational bottleneck of this algorithm is the watershed segmentation 
step which requires high computational memory (RAM) and a significant amount of CPU time as the size 
of the 3D image approaches and exceeds 1000  voxels.  It should be stressed that the present work can 
be applied to any technique that uses a watershed segementation since it is is applied to the result of the 
watershed and is therefore agnostic to how the watershed was performed. 

There have been a few recent attempts to accelerate the network extraction by employing parallelization. 
(Rabbani et al., 2019) approached the problem by dividing the image into several subdomains and 
performing watershed segmentation on each subdomain individually. A pore network was then extracted 
from each subdomain and these networks were subsequently stitched together to get one large network. 
The stitching was done by analyzing the interaction of the throats at the intersection of two neighboring 
subdomains. Although their algorithm obtained an increase in computational efficiency, the accuracy was 
sacrificed since the pore connections and throat radius at the intersections of two domains are handled 
based on aribitrary stitching rules. The final pore network was found to differ noticably from the network 
extracted from a single large domain, and moreoever, the result depended significantly on the number 
and size of subdomains used. (Kohanpur and Valocchi, 2020) developed a stitching method to join the two 
neighbouring subdomains statistically. Similar to the approach of (Rabbani et al., 2019), stitching networks 
“post-extraction” introduces errors in the predicted transport properties, and the relative error changes 
depending on the number of subdomains. 



To remedy the limitations of stitching networks ‘post-extraction’, the present work focused on obtaining 
a watershed via parallelizing the watershed step, then performing network extraction on the entire image.  
A key factor to note is that the number of segmented regions in a large image is far fewer than the number 
of voxels.  Therefore, if a segmented image can be obtained efficiently, the network extraction step can 
be applied to the segmentation without concern for efficiency. In general there are two approaches to 
parallelizing the watershed: redefining the inner workings of the algorithm to work in truly parallel way, 
or dividing the image into chunks then applying an existing algorithm on each chunk individually (Kornilov 
and Safonov, 2018; Alina N. Moga and Gabbouj, 1998; N. Moga et al., 1998). 

The first approach is quite challenging, because as pointed out in several reviews (Roerdink and Meijster, 
2000; Romero-Zaliz and Reinoso-Gordo, 2018), the watershed is inherently iterative or sequential in 
nature requiring multiple passes over the image. Typical performance gains for algorithms in this category 
are between 2-4x on 8 core machines (Alina N Moga and Gabbouj, 1998; Nicolescu et al., 1999; Romero-
Zaliz and Reinoso-Gordo, 2018; Wagner et al., 2009).  The best performance gain on more than 
1000  voxels images was achieved by (Wagner et al., 2009)who reported an average speed-up of 5x on a 
machine with 8 cores, but conceded that the accuracy of the segmentation may not be maintained. Their 
speed-up was also inflated since they parallelized the immersion algorithm of (Vincent and Soille, 1991), 
which is faster than the marker-based segmentation of (Meyer and Beucher, 1990) and (Beucher, 1994) 
as no preprocessing steps to define markers are required.  Attempts have also been made to develop 
parallelized algorithms for use on distributed-memory systems (Alina N. Moga and Gabbouj, 1998; N. 
Moga et al., 1998), but again the need to share information between nodes during the processing limits 
the performance gains. In general, intrinsically parallel algorithm only achieve moderate speed 
improvements, each implementation is specific to one type of watershed, and they involve sophisticated 
implementations that are not widely available for use by porous media researchers. 

The other approach to parallelization is referred to as divide-and-conquer or geometric domain 
decomposition, where the image is divided into chunks and each is processed separately, followed by a 
post-processing step to recombine each chunk back into a single domain. This approachoffers several 
useful advantages as it can be run on distributed-memory systems as well as shared-memory machines 
with ease.  The former has the benefit that many nodes can be requisitioned and/or each node can have 
a large amount of RAM, for processing massive images.  Of course this requires access to specialized 
computational resources. Because no information is exchanged between processes, domain 
decomposition schemes can optionally be run asynchronously, meaning that a single shared-memory 
machine can be used to analyze large images by processing each chunk in series.  This allows the use of 
normal desktop or even laptop computers on images that would otherwise be infeasibly large. Domain 
decomposition schemes can also be run in parallel on shared-memory high performance workstations, 
allowing a high degree of flexibility in how they are run.  Another advantage is that the user is free to 
choose which watershed algorithm is applied to each domain. For instance, it has been shown that a 
marker-based watershed with carefully selected markers is necessary to obtain a valid network from 
porous media images (Gostick, 2017), so the ability to choose the algorithm and its settings is critical. As 
another scenario, if one had access to a distributed-memory system, each node could use an internally 
parallelized algorithm (of the type discussed above), and domain decomposition could be used to harness 
many nodes, significantly increasing the computational performance. The downside of the domain 
decomposision approach is that the accuracy of the segmentation is not assured, as it depends on the 
handling of interfaces between each subdomain, which is one of the major points addressed in this work.   



This work presents a pore network extraction workflow that is based on parallelized watershed 
segmentation using domain decomposition. The proposed algorithm is conceptually simple, requiring only 
that each subdomain overlaps its neighbor by a sufficient amount to prevent edge artifacts, and followed 
by relabeling of watershed basins by comparison of the overlapping regions.  All of this is done in the pre- 
and post-processing steps, so the actual watershed function is untouched. Crucially, the proposed 
approach can extract an identical network as that without domain decomposition, and the result is 
independent of the number of subdomains. The developed algorithm’s computational performance was 
tested on a variety of large images and shown to be many times faster than the currently available 
approaches based on existing single-core implementations. The presented algorithm, by working on each 
subsection of the image separately, can also be applied in serial processing mode for cases where RAM is 
limited, and the effectiveness of this scheme was also explored. The proposed domain decomposition 
algorithm, therefore, offers the option of fast parallelized processing on high-performance workstations 
with many cores and ample RAM, or slower serial processing on lesser machines with limited cores and 
RAM. The possibility also exists for the present algorithm to be deployed on distributed-memory systems, 
though this aspect was not explored in the present work. An additional benefit of the present approach 
is that any watershed algorithm can be applied, allowing users to customize the scheme for their own 
workflow.  Lastly, and most practically, this present algorithm is implemented using widely accessible 
open source python tools such as the Scipy stack (Virtanen et al., 2020), Dask (Rocklin, 2015) and Numba 
(Lam et al., 2015). The algorithm is included in the in open source project PoreSpy (Gostick et al., 2019) 
,and the output of code is also well aligned with open source pore networking modelling project 
OpenPNM (Gostick et al., 2016).  

2 Methodology 

2.1 X-ray micro-computed tomography Image Samples 
To investigate the computational performance and geometric domain decomposition artifacts if any, 13 
different types of 3D datasets were used.  These included the X-ray μCT images of different types of rocks 
provided by Imperial College London (Dong, 2007; Dong and Blunt, 2009), random sphere packings were 
generated using PoreSpy (Gostick et al., 2019), and massive size  images of the Fontainebleau Sandstone 
samples were constructed  by Institute for Computational Physics at the University of Stuttgart (Hilfer and 
Zauner, 2011). A large size Bentheimer sanstone image obtained by (Jackson et al., 2020) was downloaded 
from the DigitalRockPortal (Samuel et al., 2019). The sizes, resolutions, and porosities of images used in 
different studies are shown in Table 1. Equal size subdomains were created from the original images 
during the domain decomposition process, so some images were cropped by a few voxels to make it 
evenly divisible by the decomposition ratio and their final cropped size are mentioned in the respective 
study.  

2.2 Network Extraction Algorithm 
The SNOW algorithm as elaborated in (Gostick, 2017) was used to perform a marker-based watershed 
segmentation and network extraction for all steps in this study. The algorithm uses a Gaussian blur and 
two custom filters to remove spurious peaks from the distance transform before performing marker-
based watershed segmentation on 3D Image. A detailed comparison with commonly used extraction 
algorithms and modelling approaches are provided in (Gostick, 2017; Khan et al., 2019). The segmented 
regions obtained using SNOW algorithm are then used to extract geometrical and structural information 
of the network. The workflow for the SNOW pore network extraction methodology is shown in Figure 1a.  



2.3 Domain Decomposition Algorithm 
The main computational bottleneck of the SNOW network extraction algorithm Figure 1a. As the size of 
the image increases, overall memory and CPU time increases significantly, to the point that it becomes 
impractical to extract a network on a common laptop or desktop computer which has on average 16 to 
24 GB RAM. The high computational cost of this step can be avoided if the image is divided into smaller, 
manageable sub-domains and watershed segmentation is performed on each individually. These sub-
domains can then later be stitched together before the network extraction step.  If this stitching is done 
carefully, it is possible to get an identical pore network to that which would be obtained from applying 
the watershed on the single large domain. The overall process for domain decomposition developed in 
this study is shown in Figure 1b. The algorithm is implemented in Python using highly optimized and 
efficient python packages that can handle large size image data sets such as Dask (Rocklin, 2015) and 
Numba (Lam et al., 2015). The source code is included in the PoreSpy “networks” module as 
snow_partitioning_parallel. Figure 2a to d shows essential steps of algorithm implementation on a 2D 
slice of a 3D porous material dataset. The step by step description of the workflow shown in Figure 1 and 
Figure 2 is as follows: 

2.3.1 Overlapping Thickness 
The image is first divided into smaller sub-domains, such that each sub-domain has some overlapping 
parts in neighbouring sub-domains.  Overlapping is essential to avoid edge artifacts when stitching the 
result back together, but determining the amount of overlap is challenging. The calculation criteria for 
estimating the overlapping thickness is based on the fact that it should be equal to (or slightly greater 
than) the size of the largest region in the image, or more precisely the largest region touching subdomain 
boundary. However, regions are not available for inspection until after the segmentation, so a proxy 
metric must be used, such as the largest pore as well be described below. Figure 3a shows a 2D slice of 
random sphere packing image which is divided into two sub-domains. To get the correct watershed 
segmentation of each sub-domain, the boundary of each must be extended into the neighbouring sub-
domains such that it contains the maximum diameter sphere or at least centre marker of the sphere as 
shown in Figure 3b. This thickness can be determined in one of two ways.  The simplest is finding the 
maximum value in the distance transform1 of the binary image Figure 3c since the distance transform 
must be calculated anyway as input to the watershed segmentation.  The overlap should then be 2x higher 
than this value to ensure that the if the largest pores happen to lie on a divisional boundary it will be 
completely encapsulated in both chunks and its watershed basin will be present in both subdomains.  This 
approach may fail if the pore regions are elongated since the distance transform gives only the shortest 
dimension of a pore region.  Alternatively, the overlap size can be approximated by scaling down the 
image size by a factor of 2 or more, then performing a watershed on the coarsened image.  Although this 
loss of resolution degrades the watershed, the point is to find the largest region which will be the least 
impacted.  The amount of overlap can then be found as the largest dimension of a bounding box around 
the largest region, as shown in Figure 3d. If the material is anisotropic the second approach is 
recommended despite being more complicated, but in this work the first approach is used throughout. 

 
1 Note that the distance transform step can also be somewhat time consuming, but a recently released 
python implementation of (Felzenszwalb and Huttenlocher, 2012; Meijster et al., 2000) has drastically 
improved both the time and the RAM required compard to the native Scipy implementation (Virtanen et 
al., 2020). 



Naturally increasing the size of the overlap also increases the computational costs since the overlapped 
regions are effectively processed because since they appear in both subdomains. Strategies for reducing 
the overlap are discussed and compared later. 

2.3.2 Number of Divisions 
This number of subdomains created from the binary image can be adjusted depending on the 
computational resources available, either to utilize all the cores available or to minimize the amount of 
RAM consumed.  If the image size in any axis is not evenly divisible by the desired number of division then 
the image must be cropped accordingly or else the algorithm can give erroneous results in current form 
of implementation. This limitation is due to the difficulty in getting the access of extra slices of subdomains 
during stitching process as explained in section 2.3.5 but was deemed acceptable given that at most 9 
voxels would be sacrificed and the images are implicitly very large image. Future enhancement in the 
algorithm will address this more precisely. The size of subdomains at this step does not include the 
overlapping thickness, which is added after the numbers of divisions are specified. Also, it should be noted 
if the size of the overlap should not exceed the size of the subdomains, so there is an upper limit to how 
finely the domain can be decomposed. This essentially defines the upper limit of subdivision and caution 
the user not to provide very large numbers of division. 

2.3.3 Modes of Operation 
Once the extended subdomains are created the algorithm can be run in either parallel or serial mode. In 
the parallel mode of operation, each subdomain is processed in one core of the CPU. The serial mode of 
operation processes subdomains one by one and utilizes only one core of CPU. This reduces the RAM 
usage to a great extent but computational time increases compared to the standard watershed on the 
entire image. Overall computational performance graphs are discussed in detail in the Results and 
Discussion section 3.2.  

2.3.4 SNOW Algorithm on Subdomains 
After selecting the mode of operation, the SNOW algorithm is applied to each extended subdomain. This 
step is performed in a for-loop until all subdomains are processed. The output is a list of watershed 
segmentation of each extended subdomain Figure 2b. At this point, the overlapping thickness of each 
subdomain is trimmed such that only a 1-voxel thick slice of neighbouring subdomains is kept Figure 2c. 
This extra slice is essential for the stitching operation as detailed in section 2.3.5. Furthermore, the 
watershed basins in the subdomains are relabeled by sequentially finding the maximum label in the first 
subdomain in the list and adding that number to the labels of the next, and so on.  This step ensures that 
there will be no duplicate labels in the final recomposed image.    

2.3.5 Subdomains Stitching 
After the relabeling process, subdomains are stitched with neighbouring subdomains using the 
information embedded in the extra slice associated with each neighbouring subdomain Figure 2d. Since 
the last slice of each subdomain and the first slice in the neighbouring subdomain are twins, they should 
have the same number of regions or in other words the regions should concide with each other. Also, the 
two slices will have an equal number of voxels in all twin regions if the overlapped thickness was sufficient. 
Once these conditions are met the region labels of the extra slice are used to replace the twin region 
labels in the neighbouring subdomains. The stitching process is performed along one axis at a time to 
avoid incorrect relabeling of regions in the corners and edges of the subdomains because these regions 
can have some part in more than two neighbouring subdomains.   



2.3.6 Trim Extra Slices  
Once the relabeling process is completed for all the subdivisions, the extra slices in each subdomain are 
deleted and the subdomains are recomposed into a single large image. The output of this step is a 
segmented image that has the same shape as the original input binary image. The segmented image labels 
are then resequenced to ensure they are contiguous since some labels are missing after the relabeling 
step. Also, region labels are spatially randomized such that neighbouring regions have significantly 
different values which aids visualization of the porous domain. 

2.3.7 Pore Network Extraction 
The segmented image is used to extract a pore network using PoreSpy builtin “regions_to_network” 
function which scans through all regions in the segmented image and extracts geometrical and structural 
features of pores and throats. The extraction process and definition of geometrical features are 
thoroughly explained in (Gostick, 2017). In addition to extracting the pore network, the algorithm can 
create boundary pores to define boundary conditions during the simulation process. The detail of creating 
boundary pores is discussed by (Khan et al., 2019). 

2.4 Random Walker Simulation 
All of the rock images investigated here have reported values for the permeability coefficient which can 
be compared to value predicted the extracted network.  It was also desired to compare tortuosity or 
formation factors values, which are not as readily available.  To remedy this the effective diffusivity of the 
images was estimated by discrete random walker simulation. This approach is far less computationally 
expensive than DNS simulations (e.g. such as the commonly used Lattice Boltzmann method (Liu et al., 
2016; Pan et al., 2004). While dealing with large size image datasets DNS require the use of a 
supercomputer which is contrary to the aims of the present study. 

An open-source Python package PyTrax (Tranter et al., 2019) was used to perform random walker 
simulation. A comparison of the computational efficiency of the algorithm with LBM was given by (Khan 
et al., 2019). The random walker algorithm finds the pore phase tortuosity of the binary porous domain 
using mean square displacement (MSD) (10  random walkers were used). Equation 1 was used to find 
MSD, where 𝑝(𝑥, 𝑡) represents the probability density function of a walker at location x and time t (Codling 
et al., 2008) and can be described by equation 2. 

 
𝑀𝑆𝐷 =  𝑥 𝑝(𝑥, 𝑡)𝑑𝑥 1 
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The mean square displacement (MSD) of a walker that is subjected to follow an unbiased movement 
traces a Gaussian Distribution.  The touristy factor 𝜏  can be found by plotting gradient of MSD over time 
𝑡. The tortuosity 𝜏 calculated can be used to find the formation factor of the porous domain of porosity 𝜀 
according to (Davies, 1984). The formation factor in defined as the ratio of effective diffusivity to bulk 
diffusivity of nitrogen gas in air (2.03x10-5 m2/s (Kim and Gostick, 2019)) and calculated according to 
equation 3 as follows.  
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3  Results and Discussion 

3.1 Algorithm Validation 
The validation of the domain decomposition algorithm was performed on five different types of 3D images 
(ID: 1-5) mentioned in Table 1. The number of segmented regions with and without domain 
decomposition was counted to ensure no regions were created or lost at the intersection of subdomains. 
The decomposition ratio, defined as the ratio of the shape of the original image to the shape of the 
subdomain, was varied from 2 to 4 to ensure algorithm robustness. At decomposition ratio 3 it was 
necessary to crop the image slightly to perfectly divide it into equal size subdomains. The results are 
summarized in Table 2 and show that the domain decomposition algorithm returns an identical number 
of segmented regions as compared to the segmentation without domain decomposition. The small 
differences in a few cases (never more than 2 regions) are due to the size of the structuring element in 
the peak trimming method of SNOW algorithm and not associated with domain decomposition algorithm. 
Further improvements of the peak detection method can remove this difference but overall it represents 
a very small error considering the number of regions in the images. These results also indicate robustness 
for different materials, indicating that it can be used on other different types of porous domains such as 
metallic foams (de Carvalho et al., 2017), membranes (Sundaramoorthi et al., 2016), and battery 
electrodes (Khan et al., 2020). 

3.2 Quantification of Computational Performance 
To analyze CPU time and memory usage of the domain decomposition algorithm, two different large size 
3D images samples of sandstones were used in the study. The specifications of the images (ID: 6,7) are 
shown in Table 1. The CPU time was defined as time require to excecute all code including preprocessing 
and postprocessing steps such as calculating overlap thickness, relableling and stitching etc. To measure 
computational performance with increasing numbers of voxels, the images were divided into 16 different 
size samples such that each sample size was obtained by dividing the z-axis of the original image with an 
integer 𝑛 between 1 to 16. The algorithm was tested on Lenovo ThinkStation P500 WorkStation, having 
E5-1650 V3.3 CPU, 16 cores and 256 GB RAM. During parallel and series computation the input samples 
were subdivided only along the z-axis and no subdivision was performed in y and z-axis so that the number 
of overlapping voxels scaled proportionally to the number of divisions. For serial operation, each 
subdomain was processed in a single-core one by one while in parallel operation all subdomains were 
simultaneously processed in the separate cores. The computational results were also compared with the 
legacy SNOW algorithm that uses SciPy (Virtanen et al., 2020) implementation of watershed 
segmentation. The CPU time and memory usage are plotted against the number of voxels and results are 
shown in Figure 4a and b respectively. From Figure 4a It can be seen that SNOW parallel is significantly 
faster than SNOW legacy and as the number of voxels increases the computational efficiency increases 
many fold. In the case when the actual images of Bentheimer sandstone is subdivided into 16 domains, 
SNOW parallel is 7 times faster than SNOW legacy. This shows an appreciable increase in computational 
performance. 

Figure 4c and d shows CPU time performance and speed up gains against number of cores without 
changing number of voxels in samples. The speed up in the simulation was defined as the ratio of CPU 



time without domain decomposition to the CPU time requied by N cores with domain decomposition. 
From Figure 4c and d it can be seen that total computational time decreased to approximately 7 times as 
compared to single core simulation. In principle dividing the image into 16 subdomains with no overlap 
should give 16x speedup, neglecting the time of any preprocessing and postprocessing steps such as 
overlap calculation, relabeling and stitching.  In practice this was found to only result in a 10x speed-up, 
presumably due to overhead of the parallelization and data i/o between the CPUs and RAM.  However, 
some overlap is necessary for the algorithm to stitch the subdomains together, and this overlap is 
responsible for reducing the speed-up from 10x to 7x. Section 3.4 investigates the impact of the overlap 
size on speed and memory usages, as well as segmentation accuracy. 

Figure 4also shows that SNOW serial is relatively slower than SNOW legacy. From Figure 4a it appears that 
SNOW serial implementation is approximately 1.5% and 30% slower than SNOW legacy in Bentheimer and 
FontaineBleau sample respectivily but the major advantage of this mode of operation is significant 
reduction in RAM usage as shown in Figure 4b. SNOW serial uses 2x less RAM than SNOW legacy for 
equivalent size domains in both samples. This allows a user with average computational resources to 
extract relatively bigger porous domains which were not possible with SNOW legacy. Also, it should be 
noted that SNOW parallel consumes more RAM than the legacy SNOW algorithm. This is because during 
the domain decomposition process SNOW algorithm is applied on all the subdomains simultaneously, 
adding up RAM usage of all subdomains together. This limits the choice of the user to perform SNOW 
parallel on a workstation having low computational memory resources.   

3.3 Pore Network Extraction of Large Size Tomograms 
The domain decomposition algorithm was applied to four large size tomograms of porous rocks (ID: 
1,2,3,7). The sizes of these tomograms are given in Table 1. The decomposition ratio of 4 was used to 
extract the pore network from Berea, Bentheimer, and Doddington sandstone while the domain 
decomposition ratio was set to 6 for Fontainebleau image of size 2048  voxel. The extracted pore 
networks were used to simulate directional effective permeabilities for single-phase flow using steady-
state Stokes flow. The pore network model conduit was assumed to consists of two half pores (i and j)  
and their interconnecting throat, k. To find sizes of each half pore and interconnecting throat, spherical 
and cylindrical geometries were used respectively.  The overall conductance of conduit was calculated 
using series resistor model: 
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Where conductance in each half pore and interconnecting throat is calculated using Hagen Poiseuille 
equation as: 
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 Figure 5 to Figure 7 shows overlayed pore network of the porous domain, pore size colour map and z-axis 
pressure field in the extracted pore network for Berea, Bentheimer and Doddington sandstone. The large 
size Fontainebleau overlaid pore network, pore sizes and pressure field are shown in Figure 8. The results 
of effective permeabilities for single-phase flow in each direction are shown in Table 3. The average values 
of permeabilities were compared with previously reported results in (Dong and Blunt, 2009; Fredrich et 



al., 1993; Muljadi et al., 2016; Thomson et al., 2019). It can be seen that the results estimated by the 
presented algorithm match well with other efforts but with far less computational cost than the previously 
adopted computational approaches.    

3.4 Impact of Overlap Thickness on Speed and Accuracy 
The overlapping of the subdomains represents a computational inefficiency since these voxels are 
processed multiple times. In all of the results shown elsewhere in this work, the amount of overlap was 
conservatively estimated by finding the global maximum of the distance transform. A study was 
performed to determine the impact that reducing or increasing  this overlap could have on computational 
time, RAM usage and accuracy.  A 1024  image of Berea sandstone (ID: 1) was used, and divided into 8 
cubic subdomains. The standard overlap thickness calculated using distance transform approach was 58 
voxels and represented as dashed vertical line in Figure 11 .  Figure 11(b) shows that a 20% reduction in 
computational time and RAM usage can be obtained by reducing the overlap from 58 to 20. Intriguingly, 
Figure 11(a) shows that the number of regions obtained by the watershed is nearly stable above 20 voxels 
of overlap.  Similarly, Figure 11(c) shows that the permeability and tortuosity of the extracted networks 
are unaffected by the reduced overlap size above 20 voxels.  Unfortunately, there is a sudden and drastic 
reduction in the accuracy of the results below 20 voxels, creating a precarious situation.  The value of 20 
voxels presumably depends on the sample morphology and pore size, and image resolution.  Further 
investigation of this lower limit should be considered in future work.  The substantial gains in performance 
do suggest that a safe but less conservative estimate of overlap should be found. One possibility is to 
calculate the local thickness of a downsampled image, then the values only along the subdomain 
boundaries could be scanned for a local maximum.  This would in all probability provide a smaller value 
for the overlap that would still be sufficient.  The present implementation only allows for a single value of 
overlap thickness for all subdomains, but this local approach would provide estimates for each pair of 
neighboring domains, in principle allowing the smallest possible subdomains to be analyzed. Such 
optimizations are left for future studies. 

3.5 Pore Network Extraction of Scaled Up Images 
Since domain decomposition saves the computational cost of network extraction, it can be used to 
perform a pore network extraction on a scaled-up image with almost the same amount of computational 
power that would have been consumed on a relatively small size domain using SNOW legacy. The 
importance of image resolution enhancement has been discussed in (Karsanina et al., 2018; Karsanina and 
Gerke, 2018).To illustrate this advantage, the effective diffusivity results of three different samples of the 
same porous domain were analyzed at a different level of image resolution. Firstly, a large high-resolution 
image was used, next the high-resolution image was scaled down by a factor of 2 (by binning the image) 
to artificially reduce its resolution, and lastly the artificially reduced image scaled-up the size of the actual 
original high-resolution binary image using a nearest-neighbour interpolation (note that higher-order 
interpolations may provide even better results, but this detail was left for future work). Pore network 
extraction on all three images was performed using the presented domain decomposition algorithm. This 
process was applied to five different types of porous image (ID: 1, 2, 3, 4 and 14) and the results of 
extracted pores number and effective diffusivities formation factor for all samples are shown in Figure 9 
and Figure 10 respectively. The formation factors were calculated for each high-resolution image in all 
three directions using random walks and an average value is reported in Figure 10. From the results in 
Figure 9, it can be seen that like other extraction algorithms when the resolution is reduced, the number 
of regions found by the watershed is impacted (almost always reduced), which indicates that the 



watershed segmentation is indeed resolution-dependent.  The reason low-resolution sample has fewer 
regions is that the fewer markers are found at low-resolution and hence marker-based watershed 
segmentation merges two or more regions into one. When low-resolution images are rescaled back up to 
the original size, the number of regions approaches very nearly back to the value found on the original 
high-resolution images.  This is a very promising result since it suggests that natively low-resolution images 
can be artificially scaled-up to improve the accuracy of the segmentation and extraction.  The trends seen 
for the number of regions are also echoed in the formation factor values predicted by the extracted 
networks, as can be seen in Figure 10(a-c) which reports the network formation factor for all samples at 
all resolutions, along with the results of the random walker simulation on the high-resolution image as a 
reference (indicated by the line). This indicates that increasing the resolution of a natively low-resolution 
image not only improves the watershed segmentation but simultaneously improves the accuracy of the 
extracted network. The impact of resolution on watershed segmentation and the accuracy of the 
subsequently extracted networks is worth deeper study. For instance, the resolution effect was almost 
absent from the sphere pack shown in Figure 10 d and e. This effect is probably due to the fact that sphere 
packs have a narrow pore size distribution, whereas the natural material has a wider distribution and the 
smaller pore are probably not well segmented.  In any case, the outcome of this sub-study is that instead 
of reducing an image to a manageable size before network extraction, it is now possible (and 
recommended) to enlarge the image before extraction.   

4 Conclusions and Future Work 

An efficient geometric domain decomposition algorithm was developed to extract pore network from 
massive size images of porous domains. The algorithm subdivides the image into small subdomains with 
sufficient overlap, and these are further processed to get watershed segmentation using the SNOW 
algorithm. Validation of the algorithm was performed on various different types of porous materials and 
found to give identical results, in terms of number of watershed basins found, to that obtained without 
performing domain decomposition. One key feature of the proposed decomposition approach is that it 
can be applied to all subdomains in parallel for enhanced speed, or each one in serial for reduced RAM 
usage.  The serial mode of operation reduces RAM usage to 50 percent compared to the legacy approach, 
This allows a user to process large porous domains on a computer with average computational capacity. 
On the other hand, the parallel mode of operation decreases CPU time by 7 times in the tested image, 
enabling the processing of larger domains much faster than the legacy method.  

Typically images are often scaled-down to more manageable sizes before processing.  Due to the 
improved performance of the proposed algorithm, it becomes feasible to process larger images.  A study 
was performed to see if artificially increasing the size of a low-resolution image resulted in improved 
outcomes.  The pore network extracted from a scaled-up domain was found to give more accurate results 
than those obtained from a low-resolution image, and the results approached those of the original high-
resolution image.    

The developed algorithm is implemented in the open-source Python package PoreSpy using highly 
optimized and efficient python packages such as Dask and Numba. There are improvements that could be 
made to the proposed algorithm.  For instance, the Dask library is able to parallelize across distributed 
nodes as well as the shared-memory approach used here, which could enable the segmentation of even 
larger images.  
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7 Figures 

 

Figure 1 a) Basic steps of SNOW algorithm, b) Basic workflow of the domain decomposition algorithm 

  



 

 

Figure 2 a) Binary Image decomposed into four subdomains where each subdomain has some overlapping part of neighbouring 
subdomains. The overlapping thickness part is shown as a golden colour band, b) Watershed segmentation of each subdomain 

after applying SNOW algorithm, c) Extra slice are trimmed after extracting labelling information from twin slices, d) Final 
Watershed segmentation after the stitching process  

  



 

 

Figure 3 a) 2D slice of polydisperse sphere packing having four different diameter beads. The red dotted line indicates division 
slice, b) The two subdomains obtained after division with overlapping part of neighbouring subdomain having a thickness of 
slightly greater than d1, c) Euclidean distance transform of the 2D slice of sphere packing where dt indicates the value of maximum 
distance transform that is used to find overlapping thickness using first approach, d) The SNOW algorithm is applied on the scaled-
down image of sphere packing to get the size of the maximum dimension of the bounding box of the largest segmented region 

  



 

 

 

Figure 4 a) CPU time comparison of the algorithm with varying voxel numbers, b) RAM usage comparison of the algorithm with 
increasing domain size, c) Computation time with increasing number of cores for two different rock samples d) Speedup gained 

due to parallelization against number of cores 

  



 

Figure 5 a) Berea Sandstone with pore network overlayed on pores of voxel image, b) Extracted pore network using domain 
decomposition ratio to 4. The network shows pore size distribution in porous rock, c) Single phase flow simulated in the z-axis 

direction 

  



 

Figure 6 a) Bentheimer Sandstone with pore network overlayed on pores of voxel image, b) Extracted pore network using 
domain decomposition ratio to 4. The network shows pore size distribution in porous rock, c) Single phase flow simulated in the 

z-axis direction 

  



 

Figure 7 a) Doddington rock with pore network overlayed on pores of voxel image, b) Extracted pore network using domain 
decomposition ratio to 4. The network shows pore size distribution in porous rock, c) Single phase flow simulated in the z-axis 

direction 



 

 

 

Figure 8 a) FontaineBleau rock with pore network overlayed on pores of voxel image, b) Extracted pore network using domain 
decomposition ratio to 4. The network shows pore size distribution in porous rock, c) Single phase flow simulated in the z-axis 
direction 

  



 

Figure 9 Number of segmented regions obtained from three samples of different resolution. The blue bar represents the 
number of regions in a low-resolution image of the dataset, the brown bar represents the number of regions of scaled-up 

dataset and green bar represent no of regions in the original dataset 



 

Figure 10 Comparison of the formation factor values of three sample with the random walker simulation result 



 

 

 

Figure 11 Effect of overlapping thickness on pore netwrok extraction a) Number of segmented regions obtained after 
watershed segmentation b) CPU time and RAM usage at different overlapping thickness c) Effective permeability and tortousity 

variation at different overlapping thickness 

  



 

8 Tables 

Table 1 Image Sample used in the present study 

Type of Study Name of Sample Sample 
ID 

Dimensions 
[x, y, z] 

Resolution 
µm 

Porosity 
% 

Algorithm 
Validation 

Berea 1 1024, 1024, 1024 2.7745 20.25 
Bentheimer 2 1000, 1000, 1000 3.0035 21.67 
Doddington 3 1000, 1000, 1000 2.6929 19.58 
Ketton 4 1000, 1000, 1000 3.00006 13.30 
Random Sphere Packing 5 520, 520, 520 1 30.01 

Computational 
Performance 

Bentheimer 6 500, 500, 7040 6 23.9 
Fontainebleau 7 500, 500, 4096 3.662 13.73 

Analysis of 
Large Size 
Tomograms 

Berea 1 1024, 1024, 1024 2.7745 20.25 
Bentheimer 2 1000, 1000, 1000 3.0035 21.67 
Doddington 3 1000, 1000, 1000 2.6929 19.58 
Fontainebleau 8 2048, 2048, 2048 7.324 14.23 

Effect of 
Resolution 

Berea1 9a 512, 512, 512 5.549 20.254 
Berea2_zoomed 9b 1024, 1024, 1024 2.7745 20.254 
Berea 1 1024, 1024, 1024 2.7745 20.251 
Bentheimer1 10a 500, 500, 500 6.007 21.03 
Bentheimer2_zoomed 10b 1000, 1000, 1000 3.0035 21.03 
Bentheimer 2 1000, 1000, 1000 3.0035 21.67 
Doddington1 11a 500, 500, 500 5.3858 21.74 
Doddington2_zoomed 11b 1000, 1000, 1000 2.6929 20.00 
Doddington 3 1000, 1000, 1000 2.6929 19.58 
Ketton1 12a 500, 500, 500 6.00012 12.41 
Ketton2_zoomed 12b 1000, 1000, 1000 3.00006 12.41 
Ketton 4 1000, 1000, 1000 3.00006 13.30 
Random Sphere Packing1 13a 250, 250, 250 2 34.51 
Random Sphere 
Packing2_zoomed 

13b 500, 500, 500 1 34.51 

Random Sphere Packing3 14 500, 500, 500 1 33.57 
 

  



Table 2 Algorithm Validation 

Name of Sample Dimensions 
[x, y, z] 

Number of Segmented Regions 
Without Domain 
Decomposition 

With Domain 
Decomposition 

*dr = 1 dr = 2 dr = 3 dr = 4 
Berea 1024, 1024, 1024 33041 33042 - 33045 
Berea 1023, 1023, 1023 32942 - 32943 - 
Bentheimer 1000, 1000, 1000 20779 20779 - 20780 
Bentheimer 999, 999, 999 20723 - 20723 - 
Doddington 1000, 1000, 1000 10172 10172 - 10174 
Doddington 999, 999, 999 10144 - 10145 - 
Ketton 1000, 1000, 1000 6976 6976 - 6977 
Ketton 999, 999, 999 6948 - 6948 - 
Random Sphere Packing 520, 520, 520 3399 3400 - 3402 
Random Sphere Packing 519, 519, 519 3402 - 3404 - 

*dr refers to decomposition ratio in x, y, and z-axis 

  



Table 3 Effective Permeability in different large size datasets of digital rocks 

Sample Voxels Porosity 

Network Permeability 
 (mD) 

Image Permeability 
(mD) 

x-
axis 

y-
axis 

z-
axis 

Average 

Berea 10243 20.25 1177 1410 1304 1297 [942-1286] (Dong and Blunt, 2009) 
Bentheimer 10003 21.67 2723 3351 3202 3092 [2800-3547] (Muljadi et al., 2016; 

Shah et al., 2016) 
Doddington 10003 19.58 2795 3382 3383 3187 [1900-3500] (Shah et al., 2016; 

Thomson et al., 2019) 
Fontainebleau 20483 14.23 782 793 791 789 628-942 (Fredrich et al., 1993) 
 


