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ABSTRACT

Supervised segmentation methods in which a model of the shape of an object and its gray-level appearance is
used to segment new images have become popular techniques in medical image segmentation. However, the
results of these methods are not always accurate enough. We show how to extend one of these segmentation
methods, active shape models (ASM) so that user interaction can be incorporated. In this interactive shape
model (iASM), a user drags points to their correct position thus guiding the segmentation process. Experiments
for three medical segmentation tasks are presented: segmenting lung fields in chest radiographs, hand outlines in
hand radiographs and thrombus in abdominal aorta aneurysms from CTA data. By only fixing a small number
of points, the part of sufficiently accurate segmentations can be increased from 20-70% for no interaction to over
95%. We believe that iASM can be used in many clinical applications.

Keywords: segmentation, active shape models, interactive segmentation, constrained PCA, dynamic program-
ming

1. INTRODUCTION

Segmentation is one of the most important tasks in medical imaging. Clinical information can often be extracted
directly from a segmentation, for example the volume of an organ, or its size relative to the size of another
object. In other cases, segmentation is the first step of algorithms that detect lesions or quantify the extent of
pathology.

The last decade or so, segmentation methods that are trained with examples are becoming increasingly
popular. Many of these methods have been around for a long time in the realm of statistical pattern recognition
where they are called supervised methods∗. The key element is that an algorithm is trained with images for
which the ground truth, the desired segmentation, is provided. These ground truths are usually obtained from
manual segmentation. Examples of such methods1 are pixel classification, Markov Random Field methods, and
relaxation labelling. In such approaches a statistical model is built that describes the gray-level information
inside and outside the object.

Recently, new approaches to segmentation have gained popularity in which both the shape of the object
and the gray-level structure in and around the object are modelled. These methods have the potential to yield
correct results even in the absence of adequate gray-level information in certain parts of the image. As long as
a part of the object boundary - these methods usually describe the boundary - can be detected, the remainder
can be inferred from knowledge about the shape. Examples of such schemes are Active Shape Models,2 Active
Appearance Models,3 m-reps,4 and the methods proposed by Wang and Staib5 and Brejl and Sonka.6

However, in clinical practice these completely automatic approaches are often not accurate enough. Their
results frequently need slight adjustments, and occasionally they produce gross failures. Manual segmentation, on
the other hand, is not a viable alternative either because it requires large amounts of operator time. Consequently
there is a need for interactive methods, in which an operator guides the segmentation process. Examples of such
techniques that are not directly trained on example data are live-wires7 or the related united snakes.8

In this work we show how the Active Shape Model (ASM) segmentation method, proposed by Cootes and
Taylor2 can be used in an interactive setting. ASM has been applied successfully to a variety of medical image

The authors can be contacted by e-mail as {bram,marleen,marco,max}@isi.uu.nl, URL: http://www.isi.uu.nl/
∗In medical imaging, the common meaning of a supervised segmentation method is a method in which an operator -

a human observer - is guiding the segmentation, making it a semi-automatic, or interactive process. We will refer to this
procedure as interactive segmentation.
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General
s number of training images from which shape and appearance model are computed

Shape model
n number of landmark points
fv part of variance to be explained by the shape model (0.99)
t number of modes in the shape model (controlled by fv)
m bounds on eigenvalues λi (3.0)

Appearance model
k number of points in profile on either side of the landmark point, giving profiles of length 2k + 1 (4)

Search algorithm
ns number of new positions to evaluate during each iteration on either side of current landmark

position; total number of positions evaluated is 2ns + 1 (4)
DPn number of neighbors to consider when dynamic programming is used to displace landmarks (3)
L number of resolution levels (4)
N number of iterations per resolution level (10)

Table 1. Parameters of ASM. Between parentheses the values used in this study are given.

segmentation tasks. Even with a crude initialization - by default: the object’s mean location in the training
images - ASM often produces a satisfactory final result without any user interaction. In some applications
however, the object’s mean location is occasionally far off its actual position and the ASM does not converge to
a correct segmentation. Another common problem is that part of the contour is attracted towards a neighboring
structure. A user could correct such (partial) failures of the ASM by dragging one or more points along the
object boundary to their correct position. ASM is then run again, respecting the now known position(s) of the
dragged point(s). We show how to incorporate this type of user interaction into the ASM framework. To this
end, we modify the gray-level update procedure and the shape approximation step.

In Section 2 we introduce ASM. In Section 3 we show how to integrate user interaction into this method.
Section 4 presents the results of experiments on three types of medical data. Finally we discuss the usefulness
of the results, mention possibilities for improvements and compare the method with alternative approaches in
Section 5.

2. ACTIVE SHAPE MODEL SEGMENTATION

This section outlines the ASM segmentation scheme. The parameters are listed in Table 1.

In ASM, an object (shape) is described by a fixed number of n points, referred to as landmark points. Each
landmark point should be placed at corresponding positions in all training images.

ASM basically consists of three parts. A shape model provides a global, parameterized model of the object.
There must be a way to fit the model to an input shape x, that is, a new shape x′ should be produced, similar
to x, but acceptable for the model (the shape approximation step). Second, appearance models provide models
of the gray-level structure around each landmark. These models are local, constructed for every landmark
independently. They are constructed for multiple resolutions. The requirement for these models is that they can
produce a figure of merit for a landmark placed at a certain position. Finally, an optimization scheme starts
from an initial shape, finds a new position for each landmark that has a high figure of merit, and fits the shape
model to the displaced landmarks. This is iterated, from coarse to fine resolutions.

2.1. Shape Model

The landmark points (x1, y1), . . . (xn, yn) are stacked in shape vectors
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x = (x1, y1, . . . , xn, yn)T . (1)

These shapes can be aligned by translating, rotating and scaling them so as to minimize the sum of squared
distances between the landmark points. However, this alignment can also be omitted, and in that case information
about the range of positions, sizes and orientations which is typical for the object is also contained in the shape
model. We have found that omitting alignment improves performance for most medical image segmentation
tasks we are working with.

Each shape vector x is now a point in the shape space S. Principal component analysis (PCA) is applied to
the (aligned or not aligned) shape vectors by computing the mean shape,

x̄ =
1
s

s∑

i=1

xi, (2)

the covariance

Σ =
1

s − 1
s∑

i=1

(xi − x̄)(xi − x̄)T (3)

and the eigensystem of the covariance matrix. The eigenvectors corresponding to the t largest eigenvalues λi

are retained in a matrix Φ = (φ1|φ2| . . . |φt). The number t of eigenvalues to retain is chosen so as to explain
a certain proportion fv of the variance in the training shapes, usually ranging from 90% to 99.5%. The desired
number of modes is given by the smallest t for which

t∑

i=1

λi ≥ fv

2n∑

i=1

λi. (4)

A shape can now be approximated by

x ≈ x̄+Φb (5)

where b is a vector of t elements containing the model parameters, computed by

b = ΦT (x− x̄). (6)

When fitting the model to a set of points, the values of b are constrained to lie in the range ±m
√

λi where
m usually has a value between 2 and 3. The projection in Eq. 6 and constraining the elements of b form the
shape approximation procedure.

2.2. Appearance Models

The appearance models describe the image structure around each landmark and are obtained from pixel profiles,
sampled with bi-linear interpolation, around each landmark in the direction perpendicular to the object contour.
This requires a notion of connectivity between the landmark points from which this perpendicular direction can
be computed.

On either side of the landmark k pixels are sampled using a fixed step size, which gives profiles of length
2k+1. Cootes and Taylor propose to use the normalized first derivatives of these profiles to build the appearance
model. The derivatives are computed using finite differences between the (j − 1)th and the (j +1)th point. The
normalization is such that the sum of absolute values of the elements in the profile is 1.
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Denoting these normalized derivative profiles as g1 . . .gs, the mean profile ḡ and the covariance matrix Sg

are computed for each landmark. This allows for the computation of the Mahalanobis distance between a new
profile gi and the profile model

f(gi) = (gi − ḡ) Σ−1
g (gi − ḡ) (7)

Minimizing this Mahalanobis distance f(gi) is equivalent to maximizing the probability that gi originates
from the distribution {g1 . . .gs}.
These profile models, given by ḡ and Σg, are constructed for multiple resolutions. The number of resolutions

is denoted by L. At the finest resolution, one uses the original image and a step size of 1 pixel when sampling
the profiles.

For the next resolution level, we observe the image at scale σ = 1 and use a step size of 2 pixels. Subsequent
levels are constructed by doubling the image scale and the step size. Alternatively, one can use a pyramid in
which the images are subsampled on coarser resolution levels and the step size is fixed to 1.

2.3. Optimization scheme

Shapes are fitted in an iterative manner, starting from the mean shape. Each landmark is moved along the
direction perpendicular to the contour to ns positions on either side, evaluating a total of 2ns+1 positions. The
step size is, again, 2(i−1) pixels for the ith resolution level.

This gives a band of candidate landmark positions around the object’s boundary. One way to proceed is to
put each landmark at the position with the lowest Mahalanobis distance. Alternatively, one could determine
the minimal cost path through this band of candidate positions, which can be done efficiently with dynamic
programming.9, 10 This idea has been incorporated into ASM by Behiels and co-workers.11 This leads to an
extra parameter DPn, the number of neighbors to consider when moving along the minimal cost path from one
landmark to the next.

After moving all landmarks, the shape model is fitted to the displaced points, yielding an updated segmenta-
tion. This process of landmark displacement followed by shape approximation is repeated until the shape does
not change much anymore during an iteration or until a fixed number of N iterations has been made. The
iterative process starts at a coarse resolution and moves progressively to finer resolution levels.

3. INTEGRATING USER INTERACTION: INTERACTIVE SHAPE MODELS

In this section we explain how to integrate user interaction in the ASM method. The resulting method we call
interactive shape models, abbreviated† as iASM.

iASM starts with running ASM on the input image. ASM is a fast operation that on standard PC hardware
with the setting used in our experiments completes within a second. So the result of ASM is available almost
instantaneous. After that, the user decides if she is satisfied with the result, and if not, she drags one of the
landmarks that is far off to its correct position. These dragged landmarks we call fixed landmarks and they will
remain at their fixed position during the remainder of the segmentation process. Immediately the ASM is run
again, but now taking the fixed position into account. If the user is still not satisfied with the result, she can fix
another landmark, which will invoke the segmentation algorithm again, and so on. This process is illustrated in
Figure 1.

In order to deal with fixed landmarks in the ASM algorithm, we need to modify two elements. First, when
fitting the shape model to the displaced landmarks, the fitted shape needs to go through the fixed landmark.
This highly constrains the choice of parameters in the shape model. Second, when displacing the landmarks,
we do not need to move the fixed landmarks, and we propose an induced constraint on the movement of other
landmarks as well.

†In the great tradition of Apple Macintosh.
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(a) (b) (c) (d) (e)

Figure 1. Illustration of the interactive segmentation procedure. (a) The input image, a hand radiograph, with the mean
shape superimposed. This image is not shown to the user, but the mean shape is used as starting point for ASM. (b) The
result of ASM. This is the first image presented to the user. The result unacceptable because the index finger has been
attracted to the middle finger. The overlap (see Eq. 8) measures Ω = 0.764. (c) The user has dragged the top of the
index finger to the correct position. (d) Result of fitting the shape model to the data in (c) taking into account the fixed
landmark point. Note that all landmarks of the index finger have moved close to their correct position and the position
of the other fingers has also improved. We now have Ω = 0.873. This shape is used as input for the iASM algorithm.
(e) Result of iASM. This segmentation might be acceptable for the user, we now have Ω = 0.887. The bottom of the
shape, which is supposed to cross the radius and ulna of the wrist at the height of the epiphysis is still incorrect. If this
is corrected by dragging a second dragged point, Ω increases to around 0.93.

3.1. Constraining the shape model

The shape model contains information about the correlation between the positions of the various landmarks that
make up the shape. If one of these landmarks is fixed at a certain position, this obviously constrains the likely
positions for other landmarks as well. This is the effect we exploit.

This problem has been investigated by Hug and co-workers.12 They propose to determine two basis vectors
δbx and δby that cause a unit displacement in the x- and y-direction for a fixed point. There are many
basis vector with this property but the additional requirement is that the Mahalanobis norm of δbx and δby

should be minimal. This is a constrained optimization problem that can be solved with Lagrangian multipliers.
Subsequently a new PCA is performed to determine a shape model for shapes with one point fixed. In this work,
we use a simple iterative scheme that does not require to repeat the PCA for every landmark that is fixed.

The shape model in ASM can be considered as a simple box in a subspace S1 of the shape space S spanned
by the principal components in Φ. The center of mass of the box is the mean shape x̄ and the size of the box
is along each principle component i is 2m

√
λi. Only shapes inside the box are allowed by the shape model. If

a landmark point is fixed, it means the allowed shapes must lie a subspace S2 of S. Each time a point is fixed,
the dimension of S2 shrinks by 2 because two degrees of freedom are removed.

The constrained fitting procedure starts by fitting the shape model as usual to x which consists of the
displaced points, which moves x into the box in S1. Subsequently, the fixed landmarks are placed back to their
fixed positions, which moves x to S2 and the shape model is fitted again. This is repeated until convergence. Let
us define d as the maximum distance between the fixed position of a fixed landmark and its position after fitting
the shape model. The criterion for convergence is a small d; we used d < 1 pixel. If the procedure does not
converge, it is stopped after a fixed number of iterations; we used 20. It is also possible that during an iteration,
d increases, in that case the procedure is stopped.

If the box in S1 and the subspace S2 have no intersection, this procedure will not converge. If they do
intersect, convergence may be slow. In practice however, convergence is fast. In principle, by fixing only a few
points, the most likely shape might already be a good segmentation, without taking any gray-level information
into account. An example is shown in Figure 2.
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(a) (b) (c) (d)

(e) (f) (g) (h)

Figure 2. Fixing several landmark points can reduce the variation in the shape model so much that the most likely shape,
given the fixed points, already yields a good segmentation. (a) A slice of a CTA scan is shown in which the thrombus
around the abdominal aneurysm should be segmented. In (b) the mean shape of a shape model is shown, with one point
dragged to its correct position. The most likely shape, given this single fixed point is shown in (c). In (d) a second
point is fixed, yielding the shape in (e), and in (f) and (g) the effect of fixing a third points is shown. In (h) the manual
segmentation is displayed. So by fixing three points, one obtains a shape close to the manual segmentation.

3.2. Constraining the landmark displacements

If we use dynamic programming to find a minimal cost path through the band of candidate landmark positions,
integrating the constraint that this path should go through the positions of the fixed points becomes easy. Simply
putting the Mahalanobis distance for the other candidate positions of each fixed point to infinity suffices, but
the dynamic programming algorithm can also be adjusted which will make it more efficient.

The result of this adjustment is that landmarks close to fixed points will remain close to them during landmark
displacement.

4. EXPERIMENTS

To compare manual segmentation, ASM and iASM, one could apply each method to a test data set, compare the
results of active and interactive shape models to the manual segmentation and measure the time required for the
interactive method. A drawback of such an experiment is that it depends on the user interface of the software
and the strategies of an observer. Each observer might pick other points to interact with the intermediate
segmentation result, leading to different outcomes. Hence we decided on a different set of experiments in which
an interactive observer is simulated from manual segmentations.

For each experiment, the test and training images are segmented manually. An ASM is trained with fixed
settings, given in Table 1. These setting were determined after initial experimentation. After running the ASM
on a test image, for each landmark point the distance between its determined and its actual position is computed.
The landmark with the largest distance is then moved to its correct position, in order to mimic a user dragging a
point. The iASM algorithm is then run with 1 fixed point. This procedure is repeated until at most 5 points have
been fixed. In order to measure the quality of the segmentation we compute the degree of overlap Ω between
the segmented and actual object. This is defined as
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Figure 3. Results for segmenting lung fields in chest radiographs (top graph), hand outlines in hand radiographs (middle
graph) and thrombus in abdominal aorta aneurysms in slices of CTA data (bottom graph). The fraction of all segmen-
tations that reaches a desired overlap value Ω is plotted as a function of the maximum number of points that is allowed
to be fixed by a simulated user who always fixes the point that has maximum distance to its actual position. Curves for
four different Ω targets, shown in the legends, are plotted. Correcting zero points corresponds to regular ASM.
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Ω =
TP

TP + FP + FN
, (8)

where TP is the true positive area (area correctly classified as object), FP is the false positive area (area
incorrectly classified as object) and FN the false negative area (area incorrectly classified as background). If the
segmentation overlaps perfectly with the ground truth, Ω = 1 and if there is no overlap at all, we have Ω = 0.

In practice, a user will stop interacting when a satisfactory result has been obtained. We define satisfactory
as Ω > T . For four different thresholds T =0.80, 0.85, 0.89 and 0.93, we determined in which part of the test
images the goal of Ω > T was reached, if the user was allowed to fix at most 0, 1, 2, 3, 4, or 5 points.

4.1. Data

We report experimental results for three medical image segmentation tasks: segmenting the lung fields in chest
radiographs, delineating the hand contour in pediatric hand radiographs, and segmenting the thrombus in ab-
dominal aorta aneurysms in slices of CTA scans.

We used 230 standard PA chest radiographs, obtained from a tuberculosis screening program. Both lung
fields were outlined on subsampled version of the images of 256 by 256 pixels. 115 images were used for training
and 115 for testing. The lung fields were indicated with 76 landmarks in total.

The hand radiographs were acquired to determine the skeletal age of children. We used 100 images, 50 for
training and 50 for testing. The size of the images varied but was 400 by 700 pixels on average. The hand were
outlined with 120 points.

For the segmentation of thrombus around aorta aneurysms, abdominal CTA scans were used. We used slices
from 23 patients; 615 slices from 12 patients were used for training, 560 slices from the other 11 patients were
used for testing. A volume of interest was determined for each patient. On average the slices measured 350 by
300 pixels. The thrombus was described by 50 landmarks.

All segmentation tasks have clinical relevance. The lung field segmentations are used as input for computer-
aided detection of tuberculosis.13 The segmentation of the hand is used to determine ROIs in the radiograph
that are used as input for computer determination of the skeletal age and the thrombus segmentation is used for
volume measurements of abdominal aorta aneurysms before and after repair.14 For each of these applications,
an overlap Ω > 0.89 is generally acceptable.

4.2. Results

Using fv = 0.99 we obtained a shape model with 14 modes for the chest radiographs, 13 modes for the hand
radiographs and only 5 modes for the thrombus. The fraction of sufficiently accurate segmentation, for various
thresholds Ω, as a function of the number of points fixed by the simulated user, are shown in Figure 3. From
these graphs it can be seen that by fixing points a large improvement in segmentation accuracy can be obtained.
For the lung fields, ASM produced segmentations with Ω > 0.89 in 71% of all test cases. Fixing one point in
the remaining 29% of cases, a total of 85% of all cases reached the target. By fixing up to 5 points, the target
was reached for 99% of the test images. For hand radiographs and CTA data, the improvement of iASM versus
ASM is even larger. Only for the CTA slices, in a few percent of all cases, even modest accuracy targets are not
achieved.

A typical result for each task is shown in Figure 4.

5. DISCUSSION

Let us first discuss the added value of iASM compared to ASM for each of the three tasks considered here in
more detail.

For lung field segmentation, ASM is robust and usually yields acceptable results, with the setting and training
data we have used here. This can be seen from Figure 3 (top row): ASM achieves an Ω > 0.89 in over 70% of
all cases. In those cases fixing points only corrects minor errors; by fixing at most two points, the percentage of
segmentation with Ω > 0.89 increases to almost 95%. Often fixing too many points actually decreases the overlap
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ASM Ω = 0.901 iASM Ω = 0.924 ground truth (manual)

ASM Ω = 0.802 iASM Ω = 0.948 ground truth (manual)

ASM Ω = 0.849 iASM Ω = 0.961 ground truth (manual)

Figure 4. Examples of the results of ASM (left column) and iASM (middle column) compared to manual segmentation
(right column) for each of the three segmentation experiments. Below each segmentation, the overlap Ω is given. For
iASM, fixed points are indicated with arrows. Top row: detecting lung fields in standard PA chest radiographs. Middle
row: segmenting the hand in pediatric hand radiographs. Bottom row: outlining the thrombus in abdominal aneurysms
in CTA scans.
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Ω, apparently because the constrained shape model is not flexible enough anymore. A typical example is shown
in Figure 4, top row. In this case, the result of ASM is quite acceptable. Only the costophrenic angle of the right
lung is too low, and the diaphragm of the left lung is not completely correct. By fixing the costophrenic angle of
the right lung, a good segmentation is obtained, in which also the delineation of the diaphragm of the left lung is
improved. Compared to the other two tasks, for this task it is very hard to obtain overlap measures above 0.93.
We believe this is caused by the nature of these images, the boundary between lung fields and mediastinum in a
projection is very hard to define. Inter-observer variability is also high for this task. But this issue has not been
evaluated in detail for each task considered here.

In the second experiment the results of standard ASM are much worse. ASM often fails to find the fingers and
the wrist of the hand. The main problem is that the mean shape is in many occasions a very poor initialization,
and fingers are attracted to other fingers. This is typical for this task: the object contains very similar parts.
But by fixing a few points, excellent results are obtained for almost all test cases. In the example from Figure
4 the middle finger is attracted to the ring finger, but this is corrected by fixing the top of the middle finger.
Subsequently, the point in the lower left of the image is repositioned because the edge of the hand was drawn
towards the edge of the ulna. Such errors occur regularly in standard ASM because of the use of the derivative
of pixel profiles.

In the thrombus segmentation, the problem is that the size of the thrombus varies immensely between slices
and patients. Furthermore, there are many different adjacent structures which can attract the shape. Since
the shape is rather simple, fixing a small number of points improves segmentation results dramatically though.
But contrary to the other two tasks, even for lower accuracy thresholds Ω, in a few percent of all cases a good
segmentation cannot be obtained. An explanation may be the fact that the shape model has only a small number
of modes; therefore it is not able to generate the correct shape for some slices. In Figure 4 a case is shown where
ASM finds the right side of the thrombus correctly. After correcting a point on the left side, the border at the
top shifted upwards, which needed to be corrected by dragging a second point. However, the fact that fixing a
point on one side of the object may induce a shift of a correct boundary at another side is a weakness of iASM
as it stands. If more user interaction is acceptable, one could ask the user to drag all points that are too far off
to their correct position, instead of just one. This would imply that points that have not been adjusted are very
close to their correct position, and this could be used in the iASM algorithm.

Another extension to iASM would be that the user is not required to drag landmark points, but may click
any point on the object’s border. In this situation, iASM does not know which landmark(s) to fix. By adjusting
the positions of landmarks close to the given border point during the optimization procedure, good results might
be obtained. Furthermore, the constraint that a landmark is pinned exactly at a fixed position could be relaxed.
Cootes and Taylor have shown15 how to achieve this for active appearance models, where with each point a
probability distribution for its position is associated. This is clearly an interesting and principled approach to
dealing with constraints, but it leads to the question how to estimate these probabilities.

The use of dynamic programming for moving the landmarks, compared to simply putting each landmark at
its optimal location does not lead to big differences in segmentation accuracy. It does lead to quicker convergence
of the iASM though. Finally, note that this interactive version of ASM could also be used to quickly segment
training images, so as to bootstrap the construction of an ASM.

6. CONCLUSION

We have presented iASM, and interactive version of active shape model segmentation. By dragging a few points
of the outline of an object to their correct positions, the segmentation accuracy of the ASM algorithm can be
improved significantly, often leading to segmentations that are accurate enough for practical use. We believe
that these intelligent interactive segmentation tools can be used in many clinical applications.
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