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Abstract

Experiments have come to be a widely accepted and highly regarded method for political science research.

Randomization allows for well identified causal effects that are “internally valid” to the experimental setting.

However, political scientists are driven by asking big questions with broad impacts, and we are rarely able

to conduct the ideal experiment on a representative sample of the target population of interest. This leaves

open the question: under what conditions can we make inferences about the effectiveness of treatment

for a different population, one upon which we did not conduct our experiment. This problem of “external

validity” has seen increased attention in statistics and the broader social sciences as researchers and

policy makers wish to know the impact of interventions beyond the experimental sample. This chapter

examines the assumptions researchers must make in order to generalize their experimental findings and

the implications for how researchers should design experiments if they wish to maximize the generalizability

of their findings.
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1 Introduction

Experimental evidence holds a special place in the hierarchy of causal identification strategies–many would

argue the top spot. Randomized, controlled trials (RCTs, also referred to as experiments throughout the

chapter) are ideally suited for “descriptive causal inferences” (Shadish, Cook and Campbell, 2002)–they

help researchers understand the impact of a specific treatment on a certain outcome in a given context.

In the interest of knowledge accumulation and theory building, though, researchers are interested in un-

derstanding the extent to which their results extend beyond the specific individuals in, and setting of, their

experiment. Additionally, policy makers and practitioners need to know what the impact an intervention

might be when fully deployed on a population. These are questions about the generalizability of experimen-

tal findings. Whether or not RCTs, particularly individual experiments, are a valid tool for answering causal

questions outside the context of a given experimental context depends on a number of important assump-

tions. Generalizability of experimental findings requires researchers to consider the tensions between the

strong internal validity of experimental findings and the external validity of the results (McDermott, 2011).

What is meant by “generalizability” with regards to experimental findings? Researchers are typically

interested in two ways in which experimental findings might generalize. The first is how the results connect

to a broad theoretical understanding of the constructs represented in the study. The second the impact of

changes to the units, treatment, outcome, or experimental setting (Shadish, Cook and Campbell, 2002).

Understanding changes to these facets of an experiment helps a researcher make inferences about for

whom, and under what conditions, a treatment is most effective. As Shadish, Cook and Campbell (2002, p.

34) discuss, “[v]alidity is a property of inferences, it is not a property of designs or methods, for the same

design may contribute to more or less valid inferences under different circumstances.”

Questions of construct validity relate to changes in the constructs used as they relate to the broader re-

search question, such as how to define and operationalize “social pressure” in a Get-Out-The-Vote (GOTV)

experiment. Construct validity often presents itself under the the umbrella of issues related to measurement

(Adcock and Collier, 2001). The relationship between the measurement of treatments and outcomes and

the construct under study can impact the scope of applicability of experimental findings. Construct validity
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is not the focus of this chapter, but Section 7 provides a brief discussion.

Questions of how inferences are impacted by changes to units, treatment, outcome, time, or experi-

mental setting fall under the umbrella of external validity. For practitioners, external validity addresses the

question “would a policy maker arrive at a similar conclusion if the results of one experiment were projected

on to a new population or a new context?” Point estimates rarely have to be identical to existing estimates for

the result to have similar practical and statistical significance. In this decision-theoretic framework, Garcia

and Wantchekon (2010, 138) state, “[e]xternal validity is a matter of degree” and not a matter of recovering

an identical answer.2 The focus of this chapter, in particular, is on extrapolation to units outside of the con-

text in which the experiment was conducted. For example, will a GOTV mailer studied on individuals in an

urban location be similarly effective in for individuals in a rural location?

In the statistical literature on generalizability, methods primarily focus on point identification, and estima-

tion, of the population average treatment effect–or the effect of a specific treatment on a specific outcome

in a clearly defined target population.3 The focus in this chapter on external validity as it relates to changes

in units is not to prioritize the value of this type of generalizability, but rather to focus the discussion around

a situation in which researchers can gain leverage in estimating population effects. When it comes to

the equally important question to how changes in treatments, outcomes, and contexts impact population

inferences, different tools are required. Statistical adjustment of experimental findings places strong as-

sumptions on the version of treatment and the impact of experimental setting, and assumes that outcomes

are measured the same way, thus skirting issues of measurement error and construct validity. Section 7.2

discusses issues related to how the treatment is defined and administered4. The literature on surrogate

outcomes speaks to some aspects of generalizability of outcomes different from those studied in the exper-

imental setting (e.g. Athey et al. (2016)). See Blair and McClendon’s chapter in this volume for a detailed

discussion of theoretical and design considerations for cross-context studies.

Understanding when experimental results are robust to changes to the units5 under study requires the

2Another notion of generalizability is “constancy in direction” of the treatment effect, i.e. “that the sign of the causal relationship is

constant across levels of a moderator” (Shadish, Cook and Campbell, 2002, p. 90).
3Researchers have also developed methods that aim to bound, rather than point identify, treatment effects (e.g. Chan (2018)).
4Also see the chapter by Mutz in this volume for a discussion of generalizability of treatments.
5The focus here is on changes to units, but changes to treatment, outcome, or experimental setting require similar considerations
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use of “reasoned intuition” and theory on behalf of the researcher (Basu, 2018) since there is no one

experimental design that guarantees a generalizable inference. While there are clear advantages to RCTs

for scientific inquiry, it is important to consider the assumptions we make when we extrapolate beyond the

experimental setting. The hope is that, by understanding the necessary assumptions for causal identification

of population effects from experimental data, researchers can design their studies with generalizbility in

mind. As with any good experimental design, this necessitates that a researcher incorporate her knowledge

about causal processes to strengthen the viability of the inherently untestable identifying assumptions that

statements about external validity require.

The goal of this chapter is to provide an understanding, both theoretically and mathematically, for when

inferences about a population effect using experimental data are justifiable, and what threats make gener-

alization infeasible. The methods discussed in this chapter are applicable to all experimental methods, and

are not limited to lab, field, or survey experiments in particular. Each type of experiment may lend more or

less credibility to the necessary assumptions, and the advantages and disadvantages of each method for

the necessary assumptions are outlined. Estimating population effects involves many assumptions and de-

cisions by researchers. After a discussion of theoretical issues, this chapter provides methods for estimation

of population effects and concludes by providing a set of best practices and considerations for researchers

focused on generalizing their experimental findings to target populations.

1.1 Example

Before proceeding to a discussion of how researchers can generalize experimental findings, I outline a

simplified example to help provide intuition the process of estimating population effects. The example

mimics a common field experimental design, in which the researchers are limited to, or prioritize, certain

regions of a country. The example is based on the findings from Fearon, Humphreys and Weinstein (2009),

in which the authors are interested in studying the welfare impacts of civil war. In particular, they are

interested in studying community driven reconstruction (CDR) programs which “support the establishment

of new local institutions in order to promote social reconciliation.”

The authors conduct a community intervention in villages in Liberia intended to help foster democratic,

by the researcher.

3



Figure 1: Simplified example of a field experiment.

Internal
Displacement Region

Community
Trust

Si

Yi CDR

Data-generating process for the simplified CDR example. Note that “Community Trust” is the only moder-
ator, as it is the only variable that determines the size of the treatment effect. Levels of “Internal Displace-
ment” and “Region” show heterogeneity in effect size through their correlation with “Community Trust”.

community-level institutions for local public goods provision. They limit their experiment to northern Liberia,

which was the center of conflict during the first and second civil wars against Charles Taylor. The authors

note that one impact of the civil war was large internal displacement, with “85 percent of [surveyed] individ-

uals [...] displaced during the conflict and many [...] displaced multiple times,” (p. 288) which can impact

community cooperation through mechanisms such as community trust. This setup, in which field experi-

ments use a strict inclusion/exclusion criterion on a variable such as region, is common. However, as the

rest of the country was affected by the violence of the civil war, even if to a lesser extent, researchers could

ask the question “what would the impact of a CDR program be across individuals in the whole country?”.

Figure 1 simplifies the concerns outlined by Fearon, Humphreys and Weinstein (2009). In our example,

the villages are the unit level. Researchers limited the experiment to villages in the northern region, so we

show an arrow from Region to the sampling indicator Si , defined in the next section. They discuss a causal

pathway in which the number of internally displaced individuals in a village (Internal Displacement) af-

fects the overall community trust (Community Trust) in the village. As the war was concentrated differ-

entially in regions, we depict this as an arrow from region to internal displacement to community trust.

Community trust, a village level measure of social cohesion in the community, then moderates the treat-

ment effect by affecting both the baseline potential outcome as well as the village level treatment effect.

Internal displacement, a village level measure capturing the how many displaced individuals are in the vil-
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lage, and region exhibit treatment effect heterogeneity through their correlation with community trust, but

they do not structurally moderate the treatment effect.6 For simplicity, community trust levels are not directly

affected by region.

The goal is to draw an inference about the effectiveness of CDR across the whole country, which is

referred to as the target population. We allow our hypothetical country to have 2,000 villages, with half

located in the “north” region of the country, and half located in the “south” region. We will simulate internal

displacement such that 80% of northern villages have “High” internal displacement, whereas only 20% of

southern villages do. Finally, if a village has “High” internal displacement, they only have a 30% chance of

having “High” levels of community trust, whereas communities with “Low” internal displacement have a 90%

chance of having “High” levels of community trust. To mimic the design used by Fearon, Humphreys and

Weinstein (2009), we conduct an experiment in only the northern region, where we sample 100 northern

villages, and the CDR treatment is randomly assigned using complete randomization to 50 villages. We will

consider an outcome measured as dollars contributed towards to the community development projects (in

US Dollars). For simplicity, the only moderator of the village level treatment effect is community trust, where

the treatment effect is $75 for “high” trust communities and $0 for “low” trust communities. This corresponds

to an overall average treatment effect of $30 in the country, similar to the Fearon, Humphreys and Weinstein

(2009) results, where the average treatment effect was about $33, or about a 10% increase over the control

villages.

For the running example, we take one draw from this hypothetical data generating process. Our example

has 50 villages who receive the CDR treatment and 50 control villages. In the experiment we estimate a

sample average treatment effect of $16.40 (95% CI: [$-4.32, $37.12]) (recall the true population treatment

effect across the whole country is $30). Given the relationship between the treatment effect moderator, com-

munity trust, and the variable used in sample selection, region, the experiment understates the treatment

effect relative to the population. This is driven by the fact that, in the experimental sample, the distribution

for the treatment effect moderator, community trust, is unrepresentative of the full country. Northern regions

6If the researcher evaluated subgroup effects within levels of internal displacement or region, it would appear these variables

might moderate the treatment effect. Conditional on levels of community trust, there is no treatment effect heterogeneity with respect

to internal displacement or region, which is what I mean when I indicate they do not structurally moderate the treatment effect.
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have, on average, lower levels of community trust due to their higher rates of internal displacement. Only

about 20% of villages in the experimental sample from the north have high community trust, whereas our

hypothetical country, overall, has about 40% of communities with high community trust. Since the treatment

effect is larger among high trust villages, and the experimental sample is unrepresentative of the target

population on this moderator, the experimental sample understates the effect. The question is, then, how

do we make an inference about the effectiveness, on average, of CSP programs if they were implemented

across the entire country given we have only conducted the experiment in the northern region. We will

return to this example as we consider different adjustment methods for generalizing experimental findings.

2 Defining a Target Population

In order to discuss how generalizable the results of a study are, a researcher must first clearly define the

population to which she wishes to generalize her results. Without a clearly defined target population, the

estimand of interest, the population average treatment effect (PATE), cannot be articulated, much less esti-

mated. While a common critique of RCTs is that they lack external validity, this statement is only meaningful

once a target population has been clearly defined. As Lesko et al. (2017) states, “[g]eneralizability is a char-

acteristic of the relationship between results from a specific study sample and a specific target population,

not a characteristic of a study alone” and that “[s]tudy results may be generalizable to one specific target

population but not another.” Before considering the required assumptions for identifying and estimating

population effects, it is important that the researcher can clearly define a target population for which she

wishes to estimate an effect.

Ideally a target population is clearly defined and motivated by the primary research question. In our

CDR example, perhaps we wish to study the effect of the CDR treatment throughout the country. The

target population is then defined by the collection of all villages in the country. It is worth noting that broadly

defined populations are often very heterogeneous, which typically makes the identifying assumptions harder

to justify if the experimental sample is extremely unrepresentative of such a broad population. For example,

CDR effectiveness might vary across countries due to moderators other than community trust. These

moderators would need to both exhibit variation within the country in which the experiment is conducted,
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and they would need to be measured consistently across countries. In cases where the experimental

sample is highly unrepresentative of the target population, it may be advantageous to define a more narrow

target population on which valid inferences can be drawn, even if it limits the scope of the set of questions

that can be studied. Researchers must balance this tension between the desire to study a large population

and the resources required to do so (Tipton and Olsen, 2018).

Once the researcher has defined the target population, she will need to do extensive data collection on

this target population or obtain the data if it exists (e.g., from a census or other administrative records) in

order to estimate population effects. When administrative records are unavailable, such as for theoretically

important moderators, data for target populations can also be collected from well-designed random samples

or surveys of the target population (Buchanan et al., 2018). Some estimation strategies, such as calibration

methods, allow researchers to combine target information from multiple sources. Section 5 discusses the

data requirements for each estimation strategy for the PATE. Ultimately, estimation of the PATE will require

that key variables be measured, consistently, in both the experimental sample and target population. Sec-

tion 4 discusses how to select an appropriate set of variables for use in estimation of the PATE. Generally,

the data requirements are very stringent, with many common methods, such as inverse propensity score

weighting, relying on individual level covariate information.

3 Formal Framework

This section outlines a notational framework that clarifies the main concerns for generalizing experimental

findings and, in particular, point identification of the population average treatment effect (PATE). While

RCTs require minimal assumptions on behalf of the researcher to identify causal effects in the experimental

sample, generalizability of experimental findings requires assumptions that are similar to observational

causal inference.

Start by defining an infinite target population for which the researcher is interested in about drawing an

inference about the effect of a well-defined treatment on a well-defined outcome.7 Define a binary treatment

assignment indicator di ∈ {0, 1}, which takes the value 1 when a unit is assigned to treatment. We will put

7Some researchers consider a finite population, which necessitates adjustments to the variance estimators. See Chen and Kaizar

(2017) for a thorough discussion.
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aside concerns about compliance, and assume full compliance with treatment assignment.8

In order to draw an inference about the effect of the treatment in the target population, assume that

there are two data sets available–(1) a random, representative sample of the target population, and (2) an

experimental sample of trial participants, which is not necessarily a representative sample from the target

population. Finally, define a set of pre-treatment covariates Xi . Following Kern et al. (2016) and Buchanan

et al. (2018), define a sampling indicator, Si ∈ {0, 1}, where 1 indicates that a unit is in the experimental

sample, and 0 otherwise.9

Define Yi as the observed outcome of interest, measured without systematic error. Let Yi (s, d) denote

the potential outcome for unit i under context s (i.e. experimental sample or target population) and treatment

d . The first assumption for generalization is that the potential outcomes depend only on treatment status,

and not context, referred to as the “consistency of parallel studies” assumption in Hartman et al. (2015).

Assumption 1 Consistency of Parallel Studies

Yi (s, d) = Yi (s
′, d) = Yi (d) ∀s 6= s ′

Assumption 1 states that the potential outcomes for a unit, given treatment status, do not depend on

whether the unit is included in the experimental sample or not. There are many reasons that the experi-

mental setting could influence the potential outcomes–the treatment used in the experiment and the one

the researcher wishes to study in the target population are operationalized differently; there is a direct im-

pact of the experimental setting, such as through a Hawthorne effect; there are issues of construct validity;

there are spillover or general equilibrium effects; the effectiveness changes over time, and the researcher

wishes to know effectiveness at a future date; or a myriad of other potential mechanisms. A particularly

important concern for many field and lab experiments is that important treatment effect moderators may not

have variation in the experimental sample10. For example, if an experiment is conducted in a country with

an authoritarian regime, and the researchers wishes to extrapolate to a democratic country, Assumption

8Other chapters in this volume refer to random treatment assignment as zi and to di as the treatment received. By assuming full

compliance, zi = di ∀i , thus we refer to random treatment assignment as di in the case of full compliance.
9Some researchers assume that the experimental sample is a subset of the target population, e.g. Stuart et al. (2011). Concep-

tually the problem is similar, however different estimators than those discussed here are required.
10See discussion and example in Druckman and Kam (2011).
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1 would be violated if regime type moderates the treatment effect. A unit would have a different potential

outcome in the target population not necessary because of the new country of interest, but because of the

different regime type.

Implicit in this notation is the common stable unit treatment value assumption (SUTVA) (Cox, 1958;

Rubin, 1990), which states that the potential outcomes depend only on the treatment status of individual i ,

and not other individuals. See Aronow et al.’s chapter in this volume for a discussion of violations of SUTVA.

The consistency of parallel studies assumption is likely one of the easiest assumptions for researchers

to violate when generalizing their findings. The remainder of the chapter assumes that the researcher

has defined the treatment and outcomes in such a way that they match those of interest in the target

population. Section 7 contains a detailed discussion of how the treatment is defined, in particular, can

impact generalizability.

Next the researcher must determine her quantity of interest. How this estimand is defined depends on

the goals of the research agenda. Researchers can draw causal conclusions about the average effect of

treatment for those individuals included in the experimental sample. Randomization allows for identification

of the sample average treatment effect (SATE):

SATE = E[Yi (1)− Yi (0) | Si = 1]

where here we explicitly indicate the SATE as defined for those in the experimental sample, indicated when

the sampling indicator, Si , takes on the value 1. Unless the researcher has conducted her experiment on

her target population, then she requires a different estimand that captures the effect in the target population.

When researchers are interested in generalizing their findings, they are typically interested in studying the

population average treatment effect (PATE):

PATE = E[Yi (1)− Yi (0) | Si = 0]

where the expectation is taken over individuals in the target population, or those individuals where Si = 0.11

11Another common estimand is the policy relevant population average treatment effect on the treated (PATT). The PATT considers

the effect of treatment in the population among those units who are likely to receive treatment in practice, which captures the likely
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Assumption 2 Randomization within the RCT

{Yi (1),Yi (0),Xi}⊥⊥Di | Si = 1

As this chapter focuses on generalizing experimental findings, we next assume that researchers have a

known randomization scheme. Assumption 2 makes clear that the randomization scheme is known within

the experiment (by conditioning on Si = 1), but not necessarily known within the target population, where

self-selection of treatment is probable in most applications.

Generalizability, then, is statement of how the SATE relates to the PATE. There are some scenarios

under which the SATE will be the same as the PATE, namely if the experimental sample is a random sample

from the population; there is no treatment effect heterogeneity, even if the sample is not randomly drawn;

or the target population is defined as the experimental sample (Cole and Stuart, 2010). When treatment

effect heterogeneity is present, the researcher should be concerned about the relationship (or “alignment”)

between treatment effect moderation and how the experimental sample is drawn (Kern et al., 2016), which

determines how much bias may be present if using the experimental sample to naively estimate the PATE.

In our CDR example, bias will arise because Region, on which the researcher is selecting her sample, is

correlated with Community Trust, which impacts treatment effect heterogeneity.

The final necessary identifying assumption is that a set of observable variables Wi exists, and is mea-

sured in both the experimental and population data, such that:

Assumption 3 Existence of a Valid Adjustment Set

(a) Conditional Ignorability

Yi (1)− Yi (0)⊥⊥Si |Wi

(b) Positivity

0 < Pr(Si = 1 |Wi ) < 1

Assumption 3 (a) states that, conditional on the adjustment set Wi , treatment effect heterogeneity and

effectiveness of an intervention in practice. See Hartman et al. (2015) for a thorough discussion of identification of the PATT from an

RCT.
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the sampling indicator are conditionally independent.12 Assumption 3 (b) imposes a positivity conditional

on this set because if some values of the adjustment set are present in the target population but not in the

experimental sample, it is not possible to identify the PATE13. It is important to note, though, that overlap

is only needed for the adjustment set, not all pre-treatment covariates–a point we will return to in Section

4.1.1. In our example, this means that Assumption 3 (b) holds for internal displacement and community

trust, but not for region because southern regions were not included in the sample. Tipton (2013) and Kern

et al. (2016) show that non-parametric identification of the PATE is possible under Assumption 3.14

Wi is referred to in this chapter as an adjustment set as it is the set of variables that researchers must

adjust for to recover the PATE, typically by making the joint distribution of Wi in the experiment match that

of the target population. Egami and Hartman (2019) refer to a valid adjustment set, Wi , as a separating

set because, in graph terminology, it separates from the treatment effect moderators from the sampling

variables (i.e. it renders the treatment effect moderators conditionally independent of the variables that

determine sample selection). When a separating set is measured in both the target population and experi-

mental sample, I refer to it as a valid adjustment set.

There are always two possible adjustment sets Wi that can meet Assumption 3 if the variables are

measured in the target population. The first is the common approach in the literature, the sampling set,

which includes all variables related to sample selection. Identification of the PATE based on the sampling

set is widely used in the literature (e.g. Cole and Stuart (2010); Tipton (2013); Hartman et al. (2015)).

Estimation of the PATE using the sampling set typically involves inverse propensity score weighting using the

estimated sample inclusion probability. Another adjustment set that is commonly used is the heterogeneity

set, which includes all treatment effect moderators.15

12Stuart et al. (2011) and Hartman et al. (2015) assume that the joint potential outcomes, rather than the treatment effect, is

independent of the sampling mechanism.
13The researcher could change the definition of the target population to exclude those units who have no probability of being in the

sample to overcome this problem.
14For identification of the PATE, Assumption 3 can be reduced to mean independence. However, for data-driven estimation of a

valid separating set, discussed in Section 5.2, this stronger version of Assumption 3 is necessary.
15Due to the fundamental problem of causal inference, researchers can never know the true heterogeneity set without further as-

sumptions. Egami and Hartman (2019) discuss a “marginal separating set”, which renders the outcome Y to conditionally independent

of the variables in XS, which they show is a sufficient adjustment set for generalization.
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Looking at the data generating process in Figure 1, the goal is to adjust for a set of variables that will

make the treatment effect moderator, community trust, independent of the sampling variable, region. To

accomplish this the researcher could adjust for: Region (the sampling set), Community Trust (the hetero-

geneity set), or Internal Displacement (an alternative valid adjustment set), or any joint combination of

those three. It is important to consider adjustment sets beyond the sampling set and heterogeneity set when

variables in these sets are not measureable in the target population. For example, levels of community trust

(the heterogeneity set) might be easier to measure in the villages included in the experimental sample, but

infeasible to measure in all villages across the country, in which it case it would not be possible to use as an

adjustment set. In our example, region (the sampling set) cannot be used for adjustment because it violates

the positivity assumption in Assumption 3 (b). This is because southern villages have zero probability of

being in the experimental sample. This would mean that the researcher would to use internal displacement

for adjustment to estimate the PATE, and measure levels of internal displacement at the village level for

the entire country, which might be available from a governmental organization. In Section 5 I consider an

alternative scenario which includes southern villages, and show that under this scenario, region, i.e. the

sampling set, can also be used for generalization.

Under Assumption 3, conditional on values of W, the treatment effect is independent of the sampling

indicator. If we rewrite the PATE as a weighted mean of the subgroup effects defined by values W, with

weights determined by the population proportions of different values of W in the target population, then we

can identify the PATE16 as:

PATE =
∑
w

{
E[Yi | Ti = 1,Si = 1,Wi = w]− E[Yi | Ti = 0,Si = 1,Wi = w]

}
Pr(Wi = w | Si = 0) (1)

Equation 2 implies a straightforward way to estimate the PATE is with a plug-in estimator using a

weighted mean of subgroup effects within values of W = w, with weights determined by the probability

that W = w. Of course, this requires detailed information about the target population, coarsely defined

variables in W , and sufficient data so there are no levels of w that are not represented in the experimental

sample. Alternative estimation strategies for recovering the PATE are discussed in Section 5.

16See detailed proof in Egami and Hartman (2019)
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Readers familiar with the most commonly used identifying assumption in observational studies, selection

on observables, will see a similarity between the typical selection on observables assumption and Equations

3(a) and 3(b). This indicates that generalizability should be considered a type of observational causal

inference problem. Whereas selection on observables aims to make treatment independent of the potential

outcomes, conditional on an observable set of variables X, here we aim to make the difference in the

potential outcomes independent of the sampling mechanism conditional on observable covariates W (which

are also measured in the target population). We rely on randomization to render the potential outcomes

independent of treatment assignment within the experiment. Similar problems that affect observational

studies also affect generalization of experimental findings. As with observational studies, generalization

requires untestable identifying assumptions, and as with any observational causal design, the burden on

the researcher to justify those assumptions is high. The remainder of this chapter considers each of these

assumptions and their implications for applied researchers. See Titiunik’s chapter in this volume for a

detailed discussion of observational causal inference methods.

4 The Role of Sample Selection and Treatment Effect Moderation

Once the target population, treatment, and outcome are clearly defined in such a way to meet Assumption

1, a researcher can turn her focus to Assumption 3 and finding a valid adjustment set. Assumption 3 makes

clear that generalizability is affected by the relationship of sample selection and treatment effect moderation.

If there is no treatment effect heterogeneity then experimental results readily generalize because the effect

is the same in all samples. If there is heterogeneity, but it is statistically unrelated to sample selection, then,

again, the experimental results are easily generalizable. In essence, this is because important the distribu-

tion of the moderators is, in expectation, representative in the experimental sample. This section considers

two common ways of selecting variables to use in adjusting the sample to estimate the PATE–variables

that explain sample selection, and variables that moderate the treatment effect–and why these two spe-

cial cases of valid adjustment sets are so important. Of course, there could be numerous adjustment sets

that meet Assumption 3, and which make sample selection and treatment effect moderation conditionally

independent. Data driven methods for selecting covariates for adjustment are discussed in Section 5.2.
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4.1 Sample Selection

If an experiment can be conducted on a random sample of the target population, then it is easy to make

generalizable inferences about the target population from the experimental sample. In expectation, the

experimental sample will be representative of the target population, and thus estimates of the causal effect

will be representative of the population effect.17 Of course, it is not always possible for a researcher to

conduct her experiment on a simple random sample from the target population18. Political scientists typically

find themselves in one of two scenarios: (1) they have control over way the experimental sample is selected

or (2) they rely on an unrepresentative, or convenience sample.

When the researcher controls the sampling mechanism, adjustment using the sampling set to estimate

the PATE is straightforward and easily justifiable. For example, GOTV experiments in political science

are sometimes able to randomly sample from their target population, such as Fieldhouse et al. (2013)

which studies the effectiveness of impersonal mobilization campaigns using a stratified, clustered probability

sample of all electoral districts in two English elections. In essence, if the researcher conducts sampling

from the target population based on a set of observable characteristics (the sampling set)19, then she can

use the sampling set in estimating the PATE20, in this case the effectiveness of impersonal mobilization in

England. In this special case, the sampling set is known by design, and thus Assumption 3 will hold.

In practice, however, researchers seldom conduct their experiment on a random sample of the popula-

tion, and more often than not, there are unknown factors that contribute to the selection of the experimental

sample. In lab or survey experiments21, which often rely more heavily on convenience samples, the factors

affecting how units select in to the experimental sample are often opaque. See Krupnikov, Nam, and Style’s

chapter in this volume on convenience samples. Unknown sampling processes are common in experimen-

17This follows from a simple application of the law of iterated expectations over samples.
18There are exceptions, such as experiments conducted using the Time-sharing Experiments for the Social Sciences (TESS)

platform.
19In the case that the experimental sample is a simple random sample from the target population, the sampling set is empty, and

no adjustment is needed.
20See Miratrix et al. (2018) for a design-based estimator for the PATE in this setting.
21Survey experiments are typically subject to nonresponse, making them subject to many of the same potential biases as conve-

nience samples.
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tal political science, including lab, survey, and field experiments. For example, experiments conducted on

MTurk use pure convenience samples, online survey experiments may rely on curated online panels, and

even experiments such as the Congressional Cooperative Election Survey, which incorporate a form of

probability sampling, are still subject to non-random non-response. Of course, while field experimentalists

can sometimes exhibit a degree of control over which units are included in a sample, it is not always feasible

to randomly sample from the target population. For example, a researcher may be able to randomly sample

villages in a region of a country, but the region where the experiment is conducted is non-randomly chosen

based on convenience factors such as social and professional connections.

When the sampling process, or an aspect of the inclusion criterion, is not explicitly known and controlled

by the researcher then generalizability becomes a type of observational causal inference problem. Similar

to how much of observational causal inference relies on estimating the treatment propensity when it is not

controlled by the researcher, much of the literature on statistical estimation of the PATE relies on estimating

the sample inclusion propensity. When a the experimental sample is nonrandomly drawn, and the sampling

set must be assumed by the literature, then identification using the sampling set (such as through survey

weights) requires thorough discussion and justification by the researcher. Researchers must explain why

unobservable factors that impact sample selection are unlikely to induce bias. Appropriate falsification tests,

such as those discussed in Section 6, can help justify this strong assumption.

Recall that in our CDR example, where the sampling process is known, we randomly select villages with

equal probability within the northern region of the country, meaning the only variable related to sampling,

and thus in the sampling set, is Region. However, oftentimes there are unmeasured or unknown character-

istics related to self-selection in to the sample even when some inclusion/exclusion criteria are controlled by

the researcher. For example, perhaps within treated villages, individual villagers can opt-in to the training

then researchers may also need to control for variables related to this self-selection.

4.1.1 Transportability vs. External Validity

It is common for researchers to use strict inclusion/exclusion criteria for the experimental sample, due to

logistical or ethical concerns, in which certain units are assigned zero probability of being included in the

experimental trial. In our example, we only include villages in the northern region of a country, as Fearon,
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Humphreys and Weinstein (2009) did. In survey experiments, researchers may not be able to include

individuals who do not have a valid phone number available, or who lack reliable access to the internet.

Generalizing to units who have zero inclusion probability is referred to as an issue of “transportability”, in

which generalization is done to a target population that is distinct from the sample, or for which units have

a zero inclusion probability (Pearl, Bareinboim et al., 2014; Lesko et al., 2017).

A common concern is that the experiment cannot be generalized to units who have zero probability of

inclusion based on these criteria; however this is not strictly true. As is made clear by Assumption 3, the

positivity assumption need only hold for a valid adjustment set. If the sampling set places zero probability on

certain units for sample inclusion, then it cannot be used for generalization. There may exist, however, other

valid sets that could be used for generalization so long as sufficient variation on these variables exist in the

experimental sample–in our example the researcher could still adjust based on Internal Displacement or

Community Trust to recover the PATE.

Strict inclusion/exclusion criteria are problematic if variables that moderate the treatment effect are per-

fectly (or highly) correlated with sample selection, and thus do not exhibit any (or sufficient) variation in the

experimental sample. In our example, if the treatment effect was moderated by region, perhaps because

the northern region experienced more intense fighting than the southern region, making CDR programs

less effective, then experiments limited only to the northern region would not allow researchers to observe

this type of heterogeneity. Without villages included from the southern region there is no way to re-weight

the region subgroup effects appropriately.

Researchers should carefully consider whether the variables they are using for inclusion/exclusion crite-

ria are likely to directly impact treatment effect heterogeneity. If they believe that these are important direct

moderators, then they should include some positive probability for all units in order to identify the PATE.

Pearl, Bareinboim et al. (2014) provide an in-depth discussion of the issue of transportability.

4.1.2 Survey Weights and the Sampling Set

In practice, many researchers rely, implicitly or explicitly, on the sampling set when they use survey weights

for estimating the PATE. Survey weights are typically constructed to address differential sampling proba-

bility and non-response in order to achieve a “representative sample” of the target population, and do not
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specifically consider treatment effect moderation. Adjusting for these sampling variables, which may or may

not be closely related to heterogeneity, may help with identification, but can also come at the cost of a loss

of precision.

In fact, whether or not high-quality, generally representative survey experiments should employ survey

weights has come into question. Miratrix et al. (2018) find that surveys that recruit representative panels

of individuals of the American electorate, such as those used for the Congressional Cooperative Election

Study (CCES) may not benefit22 from the use of survey weights when estimating the PATE. If the sampling

mechanism (and thus the survey weights) is not highly correlated with treatment effect heterogeneity, then

the increase in variance may not be worth the bias reduction of weighting (Miratrix et al., 2018). In survey

experiments in American politics, in particular, there is evidence that there is not a large amount of treatment

effect heterogeneity related to sample selection, meaning even experiments conducted on convenience

samples such as MTurk appear to replicate in high quality, representative surveys such as the Time-Sharing

Experiments for the Social Sciences (TESS) which rely on probability samples of the American public

(Coppock, Leeper and Mullinix, 2018).

Miratrix et al. (2018) provide a thorough discussion of the use of survey weights in estimation of the

PATE. They indicate that if a meaningful discrepancy exists between the SATE and PATE estimates, re-

searchers should look for treatment effect heterogeneity and consider possible weight misspecification. If

no meaningful difference exists and there is no evidence of significant heterogeneity, they suggest the SATE

is probably a sufficient estimate for the PATE. If the weights are misspecified (such as when they do not

properly account for all variables related to sampling), and there is evidence of heterogeneity in the treat-

ment effect, then the SATE could be a poor approximation of the PATE. Of course, how generalizable any

given experiment is will depend on the researcher’s assumptions about the sampling mechanism and how

much can be accounted for through survey weights.

4.2 Treatment Effect Moderation

Non-representative samples only impact generalizability inasmuch as the sample inclusion propensity is

related, or aligned, to treatment effect moderation (Kern et al., 2016). In the simplest case, imagine that

22Here benefit is in term of mean squared error.
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the true treatment effect were constant and additive. In this case, any convenience sample would recover a

generalizable result without any further adjustment (because the effect is constant, and therefore the same

in all samples).23 This is why it is the relationship between moderation and sampling that is key to making

an inference about the effect in the target population.

As a first pass for determining if experimental results are generalizable, researchers should systemat-

ically investigate treatment effect moderation. Numerous methods now exist for exploring treatment effect

heterogeneity (see the chapter by Ratkovic in this volume for a detailed discussion of subgroup analysis).

These methods can help researchers articulate and understand the heterogeneity set, which can be used

for estimating of the PATE if Assumption 3 holds. During the design stage, researchers want to ensure that

there is sufficient variation on likely moderators. Typically, which moderators researchers want to focus on

will be driven by strong theory (Wilke and Humphreys, 2019).

In the presence of no treatment effect heterogeneity, results are more readily generalizable. It is impor-

tant to be careful when concluding there is limited heterogeneity, particularly if there are few moderators

measured in the experimental sample, or if there is insufficient power to detect heterogeneity. Similarly,

there may be experimental context correlates that do not vary within the experimental sample, but which are

important moderators in the target population. While it is unlikely that treatment effects are truly constant,

if the heterogeneity in the effect is small relative to the main effect, then the bias in a non-representative

sample will likely be small.

Whereas researchers can, conceivably, control sample selection, and thus know the sampling set is

a adjustment set for identification of the PATE, they can never control treatment effect moderation. While

strong theory can provide credence to a heterogeneity set that can be used for adjustment, it is impossible

for a researcher to know, definitively, that they have included all effect modifiers. For this reason, adjust-

ment made on treatment effect modifiers should be carefully defended by researchers. Validation through

replication can also be used to justify adjustment by the heterogeneity set (Garcia and Wantchekon, 2010).

Recall that in our CDR example, the treatment effect is moderated by the Community Trust variable,

with larger effects among villages with “High” community trust and no effect among communities with “Low”

23Ding, Feller and Miratrix (2016) provide a randomization inference method to non-parametrically test for the existence of treatment

effect variation, including unexplained variation.
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community trust. This means that the heterogeneity set includes only the Community Trust variable. To

identify the PATE, the researcher needs to estimate the subgroup SATE within the low- and high-trust

groups, and weight those estimates by the proportion of low- and high-trust villages in the country. Even if

the researcher limited her experiment to only the northern region, so long as the villages exhibit variation

on the Community Trust variable, then the PATE can still be identified and estimated.

5 Implementation and Estimation

As mentioned in Section 2, estimation of the PATE requires detailed knowledge about the target population.

When individual, or strata, level data is available, the sample analog to Equation 2 can be used to estimate

the PATE using direct adjustment (Rosenbaum, 1987). The difference-in-means within subgroups of the

adjustment set W are weighted by the population proportions of those subgroups. Formally, the PATE can

be estimated using post-stratification as

P̂ATE ps =
∑
w

{
ŜATEw

}
Pr(Wi = w | Si = 0) (2)

where ŜATEw is the typical difference-in-means estimator within strata w. A conservative standard error

can be estimated as a weighted version of the strata level Neyman variance estimators

ŜE (P̂ATE )ps =

√∑
w

ŜE (ŜATEw )(Pr(Wi = w | Si = 0))2 (3)

where ŜE (ŜATEw ) is the typical Neyman variance estimator within strata w (Tipton, 2013). Lunceford and

Davidian (2004) show that the stratification estimator is asymptotically normal, justifying typical confidence

intervals.

In the CDR example, there are two valid adjustments sets that meet Assumption 3, assuming all

variables are estimated in the target population24 that can be used for estimating the PATE with direct
24There is some slippage between the definition of the target population in Section 3, where the experiment and target population

are separate data sets, and our example, where the experimental units are a subset of the target population. One way to overcome

this is to stack the full country data set over the experimental data set. Slight modifications would need to be to IPSW estimators,

which are not used in this analysis.
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adjustment–Community Trust (the sampling set) and Internal Displacement (which also meets the re-

quirements of Assumption 3). We cannot adjust by Region because we exclude all villages in the southern

region, violating the positivity assumption (Assumption 3 (b)). In practice, by excluding this region, we can-

not estimate a subgroup effect in the southern region to use in the estimation in Equation 2. Even though

positivity does not hold for region, it holds for community trust and internal displacement, both of which

have two levels (“High” and “Low”) that are both represented in the experimental sample (and thus we can

estimate subgroup effects for each variable). Since both variables also make the treatment effect and the

sampling indicator conditionally independent, both community trust and internal displacement are valid ad-

justment sets. Recall that the SATE estimate is $16.40, which is about half the true population PATE of

$30.

Table 1: Subgroup Estimates within the Experiment in CDR Example

Estimate ($) Std. Error Population Proportion

Levels of Community Trust
High 75.43 3.45 0.4
Low 1.04 1.04 0.6

Levels of Internal Displacement
High 56.60 20.36 0.5
Low 2.94 2.94 0.5

Table 1 presents the subgroup estimates and population proportions for levels of community trust and in-

ternal displacement. The subgroup effects are estimated within levels of the adjustment variable (presented

in the “Estimate” column). The PATE estimate is calculated, using Equation 2, as a weighted mean of the

subgroup effects (column 1), weighted by the population proportion (column 3). For example, adjusting for

Community Trust, we find that the PATE estimate is ($75.43 × 0.4) + ($1.04 × 0.6) = $30.80. Similarly, ad-

justing for Internal Displacement, we get a PATE estimate of ($56.60× 0.50)+ ($2.94× 0.50) = $29.77. In

this example, the true PATE is $30, so adjustment by either internal displacement or community trust results

in estimates much closer to the truth than the SATE estimate.25 Standard errors for the PATE estimates are

calculated analogously using Equation 3. PATE estimates are presented in Table 2.

25If the population proportions of the interaction of Community Trust and Internal Displacement are available to the researcher,

then adjusting for both variables is also a valid adjustment set. When stratifying on many variables, empty cells in the experimental

population often quickly become a problem.
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Table 2: PATE Estimation in CDR Example

Estimate ($) Std. Error 95% CI

SATE (Unadjusted) 16.40 10.57 [-4.32, 37.12]
PATE (Adjusted by Community Trust) 30.80 1.75 [27.36, 34.24]
PATE (Adjusted by Internal Displacement) 29.77 10.79 [8.62, 50.93]

Table 3: Simulation Results using different Adjustment Sets for Estimating the PATE

Estimator Bias Standard Error Coverage

Sampling conducted excluding southern villages
SATE (Unadjusted) -13.41 7.96 0.78
PATE (Adjusted by Community Trust) 0.06 1.31 0.99
PATE (Adjusted by Internal Displacement) -0.20 10.72 0.95

Sampling conducted including southern villages
SATE (Unadjusted) -8.17 7.78 0.92
PATE (Adjusted by Community Trust) 0.04 1.07 0.99
PATE (Adjusted by Internal Displacement) -0.22 7.74 0.98
PATE (Adjusted by Region) -0.22 10.49 0.98

While our CDR example in Table 2 shows the impact of adjustment of on one realization of our hypo-

thetical experiment, it does not guarantee that, in expectation, adjustment will estimate the PATE without

bias. We turn now to repeated simulations from the data generating process described in Section 1.1 to

show that the PATE can be estimated without bias using different adjustment strategies. Table 3 presents

simulation results for estimating the PATE using different adjustment sets across 2,000 simulations. In the

first three rows, sampling is done only in the northern region, as described in Section 1.1, making the only

valid adjustment sets Community Trust and Internal Displacement. As can be seen, adjusting for either

community trust or internal displacement results in unbiased estimates of the PATE, although adjusting for

Community Trust has a lower standard error, in this case because it adjusts for a variable that is more

highly correlated with the outcome.

For the simulation results the the remaining four rows, 25 southern villages are sampled in addition

to 100 northern villages, thus making southern villages underrepresented in the experimental sample but

maintaining positivity for all villages. In this case, the bias of the SATE is less than when strict exclusion

criteria are placed on region. This also means that Region can be used as an adjustment set for the PATE,

and as can be seen, adjusting for this sampling set also results in unbiased estimates of the PATE, although,

as it is the variable with the lowest correlation with the outcome, it also exhibits the highest standard error.
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5.1 Alternative Estimators for the PATE

Post-stratification, or direct estimation, is often not feasible in finite samples. If the number of variables

that a researcher needs to control for is large, or if any of the variables are continuous, then alternative

estimators are necessary for recovering the PATE. There are two common ways that researchers approach

estimation of the PATE: through weighting or projection.

Inverse propensity score weights (IPSW) (Cole and Stuart, 2010; Kern et al., 2016; Buchanan et al.,

2018) are commonly used to estimate the PATE. When researchers have individual level data that includes

the sampling indicator as well as information for W in the target population and the experimental sample,

researchers can estimate the propensity to be included in the experimental sample. Once researchers

estimate the propensity of being included in the sample, the PATE can be estimated as (Cole and Stuart,

2010):

P̂ATEweighted ≡

∑
i∈Si=1 ŵipiDiYi∑
i∈Si=1 ŵipiDi

−

∑
i∈Si=1 ŵi (1− pi )(1− Di )Yi∑
i∈Si=1 ŵi (1− pi )(1− Di )

, (4)

where pi ≡ Pr(Di = 1 | Si = 1,Wi ) is the known probability a unit is assigned to treatment within the

experiment. The inverse propensity score weights, ŵi , are estimated as

ŵi =


1

P̂r(Si=1|Wi )
× P̂r(Si=0|Wi )

P̂r(Si=0)
if Si = 1

0 if Si = 0

where the usual inverse propensity score weight is adjusted by P̂r(Si = 1 | Wi ) to account for the fact that

the PATE here is defined only for Si = 0 (Egami and Hartman, 2019).

Most researchers estimate P̂r(Si = 1 | Wi ), the sample inclusion propensity given W, using a logit,

however alternative methods such as covariate balancing propensity scores (Imai and Ratkovic, 2014) or

other flexible modeling methods may be more appropriate. Another common approach is to stratify the

propensity score based on quantiles and use the post-stratification estimator on these quantiles (Tipton,

2013). This estimator reduces the dimensionality of the problem and is simple to implement when the

propensity score can be estimated in the target population. In the case of extreme weights, researchers
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might wish to use Hájek style estimators or to trim the weights (Lee, Lessler and Stuart, 2011). These

estimators will often result small increases in bias but large precision gains.

Much as with inverse propensity score weighting, researchers typically use standard statistical software

to estimate the Horvitz-Thompson finite variance assuming that the weights are known, and thus not ac-

counting for the uncertainty in weight estimation. Buchanan et al. (2018) show that the inverse propensity

score estimator is distributed asymptotically normal, justifying typical confidence intervals. They also note

that intervals constructed assuming that the weights are known are typically conservative. The most appro-

priate variance estimator depends on if the target population is assumed to be finite or infinite. If the target

population is assumed to be infinite, the estimators need to account for variability in the covariates used for

constructing weights. See Chen and Kaizar (2017) for a thorough discussion of appropriate standard error

estimators, including analytical and bootstrap methods.

Many times researchers do not have individual level data for all variables in W in the target population. In

this case, calibration, or balancing, weights can be constructed. Calibration weights are constructed so that

the weights meet a set of population moment constraints, thus making the experimental match the popula-

tion on key characteristics. See (Caughey et al., 2020) for a thorough introduction to calibration weighting,

including practical considerations. Common forms of calibration are post-stratification and raking26, which

correspond to different loss functions for the weights (Deville and Särndal, 1992). Calibration has known

bias reduction properties, in this case if the sampling propensity or the treatment effect heterogeneity are

linear functions of the covariates, or transformations thereof, used to construct the population moments

(Särndal and Lundström, 2005; Zhao and Percival, 2017). Calibration weights can be used to estimate

P̂ATEweighted .

An advantage of calibration weighting is that researchers can combine information about the target

population from disparate data sources. For example, a researcher may have individual level information

about the target population on a subset of characteristics in W, but only have population means for the

remaining variables in W. The population moment constraints can be constructed using strata proportions

from the individual level data and the population means from the secondary data source, leveraging the

26Raking is also referred to as (maximum) entropy weighting or iterative post-stratification.
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advantages of both post-stratification and weighting. Särndal and Lundström (2005) show that bias is

reduced when the true outcome or the true sampling propensity is a linear function of W. While this

stronger assumption is necessary to estimate PATE without bias, the researcher can estimate weights using

a much richer adjustment set W than might be feasible with IPSW or projection methods. Standard software

can provide standard error estimates for calibration weights, and Deville and Särndal (1992) discuss the

justification for the use of the normal approximation for confidence intervals.

Finally, if researchers have individual level data about their target population, they can also use projection

methods for estimating the PATE. The researcher must first flexibly model the treatment response curve in

the experiment, controlling for W, and project this response model on to the target population. In this case,

the PATE is estimated as:

P̂ATE proj =
∑
w

{
Ê[Yi | Ti = 1,Si = 1,Wi = w]− Ê[Yi | Ti = 0,Si = 1,Wi = w]

}
Pr(Wi = w | Si = 0)

In essence, researchers estimate the individual level treatment effect, by estimating the unit level poten-

tial outcome under treatment and control, using the experimental data. These estimates are then projected

on to the target population by finding the predicted unit level treatment effect for each individual in the target

population, given their covariate distribution; the PATE is estimated by averaging over these predictions.

This approach is less common in the current literature than the weighting estimators, and more work is

needed to understand their statistical properties. There are many methods for modeling the treatment re-

sponse curve in the experimental data, including BART (Chipman et al., 2010; Green and Kern, 2012; Kern

et al., 2016; Hahn, Murray and Carvalho, 2017), recursive partitioning (Athey and Imbens, 2016), causal

random forests (Wager and Athey, 2018), and Bayesian Lasso methods (Ratkovic and Tingley, 2017).

How should a researcher decide which approach to use to estimate the PATE? The best estimation

method will depend on context and data availability for the adjustment set. Table 4 presents some common

types of data that a researcher might have about her target population. Post-stratification requires discrete

or coarsened variables. If these data are available at the individual level, it can be aggregated up to the

strata level, and units from strata in the target population must be present in the experimental sample.

When a researcher has individual level data that contains continuous variables or there are empty strata
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Table 4: Estimation with Common Population Data Types

Data

Post-
stratification/

Direct
Estimation

Inverse
Propensity

Score
Weighting

Calibration Projection

Discrete, or coarsened, individual level data X X X X
Sparse or continuous individual level data X X X

Aggregated population data

requires
information

at strata
level

X X

in the experimental sample that make post-stratification infeasible, then she can estimate propensity score

weights, assuming the correct function form for the propensity score. Recent advances for flexible, data-

driven methods for propensity score estimation may reduce reliance on a researcher to specify the correct

functional form. Finally, when a researcher lacks individual level information about the target population,

calibration methods such as raking may be the only feasible estimation technique, even if they impose

strong assumptions for bias reduction. Projection techniques, in which the researcher models the response

surface in the experiment and projects on to the target population, typically require individual level data.

Projection methods typically impose strong modeling assumptions, such as correct functional form, which

may be stronger than those necessary for weighting techniques.

5.2 Data-Driven Adjustment Sets

While researchers may have a strong theory to drive selection of an adjustment set, treatment effect mod-

eration and sample selection are typically complicated, unknown processes. Many variables that are of

theoretical importance cannot feasibly be measured in the target population, often making adjustment us-

ing the sampling set or heterogeneity set impossible. It is common for researchers to simply adjust for

all variables that are measured in both the experimental data and the target population and assume this

comprises a valid separating set, often assuming they account for the sampling set. In practice, though, it

is common for important variables related to sample selection to be unmeasured in the target population,

which leaves researchers in a difficult position where they must assume that the whole sampling set is

measured, or not proceed with estimation of the PATE.
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Data-driven methods can aid researchers in estimating which adjustment sets are sufficient for general-

ization of the experimental results, especially when theoretically important variables can be measured in the

experimental sample even if they cannot be measured in the target population. Egami and Hartman (2019)

discuss a data-driven technique for estimating separating sets using only data collected in the randomized

trial and which allows for constraints on what variables can be measured in the target population. The

standard, albeit strong, assumption typically used in the literature is that researchers can correctly specify

and measure all the variables that are part of the sampling set. This means the researcher must have de-

tailed knowledge, through theory or design, about how the experimental sample was selected. Egami and

Hartman maintain the assumption that the sampling set is known, although it only need be measured in the

experimental sample. Additionally, they allow users to specify which variables are measurable in the target

population. The algorithm then returns valid adjustment sets that are measureable in the target population.

The method estimates an undirected graph, and uses this graph to find a set of variables that make the

sampling variables (specified by the user) and the outcome variable conditionally independent. Any of the

sets the algorithm returns can be used with weighting or projection methods in estimation. In the case that

there is no set of variables that makes the sampling variables and the outcome conditionally independent,

researchers can infer that generalization is not feasible given the variables they can measure in both the

experiment and target population.

For example, in political surveys in the United States, baseline political interest is likely a key driver of

response to a survey (Brehm, 1993). However, the distribution of this theoretically relevant variable is un-

known in the general population.27 The method in Egami and Hartman (2019) suggests that researchers

should still measure political interest in the experimental sample, and the algorithm will return a valid adjust-

ment set, subject to the constraint that political interest is unmeasureable in the target population, should

one exist. If there is no way to disentangle political interest and the outcome, then generalization may not

be feasible.
27Sometimes estimates of these variables, such as political interest, are available from nationally representative surveys. However,

these estimates often rely on survey weights, which impose additional assumptions for identification. Additionally, if researchers use

external surveys to construct a target population, the uncertainty in the distribution of the auxiliary variables should be propagated

through to the variance estimate.
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A clear implication of these results is that researchers need to collect information related to both treat-

ment effect moderators and variables related to sample selection in the experimental sample. Using pilot

studies to explore possible adjustment sets may help limit the number of variables that need to be collected

in the full trial. Collecting data in the target population is often costly. Since the method can find many valid

adjustment sets, if they exist, the a researcher can choose an adjustment set to use subject to her cost

constraints.

6 Placebo Tests and Validation

Section 3 discussed the necessary assumptions for identification of the PATE. While randomization in the ex-

perimental trial can be controlled by the researcher, the rest of the assumptions cannot be directly tested.28

Much as in any observational causal design, researchers should use falsification tests to provide credi-

bility to their identifying assumption. For example, researchers can conduct balance tests to test if their

adjusted sample is representative of the target population based on pre-treatment covariates X.29 While

these balance tests do no prove that Assumption 3(a) holds, they can provide evidence that the data are

consistent with the identifying assumptions. Balance on more covariates between the adjusted experiment

and the population provides stronger evidence in favor of the assumptions, particularly if the covariates are

not used in the adjustment step. The statistical tests should be structured with a null hypothesis that the

data are inconsistent with the identifying assumptions (Hartman and Hidalgo, 2018).

More importantly, though, in some designs, where researchers have the outcome measured in the

population, either among the treated or the control units, a placebo test can be used to provide stronger

evidence for the credibility of the identifying assumptions. Hartman et al. (2015) discuss identification of

the Population Average Treatement Effect for the Treated, a policy relevant estimand that captures the

treatment effect in the population of individuals who are likely to receive the treatment in practice. One

way to think of this is to define the target population as those individuals who actually receive treatment in

28If the experimental sample is chosen by a process controlled by the researcher, then Assumption 3 can be met by design.
29This tests the conditional independence assumptions, much like in observational causal inference methods such as matching. In

this case, researchers should compare the adjusted distribution of X in the sample to the population distribution of X. The adjusted

distribution is usually estimated using weighting or a projection method. See section 5.
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practice. A natural placebo test exists which compares the mean adjusted experimental treated outcomes

to the mean true population treated outcomes. If a valid adjustment set has been used, and Assumption 1

holds, then these two means should be the same, within some error from statistical uncertainty. Difference

could indicate failure of any of the identifying or estimation assumptions. Stuart et al. (2011) describe a

similar placebo test that can be conducted on the adjusted control outcomes when researchers do not have

outcomes collected among the population treated.

Another approach to validation is through the use of replication. Where possible, researchers should

make generalizability a part of their research program. Garcia and Wantchekon (2010) discuss the use of

replication (the robustness approach) to validate the generalizability of results. An alternative they discuss

is the analytical approach, which tests for robustness of causal mediators and moderators across contexts

settings. This can improve the external validity of findings through understanding of the actual phenomena

under study. As they note, “our point is not that external validity ought to be the only goal of science; rather,

our claim is that the best way to test external validity is to test predictions out of sample. Different goals

require different tests” (p. 11).

Incorporating generalizability in to a research program can greatly improve the external validity of a

study. The Metaketa initiatives of the Evidence in Government and Policy (EGAP) group (e.g. Dunning

et al. (2019)) are an example of how coordinated experimental design can help validate the external validity

of a study. As mentioned, see the chapter in this volume by Blair and McClendon for a thorough discussion

of how coordinated experimental design can improve generalizability.

7 Further Considerations

This chapter made strong assumptions about construct validity of the treatment and outcome. Additionally,

the version of treatment under study is assumed to be the same in the experimental sample and the target

population. Each of these assumptions is a topic of study in their own right. The following sections briefly

discuss how issues surrounding construct validity and the definition of treatment affect generalizability with

brief recommendations for further study for researchers.
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7.1 Construct Validity

As Shadish, Cook and Campbell (2002) emphasize, researchers ultimately study “specific instances of

units, treatments, observations, and settings”; that is they study a specific operationalization of a treatment

and outcome on units in the experimental sample under a certain experimental implementation and set-

ting. The primary research question is also driven by a particular person, setting, treatment, and outcome

construct. Construct validity deals with the slippage between the particular instances and measurements a

researcher uses in the experiment and the constructs she wishes to study. A construct that is too broadly,

or poorly, defined can lead to incorrect inferences. Construct validity is of vital importance, as it can impact

the internal validity of a study by affecting the interpretation of the results as well as external validity.

A theoretical understanding of constructs is necessary in order for a researcher to provide a meaningful

interpretation of results. Garcia and Wantchekon (2010) discuss an example in which Wantchekon (2008,

138) studies the “impact of informed campaigns on voting behavior” and note that generalization of this par-

ticular experiment requires that the researcher be clear about “what the theoretically relevant attributes of

a campaign are that make it an informed campaign, the idea being that campaigns sharing these essential

features would have the same causal effect ceteris paribus.” Construct validity can be affected by issues of

“information equivalence” in a treatment, as discussed in Dafoe, Zhang and Caughey (2018), where manip-

ulating one attribute in a treatment leads subjects to simultaneously update beliefs about other attributes,

leading to a compound treatment. Research has also shown the impact of a respondent’s pre-treatment

knowledge and experiences on the interpretation of survey experimental results (Gaines, Kuklinski and

Quirk, 2007; Dafoe, Zhang and Caughey, 2018). Pre-treatment experiences can impact interpretation of

experimental findings both inside and outside of the lab setting (Druckman and Leeper, 2012).

It is no surprise that researchers may encounter issues of construct validity through the measurment of

outcomes. This problem has been widely known in psychometrics (Cronbach and Meehl, 1955) and has

a long history in political science (Carmines and Zeller, 1979). Adcock and Collier (2001) provide a thor-

ough framework for “discussing conceptualization, measurement, and validity” that helps both qualitative

and quantitative researchers communicate about and address problems of measurement validity, including

construct validity. They discuss three methods for validation, including content validation, which evaluates
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the adequacy of the content of a measurement; convergent/discriminant validation, which addresses the

shared variance of different operationalizations of an measurement; and nomological/construct validation

which considers additional aspects of measurement validity not captured by discriminant validation.

The first step to addressing construct validity suggested by Shadish, Cook and Campbell (2002) is the

same as for generalization: researchers must clearly define the persons, setting, treatment, and outcome

they wish to study, both in the trial and in their target population. Without a clear definition of these factors,

a researcher cannot articulate a clear quantity of interest, much less attempt to make a statement about

its size or sign. Within a research agenda, a researcher may need to iterate until the specific instances

used in the experiment most closely match the main constructs driving her research agenda. This could

include testing specific variables suggested by theory to moderate or mediate an effect, as discussed in the

analytical approach proposed by Garcia and Wantchekon (2010).

At the end of the day, deep theoretical knowledge of constructs can help inform experimental design

and aid in generalizability and external validity. Constructs need to be defined in such a way that they

are neither too broad, nor too narrow. The brief discussion here does not begin to address the larger

literature on construct validity. Shadish, Cook and Campbell (2002) provide a thorough treatment of issues

of construct validity (see Chapters 1 and 3) and ways to address some of the primary concerns.

7.2 Defining the Treatment

As Assumption 1 makes clear, point identification of the PATE requires strong assumptions on how the ver-

sion of treatment administered in the experiment relates to the treatment of interest in the target population,

specifically that they are the same. There is often slippage, however, between the specific operationalization

of treatment studied in the experimental setting and the treatment of interest in the broader population. See

the chapter by Mutz in this volume for a discussion of generalizable treatments. In particular, she discusses

forms of generalizability that extend beyond point identification of the PATE Ultimately, the researcher is

best suited to defend this assumption through careful design and theoretical considerations.

Different operationalizations, or versions, of treatment can greatly impact whether or not a result ex-

tends from one study to another. In their 2009 study, Björkman and Svensson (2009) conducted a random-

ized field experiment and found that localized NGOs can work with communities to hold their local health
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providers accountable for performance which leads to increases in healthcare utilization and outcomes. In

Raffler, Posner and Parkerson (2018), the authors closely replicate this “Power to the People” bottom-up

accountability study. While they find positive impacts on treatment quality and patient satisfaction outcomes,

the authors fail to replicate some of the original key findings for effects on health care utilization and health

outcomes. In discussing why the results may differ, they discuss a few ways in which the treatment differed–

including that the community based organizations that implemented the original study had strong ties and

history with many of the communities in the experiment, whereas the new study used partners who had not

worked in the villages in the experiment before30. Additionally, the original study used a two-and-a-half day

intervention whereas the replication used a half-day intervention.

If viewed as a problem of generalizing from the original study to the new study, the failure to replicate

could be seen as a failure of Assumption 1 in that the potential outcomes in the original study are different,

even under the same conceptual treatment, or construct, from the new study due to the difference in the

operationalization of treatment. These types of concerns are typical of those that researchers face when

considering generalization–that the intervention, and thus the potential outcomes in the target population,

may be slightly different than in the experimental setting. If there are direct effects of partner organizations,

such as the familiarity of the CBOs in the communities in the in the original “Power to the People” study, for

example, generalization becomes difficult if those partner organizations are not similar to the organizations

that would implement a policy in a broader population. This example speaks to the difficulty of defining

“generalizability”, and the importance of clearly articulating the treatment of interest.

In addition to how the treatment is operationalized, Assumption 1 can also be violated by differential

patterns of compliance. Causal mediators which behave differently in different settings, or different media-

tors are present in different settings, can also cause problems. For example, if compliance with treatment

is different in the experimental setting than in the target population setting, the potential outcomes would

30The authors state that “It is possible, therefore, that the CBOs’ prior work in the P2P [Power to the People] treatment areas

bolstered the intervention’s impact, either through the social connections that [community based organization] members had fostered

with the community (which made their mobilization efforts more effective and potentially increased community membersâĂŹ confidence

that they could sanction underperforming health providers) or due to the health-related programming they had undertaken prior to the

P2P intervention (which laid the groundwork for the programming in P2P)” (Raffler, Posner and Parkerson, 2018, pg. 28).
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depend on setting, and therefore violate Assumption 1.31 It is also important to clearly define what inter-

vention “control” units receive, as well, to ensure that the contrasts the experiment studies are comparable

to those found in the population (Cook, 2018).

If a researcher’s primary concern is to obtain an externally valid result, then she should address con-

cerns about the definition of treatment in the design of her experiment, where the treatment should be

structured to align as closely as possible to the treatment of interest in the population. There is a large liter-

ature in medicine and education on explanatory versus pragmatic experimental designs where the former

aims to prove efficacy of a treatment in a controlled environment whereas the latter aims to study the impact

of a treatment as it is administered in routine practice (Schwartz and Lellouch, 1967).

Pragmatic designs, which mimic real-world implementations of a treatment32, are often considered more

generalizable as they tend to use weaker inclusion/ exclusion criteria, use status quo controls, and, impor-

tantly for Assumption 1, are less likely to use a strict protocol for treatment administration. For these

reasons, researchers interested in generalizable findings should consider pragmatic designs. Thorpe et al.

(2009) have constructed a pragmatism index (PRECIS) that helps researchers make pragmatic design de-

cisions that answer the question “Does this treatment work under usual conditions?”, which will improve

generalizability of the results.

Different types of experiments may be better able to implement realistic versions of treatment. Field

experiments are often better suited for implementing pragmatic, or “realistic” treatments, whereas lab ex-

periments are often better suited for explanatory designs since researchers can exhibit a high degree of

control over the experimental setting and treatment.

8 Conclusion

Randomized, controlled trials are an important tool in the causal inference toolkit. However, interpretation

of experimental results requires care on the part of the researcher, especially when extrapolating results

beyond the specific experimental setting in which the trial was conducted, as generalization requires strong

assumptions. This chapter has outlined the assumptions necessary identifying population average treat-

31See Glynn’s chapter in this volume for further reading about causal mediation.
32This is related to the concept of “mundane realism” (see chapter by Mutz in this volume.

32



ment effects, methods for estimation of those effects, and the implications for researchers as they design

experiments with generalizability in mind.

If a researcher is interested in a generalizable result, then it is in her best interest to design her study

in such a way to further this goal. First and foremost, the target population on which she wants to draw

an inference should be clearly defined in advance of the study. This helps ensure sufficient variation on

important moderators or variables that can be used for adjustment. She should carefully consider the

construct validity of her treatment and outcome variables, designing them to accurately capture the question

she wishes to study in the target population. This might mean using a pragmatic treatment that mimics

a real-world implementation to ensure that the treatment is representative of the one of interest in the

target population. Finally the researcher should collect variables related to treatment effect moderation and

sample selection in the experimental sample, as well as in the target population where available. When

possible, outcome data in the target population can be useful for constructing placebo tests to validate the

necessary identifying assumptions. See the chapter by Blair and McClendon in this volume for additional

practical recommendations for designing studies with generalizability in mind.

Once a study is conducted, the researcher must decide how to estimate the PATE. The most appropriate

estimation strategy will depend on two factors: (1) finding a valid adjustment set and (2) data availability

in the target population. I discussed the assumptions necessary for identifying the PATE, and, in particu-

lar, different approaches for determining what variables to use in estimation. These include adjusting for

treatment effect moderators and those variables related to sample selection. I also discussed how different

common forms of population data can impact the estimation strategy the researcher uses (see Table 4 for

more details). Most estimation strategies involve re-weighting the SATE estimate using a valid adjustment

set. If the variables used for adjustment are not strongly correlated with the outcome, weighting can in-

crease the variance relative to the SATE estimate. This loss of precision, in the bias-variance tradeoff, is

one that the researcher should carefully consider (Miratrix et al., 2018).

The process of estimating the PATE is a researcher degree of freedom that requires many decisions,

such as what to include in the adjustment set, or what estimation strategy to use. It is, therefore, important

that the researcher is transparent in how she reports her analyses when estimating the PATE. Franco
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et al. (2017) have developed a set of recommendations for how researchers should report results in survey

experiments using weights, which can be used more broadly for any researcher studying population effects.

They have a number of practical suggestions for researchers, including (1) explicitly stating if the PATE was

an estimand of interest at the outset of the experiment, (2) always reporting both SATE and PATE estimates,

(3) transparently stating what estimation techniques are used (including when no adjustment is made), and

defending any necessary assumptions, and (4) justifying the variables selected for adjustment and including

the full list of variables and their population targets. They also suggest the researcher address estimation

of the PATE in a pre-analysis plan.

Methods for generalizing experimental findings is a developing field of research. The stringent data

requirements for recovering population effects are often an impediment for applied researchers interested

in estimating population effects, and researchers may benefit from standardization of data collection meth-

ods where possible. More work is needed to determine how we can learn about population effects using

only the experimental data, particularly when data from the target population is scarce. Methods for prop-

agating uncertainty when estimating weights or population targets are needed. This chapter focused on

generalizability of units beyond the experimental setting, but more work is needed on how to generalize to

treatments, outcomes, or contexts beyond the experimental setting, as well as how to combine these facets

of generalizability.

Experimental researchers often feel tension between answering the broad, motivating questions that

drive political science research and the narrow, internally valid, findings of randomized controlled trials. Re-

cent research on generalizability of experimental results has helped clarify the assumptions researchers

must make to produce externally valid estimates. By considering the assumptions outlined here, re-

searchers interested in generalizable results can design their experiments to better address estimating

population effects.

34



References

Adcock, Robert and David Collier. 2001. “Measurement validity: A shared standard for qualitative and

quantitative research.” American political science review 95(3):529–546.

Athey, Susan and Guido Imbens. 2016. “Recursive partitioning for heterogeneous causal effects.” Proceed-

ings of the National Academy of Sciences 113(27):7353–7360.

Athey, Susan, Raj Chetty, Guido Imbens and Hyunseung Kang. 2016. “Estimating treatment effects

using multiple surrogates: The role of the surrogate score and the surrogate index.” arXiv preprint

arXiv:1603.09326 .

Basu, Kaushik. 2018. “The trials of randomized control: Probability, intuition and the dinosaur risk. A

commentary on Deaton and Cartwright.” Social science & medicine (1982) 210:26.

Björkman, Martina and Jakob Svensson. 2009. “Power to the people: evidence from a randomized field ex-

periment on community-based monitoring in Uganda.” The Quarterly Journal of Economics 124(2):735–

769.

Brehm, John O. 1993. The phantom respondents: Opinion surveys and political representation. University

of Michigan Press.

Buchanan, Ashley L, Michael G Hudgens, Stephen R Cole, Katie R Mollan, Paul E Sax, Eric S Daar,

Adaora A Adimora, Joseph J Eron and Michael J Mugavero. 2018. “Generalizing evidence from random-

ized trials using inverse probability of sampling weights.” Journal of the Royal Statistical Society: Series

A (Statistics in Society) 181(4):1193–1209.

Carmines, Edward G and Richard A Zeller. 1979. Reliability and validity assessment. Vol. 17 Sage publi-

cations.

Caughey, Devin, Adam Berinsky, Sara Chatfield, Erin Hartman, Eric Schickler and Jasjeet Sekhon. 2020.

“Target Estimation and Calibration Weighting for Unrepresentative Survey Samples.” Working Paper .

Chan, Wendy. 2018. “Bounding Approaches for Generalization.” arXiv preprint arXiv:1801.07328 .

35



Chen, Ziyue and Eloise Kaizar. 2017. “On variance estimation for generalizing from a trial to a target

population.” arXiv.org .

Chipman, Hugh A, Edward I George, Robert E McCulloch et al. 2010. “BART: Bayesian additive regression

trees.” The Annals of Applied Statistics 4(1):266–298.

Cole, Stephen R and Elizabeth A Stuart. 2010. “Generalizing evidence from randomized clinical trials to

target populations: The ACTG 320 trial.” American journal of epidemiology 172(1):107–115.

Cook, Thomas D. 2018. “Twenty-six assumptions that have to be met if single random assignment experi-

ments are to warrant" gold standard" status: A commentary on Deaton and Cartwright.” Social science &

medicine (1982) 210:37–40.

Coppock, Alexander, Thomas J Leeper and Kevin J Mullinix. 2018. “Generalizability of heteroge-

neous treatment effect estimates across samples.” Proceedings of the National Academy of Sciences

115(49):12441–12446.

Cox, David Roxbee. 1958. Planning of experiments. Wiley.

Cronbach, Lee J and Paul E Meehl. 1955. “Construct validity in psychological tests.” Psychological bulletin

52(4):281.

Dafoe, Allan, Baobao Zhang and Devin Caughey. 2018. “Information equivalence in survey experiments.”

Political Analysis 26(4):399–416.

Deville, Jean-Claude and Carl-Erik Särndal. 1992. “Calibration estimators in survey sampling.” Journal of

the American statistical Association 87(418):376–382.

Ding, Peng, Avi Feller and Luke Miratrix. 2016. “Randomization inference for treatment effect variation.”

Journal of the Royal Statistical Society: Series B (Statistical Methodology) 78(3):655–671.

Druckman, James N and Cindy D Kam. 2011. “Students as experimental participants.” Cambridge hand-

book of experimental political science 1:41–57.

36



Druckman, James N and Thomas J Leeper. 2012. “Learning more from political communication experi-

ments: Pretreatment and its effects.” American Journal of Political Science 56(4):875–896.

Dunning, Thad, Guy Grossman, Macartan Humphreys, Susan D Hyde, Craig McIntosh, Gareth Nellis,

Claire L Adida, Eric Arias, Clara Bicalho, Taylor C Boas et al. 2019. “Voter information campaigns and

political accountability: Cumulative findings from a preregistered meta-analysis of coordinated trials.”

Science advances 5(7):eaaw2612.

Egami, Naoki and Erin Hartman. 2019. “Covariate selection for generalizing experimental results.” arXiv

preprint arXiv:1909.02669 .

Fearon, James D., Macartan Humphreys and Jeremy M. Weinstein. 2009. “Can Development Aid Contribute

to Social Cohesion after Civil War? Evidence from a Field Experiment in Post-conflict Liberia.” American

Economic Review 99(2):287–91.

URL: http://www.aeaweb.org/articles?id=10.1257/aer.99.2.287

Fieldhouse, E., David Cutts, P. Widdop and P. John. 2013. “Do impersonal mobilisation methods work?

Evidence from a nationwide Get-Out-the-Vote experiment in England.” Electoral Studies 32(1):113–123.

Franco, Annie, Neil Malhotra, Gabor Simonovits and LJ Zigerell. 2017. “Developing standards for post-hoc

weighting in population-based survey experiments.” Journal of Experimental Political Science 4(2):161–

172.

Gaines, Brian J, James H Kuklinski and Paul J Quirk. 2007. “The logic of the survey experiment reexamined.”

Political Analysis 15(1):1–20.

Garcia, Fernando Martel and Leonard Wantchekon. 2010. “Theory, External Validity, and Experimental

Inference: Some Conjectures:.” The ANNALS of the American Academy of Political and Social Science .

Green, Donald P and Holger L Kern. 2012. “Modeling heterogeneous treatment effects in survey experi-

ments with Bayesian additive regression trees.” Public opinion quarterly 76(3):491–511.

Hahn, P Richard, Jared Murray and Carlos M Carvalho. 2017. “Bayesian regression tree models for causal

37



inference: regularization, confounding, and heterogeneous effects.” Confounding, and Heterogeneous

Effects (October 5, 2017) .

Hartman, Erin and F Daniel Hidalgo. 2018. “An equivalence approach to balance and placebo tests.”

American Journal of Political Science 62(4):1000–1013.

Hartman, Erin, Richard Grieve, Roland Ramsahai and Jasjeet S Sekhon. 2015. “From sample average

treatment effect to population average treatment effect on the treated: combining experimental with ob-

servational studies to estimate population treatment effects.” Journal of the Royal Statistical Society. Se-

ries A (Statistics in Society) 178(3):757–778.

Imai, Kosuke and Marc Ratkovic. 2014. “Covariate balancing propensity score.” Journal of the Royal Statis-

tical Society: Series B (Statistical Methodology) 76(1):243–263.

Kern, Holger L, Elizabeth A Stuart, Jennifer Hill and Donald P Green. 2016. “Assessing Methods for Gen-

eralizing Experimental Impact Estimates to Target Populations.” Journal of Research on Educational Ef-

fectiveness 9(1):103–127.

Lee, Brian K, Justin Lessler and Elizabeth A Stuart. 2011. “Weight trimming and propensity score weighting.”

PloS one 6(3):e18174.

Lesko, Catherine R, Ashley L Buchanan, Daniel Westreich, Jessie K Edwards, Michael G Hudgens and

Stephen R Cole. 2017. “Generalizing study results: a potential outcomes perspective.” Epidemiology

(Cambridge, Mass.) 28(4):553.

Lunceford, Jared K and Marie Davidian. 2004. “Stratification and weighting via the propensity score in

estimation of causal treatment effects: a comparative study.” Statistics in medicine 23(19):2937–2960.

McDermott, Rose. 2011. “Internal and external validity.” Cambridge handbook of experimental political

science pp. 27–40.

Miratrix, Luke W, Jasjeet S Sekhon, Alexander G Theodoridis and Luis F Campos. 2018. “Worth weighting?

How to think about and use weights in survey experiments.” Political Analysis 26(3):275–291.

38



Pearl, Judea, Elias Bareinboim et al. 2014. “External validity: From do-calculus to transportability across

populations.” Statistical Science 29(4):579–595.

Raffler, Pia, Daniel N Posner and Doug Parkerson. 2018. “The weakness of bottom-up accountability:

Experimental evidence from the Ugandan health sector.” Unpublished manuscript .

Ratkovic, Marc and Dustin Tingley. 2017. “Sparse estimation and uncertainty with application to subgroup

analysis.” Political Analysis 25(1):1–40.

Rosenbaum, Paul R. 1987. “Model-based direct adjustment.” Journal of the American Statistical Association

82(398):387–394.

Rubin, Donald B. 1990. “Comment on J. Neyman and causal inference in experiments and observational

studies: “On the application of probability theory to agricultural experiments. Essay on principles. Section

9” [Ann. Agric. Sci. 10 (1923), 1–51].” Statistical Science 5(4):472–480.

Särndal, Carl-Erik and Sixten Lundström. 2005. Estimation in surveys with nonresponse. John Wiley &

Sons.

Schwartz, Daniel and Joseph Lellouch. 1967. “Explanatory and pragmatic attitudes in therapeutical trials.”

Journal of chronic diseases 20(8):637–648.

Shadish, William, Thomas D Cook and Donald Thomas Campbell. 2002. Experimental and quasi-

experimental designs for generalized causal inference. Houghton Mifflin Boston, MA.

Stuart, Elizabeth A, Stephen R Cole, Catherine P Bradshaw and Philip J Leaf. 2011. “The use of propensity

scores to assess the generalizability of results from randomized trials.” Journal of the Royal Statistical

Society: Series A (Statistics in Society) 174(2):369–386.

Thorpe, Kevin E, Merrick Zwarenstein, Andrew D Oxman, Shaun Treweek, Curt D Furberg, Douglas G

Altman, Sean Tunis, Eduardo Bergel, Ian Harvey, David J Magid et al. 2009. “A pragmatic–explanatory

continuum indicator summary (PRECIS): a tool to help trial designers.” Journal of clinical epidemiology

62(5):464–475.

39



Tipton, Elizabeth. 2013. “Improving Generalizations From Experiments Using Propensity Score Subclas-

sification: Assumptions, Properties, and Contexts.” Journal of Educational and Behavioral Statistics

38(3):239–266.

Tipton, Elizabeth and Robert B Olsen. 2018. “A review of statistical methods for generalizing from evalua-

tions of educational interventions.” Educational Researcher 47(8):516–524.

Wager, Stefan and Susan Athey. 2018. “Estimation and inference of heterogeneous treatment effects using

random forests.” Journal of the American Statistical Association 113(523):1228–1242.

Wantchekon, Leonard. 2008. “Expert Information, Public Deliberation, and Electoral Support for Good

Governance: Experimental Evidence from Benin.” Field Experiments in Comparative Politics and Policy,

University of Manchester, UK, July pp. 1–2.

Wilke, Anna and Macartan Humphreys. 2019. “Field Experiments, Theory, and External Validity.” Working

Paper .

Zhao, Qingyuan and Daniel Percival. 2017. “Entropy balancing is doubly robust.” Journal of Causal Inference

5(1).

40


	1 Introduction
	1.1 Example

	2 Defining a Target Population
	3 Formal Framework
	4 The Role of Sample Selection and Treatment Effect Moderation
	4.1 Sample Selection
	4.1.1 Transportability vs. External Validity
	4.1.2 Survey Weights and the Sampling Set

	4.2 Treatment Effect Moderation

	5 Implementation and Estimation
	5.1 Alternative Estimators for the PATE
	5.2 Data-Driven Adjustment Sets

	6 Placebo Tests and Validation
	7 Further Considerations
	7.1 Construct Validity
	7.2 Defining the Treatment

	8 Conclusion

