
Vessel Segmentation in 3D Spectral OCT Scans of the Retina

Meindert Niemeijera,b, Mona K. Garvina, Bram van Ginnekenc, Milan Sonkaa,b

, Michael D. Abràmoffa,b
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ABSTRACT

The latest generation of spectral optical coherence tomography (OCT) scanners is able to image 3D cross-sectional
volumes of the retina at a high resolution and high speed. These scans offer a detailed view of the structure
of the retina. Automated segmentation of the vessels in these volumes may lead to more objective diagnosis
of retinal vascular disease including hypertensive retinopathy, retinopathy of prematurity. Additionally, vessel
segmentation can allow color fundus images to be registered to these 3D volumes, possibly leading to a better
understanding of the structure and localization of retinal structures and lesions. In this paper we present a method
for automatically segmenting the vessels in a 3D OCT volume. First, the retina is automatically segmented into
multiple layers, using simultaneous segmentation of their boundary surfaces in 3D. Next, a 2D projection of
the vessels is produced by only using information from certain segmented layers. Finally, a supervised, pixel
classification based vessel segmentation approach is applied to the projection image. We compared the influence
of two methods for the projection on the performance of the vessel segmentation on 10 optic nerve head centered
3D OCT scans. The method was trained on 5 independent scans. Using ROC analysis, our proposed vessel
segmentation system obtains an area under the curve of 0.970 when compared with the segmentation of a human
observer.
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1. INTRODUCTION

Optical Coherence Tomography (OCT) has, since its introduction in 1991,1 become an increasingly important
imaging modality in ophthalmology. It can be used in the diagnosis of a variety of retinal diseases such as
glaucoma, diabetic retinopathy and age related macular degeneration. Until recently, OCT scans consisted of
several slices scanned according to a certain protocol in a star shaped pattern (e.g. 6 slices) for macular scans
and a circular pattern for optic nerve head (e.g. 3 slices) centered scans. With the commercial introduction of a
new generation of spectral OCT machines it is now possible to routinely acquire large, high resolution (< 10µm)
3D cross-sectional scans of the retina.

A retina as acquired in OCT scans is a layered structure in which at least six layers can be distinguished.
Figure 1a shows 1 slice from a raw spectral 3D OCT scan in which the boundaries separating the layers are
indicated. The vessels themselves are generally not visible in the 3D OCT volume, because the wavelengths used
in spectral OCT are absorbed by the blood column in the vessel. The absorption of light causes vessel silhouettes
to appear below the position of the vessels and these silhouettes can be used to detect the location of the vessels.

Segmentation of the vasculature in 3D OCT scans could lead to a more objective diagnosis of diseases like
hypertensive retinopathy and retinopathy of prematurity. Additionally, knowledge about the location of the
vasculature could facilitate registration with 2D fundus photographs. Fundus photographs have been used for
the diagnosis of eye diseases for many years and their value for retinal disease diagnosis is well known. Registration
with OCT data could allow for greater insight into the localization of retinal structures and lesions. Additionally
the registration of follow up OCT scans could allow for more effective tracking of disease progress.
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Figure 1. a) A typical slice from a 3D OCT scan. b) The same slice with 7 segmentation surfaces indicated. For this
research only the surfaces colored red have been simultaneously segmented using the method from Section 2.1. Note that
these images have been cropped in the z direction to show only that part of the scan that contained the retina.

In this work an automatic retinal vessel segmentation system for 3D OCT scans is presented. First, an
automatic algorithm is applied to find a set of two retinal layers in the 3D OCT scan using simultaneous
segmentation of the surfaces separating them in 3D. Next, a 2D projection image of the vasculature is produced
utilizing only information obtained from the segmented layers. Finally, a supervised, pixel classification based
vessel segmentation approach is applied to the projection image.

To the best of our knowledge, this is the first work proposing a technique for the segmentation of vessels in
spectral 3D OCT volumes. The closest related work is by Wehbe et al.,2 in which they present a system that
automatically finds vessel shadows in a single 2D OCT slice and measures the width of these shadows. Our
work is similar in the sense that in both cases the vessel localization is reduced to a N − 1 dimensional problem
where (N = 2) is the dimensionality of their source scans. In our case the vessel localization is done in 2D
(N = 3) leading to a totally different approach as the vessels appear as elongated structures in the image instead
of extrema in a 1D signal.

The main contributions of this work are:

• The presentation of a novel technique to extract a projection image from a 3D OCT scan such that a high
contrast between the vessel silhouettes and the background retina is obtained.

• We present a vessel segmentation method able to segment the vessels from the projection image.

• We compare the performance of this automatic vessel segmentation when applied to a projection image
produced using the novel technique and a projection image produced by averaging the entire scan over the
z-axis.

This paper is structured as follows. In Section 3 the used data, resolution and annotation procedure of the
training and test data is discussed. The different steps of the segmentation process are presented in Section 2.
Section 4 discusses the performed experiments and shows the obtained results. The paper is concluded in Section
5.
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Figure 2. a) The arrows indicate vessel silhouettes formed by the vasculature in the top layers of the retina. b) The yellow
line indicates the location of the slice as shown in a) on the retina. Note the correspondence of the locations where vessels
cross the slice and the location of the vessel silhouettes in the slice itself.

2. METHOD

2.1 Layer Segmentation

Simultaneous retinal layer segmentation is a difficult problem especially in large 3D volumes. We have previously
presented a method for the segmentation of retinal layers in 3D OCT.3 This method finds the layer separating
surfaces by transforming the 3-D segmentation problem into finding a minimum-cost closed set in a corresponding
vertex-weighted geometric graph constructed from regional image information and a-priori surface smoothness
and interaction constraints. An advantage of this type of method is that it is guaranteed to find the three-
dimensionally optimal solution with respect to the cost function. For this work we have used a simplified version
of the method that only detects three layer separating surfaces; 1, 5 and 7 (shown in red in Figure 1). Surfaces 5
and 7 are used by the system to find which pixels to use in the projection image while surface 1 is used to limit
the total search area.

The cost function used in the application of this method is clearly an important component needed to obtain
good segmentation results. The cost function for each surface was constructed using a linear combination of
“intuitive” cost function terms to satisfy the expected features of the surface. For example, surface 1 was
characterized by a combination of two features. First, the presence of an edge with a dark to light transition.
Second, the lack of bright voxels above the surface. These two features were translated to a normalized cost
function by combining a signed edge image and a cumulative image (started a the top of the scan). The cost
function for surface 7 was defined by using a signed edge image as surface 7 represents the first large edge when
moving up from the bottom of the scan. The cost function of surface 5 was defined by combining a signed edge
image (because of the dark to light transition), a summation of pixel intensities in a limited region above each
potential surface voxel and a negated summation of pixel intensities in a limited region below each potential
surface voxel.

2.2 Vessel Image Projection

The vessel silhouettes are the key to segmentation of the vessels. Figure 2 shows several example vessel silhouettes
in an OCT slice. A 2D projection of the vessel pattern can be obtained by averaging the 3D volume in the z
direction for every x, y location. Typical results as obtained by this method are shown in Figure 3b and g. One
disadvantage of a näıve projection approach such as this is that a lot of empty space containing background
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noise is included in the average. Another, larger, disadvantage is that layers of the retina that do not include
clear vessel silhouettes (i.e. the layers between surfaces 1 and 4) are included in the projection. This causes a
decrease in contrast between the silhouettes and the retinal background.

A solution to this problem is to use only information from the retinal layers that contain vessel silhouettes and
that offer the highest contrast compared with the vessel silhouettes. The retinal vasculature is predominantly
located in the top layers of the retina. As such, all vessel silhouettes are present in the bottom two layers of the
retinal OCT images. Additionally, the vessel silhouettes offer excellent contrast in these bottom layers because
of the high reflectivity of the retinal pigment epithelium as can be appreciated from Figure 1.

By utilizing the location information of the bottom two layers (i.e. between surfaces 5 and 7) as produced by
the automatic layer segmentation, only those voxels from the volume that will provide good contrast with the
vessel silhouettes can be selected. Each pixel in the 2D projection image is the average in the z-axis direction
of the selected voxels at that particular x, y location in the OCT volume. In the following we will refer to this
method as the “smart” projection method.

2.3 Pixel Classification Based Vessel Segmentation

Once the 2D projection images are available, a pixel classification based, supervised vessel segmentation method
is used to segment the vessels. Our approach is similar to the one we previously proposed for the segmentation
of vessels in color fundus images.4 The method starts with a one-time training phase. For each pixel in a set of 5
training projection images, a feature vector is extracted leading to 200×200×5 = 200000 training samples. The
features extracted from each image L consisted of Gaussian filter derivatives up to and including order 2 (i.e.
L, Lx, Ly, Lxx, Lxy, Lyy) at scales σ = 1, 2, 4, 8, 16 pixels, augmented with the pixel gray value from the unfiltered
image. The total number of features is therefore 5×6+1 = 31. Each feature is normalized to zero mean and unit
variance. Each of these samples is labeled either “vessel” or “non-vessel” according to the reference standard
(see Section 3). Next, a kNN classifier5 with k = 31 is trained using the labeled feature vectors. The value of k
was determined in preliminary experiments, small changes in the value of k did not have much influence on the
final segmentation result. Even though some form of feature selection is often employed in pattern recognition
to reduce the dimensionality of the feature space, thereby increasing classification speed and possibly increasing
classification performance, it was not used in this research. After the training phase has finished, the trained
classifier can be used to classify pixels in previously unseen projection images. To perform this classification
the feature extraction step as detailed above is repeated on the test image. For each pixel in the test image a
query sample is made and this sample is classified. The classification results are output directly into the vessel
segmentation output image.

For our vessel segmentation system the kNN classifier performed soft classification in which each query sample
(pixel) is not assigned a hard label but rather a posterior probability. The posterior probability that a pixel is part
of a vessel p(vessel) is determined by p(vessel) = n

k where n is the number of nearest neighbor training samples
with the label “vessel”. To obtain a binary segmentation the posterior probabilities should be thresholded.

3. MATERIALS

15 optic nerve head centered spectral 3D OCT scans of 15 normal subjects were acquired using a Zeiss Meditec
Cirrus OCT scanner. The dimensions of the scans were 200×200×1024 voxels and the resolution was 30×30×2µm
per voxel. This set of scans was divided into a training set of 5 scans, 3 of a left eye and 2 of a right eye, and
a test set of 10 scans. The test set contained an equal number of right and left eye scans. Each of the scans
was processed as described in Section 2, the 15 scans were projected using the näıve projection method as well
as the smart projection method. All pixels in the 30 resulting projection images were labeled as either “vessel”
or “non-vessel” by the first author (MN). Ideally one would like to use a modality such as an angiogram to
establish the reference standard. However, as only the OCT scans were available to us at this point in time,
we were dependent on the manual segmentations in this pioneering work. To create an “independent” reference
standard, the manual segmentations of both the näıve and the smart projection images were combined using a
logical OR operation. In each of the images the optic nerve head was also segmented, this area was excluded
from the analysis.
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Figure 3. a) and f): An image projected using the “smart” proposed projection method. b) and g) A näıve projection
image of the same scan. The näıve image is obtained by just averaging the complete scan in the z direction for every
x, y position. c) and h) The vessel segmentation posterior probability map produced when using the “smart” projection
image. d) and i) The posterior probability map when using the näıve projection image. e) and j) The reference standard
segmentation. Note that vessel pixels inside the optic nerve head are not included in the reference standard.
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Figure 4. The resulting ROC curves of the vessel segmentation results when using näıve and smart projection methods.
The area under the curve is 0.939 and 0.970 respectively.

4. EXPERIMENTS AND RESULTS

After layer segmentation was applied to the test set the automatic vessel segmentation system was used to
produce two Receiver Operating Characteristic (ROC) curves. One for the results of the system in the näıve
and one for the smart projection images. Each 2D projection image took about 60 seconds to segment. The
curves are shown in Figure 4. The areas under the curve for the näıve and smart projection images were 0.939
and 0.970 respectively. The performance difference between the two was statistically significant with p < 0.001.
Additionally, we determined the total length of the vasculature found by the human expert observer in both
projection image types, this was 498.01 mm for the näıve projection images and 564.30 mm for the smart
projection images. This also was a statistically significant difference with p < 0.001. An illustrative example of
projection images and their segmentation results is given in Figure 3.

5. DISCUSSION AND CONCLUSION

An automatic vessel segmentation system for spectral 3D OCT scans has been presented. The results show
that the vessel segmentation works well and that the selected method of projection has a large impact on the
performance of the automatic vessel segmentation system. Use of the layer information for projection results in
a higher contrast image in which more vessels are visible as demonstrated by the fact the human observer was
able to find significantly more vessels in the smart projection image. The vessel segmentation works significantly
better in the smart projection images than when using the näıve projection images.

Even though the results of the algorithm are good several issues remain. We have not tested the algorithm on
macula-centered scans. As the vasculature around the macula is much thinner than the vessels around the optic
nerve head the performance of the vessel segmentation algorithm could be slightly worse. As the typical results in
Figure 3 show, detection of the wider vessels is generally good but some of the smaller vessels are fragmented and
not connected to the main vessel network. In future work we hope to expand the vessel segmentation algorithm
to include automatic connection of these vessel pieces thereby providing a fully connected vessel network.
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Figure 5. a) A slice along the y-axis near to the optic nerve head. The red circle indicates the area where layer 6 and 7
disappear and the segmentation surface jumps to the top retinal layer. b) Top: Smart projection image, note area near
the optic nerve head where vessel contrast is low. Bottom: For comparison, the näıve projection image with overall lower
contrast but without error near optic nerve head border.

Vessel detection within the optic nerve head is difficult from projection images, this is due to the fact that
many vessels overlap in a small region resulting in a large shadow inside the optic nerve head from which the
individual vessels cannot be discerned. This is why the vessels inside the optic nerve head were excluded from
the analysis.

Due to the geometry of the optic nerve head in OCT scans the implementation of the layer segmentation
used in this work sometimes can make minor errors resulting in a non-optimal projection image. As shown in
Figure 5 the optic nerve head in 3D is an indentation in the retina. The error is caused by the fact that around
this indentation the segmented layer of the retina in some cases can exhibit a high curvature and can partly
disappear. The algorithm then picks the top of the retina as the most prominent dark to bright transition and
moves the surface up there resulting in a small part of the image losing vessel contrast. An example of such a
projection image is shown in Figure 5. To solve this issue will require a minor reconfiguration of the segmentation
algorithm and would likely lead to further improvement of the vessel segmentation results when compared to the
näıve projection method.

Wehbe et al.2 showed that it is possible to use Doppler OCT to find the vessel position in the z-direction. We
are planning to combine the 2D vessel segmentation providing the x, y coordinates of the vessels with Doppler
data to map the vascular network in 3D. Using the Doppler data it should also be possible to separate arteries
and veins in the image.

In summary, an automatic, “smart” method for the extraction of 2D vessel projection images from 3D spectral
OCT scans was presented. The use of these projection images resulted in more visible vessels and a higher vessel
segmentation performance.
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