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CHAPTER 10. SEQUENCE MODELING: RECURRENT AND RECURSIVE NETS

where we see that the state now contains information about the whole past sequence.
Recurrent neural networks can be built in many different ways. Much as

almost any function can be considered a feedforward neural network, essentially
any function involving recurrence can be considered a recurrent neural network.

Many recurrent neural networks use equation 10.5 or a similar equation to
define the values of their hidden units. To indicate that the state is the hidden
units of the network, we now rewrite equation 10.4 using the variable h to represent
the state:

h(t)
= f(h(t�1), x(t)

; ✓), (10.5)
illustrated in figure 10.2, typical RNNs will add extra architectural features such
as output layers that read information out of the state h to make predictions.

When the recurrent network is trained to perform a task that requires predicting
the future from the past, the network typically learns to use h(t) as a kind of lossy
summary of the task-relevant aspects of the past sequence of inputs up to t. This
summary is in general necessarily lossy, since it maps an arbitrary length sequence
(x(t), x(t�1), x(t�2), . . . , x(2), x(1)

) to a fixed length vector h(t). Depending on the
training criterion, this summary might selectively keep some aspects of the past
sequence with more precision than other aspects. For example, if the RNN is used
in statistical language modeling, typically to predict the next word given previous
words, it may not be necessary to store all of the information in the input sequence
up to time t, but rather only enough information to predict the rest of the sentence.
The most demanding situation is when we ask h(t) to be rich enough to allow
one to approximately recover the input sequence, as in autoencoder frameworks
(chapter 14).

ff

hh

xx

h(t�1)h(t�1) h(t)h(t) h(t+1)h(t+1)

x(t�1)x(t�1) x(t)x(t) x(t+1)x(t+1)

h(... )h(... ) h(... )h(... )

ff

Unfold
ff ff f

Figure 10.2: A recurrent network with no outputs. This recurrent network just processes
information from the input x by incorporating it into the state h that is passed forward
through time. (Left)Circuit diagram. The black square indicates a delay of a single time
step. (Right)The same network seen as an unfolded computational graph, where each
node is now associated with one particular time instance.

Equation 10.5 can be drawn in two different ways. One way to draw the RNN
is with a diagram containing one node for every component that might exist in a
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docker pull oduerr/tf_docker:tf1_py3   
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Resources 

•  Many figures are taken from the following resources: 
–  Deep Learning Book chap10 

•  http://www.deeplearningbook.org/contents/rnn.html 
–  CS231n 

•  Lecture on RNN: http://cs231n.stanford.edu/slides/winter1516_lecture10.pdf 
•  Video to CS231n https://www.youtube.com/watch?v=iX5V1WpxxkY 

–  Blog Posts  
•  Karpathy, May 2015: The unreasonable effectiveness of Recurrent Neural 

Networks http://karpathy.github.io/2015/05/21/rnn-effectiveness/ 
•  Colah, August 2015: Understanding LSTM Networks 

http://colah.github.io/posts/2015-08-Understanding-LSTMs/ 
•  R2RT, July 2016: 

http://r2rt.com/recurrent-neural-networks-in-tensorflow-i.html 
•  WildML, August 2016: Praktical consideration e.g. how to use sequences 

with different length.  
http://www.wildml.com/2016/08/rnns-in-tensorflow-a-practical-guide-and-
undocumented-features/ 

 
•  Further ipython notebooks: 

–  https://github.com/oduerr/dl_tutorial/blob/master/tensorflow/RNN 
 



Resources (cont) 

•  Upcoming ML-Meetup  
–  https://www.meetup.com/Zurich-Machine-Learning/events/238445007/?

gj=wc1d.2_e&rv=wc1d.2_e&_af=event&_af_eid=238445007&https=on 

–  Multi-dimensional LSTM Networks for Image Analysis  
•  Wonmin Byeon, ETH Zürich 

–  Making RNNs deep per time-step - Recurrent Highway Networks 
•  Julian Zilly, ETH Zürich 

 



Use cases 

Recurrent neural networks (RNN) are used to model sequences. 
 

Fixed input / 
output. 
Standard 
neural network 
no RNN 

E.g. Image 
Captioning. 
Image -> Seq 
of words 

E.g. Sentiment 
Classification. 
Seq of words 
àSentiment 

E.g. Translation. 
seq of words (french) 
àseq of words (german)  

E.g. Language 
models. 
seq of letters  
àseq of letters  
 
Predicting the 
next letter  Illustration: http://karpathy.github.io/2015/05/21/rnn-effectiveness/  



Feedforward vs. CNN vs. Recurrent Network 

•  Feedforward: No weight sharing 

Weight Sharing
Recurrent neural network shares weights between time-steps
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Principle Idea: dynamical system 

State (e.g. vector s) changes over discrete time, with a function f  

The function f and the parameters θ are the same at all time points. System is 
defined when θ and a state, e.g. s(t=1) is known.   
 
Examples: 
•  Markov-Process: f is matrix, s probability vector  
•  Physical System in discrete time with no external forces 

•  s (position, velocity) 
•  Number of fish in a lake each springtime (s scalar value) 

Properties: 
•  Time-invariant absolute time does not matter  
•  Markov property 
•  Works for arbitrary sequence length 
 



Principle Idea: unfolding in time 
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10.1 Unfolding Computational Graphs

A computational graph is a way to formalize the structure of a set of computations,
such as those involved in mapping inputs and parameters to outputs and loss.
Please refer to section 6.5.1 for a general introduction. In this section we explain
the idea of unfolding a recursive or recurrent computation into a computational
graph that has a repetitive structure, typically corresponding to a chain of events.
Unfolding this graph results in the sharing of parameters across a deep network
structure.

For example, consider the classical form of a dynamical system:

s(t)
= f(s(t�1)

; ✓), (10.1)

where s(t) is called the state of the system.
Equation 10.1 is recurrent because the definition of s at time t refers back to

the same definition at time t � 1.
For a finite number of time steps ⌧ , the graph can be unfolded by applying

the definition ⌧ � 1 times. For example, if we unfold equation 10.1 for ⌧ = 3 time
steps, we obtain

s(3)

=f(s(2)

; ✓) (10.2)

=f(f(s(1)

; ✓); ✓) (10.3)

Unfolding the equation by repeatedly applying the definition in this way has
yielded an expression that does not involve recurrence. Such an expression can
now be represented by a traditional directed acyclic computational graph. The
unfolded computational graph of equation 10.1 and equation 10.3 is illustrated in
figure 10.1.

s(t�1)s(t�1) s(t)s(t) s(t+1)s(t+1)

ff
s(... )s(... ) s(... )s(... )

ff ff ff

Figure 10.1: The classical dynamical system described by equation 10.1, illustrated as an
unfolded computational graph. Each node represents the state at some time t and the
function f maps the state at t to the state at t + 1. The same parameters (the same value
of ✓ used to parametrize f) are used for all time steps.

As another example, let us consider a dynamical system driven by an external
signal x(t),

s(t)
= f(s(t�1), x(t)

; ✓), (10.4)
375

Illustration: http://www.deeplearningbook.org/  

Written as a computational graph 

Note that sometimes the computational graph, are written differently (e.g. in 
TensorFlow, ops are nodes)  



Typical RNNs are externally driven 

Illustration: http://www.deeplearningbook.org/  
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where we see that the state now contains information about the whole past sequence.
Recurrent neural networks can be built in many different ways. Much as

almost any function can be considered a feedforward neural network, essentially
any function involving recurrence can be considered a recurrent neural network.

Many recurrent neural networks use equation 10.5 or a similar equation to
define the values of their hidden units. To indicate that the state is the hidden
units of the network, we now rewrite equation 10.4 using the variable h to represent
the state:

h(t)
= f(h(t�1), x(t)

; ✓), (10.5)
illustrated in figure 10.2, typical RNNs will add extra architectural features such
as output layers that read information out of the state h to make predictions.

When the recurrent network is trained to perform a task that requires predicting
the future from the past, the network typically learns to use h(t) as a kind of lossy
summary of the task-relevant aspects of the past sequence of inputs up to t. This
summary is in general necessarily lossy, since it maps an arbitrary length sequence
(x(t), x(t�1), x(t�2), . . . , x(2), x(1)

) to a fixed length vector h(t). Depending on the
training criterion, this summary might selectively keep some aspects of the past
sequence with more precision than other aspects. For example, if the RNN is used
in statistical language modeling, typically to predict the next word given previous
words, it may not be necessary to store all of the information in the input sequence
up to time t, but rather only enough information to predict the rest of the sentence.
The most demanding situation is when we ask h(t) to be rich enough to allow
one to approximately recover the input sequence, as in autoencoder frameworks
(chapter 14).
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Figure 10.2: A recurrent network with no outputs. This recurrent network just processes
information from the input x by incorporating it into the state h that is passed forward
through time. (Left)Circuit diagram. The black square indicates a delay of a single time
step. (Right)The same network seen as an unfolded computational graph, where each
node is now associated with one particular time instance.

Equation 10.5 can be drawn in two different ways. One way to draw the RNN
is with a diagram containing one node for every component that might exist in a
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Left:  Circuit Diagram (black square delay of one time step) 
Right:  Unrolled / unfolded 
 
State, is now called hidden unit. 
Network usually reads out (some or all) hidden units to make predictions.  
Various possibilities… 

Network is driven by sequence x(t) (a vector) 

h(t)	summarizes	/	abstracts		
(x(1),…,x(t-1))		



Alternative ways of writing RNNs 

Illustration: http://www.deeplearningbook.org/ http://colah.github.io/posts/2015-08-Understanding-LSTMs/ 
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information flow forward in time (computing outputs and losses) and backward
in time (computing gradients) by explicitly showing the path along which this
information flows.

10.2 Recurrent Neural Networks

Armed with the graph unrolling and parameter sharing ideas of section 10.1, we
can design a wide variety of recurrent neural networks.
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Figure 10.3: The computational graph to compute the training loss of a recurrent network
that maps an input sequence of x values to a corresponding sequence of output o values.
A loss L measures how far each o is from the corresponding training target y. When using
softmax outputs, we assume o is the unnormalized log probabilities. The loss L internally
computes ˆy = softmax(o) and compares this to the target y. The RNN has input to hidden
connections parametrized by a weight matrix U , hidden-to-hidden recurrent connections
parametrized by a weight matrix W , and hidden-to-output connections parametrized by
a weight matrix V . Equation 10.8 defines forward propagation in this model. (Left)The
RNN and its loss drawn with recurrent connections. (Right)The same seen as an time-
unfolded computational graph, where each node is now associated with one particular
time instance.

Some examples of important design patterns for recurrent neural networks
include the following:
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Transposing: 
W x à x’ W’ 
 
x, h are now row vectors 

Appending columns  
at vector W =

Wh

U

⎛

⎝
⎜

⎞

⎠
⎟



Given the hidden state at t-1, the input x at t and the weight matrix as: 
 

 

 

 

 

 

 

Calculate the hidden state ht at time t. 
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A simple forward pass 

ht−1 = 0, 1( )
xt = 1, 0( )

W =

1.5 −2
0 1
−1 0.5
2 0

⎛

⎝

⎜
⎜
⎜⎜

⎞

⎠

⎟
⎟
⎟⎟

Image taken from: Colah's RNN Blog 
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Solution 



Example 1 

Illustration: http://www.deeplearningbook.org/  
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because it lacks hidden-to-hidden recurrent connections. For example, it cannot
simulate a universal Turing machine. Because this network lacks hidden-to-hidden
recurrence, it requires that the output units capture all of the information about
the past that the network will use to predict the future. Because the output units
are explicitly trained to match the training set targets, they are unlikely to capture
the necessary information about the past history of the input, unless the user
knows how to describe the full state of the system and provides it as part of the
training set targets. The advantage of eliminating hidden-to-hidden recurrence
is that, for any loss function based on comparing the prediction at time t to the
training target at time t, all the time steps are decoupled. Training can thus be
parallelized, with the gradient for each step t computed in isolation. There is no
need to compute the output for the previous time step first, because the training
set provides the ideal value of that output.

h(t�1)h(t�1)

W h(t)h(t) . . .. . .

x(t�1)x(t�1) x(t)x(t) x(...)x(...)

W W

U U U

h(�)h(�)

x(�)x(�)

W

U

o(�)o(�)y(�)y(�)

L(�)L(�)

V

. . .. . .

Figure 10.5: Time-unfolded recurrent neural network with a single output at the end
of the sequence. Such a network can be used to summarize a sequence and produce a
fixed-size representation used as input for further processing. There might be a target
right at the end (as depicted here) or the gradient on the output o(t) can be obtained by
back-propagating from further downstream modules.

Models that have recurrent connections from their outputs leading back into
the model may be trained with teacher forcing. Teacher forcing is a procedure
that emerges from the maximum likelihood criterion, in which during training the
model receives the ground truth output y(t) as input at time t + 1. We can see
this by examining a sequence with two time steps. The conditional maximum

382

A sequence x(t) corresponds to a single outcome y 
•  x e.g. words of a sentence coded with word embedding of size 300 
•  y vector indicating sentiment: (1,0,0) positive, (0,1,0) neutral, (0,0,1) neg. 

Single loss at the end   

Comp. of state h in [-1,1] 
W,U,b, V,c are learnt 
 
W,U,b describe the internal  
dynamic of the system. 
 
V,c the connection to the 
“outside world” 



Example 2 

Illustration: http://www.deeplearningbook.org/  
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information flow forward in time (computing outputs and losses) and backward
in time (computing gradients) by explicitly showing the path along which this
information flows.

10.2 Recurrent Neural Networks

Armed with the graph unrolling and parameter sharing ideas of section 10.1, we
can design a wide variety of recurrent neural networks.
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Figure 10.3: The computational graph to compute the training loss of a recurrent network
that maps an input sequence of x values to a corresponding sequence of output o values.
A loss L measures how far each o is from the corresponding training target y. When using
softmax outputs, we assume o is the unnormalized log probabilities. The loss L internally
computes ˆy = softmax(o) and compares this to the target y. The RNN has input to hidden
connections parametrized by a weight matrix U , hidden-to-hidden recurrent connections
parametrized by a weight matrix W , and hidden-to-output connections parametrized by
a weight matrix V . Equation 10.8 defines forward propagation in this model. (Left)The
RNN and its loss drawn with recurrent connections. (Right)The same seen as an time-
unfolded computational graph, where each node is now associated with one particular
time instance.

Some examples of important design patterns for recurrent neural networks
include the following:

378

A sequence x(t) corresponds to an outcome at each time step outcomes y 
•  x letter in a string of letters  
•  y next letter 

L(t ) = y(t ) ⋅ log(ŷ(t ) )

L = L(t )
t
∑

For categorical and one hot 

W,V,U,b,c are learnt 



Example: The ice cream store 



Toy Example: Ice Cream Store 

y store  
can sell  
icecream  

x weather  (1,0,0) (0,1,0) (0,0,1) 

(1,0)  ice cream available   

(0,1)  store has run out of ice cream 

Complicated order policy we don’t know 

Days 

Sample 
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information flow forward in time (computing outputs and losses) and backward
in time (computing gradients) by explicitly showing the path along which this
information flows.

10.2 Recurrent Neural Networks

Armed with the graph unrolling and parameter sharing ideas of section 10.1, we
can design a wide variety of recurrent neural networks.
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Figure 10.3: The computational graph to compute the training loss of a recurrent network
that maps an input sequence of x values to a corresponding sequence of output o values.
A loss L measures how far each o is from the corresponding training target y. When using
softmax outputs, we assume o is the unnormalized log probabilities. The loss L internally
computes ˆy = softmax(o) and compares this to the target y. The RNN has input to hidden
connections parametrized by a weight matrix U , hidden-to-hidden recurrent connections
parametrized by a weight matrix W , and hidden-to-output connections parametrized by
a weight matrix V . Equation 10.8 defines forward propagation in this model. (Left)The
RNN and its loss drawn with recurrent connections. (Right)The same seen as an time-
unfolded computational graph, where each node is now associated with one particular
time instance.

Some examples of important design patterns for recurrent neural networks
include the following:
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Notebook at https://github.com/oduerr/dl_tutorial/blob/master/tensorflow/RNN/simple_rnn_tf1.ipynb 



Execersis 1 



Other architectures: Deep RNNs 

Illustration: http://www.deeplearningbook.org/ and : http://karpathy.github.io/2015/05/21/rnn-effectiveness/  
 

Simply use the output h as a new input. Other approaches are possible, see e.g.  
DL-book  

Input 

Hidden 1 

Hidden 2 

Output 



Vanishing Gradient 



Vanishing Gradient 

•  Long range dependencies can be found for many systems and are 
important to model.  

•  Long range interactions cannot be trained with standard RNN 
–  Vanishing Gradient (Hochreiter 1991, Diplomarbeit “Untersuchungen zu 

dynamischen neuronalen Netzen”) 

•  Let’s have a look who to calculated gradients in computational graphs 
–  Interesting and import by it’s own right! 

 



f g h h(z)z = g(y)y = f (x)x

How is h effected by x? 

h(z) = h(g( f (x))

∂h
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How is h effected by y? 

h(z) = h(g(y))
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How is h effected by z? 

h(z) = h(z)

∂h
∂z

∂h
∂h

= 1

incoming gradient 

outgoing gradient of an operation f =       incoming gradient  

Gradient flow in a computational graph 

For DL: h is Loss 

 

∂ f
∂x

i



Gradient flow in a computational graph: local junction 

 
 

Illustration: http://cs231n.stanford.edu/slides/winter1516_lecture4.pdf 

Lecture 4 - 13 Jan 2016Fei-Fei Li & Andrej Karpathy & Justin JohnsonFei-Fei Li & Andrej Karpathy & Justin Johnson Lecture 4 - 13 Jan 201627

f

activations

gradients

“local gradient”

is modified by local gradient  



Example 

èMultiplication do a switch 

Lecture 4 - 13 Jan 2016Fei-Fei Li & Andrej Karpathy & Justin JohnsonFei-Fei Li & Andrej Karpathy & Justin Johnson Lecture 4 - 13 Jan 201627

f

activations

gradients

“local gradient”

∂(α + β )
∂α

= 1 ∂(α *β )
∂α

= β

Examples 



Issues with simple RNN (hand waving) 

Loss 

∂h
∂z

Repeated: Multiplication of grad tanh  
which is <= 1 
 
 
 
 
A bit more complicated 
since weights are shared  
and are matrices   

Illustration: http://colah.github.io/posts/2015-08-Understanding-LSTMs/ 



Remedy Long Short Term Memory (LSTM) Cells 

LSTM-Cell 

Forget about the forget gate (may be switched off in the beginning of training) 

Lecture 4 - 13 Jan 2016Fei-Fei Li & Andrej Karpathy & Justin JohnsonFei-Fei Li & Andrej Karpathy & Justin Johnson Lecture 4 - 13 Jan 201627

f

activations

gradients

“local gradient”

∂(α + β )
∂α

= 1 è’Gradient Super Highways’ 
on the upper conveyor belt Ct 
 
What comes in (on the right)  
does go out (on the left) 
 
Similar to high way networks 
or resnets 

Illustration: http://colah.github.io/posts/2015-08-Understanding-LSTMs/ 

α
β



“Experimental Verification” 

http://imgur.com/gallery/vaNahKE 



Interpretation the states Ct 

31 

Below: Activation of a particular hidden (Ct)I “cell-state” 
 
Just about 5% of states are interpretable. 

Cell	want’s	to	do	a	line	break	‘\n’	

Taken from: http://karpathy.github.io/2015/05/21/rnn-effectiveness/   



Intuition of the LSTM-Cells  

•  We consider the cell state vector Ct to code information like gender 
which might be relevant for long time. E.g. third component of Ct is 1 
if gender is female. 

•  Not all components of Ct are so easily interpretable as this hand 
picked example. 

•  Requirements for the cell-state e.g. gender 
–  We want to delete (forget) it 
–  We want to add new information 
–  We want to use it for the output ht of the cell 



Run through LSTM (forget gate) 

Taken from Colah’s Blog: http://colah.github.io/posts/2015-08-Understanding-LSTMs/ 

Forget gate looks at previous h-state ht-1 and input xt  and determines if the cell 
state should be forgotten. “Example is Gender State still important?” 
 
Example: ft = (1,1,0,1,1) would forget the state 3 (binary for illustration). Gender is 
not important anymore 

All	gates	work	on	the	
concatenaCon	of	h	and	x		



Run through LSTM (proposing new addition) 

Taken from Colah’s Blog: http://colah.github.io/posts/2015-08-Understanding-LSTMs/ 

This part looks at previous h-state ht-1 and input xt and determines a candidate for 
the new cell state (e.g. new gender).  
 
Example: \tilde{C_t} = (0,0,-1,0,0) would set state 3 to -1  



Run through LSTM (adding to the new state) 

Taken from Colah’s Blog: http://colah.github.io/posts/2015-08-Understanding-LSTMs/ 

Adds the new cell state (e.g. new gender).  



Run through LSTM (determining output) 

Taken from Colah’s Blog: http://colah.github.io/posts/2015-08-Understanding-LSTMs/ 

ot determines which part of the cell-state should be relevant for the output.   



Putting it all together 

37 
4 Weight Matrices and biases  

[ht-1,xt] 
on same footage 

Forget 

Addition 

New output / short time state  



LSTM variants  

•  Different gated cells exists (GRU) 

•  Automatic search over 10000 architectures (Jozefowicz et al. 2015) 
“We have evaluated a variety of recurrent neural network architectures 
in order to find an architecture that reliably outperforms 
the LSTM. Though there were architectures that 
outperformed the LSTM on some problems, we were unable 
to find an architecture that consistently beat the LSTM 
and the GRU in all experimental conditions.”  



Replacing RNN Cells with LSTM Cells 

Standard RNN-Cell 

LSTM-Cell 
 

#cell = tf.nn.rnn_cell.BasicRNNCell(state_size)
cell = tf.nn.rnn_cell.BasicLSTMCell(state_size)

In TensorFlow: 



Applications 



A fun application (char-RNN) 

41 

Take softmax to get 
probabilities 
 
p(‘o’|’hell’) 



Other typical Example: character level rnns 

Definition in TFLearn maxlen=25 

All hidden nodes of the last layer are used to predict the next character. 
 
 
Training with a Phd-Thesis in Didactic "Didaktik des integrativen Unterrichts” 
approx 450 pages… 

See: https://github.com/oduerr/dl_tutorial/blob/master/tensorflow/RNN/Loading_Frozen_RNN_Model.ipynb  
See also Kaparthy-Blog 

  



Didactic RNN: epoch 0 

First 25 chars are seed 



Didactic RNN: epoch 1 



Didactic RNN: epoch 2 



Didactic RNN: epoch 3 



Didactic RNN: epoch 10 



Didactic RNN: epoch 50 

See: https://github.com/oduerr/dl_tutorial/blob/master/tensorflow/RNN/Loading_Frozen_RNN_Model.ipynb   



Exercise 2 (char-rnn) 



Peak preview of further 
applications / technical issues 



Other architectures: Sequence to Sequence 

CHAPTER 10. SEQUENCE MODELING: RECURRENT AND RECURSIVE NETS

10.4 Encoder-Decoder Sequence-to-Sequence Architec-
tures

We have seen in figure 10.5 how an RNN can map an input sequence to a fixed-size
vector. We have seen in figure 10.9 how an RNN can map a fixed-size vector to a
sequence. We have seen in figures 10.3, 10.4, 10.10 and 10.11 how an RNN can
map an input sequence to an output sequence of the same length.

Encoder

…

x(1)x(1) x(2)x(2) x(...)x(...) x(n

x

)x(n

x

)

Decoder

…

y(1)y(1) y(2)y(2) y(...)y(...) y(n

y

)y(n

y

)

CC

Figure 10.12: Example of an encoder-decoder or sequence-to-sequence RNN architecture,
for learning to generate an output sequence (y

(1), . . . ,y(n

y

)

) given an input sequence
(x

(1),x(2), . . . ,x(n

x

)

). It is composed of an encoder RNN that reads the input sequence
and a decoder RNN that generates the output sequence (or computes the probability of a
given output sequence). The final hidden state of the encoder RNN is used to compute a
generally fixed-size context variable C which represents a semantic summary of the input
sequence and is given as input to the decoder RNN.

Here we discuss how an RNN can be trained to map an input sequence to an
output sequence which is not necessarily of the same length. This comes up in
many applications, such as speech recognition, machine translation or question

396

Encoder Language 1 
Variable length 

All information is in the context C 
(Derived from last state) 
 
Hinton: “Thought Vector” 

Illustration: http://www.deeplearningbook.org/  

Special design of decoder 
‘output feedback’ 

Encoder Language 2 
Variable length (different from 1) 



Other architectures: Bidirectional RNN 
CHAPTER 10. SEQUENCE MODELING: RECURRENT AND RECURSIVE NETS

sequence still has one restriction, which is that the length of both sequences must
be the same. We describe how to remove this restriction in section 10.4.

o(t�1)o(t�1) o(t)o(t) o(t+1)o(t+1)

L(t�1)L(t�1) L(t)L(t) L(t+1)L(t+1)

y(t�1)y(t�1) y(t)y(t) y(t+1)y(t+1)

h(t�1)h(t�1) h(t)h(t) h(t+1)h(t+1)

x(t�1)x(t�1) x(t)x(t) x(t+1)x(t+1)

g(t�1)g(t�1) g(t)g(t) g(t+1)g(t+1)

Figure 10.11: Computation of a typical bidirectional recurrent neural network, meant
to learn to map input sequences x to target sequences y, with loss L(t) at each step t.
The h recurrence propagates information forward in time (towards the right) while the
g recurrence propagates information backward in time (towards the left). Thus at each
point t, the output units o(t) can benefit from a relevant summary of the past in its h(t)

input and from a relevant summary of the future in its g(t) input.

10.3 Bidirectional RNNs

All of the recurrent networks we have considered up to now have a “causal” struc-
ture, meaning that the state at time t only captures information from the past,
x(1), . . . , x(t�1), and the present input x(t). Some of the models we have discussed
also allow information from past y values to affect the current state when the y
values are available.

However, in many applications we want to output a prediction of y(t) which may
394

Illustration: http://www.deeplearningbook.org/  

The	output	state	
depends	on	two	

independent	chains	
(forward	and	
backward)	



Image Captioning  

Slides taken from: http://cs231n.stanford.edu/slides/winter1516_lecture10.pdf 

h0

x0
<STA
RT>

y0

<START>

test image

before:
h = tanh(Wxh * x + Whh * h)

now:
h = tanh(Wxh * x + Whh * h + Wih * v)

v

Wih



Image Captioning  

Illustration: http://cs231n.stanford.edu/slides/winter1516_lecture10.pdf 

h0

x0
<STA
RT>

y0

<START>

test image

straw

sample!

The image is only feed in the first 
time 



Image Captioning  

Illustration: http://cs231n.stanford.edu/slides/winter1516_lecture10.pdf 

h0

x0
<STA
RT>

y0

<START>

test image

straw

h1

y1



Image Captioning  

Illustration: http://cs231n.stanford.edu/slides/winter1516_lecture10.pdf 

h0

x0
<STA
RT>

y0

<START>

test image

straw

h1

y1

hat

sample!



Image Captioning  

Illustration: http://cs231n.stanford.edu/slides/winter1516_lecture10.pdf 

h0

x0
<STA
RT>

y0

<START>

test image

straw

h1

y1

hat

h2

y2



Image Captioning  

Illustration: http://cs231n.stanford.edu/slides/winter1516_lecture10.pdf 

h0

x0
<STA
RT>

y0

<START>

test image

straw

h1

y1

hat

h2

y2

sample
<END> token
=> finish.



Image Captioning  

Illustration: http://cs231n.stanford.edu/slides/winter1516_lecture10.pdf 

Image Sentence Datasets

Microsoft COCO
[Tsung-Yi Lin et al. 2014]
mscoco.org

currently:
~120K images
~5 sentences each



Image Captioning  

Illustration: http://cs231n.stanford.edu/slides/winter1516_lecture10.pdf 



Non-standard: Attention controller  

61 

RNN controls attention  

Ba et all. 
https://arxiv.org/abs/1412.7755 



More advanced methods use attention 

66Show Attend and Tell, Xu et al., 2015

Preview of fancier architectures

RNN attends spatially to different parts of images while generating 
each word of the sentence:

Illustration: http://cs231n.stanford.edu/slides/winter1516_lecture10.pdf 



Pixel Recurrent Neural Networks 

•  Pixel Recurrent Neural Networks 
–  https://arxiv.org/pdf/1601.06759v3.pdf 

 
  



Technical Issues 

•  Order (batch, time, state) #state e.g. dimension of input vector 
•  Decide if you want the output of the hidden vector at each time step 

(needed for stacking several layers of LSTMs ) 
–  model.add(LSTM(512, return_sequences=True, input_shape=(maxlen, len(chars)))) 

 
 
 
Issues with batches 
•  Input of different length 
•  Decide if you want to use state-full units… 

64 

Time	dimension	e.g.	40	 Input	vector	e.g.	26	



Statefull RNN 

65 

The gradient is propagated a fixed amount of steps back, but state is carried over.  

Slide credit Martin Gorner (TensorFlow without PhD) 

State	is	carried	over	

Currently March, 2017: Broken in Keras, fine in TF  


