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Abstract

This paper studies information disclosure when financial supervisors cannot commit
to communicate truthfully. A regulator performs a stress test and chooses whether to
disclose bank-specific or aggregate results. Results can be biased at a cost (the higher
this cost, the more credible the regulator). Manipulating aggregate information may
avoid bank failures, but only if credibility is high enough. Supervisors with little
credibility cannot prevent systemic runs by misreporting aggregate information and
must release bank-specific reports (truthful or not), triggering partial runs. The results
have implications for institutional design: ex-ante, a social planner would choose an
interior level of credibility.

Keywords: bank runs, strategic complementarities, information disclosure, informa-
tion manipulation.
JEL classification: D82, D83, G01.

∗I am very grateful to Bernardo Guimaraes and Itay Goldstein for fruitful discussions and invaluable
advice. I also thank Rabah Amir, Luis Araujo, Consuelo Silva, Braz Camargo, Vinicius Carrasco, Jose
Heleno Faro, Nicolás Figueroa, Caio Machado, Gabriel Madeira, David Martinez-Miera, Emanuel Ornelas,
Joao Paulo Pessoa, Giorgo Sertsios and seminar participants at the Lisbon Meetings in Game Theory and
Applications (2017), APET 2017 (Paris), LAMES 2016 (Medellín), SBE 2016 (Iguazu), the Central Bank
of Chile, Erasmus University, the Cleveland Fed, the Federal Reserve Board, Insper, ITAM, Johns Hopkins
University, NYU Abu Dhabi, PUC-Chile, the Sao Paulo School of Economics, Tilburg University, Universidad
Diego Portales, Universidad Carlos III, Universidad de Chile, Universidad de Los Andes-Chile and University
of Sao Paulo for their suggestions. I gratefully acknowledge financial support from the Sao Paulo Research
Foundation (Fapesp) and from Conicyt (Fondecyt Iniciación).

†School of Business and Economics, Universidad de los Andes - Chile. Contact: apereira@uandes.cl.
Address: Monseñor Álvaro del Portillo 12455, Santiago, Chile. Phone number: +56 22618 1097.

1



1 Introduction

Stress testing has become an important regulatory tool since the 2008 financial crisis. How-
ever, the desirability of stress test results disclosure remains controversial. Not surprisingly,
the many stress tests conducted in the last decade in different countries differed in the way
supervisors handled results disclosure.1 There is also evidence that, in some cases, regulators
may have tried to conceal bad news from the market, releasing information that turned out
to be somewhat misleading.2

This paper studies information disclosure when a financial regulator cannot commit to
report stress test results truthfully. Regulators may have incentives to mask an undesirable
scenario as an attempt to increase confidence among investors and prevent self-fulfilling
crises. Investors are aware of those incentives, and internalize them in their rollover decisions.
I investigate how the possibility of biasing stress test results affects disclosure policies and
financial stability. A recent literature has studied how information disclosure decisions by
regulators can mitigate financial crises (Bouvard, Chaigneau and De Motta, 2015, Faria-e
Castro, Martinez and Philippon, 2017, Goldstein and Leitner, 2018, among others). This
paper contributes to the literature by studying the links between information manipulation
and financial stability.

I consider a model where creditors of banks face a coordination problem in their rollover
decisions, which depend on the information they have about the banks’ fundamentals. Banks
are ex ante identical, but differ in the quality of their balance sheets ex post. A regulator
performs a stress test to learn banks’ types (some relevant variable on their balance sheets).
The regulator can choose whether to disclose bank-specific reports or to only release a report
on the aggregate situation of the banking system. The regulator has the prerogative to bias
those reports at a cost that is increasing in the amount of distortion. The higher the cost
of producing biased information, the more credible the regulator is in the eyes of investors.
By manipulating information, the regulator can try to avoid inefficient coordination failures,
but investors anticipate the regulator’s incentives and take that into account when forming
their expectations about the true fundamentals of banks.

There are different interpretations to the cost of misreporting in the model. It can
capture, for instance: reputational costs to be incurred by a regulator in case its reports
are found to be inaccurate; costs attached to the loss of a regulatory position following a
disclosure perceived as controversial later; or institutional checks and balances that make it

1For instance, the U.S. regulatory authorities disclosed very detailed bank-specific results in 2009 (SCAP
stress test), and in a subsequent stress test two years later (CCAR, 2011) only the macro-scenario was
published, with no bank-level results.

2The case of the European stress tests in 2010, discussed in more detail below, is an example.
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difficult for regulators to cherry-pick models and disclose results on those that yield desirable
outcomes (as opposed to those they believe to be the most accurate).

I show that if misreporting is sufficiently costly (meaning that regulators are sufficiently
credible), regulators may effectively boost the stability of the financial sector by manipulating
information regarding the overall situation of banks. A regulator that lacks credibility loses
the ability to enhance confidence by releasing only aggregate information about the banking
sector. Then, it always releases more detailed bank-level reports, even though it causes part
of the banks to fail. Also, if the regulator is able to easily misreport bank-level information,
reports may be biased in either direction: in bad times, the proportion of banks that have
good fundamentals is inflated, and in good times, the proportion of strong banks must be
underreported to generate confidence in the stress test exercise. From a social planner’s
perspective, an intermediate level of credibility is generally optimal. It allows the regulator
to enhance beliefs in a crisis situation, but also guarantees that stress test results are not
uninformative and a systemic crisis is not triggered.

Although in a benchmark case where the regulator has full credibility the equilibrium
is unique, introducing the possibility of information manipulation gives rise to multiple
equilibria in the model. Still, meaningful predictions arise. As long as the regulator has
enough credibility, any equilibrium features a state-contingent disclosure policy. In bad states
– i.e., when the proportion of good-type banks is low – the regulator discloses bank-specific
information (truthfully). In intermediate states, the regulator opts for opacity and aggregate
information manipulation, that is, it releases a biased aggregate signal about the banking
sector as a whole. In good states, there is opacity and no bias. Information manipulation is
often effective: the regulator causes a signal-jamming that boosts investors’ beliefs in states
where they would be otherwise too pessimistic, at the cost of deteriorating beliefs in states
where there is more than enough optimism to avoid any runs.

When credibility is too low, though, the regulator loses the ability to use the disclosure
of aggregate information as a means of generating confidence. The regulator then chooses to
always release bank-level reports, which exposes some banks to undesirable runs. The specific
form of bank-level disclosure that takes place in equilibrium depends on the manipulation
technology available to the regulator. Two distinct cases are considered in the model: (i) a
case where only aggregate reports are subject to bias, and (ii) a case where both aggregate
and idiosyncratic reports may be manipulated.

When only aggregate reports are subject to manipulation, the low-credibility equilibrium
features full transparency in every state, and the most solid banks always survive, while the
most fragile ones always suffer runs. When the policy maker has the ability to misreport
all kinds of results (aggregate or bank-specific), the low-credibility equilibria also feature
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bank-specific reports disclosure at all times, but some banks’ types are misreported. In bad
states of the world, the regulator is able to misrepresent some low-type banks’ situation and
avoid a run on more than just the most solid banks. On the other hand, in good states of
the world, where most banks have high returns, some banks (even high-type ones) must be
sacrificed and fail the stress test in order to generate enough confidence that the banks that
do pass the test are indeed solid. Put differently, a critical mass of failing grades are needed
to make the stress-test exercise credible and useful to boost confidence.

Importantly, the prediction that there is more detailed (bank-level) disclosures when the
regulator has less credibility holds under both assumptions – when only aggregate informa-
tion is subject to bias, and when bank-specific reports can also be manipulated.

The results presented here have implications for institutional design. Consider a social
planner who can choose the amount of credibility regulators have at a previous stage. In-
creasing credibility too much reduces welfare since it precludes the financial authority from
enhancing coordination in many states. However, when credibility is too low any aggre-
gate report is meaningless to investors, so the regulator has no option but to disclose more
disaggregate reports, exposing some banks to runs (sometimes, even the most solid ones).
In this setting, a social planner would choose an interior level of credibility in which bank
supervisors still have some room for maneuver during a financial crisis, but they are credible
enough not to make stress test results uninformative.

The results of the paper are consistent with evidence from the European experience in the
early 2010s. The stress test conducted by the Committee of European Banking Supervisors
(CEBS) in 2010 covering 91 European banks pointed to a total capital need of €3.5bn. A
subsequent assessment of just the Irish banks conducted by independent consultants revealed
a total capital need of €24bn.3 European authorities came out of this episode with harmed
credibility. In a new round of stress tests performed by the European Banking Authority
(EBA), CEBS’s successor, the degree of disclosure was much more extensive than in previous
episodes, with bank-level results made available to the public. There is a widespread percep-
tion that European regulators lacked the credibility to be successful in generating confidence
among investors by disclosing aggregate results, so they had to rely on more transparency.
As argued by Schuermann (2014), “because credibility of European supervisors was rather
low by that point, only with very detailed disclosure, bank by bank, [...] could the market
do its own math and arrive at its own conclusions.”

In 2014, the European Central Bank took charge of the supervision of all stress tests
conducted in the Eurozone under the Single Supervisory Mechanism (SSM). Through the
lens of the model presented here, the creation of the SSM could be interpreted as a step

3See Schuermann (2014).
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in the direction of raising credibility. In a survey conducted by Bloomberg in December of
2013, about 90% of the analysts interviewed believed the subsequent round of stress tests
under the supervision of the ECB would be more credible than the previous one, conducted
by the EBA (Bloomberg, 2013).

The results delivered by the paper are in line with the evidence in two dimensions: (i)
one should expect there to be bias in stress test results in at least some states, and (ii) one
should expect a lot more bank-specific information disclosure, regardless of the state of the
economy, when regulators lack credibility. The results are also consistent with the evidence
presented by Bird et al. (2020). Their empirical analysis point to the presence of both
positive and negative bias in bank-specific disclosures of stress test results in the aftermath
of the financial crisis, a feature that can also be rationalized by the model presented here.

Literature. This paper is connected to the literature on coordination games and self-
fulfilling crises. Games with strategic complementarities and common knowledge of funda-
mentals usually present multiple equilibria. As first shown by Carlsson and Van Damme
(1993), the introduction of private information in these environments may lead to a unique
equilibrium. This approach, known as global games, has been applied to a wide variety of
settings, including currency attacks (Morris and Shin, 1998), debt pricing (Morris and Shin,
2004), technology adoption and investment subsidies (Sakovics and Steiner, 2012), and bank
runs (Goldstein and Pauzner, 2005). Several papers in this tradition analyze the effects on
financial stability of different policy interventions, such as government guarantees, liquidity
injections, capital requirements and monetary policy. Examples include Rochet and Vives
(2004), Bebchuk and Goldstein (2011), Morris and Shin (2014) and Allen et al. (2018).

In the present paper, global games techniques are used in the rollover game played among
investors. However, as in Angeletos, Hellwig and Pavan (2006) and Angeletos and Pavan
(2013), uniqueness is not guaranteed. As shown by Angeletos, Hellwig and Pavan (2006),
analyzing policies as comparative statics in global games models can be misleading since poli-
cies may have a signaling role. Multiplicity of equilibria may be restored when information
is endogenous.4

Another branch of the literature related to this paper is concerned with the social value
of information. Morris and Shin (2002) examine how the precision of public signals impacts
welfare in a beauty contest model (where agents aim to take an action close to the underlying
fundamental, but also similar to the actions of others). They show that greater precision of
public information may be detrimental to welfare, since agents may place too much weight

4For a more general treatment of games with strategic complementarities and endogenous information,
see Amir and Lazzati (2016).
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on public signals relative to their private information due to the coordination motive. In
Angeletos and Pavan (2004), though, increasing the precision of public information is always
welfare improving. Angeletos and Pavan (2007) shed some light on this matter by providing
conditions under which one or the other result holds.5 This paper analyzes how the credibility
of public information affects welfare (the social value of credibility) since the information
agents observe can be biased by an informed party.

A recent literature has discussed information disclosure decisions by financial regulators.
Bouvard, Chaigneau and De Motta (2015) study stress test disclosure in a bank-run model
in the tradition of Diamond and Dybvig (1983). Their model helps explain the evidence
that information disclosure is often state-contingent, with more transparency in bad times
and more opacity in good times. They also suggest regulators have a commitment problem
in their disclosure policy that leads to excess opacity and a higher probability of systemic
crises.6 The present paper contributes to this literature by studying how the possibility of
biasing reports affects disclosure policies and the stability of the financial system, shedding
light on how the credibility of regulators affects financial stability and welfare.7 I show that
the possibility of misreporting stress test results may be welfare improving.

Goldstein and Leitner (2018) study stress tests disclosure in a different environment
– the focus there is not on coordination and rollover risk. They suggest no disclosure is
needed in good times, but some disclosure may be necessary in bad times to avoid a market
breakdown. Revealing too much information in their model may reduce welfare by destroying
risk-sharing opportunities for banks. Goldstein and Leitner’s (2018) setting corresponds to a
Bayesian persuasion problem between one sender and one receiver, and requires commitment
of the regulator to disclosure rules.8 Here, the regulator has the discretion to choose its
policies after observing banks’ information, and the disclosure and manipulation policies
affect coordination between a continuum of creditors.

Likewise, Inostroza and Pavan (2020) apply a Bayesian persuasion framework to the
study of stress testing. Modeling rollover decisions by a continuum of bank creditors as a
global game of regime change, they study an information design problem faced by a poli-

5For the role of information precision in regime-change games, see Iachan and Nenov (2015).
6In a related contribution, He and Manela (2014) study private information acquisition and withdrawal

decisions in a dynamic model with rumors about banks. They suggest that public provision of information
might promote stability by crowding out information acquisition by private depositors that can lead to runs.

7On a technical level, a key difference from Bouvard, Chaigneau and De Motta’s (2015) setting is that
here the regulator’s policy consists of an observable and a hidden action (namely, the disclosure decision and
the manipulation decision).

8Another related Bayesian persuasion application is the one by Leitner and Yilmaz (2019). There, instead,
the information designer is a bank, who produces models to assess its exposure to risk and chooses which
model to share with the regulator. They show that monitoring by the regulator may reduce information
production by banks.
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cymaker. In particular, they assess the optimality of simple pass/fail grades and monotone
rules for passing/failing institutions according to the strength of their fundamentals. As
in Goldstein and Leitner (2018), their setting also assumes commitment to disclosure rules
by the policymaker (as opposed to discretion to manage information after fundamentals are
realized) and there is no possibility of misreporting, so their focus is not on credibility issues.

Also related to this paper is the work by Edmond (2013), who studies a regime-change
model in which a dictator engages in propaganda to try to avoid being overthrown. The dic-
tator can add a bias to the mean of a private signal citizens receive concerning the strength
of the regime. Here, I use a similar information manipulation technology, although the signal
the regulator discloses becomes common knowledge and the mechanism through which ma-
nipulation affects beliefs is different – there is not only a hidden action, but also an observable
action that conveys information to the market. Another model where costly misreporting
by an informed party is strategically adopted is Kartik, Ottaviani and Squintani’s (2007).

In Goldstein and Huang (2016), there is also a policymaker that attempts to affect agents’
beliefs, but the effectiveness of the policy requires commitment. In their regime-change game,
a policymaker can commit to abandon the regime if fundamentals fall below a threshold, so
the survival of the regime conveys good news – a Bayesian persuasion effect. Part of the
results presented here are also in the spirit of those in the Bayesian persuasion literature
(see Benoît and Dubra, 2011, and Kamenica and Gentzkow, 2011), but the persuasion effect
arises from the introduction of bias by an informed sender, and there is no commitment.

Here, the focus is on the the study of information disclosure in a setting where there is
rollover risk and strategic complementarities among investors, but the paper abstracts from
other frictions potentially important for the discussion. For example, Bond and Goldstein
(2015) suggest that the disclosure of information by the government might reduce the in-
formativeness of market prices, which could be useful to guide government policies. For a
comprehensive analysis of the trade-offs involved in the disclosure of sensitive information
from stress tests, see Goldstein and Sapra (2013). The authors debate pros and cons of stress
test results disclosure in light of the existing literature on the subject.

The remaining of the paper is organized as follows. Section 2 presents the model. Section
3 describes the equilibrium set, presents comparative statics and analyzes welfare when only
aggregate information is subject to manipulation. Section 4 characterizes the equilibria when
both aggregate and bank-specific misreporting are possible and studies optimal credibility
in this case. Section 5 concludes. All proofs are relegated to the appendix.
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2 The model

This section presents the basic environment, describes the information manipulation and
disclosure technologies, and characterizes investors’ rollover decisions.

2.1 Environment

The basic bank-run setting is standard and builds on Morris and Shin (2000) and Bouvard,
Chaigneau and De Motta (2015). Consider a continuum [0, 1] × [0, 1] of investors endowed
with one unit of the consumption good and a continuum of banks (or financial institutions in
general) indexed by i ∈ [0, 1]. All agents are risk neutral and there is no discounting among
the three periods, τ = 0, 1, 2. Investors can either store their unit of the consumption good
or invest it in a bank at τ = 0. Banks have access to an investment opportunity that yields
a gross return of 1 + ri at τ = 2 for each unit invested (the maximum scale is one). The net
return ri is the sum of a common term and an idiosyncratic component. Specifically,

ri = θ̃ + di, where di =

η with probability p,

−η with probability 1− p,

where η > 0. That is, banks can be of a high or a low type. The proportion of high-type
banks p is drawn from a uniform distribution on [0, 1] at the beginning of τ = 1, so at
τ = 0, E0 [di] = 0, and the expected (net) return of the banking system is simply θ̃. We can
interpret the realization of p at τ = 1 as an aggregate shock to the return of the banking
sector. Agents invest their unit of the consumption good in banks, and hence each bank has
a unit-mass continuum of investors.9

Banks face rollover risk. Investors can keep their unit invested in the bank until τ = 2
or withdraw it at the interim period. Early liquidation of the long-term project is costly: if
a proportion li of bank i’s investors withdraws their unit at τ = 1, the per-unit return at
τ = 2 becomes ri − γli, γ > 0. Hence, there are strategic complementarities in investors
decisions, in the sense that their willingness to demand early withdrawal depends on their
expectation about how other investors will behave.

The expected return of the banking system θ̃ is drawn from a normal distribution with
mean θ and precision βθ. This distribution is known by investors and by the regulator. At
τ = 1, each investor j receives a noisy signal about the fundamental, xj = θ̃+ ξj, where ξj is
independently distributed (across investors in each bank) according to a normal distribution

9Assumptions to be detailed imply that the long-term investment technology is better than storage in
expected value, so all investors are in fact willing to deposit their unit in the bank.
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with mean 0 and precision βξ. Private information is important in this setting to obtain
uniqueness of equilibrium in the rollover game. Since the introduction of the noisy signal is
simply an equilibrium selection device, I focus on the limiting case with both precisions (βθ
and βξ) approaching infinity, satisfying β2

θ/βξ → 0.10 Moreover, the following parametric
assumption is imposed.

Assumption 1.
0 < θ − η < θ <

γ

2 < θ + η.

This assumption will ensure that (i) early liquidation is inefficient for both high- and low-
type banks (since the focus of the paper is on panic-based runs rather than on fundamentals-
driven crises); (ii) if agents learn their bank’s type, low-type banks suffer runs while high-type
banks do not (so the distinction between types is meaningful); and (iii) θ is low enough to
trigger a run if agents act based solely on their prior information about p (which captures
situations in which stress tests are a desirable regulatory tool).11

2.2 Regulation

There is a financial regulator who has access to bank-specific information at the beginning
of period τ = 1 (obtained by performing a stress test, for example). The regulator observes
banks’ types {di}i∈[0,1] and, consequently, the realization of p. The informed regulator can
then choose between two disclosure regimes: releasing bank-specific reports to investors
about each bank’s type, or only releasing an aggregate report about the proportion of good-
type banks (p).

The regulator’s objective is to maximize the expected return of the banking system
(which coincides with aggregate consumption by investors) net of the cost of manipulating
information, which is proportional to the amount of distortion. Two cases are considered:
(i) only aggregate reports are subject to bias; and (ii) both aggregate and bank-level reports
can be manipulated. If only aggregate information manipulation is possible, the cost of
misreporting the aggregate report by b is c|b|, c ≥ 0. In case bank-specific information
manipulation is also allowed, analogously, the cost of misrepresenting the type of a proportion
b of banks is cb, regardless of whether bank-specific reports are disclosed or only the aggregate
report is released.

10As common in the global-games literature, uniqueness of equilibrium in coordination games arises when
there is enough private information relative to public information. This condition ensures that, even in the
limiting case with both precisions approaching infinity, there is a unique equilibrium in the rollover game
played among investors. For more details, see Morris and Shin (2000) and Morris and Shin (2003).

11If this third part of the assumption is eliminated, that is, if γ
2 < θ, a regulator that can choose in a

previous stage whether or not to perform a stress test would choose not to do so. Hence, the interesting case
is when Assumption 1 holds.

9



There are different ways to interpret the misreporting cost c. It can capture a cost of
effort incurred to deviate from a regulatory protocol, or the expected consequences for the
regulator in case its report is found to be inaccurate – such as a reputational cost or even
a pecuniary cost (e.g., having to step down from a regulatory position). An alternative
interpretation of the misreporting technology in the model is the following: Regulators may
conduct multiple tests to assess the resilience of the banking sector; they may believe one
particular model is the most adequate, but deliberately choose to report results on a second
one, whose results are seen as more favorable. The more checks and balances there are, and
the less discretion regulators have to make such choices, the more costly it is to misreport.12

Higher values of c are interpreted as higher credibility: the higher the cost of manipulating
stress test results, the more credible the reports in the eyes of investors.

The regulator’s action space is described in further details in Sections 3 and 4, since two
alternative assumptions concerning the costs of information manipulation are made.

Timeline. To summarize, the timeline of the model is as follows:

τ = 0 τ = 1 τ = 2

• θ̃ realizes and agents receive
noisy signals about it

• Investor make deposits in
banks

• Banks undertake illiquid
investment projects

• Banks’ types realize and are
observed by the regulator
(through a stress test)

• Regulator makes
manipulation and disclosure
decisions

• After observing available
reports, investors in each
bank make rollover decisions

• Payoffs are realized

2.3 Investors’ rollover decision

Before characterizing the optimal manipulation and disclosure policies for the regulator, one
must determine the optimal rollover decision for investors. Let E1 [·] denote expectations con-
ditional on all information available to investors at τ = 1. Standard global games techniques
give us the following result.

Lemma 1 (Morris and Shin, 2000). Investors in bank i choose to roll over at t = 1 whenever
θ + E1 [di] > γ/2, and to run whenever the inequality is reversed.

12One practical example of an institutional feature that could be reflected in a higher c is found in the
Dodd-Frank Act. The Act requires that the Board of Governors submits annual reports to Congress regarding
the implementation of the prudential standards required to mitigate risks to the financial stability of the
United States (Dodd-Frank Act, 2010, section 165). This increases accountability for the officials in charge
of conducting stress tests under the Dodd-Frank Act.
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Lemma 1 implies that, if investors know their bank’s type, investors in bank i run if
di = −η, and do not run if di = η, i.e., only the high-return banks survive. Lemma 1 also
implies that when there is uncertainty about banks’ types, investors run whenever

P1 (di = η) < p̄ ≡ γ − 2(θ − η)
4η , (1)

and roll over if the inequality is reversed, where P1 (di = η) is the probability investors assign
to their bank being of high type conditional on the information they have at period τ = 1.

With this result in hand, we can then solve the regulator’s problem under each of the
alternative assumptions regarding the possibility of manipulating information: when only
aggregate information manipulation is possible, and when both aggregate and idiosyncratic
information are subject to bias. The equilibrium concept adopted here is Perfect Bayesian
Equilibrium, with off-equilibrium beliefs satisfying the Intuitive Criterion. From Lemma 1,
we know the unique equilibrium in the rollover stage of the game takes the form of a cutoff
when investors know banks’ types. I will look for equilibria in which investors also play cutoff
strategies when they observe aggregate information only (i.e., their strategies will involve a
cutoff on aggregate reports).

3 Aggregate information manipulation

This section considers the case in which the regulator must report bank-specific information
truthfully in case it opts to disclose it. However, the regulator cannot commit to tell the truth
about the aggregate situation of the banking sector if it decides to withhold bank-specific
information. It can transmit a delusive report about the aggregate state at a cost. Another
way to think about it is that the cost of misreporting bank-level results is prohibitively
high. Section 4 relaxes this assumption and allows for the possibility of biasing bank-specific
information as well.

We can interpret full disclosure of bank-specific information as making spreadsheets con-
taining data on each bank’s financial situation available to the public. The assumption made
throughout Section 3 is that the cost of misreporting that sort of information is infinity. Still,
manipulating aggregate information may be feasible since the public in general has no means
of gathering information on all financial institutions to check if the aggregate report released
by the regulator is accurate.

After observing banks’ types, the regulator makes two decisions: it chooses an observable
action – disclosing or withholding bank-specific information – and a hidden action – how
much bias (if any) to add to the aggregate report. Formally, after observing p the regulator
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chooses t ∈ {0, 1}, where 1 represents transparency and 0 opacity, and a bias b ∈ [−p, 1− p]
in order to form a report z = p+ b.13 Investors always observe z, and in case of transparency
(t = 1), they also observe {di}i∈[0,1].

Regulator’s problem

Suppose the regulator expects investors to run under opacity if z is smaller than a cutoff ẑ and
to roll over otherwise.14 After observing the stress test results {di}i∈[0,1], and consequently
p, the regulator solves

max
t∈{0,1}, b∈[−p,1−p]

U (p, t, b|ẑ) = t {1 + p(θ + η)}

+ (1− t)
{

1 + [θ + (2p− 1) η]1{p+b≥ẑ}
}
− c |b| (2)

where 1 is an indicator function. The term multiplying t is the aggregate return of the
banking sector when the regulator chooses transparency – in which case bad banks suffer a
run and good banks’ long-term investments mature and pay the net return (θ+η). The term
multiplying (1 − t) is the aggregate return when the regulator chooses opacity – in which
case either there is a massive run and all investors get 1 (which happens if z < ẑ) or there is
no run and both good and bad banks’ investments mature (which happens if z ≥ ẑ).15 The
last term is the information manipulation cost.

The solution to this problem yields two policy functions, t(p) and b(p), for a given ẑ. In
equilibrium, ẑ must be such that investors’ rollover decisions are rational, taking into account
the regulator’s manipulation and disclosure policies. Beliefs are pinned down by Bayes rule
on the equilibrium path. I adopt the refinement that off-the-equilibrium beliefs must satisfy
the Intuitive Criterion of Cho and Kreps (1987). This refinement requires off-the-equilibrium
beliefs to be reasonable in the sense that, following an off-equilibrium move by the regulator,
investors cannot assign a positive probability to states in which such deviation is dominated
by the equilibrium strategy.

13Naturally, the regulator cannot claim less than zero or more than 100% of banks are of a given type,
thus the restriction on the choice of b.

14In Appendix A.3, I show that a strategy in which investors run when z is larger than a cutoff and roll
over otherwise cannot constitute an equilibrium.

15In any equilibrium, it must be that when z = ẑ agents choose to roll over. If they would run at z = ẑ,
the regulator’s problem would not have a solution: in some states the regulator would wish to minimize cb
subject to b > ẑ − p. Hence, such strategy for investors would not be consistent with equilibrium.
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3.1 Benchmark case: full credibility

As a benchmark, consider the case where the regulator must report aggregate information
truthfully.16 In this case there is a unique equilibrium, in which the regulator chooses
to disclose bank-specific information in bad times, and not to disclose it in good times.
Proposition 1 states this result.

Proposition 1 (Full credibility). Suppose the regulator cannot misreport information. In
the unique equilibrium: (i) investors run under opacity if z < p̄ and do not run otherwise,
and (ii) the regulator chooses transparency for p < p̄ and opacity otherwise.

Since manipulating information is not possible, observing z perfectly informs investors
about the true state of the financial system. Whenever the aggregate state is high enough,
revealing it is sufficient to avoid a run on all banks. Hence, the regulator withholds banks-
specific information (disclosing it would cause an undesirable run on low-type banks). When-
ever the state is such that revealing aggregate information would not prevent a massive run
on banks, the regulator chooses to disclose bank-specific information and avoid a run on
high-quality banks. This benchmark result is similar to the one in Bouvard, Chaigneau and
De Motta (2015) when the aggregate state of the banking system is common knowledge in
their framework.

3.2 General case: limited credibility

Now, consider the case with limited credibility, i.e., when aggregate information can be
misreported at a cost. The regulator has incentives to disclose an aggregate report that
inflates the proportion of good banks in an attempt to help agents coordinate in rolling over.
However, agents are aware of those incentives and discount the report they receive when
forming their expectations about the health of the financial system.

Even though the choice of biases is a hidden action taken by regulator, the disclosure
decision is an observable action. Now that agents are not certain about the true value of p
when they observe opacity, the disclosure policy will have a signaling role. As usual, signaling
in this setting generates multiplicity of equilibria. However, interesting general predictions
arise. In particular, when the cost of misreporting is sufficiently high, in any equilibrium:

(i) The regulator discloses (truthful) bank-specific reports in low states; in an intermediate
range of states, it chooses opacity and discloses biased aggregate reports; if the state
is high enough, it discloses truthful aggregate reports;

16This is equivalent to making c→∞ in the general case in Section 3.2.
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(ii) Investors roll over (run) when observing good (bad) bank-specific reports, or in case
of opacity, they roll over (run) when observing a high (low) enough aggregate report.

When the cost of misreporting is low, there is a unique equilibrium, in which:

(i) The regulator discloses (truthful) bank-specific reports regardless of the state;

(ii) Investors roll over (run) when observing good (bad) bank-specific reports, and they
would run if they observed opacity.

These predictions summarize the results in Proposition 2, which formally presents the equi-
librium set when the regulator has limited credibility. In what follows, let

pb(ẑ) = cẑ − θ + η

c− θ + η
, pb∗ ≡ cγ − 2(θ − η)(c+ η)

2η(2c− θ + η) , (3)

z∗ ≡ γ(c− θ + η)− 2(θ − η)(c− θ)
2η(2c− θ + η) and z̄ ≡ γ(c− θ + η)− 2(θ − η)(c− θ − η)

4cη . (4)

Proposition 2 (Equilibria under limited credibility). The equilibrium set is as follows:

1. If c > θ−η, for each pair
{
ẑ, pb

}
with ẑ ∈ [z∗, z̄] and pb = pb(ẑ) there is an equilibrium

in which the regulator’s strategy is given by

t(p) =

1 for p ∈ [0, pb),

0 for p ∈
[
pb, 1

]
,

and b(p) =

ẑ − p for p ∈
[
pb, ẑ

]
,

0 for p ∈ [0, pb) ∪ (ẑ, 1].
(5)

2. If c < θ− η, there is a unique equilibrium in which investors run under opacity for all
z ∈ [0, 1] and the regulator chooses full transparency (t(p) = 1 and b(p) = 0) for all p.

3. If c = θ − η, for each pair
{
ẑ, pb

}
with ẑ = 1 and pb ∈

[
pb∗, 1

]
there is an equilibrium

in which the regulator’s strategy is given by (5). Full transparency, as in part 2, is also
an equilibrium.

For simplicity of the exposition, I hereafter refer to an equilibrium simply as a pair{
ẑ, pb

}
, given that these two thresholds are sufficient to characterize regulator’s and investors’

strategies in equilibrium: investors run under opacity whenever z < ẑ; under transparency,
they run on low-quality banks and do not run on high-quality banks; the regulator chooses
transparency and b(p) = 0 for p < pb, opacity and b(p) = ẑ − p whenever p ∈

[
pb, ẑ

]
, and

opacity with b(p) = 0 whenever p > ẑ. An equilibrium featuring transparency for all p can
be represented in the same way, only with ẑ, pb > 1. Notice pb∗ = pb (z∗) and p̄ = pb (z̄), so
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{
z∗, pb∗

}
and {z̄, p̄} are the two extreme equilibria in Proposition 2, part 1 (with the lowest

and the highest thresholds ẑ, respectively). Also notice z∗ and z̄ are smaller than one for any
c > θ − η. Finally, note that opacity with z < ẑ is never observed on the equilibrium path.
The off-equilibrium beliefs that sustain the equilibria with opacity are µ(p|z, 0) < p̄ for all
z < ẑ, where µ(p|z, t) is investors’ expectation of p conditional on the aggregate report and
the disclosure decision observed.

Proposition 2 shows that, despite the existence of multiple equilibria, meaningful predic-
tions arise. If the credibility level is sufficiently large, all equilibria feature transparency in
low states, opacity with information manipulation in intermediate states and opacity with
truth-telling in high states. The intuition for this state-contingent policy is that, if the pro-
portion of good banks is too small, a truthful aggregate report would not convince investors
to roll over their investments in all banks, and biasing the aggregate report in a sufficient
amount to avoid a run would be too costly. Thus the best option for the regulator is to
choose transparency and at least save the best banks. For intermediate levels of p, misre-
porting the aggregate state pays off: by inflating the report z, the regulator is able to avoid
a coordination failure and save all banks. In high states, no manipulation is necessary, and
there are no runs under opacity even under a truthful aggregate report.

If the credibility level is too low, though, the regulator loses the ability to help agents
coordinate by manipulating aggregate information: the only equilibrium is the one with full
transparency in all states, in which case only the best banks survive. By withholding bank-
specific information, a regulator with low credibility would trigger a run on all banks, even
for very high p. Investors discount too heavily the aggregate report released by a regulator
that does not enjoy much credibility, so no report z would ever convey that the state p is high
indeed. Anticipating that, the best strategy for such regulator is to opt for full transparency,
minimizing losses and avoiding runs on the most solid banks.

Importantly, as will be discussed in section 4, the result that a regulator with low cred-
ibility discloses bank specific reports regardless of the state p extends to the more general
setting in which both aggregate and bank-specific reports are subject to manipulation.

Sketch of the proof. Consider a threshold ẑ ∈ [0, 1] such that investors run under opacity
whenever z < ẑ, and roll over otherwise. Recall that, using Lemma 1, under transparency
each investor rolls over if her bank is of high type, and runs otherwise. Given such strategies
for investors, the regulator’s choice at a given p boils down to choosing among (i) opacity
and no bias (t = 0, b = 0); (ii) opacity and just the sufficient amount of bias to avoid any
runs (t = 0, b = ẑ− p) ; and (iii) full transparency (i.e., bank-specific reports disclosure and
no bias, t = 1). Figure 1 depicts the regulator’s payoffs under each of these options as a
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function of the aggregate state, p. U o represents the regulator’s payoff under opacity and no
bias, U t its payoff under transparency, and U b its payoff under opacity and manipulation.
The optimal policy is the one that yields the upper contour of those three curves. Such
policy is the one described in (5), and pb(ẑ) is the function obtained by equating U t

(
pb
)
and

U b
(
pb
)
, for a given ẑ.

(a) Case with ẑ > θ−η
c

ẑpb

θ − η − cẑ

p

(b) Case with ẑ < θ−η
c

ẑ

θ − η − cẑ

p

Uo U t U b

Figure 1: Regulator’s payoffs for a given ẑ ∈ [0, 1]

Cutoff ẑ is an equilibrium object. One must check if investors are in fact willing to roll over
when observing opacity and z ≥ ẑ, and to run when under opacity and z < ẑ. Considering
the regulator’s policies, conditional on the observation of opacity and an aggregate report ẑ
an investor expects p to be uniformly distributed on the interval

[
pb, ẑ

]
. If c < θ− η, for any

ẑ the regulator’s payoffs are as depicted in Figure 1b, and thus opacity with misreporting is
the best policy for all p < ẑ. In this case, investors’ expectation of p conditional on opacity
and ẑ would be ẑ/2, which is always smaller than p̄ (remember p̄ > 0.5 given Assumption 1).
Hence, there cannot be any equilibrium featuring opacity in this case: the only equilibrium
is the one with transparency in all states.

If c > θ − η, there exist values of ẑ such that the regulator’s payoffs are as depicted in
Figure 1a. In this case, opacity above pb(ẑ) is in fact consistent with equilibrium as long as
E [p|t = 0, z = ẑ] ≥ p (so that investors are willing to roll over). In fact, all pairs

{
ẑ, pb(ẑ)

}
such that E [p|t = 0, z = ẑ] ≥ p constitute a Perfect Bayesian Equilibrium (with strategies
given in Proposition 2, part 1).17

17The intuition for multiplicity of equilibrium is the following: if investors expect the regulator not to bias
aggregate reports too much, they discount reports very little, and require a lower cutoff report ẑ to roll over,
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Finally, notice that under the state-contingent disclosure policy there are signals z that
are never observed on the equilibrium path. Namely, all signals z ∈

(
pb, ẑ

)
are received with

probability zero. The off-equilibrium beliefs that sustain such an equilibrium are any beliefs
that assign µ (p|z, 0) < p̄ for all z ∈

(
pb, ẑ

)
. As shown in Appendix A.3, only the equilibria

in which pb ≤ p̄ survive the Intuitive Criterion.

3.2.1 Comparative Statics

Conditional on c being smaller than θ− η, the equilibrium does not depend on c, since there
is full transparency for all p. To build intuition, the next proposition characterizes how the
equilibrium set changes with c, for c > θ − η.

Proposition 3 (Comparative statics). For c > θ− η, the set [z∗(c), z(c)] is decreasing in c,
and

[
pb∗(c), p

]
is increasing in c, both in the strong set order sense.18

Proposition 3 follows from the fact that the thresholds z∗(c) and z(c) – investors’ cutoff
in the two extreme equilibria – are strictly decreasing in c. To shed light on the mechanisms
at play, assume that investors play according to the equilibrium with the smallest cutoff for
every c (i.e., ẑ = z∗(c) and pb = pb∗(c)). This equilibrium is the Pareto dominant one – the
one that yields highest payoffs for all agents. Starting off at some c > θ − η, an increase in
c causes a decrease in the threshold z∗, that is, investors opt to run in fewer states under
opacity. The effect on the threshold pb∗ is the opposite: a increase in c increases the range
of p for which transparency is optimal for the regulator. (Recall that pb∗ is the value of p
above which the regulator chooses to disclose an aggregate report only.)

The general intuition is that, for c > θ − η, a decrease in the credibility level makes (i)
investors run more under opacity, and (ii) the regulator rely more on opacity and information
manipulation. The reason is that, as c decreases, misreporting becomes a cheaper instrument
to enhance coordination, so the regulator uses it more (pb∗ decreases). However, it also
becomes a less effective one (z∗ increases). Under a smaller information manipulation cost,
investors discount the regulator’s report more heavily, and thus require a higher signal z not
to run under opacity. This is why the transparency range only shrinks as we reduce c down
to some point: if credibility is too low, namely if c < θ−η, the aggregate report is completely

so the regulator in fact does not need to bias reports much. If investors expect the regulator to bias reports
by a lot, they discount reports very heavily and thus require a large ẑ to roll over; the regulator then biases
reports a lot to match the higher ẑ.

18Formally, we say that Z = [z∗(c), z(c)] is a descending correspondence (or, Z is decreasing in the strong
set order sense) if for any z ∈ Z = [z∗(c), z(c)] and z′ ∈ Z ′ = [z∗(c′), z(c′)], with c′ > c, min {z, z′} ∈ Z ′ and
max {z, z′} ∈ Z. An analogous definition applies for

[
pb∗(c), p

]
, as an ascending correspondence. For details

on these notions, see Topkis (1978) or Vives (1999).
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disregarded by investors, so opacity would trigger a massive run on banks. Transparency is
then the best option for the regulator in any state.

The same comparative statics hold if we assume investors always play according to the
largest threshold ẑ (i.e., ẑ = z̄(c) for all c), or if we assume equiilibrium selection is invariant
to c in the sense that investors always play a certain convex combination of the two extreme
thresholds.19

p

c

Transparency Opacity

Opacity + bias

Figure 2: Disclosure policy and misreporting costs

Figure 2 illustrates the non-monotonic relationship between the level of credibility and
the range of states in which there is transparency in equilibrium for the case of the Pareto
dominant equilibrium. Starting at a high value of c, as c decreases the range of values of
p for which the regulator’s optimal strategy involves opacity and misreporting increases;
the transparency region decreases, as well as the region where there is opacity but no bias.
However, there is a discontinuity in the relationship between credibility and the amount of
transparency. If c is too low, the equilibrium features transparency in all states.

3.2.2 The information manipulation mechanism

It is interesting to understand the mechanism through which information manipulation in
this setting can be effective in boosting coordination. Consider the case with c > θ−η (as in
Proposition 2, item 1). In an intermediate range of states, the manipulation policy is such
that, for all states in that range, the report issued by the regulator is the same – see the left
panel of Figure 3. By pooling together all those states, the regulator causes a signal-jamming
that boosts investors’ beliefs in a region where beliefs would be otherwise too pessimistic,

19More specifically, if for each c the equilibrium selected is
{
z̃(c), pb(z̃(c))

}
, with z̃(c) = αz∗(c)+(1−α)z̄(c),

α ∈ (0, 1), then the comparative statics are qualitatively identical to when the equilibrium is
{
z∗(c), pb∗(c)

}
.
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and deteriorates beliefs in a region where there would be optimism to spare. The blue area
in the right panel of Figure 3 represents the gain in beliefs due to information manipulation,
while the pink area represents the resulting damage in beliefs in another range of states.

For any p > p̄, if information manipulation was not a possibility, there would be no runs
under opacity and a truthful aggregate report. When manipulation is possible, anticipating
the regulator’s incentive to inflate the report, investors only rollover if the report is at least
ẑ > p̄. That is because they know all intermediate states are pooled together: in any state
p ∈

[
pb, ẑ

]
, the issued report is ẑ. This implies a twist in beliefs in an intermediate range of

p that makes it possible to avoid runs not only to the right of p̄, but also in a range to the
left of p̄.

When p < p̄, under a truthful report there would be a systemic run, but by manipulating
information the regulator can improve confidence in the state of the economy in this region
at the cost of worsening beliefs in states where there is more than enough optimism to avoid
any runs. Hence, lowering investors’ expectations of p in higher states down to p̄ may pay
off. The size of the range where there is information manipulation in equilibrium depends
on the cost c for two reasons: the higher c, the more costly it is for the regulator to use
manipulation as a tool, but on the other hand, anticipating that the regulator is less prone
to use it, the more effective manipulation is in increasing investors confidence.

(a) Manipulation policy

ẑpb p

z(p)

45o

(b) Investors’ beliefs

p̄ ẑpb p

E [p|z (p)]

45o

Figure 3: Aggregate report for a given ẑ ∈ [0, 1] and investors’ beliefs

If misreporting costs are too low (if c < θ − η), the discounting by investors would be
so severe that it becomes impossible for the regulator to enhance coordination by pooling
together low and high states. The only option left is then to disclose bank-specific information
and save the most solid banks at least.

The results of the model can shed light on disclosure episodes following the 2008 financial
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crisis. First, the model predicts that there are always states in which there is information
manipulation in equilibrium as long as credibility is not too low. Second, if the regulator’s
credibility is too low, we should expect a lot more transparency (bank-specific disclosures
in more states). European authorities responsible for regulating the financial system in the
early 2010s released some controversial stress test results, as discussed in the introduction.
The amount of capital the banking sector had to raise in order to be able to withstand pos-
sible downturns was found to be a lot larger than the regulators had previously announced.
Regulators came out of these episodes with harmed credibility. Stress tests performed later
on adopted a much more transparent disclosure policy. For instance, the EBA’s stress test
in 2010/2011 exhibited a degree of disclosure much more extensive then previous episodes,
making bank-level results available for download in spreadsheets. Analyzing the European
experience through the lens of the model, we could say the EBA had to opt for full trans-
parency in that occasion precisely because its credibility was too low. Authorities would
probably not be able to generate confidence in the health of the banking sector through
the disclosure of aggregate stress test results, and the only alternative was to expose weak
financial institutions to make sure at least the strong ones would be preserved.

3.3 Optimal credibility

The way credibility affects information disclosure and manipulation policies and investors’
rollover decisions may have important implications for institutional design – for instance, for
which authority should be responsible for regulating the financial system and what should
be its set of incentives. This section considers the following modification of the main model:
at the beginning of the first stage (τ = 0), an additional player – a social planner – chooses
c (i.e., the cost that the regulator faces to manipulate aggregate reports) as to maximize
social welfare. We can then study what would be the socially optimal level of c from an ex
ante perspective.

Given equilibrium strategies
{
ẑ, pb

}
for investors and the regulator, welfare in this econ-

omy can be written as W̃ = 1 +W , where

W =
∫ min{pb,1}

0
p(θ + η)dp+

∫ 1

min{pb,1}
[θ + (2p− 1)η] dp (6)

is the expected (net) aggregate return of the banking system (W̃ is total output or total
consumption in the economy). For simplicity, I refer to W as welfare.

Figure 4a depicts welfare as a function of c if we consider that the regulator and investors
play the Pareto dominant equilibrium,

{
z∗(c), pb∗(c)

}
, for all c. Figure 4b illustrates the
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welfare range as c varies, for all the possible equilibria presented in Proposition 2. In the
extended game, with c chosen by the planner at τ = 0, however, the possible values for
welfare in equilibrium are only the ones in the shaded (triangle-like) area. The next lemma
states this result, which is auxiliary to the next proposition.

(a)

c

W

c∗

(b)

c

W

c∗

W

Wt

Figure 4: Welfare and misreporting costs

Lemma 2. Consider the model with the social planner choosing c. Any Perfect Bayesian
Equilibrium has c ≥ c∗ ≡ θ − η and ẑ ∈ [z∗(c), z(c)].

Lemma 2 follows from two observations. First, the choice of c < c∗ is always dominated
for the planner. Choosing any c > c∗, for instance, would yield larger welfare, regardless of
which equilibrium is selected in the following subgame (the minimum welfare achieved with
c > c∗ would be W > Wt, both depicted in Figure 4b and defined in the proof). Second,
there can be no equilibrium where the planner chooses c = c∗ and investors play a cutoff
ẑ > z(c∗) (with corresponding cutoff pb(ẑ) > p for the regulator), since that would lead to a
welfare level smaller than W . This is a tacit consequence of subgame perfection: if investors
and the regulator would play such strategies following the choice of c = c∗, the planner would
have a profitable deviation (to any c > c∗).20 This is why the vertical segment connecting
(c∗,Wt) and

(
c∗,W

)
in Figure 4b is not part of the welfare correspondence in equilibrium.

Proposition 4 (Optimal credibility). The optimal choice of c for the social planner is c∗ ≡
θ − η under either of these alternative assumptions about the subgame following the choice
of c: (i) the Pareto dominant equilibrium is selected; (ii) the social planner is completely

20Similar arguments are used to eliminate subgame perfect equilibrium candidates in Amir and Grilo (1999,
pp. 18-19) and Avenhaus, Von Stengel and Zamir (2002) in games where the second mover has multiple best
responses.
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agnostic about which equilibrium will be played, so it expects all possible equilibria to be
selected with equal probability, ẑ ∼ U [z∗(c), z(c)].

The main message of this section is that neither full nor no credibility is optimal. The
choice of an intermediate cost c = c∗ is the one that allows the social planner to avoid
undesirable runs in the largest possible range of states. This intuition becomes clear with
the aid of Figure 2. If the planner would opt for a level of credibility that is too low, any
aggregate result disclosed alone would be uninformative and trigger systemic runs. Very low
c would then lead the regulator to opt for full transparency, causing the inefficient failure of
the banks with lower returns. An interior level of credibility allows the regulator to incur in
some (socially desirable) misreporting, without increasing too much investors discounting of
the reports disclosed. That is, the optimal c is such that the regulator can effectively enhance
investors’ confidence and avoid inefficient runs in the broadest possible range of states.

Although natural, the two selection criteria in Proposition 4 are not crucial for the
overall intuition presented in this section. For instance, if the opposite extreme equilibrium,
{z(c), p}, is played by the regulator and investors following any choice of c, choosing c∗ is
still optimal for the planner. In that case, c∗ would no longer be the unique best response
for the planner, however, and any c ≥ θ − η would be consistent with equilibrium.

To summarize, the results in this section imply that regulators’ (expected) punishment
for misreporting the health of the banking sector should not be too harsh as to completely
avoid information manipulation nor too low as to make opacity impractical. Although full
credibility is not ideal, very low credibility is even worse, as shown in Figure 4. This result
may help explain why some regulatory authorities opt to delegate the performance of stress
tests to independent consultants. One possibility is that the regulator itself lacks credibility
and would have to disclose very detailed bank-specific information. If instead a more credible
party conducts the tests – such as an international consultancy firm with lower stakes in those
stress tests results – the disclosure of aggregate results only may lead to a better market
outcome. Furthermore, one can also interpret the recent changes in financial regulation in
Europe – that put the European Central Bank in charge of all stress tests procedures from
2014 on – as an attempt to raise credibility in financial regulators in the Eurozone, since
national regulators as well as some authorities such as the EBA did not enjoy sufficiently
credibility to be able to have discretion over how much information to disclose.

The next section analyzes the case where both aggregate and bank-level reports are
subject to bias. Although the equilibrium characterization is somewhat different for low
levels of c, the main normative result of the paper remains the same. Still, the positive part
of the results for low credibility levels provides new insights.
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4 Allowing bank-specific information manipulation

Now, suppose the regulator is also able to misreport bank-specific information. Specifically,
assume the cost of misrepresenting the type of a proportion b of banks is cb, regardless of
whether bank-specific signals are sent out or only an aggregate report is released.

Some additional notation is needed, so I restate the problem in the following way. The
set of banks whose net return is di = η (good-type banks) is denoted by the (measurable)
subset G ⊆ [0, 1]. As before, p denotes the proportion of good-type banks, and therefore, it is
the measure of G. After observing G (and consequently p), the regulator makes two choices:
it chooses t ∈ {0, 1} and some (measurable) set Ĝ ⊆ [0, 1]. The choice of Ĝ corresponds
to assigning labels to all banks: ni = η for i ∈ Ĝ and ni = −η otherwise. That is, Ĝ is
the set of banks the regulator claims to be of good type. Choosing t = 1 means disclosing
the bank-specific labels ni for all i (so that investors observe the full Ĝ). Choosing t = 0
represents the choice for opacity, in which case investors only observe the aggregate signal
z, which is the measure of Ĝ (the proportion of banks the regulator claims to be of good
type). The amount of bias the regulator introduces can now be denoted by b =

∫ 1
0 1{ni 6=di}di,

that is, it is the measure of banks whose types the regulator misrepresents (regardless of the
disclosure policy t).21

To summarize, the regulator observes banks’ types (G) and decides (i) which indexes will
be assigned to the group Ĝ (“banks passing the stress test”); and (ii) whether to disclose the
bank-specific reports (the full Ĝ) or only an aggregate report z, i.e., the alleged proportion
of good-type banks (the size of the set Ĝ).

In this section, I assume additionally that the regulator has a small preference for trans-
parency: choosing t = 0 entails an arbitrarily small cost ε > 0, while choosing t = 1 does
not.22 Moreover, to guarantee the existence of pure-strategy equilibria for all possible values
of c, Assumption 1 is replaced by:23

Assumption 2.
0 < θ − η < θ <

γ

2 < θ + η − η (θ − η)
2θ .

21Note that the notation used in the first part of the paper (defining bias as b = z−p) is no longer suitable
in general. To see that, note that in principle the regulator could report a measure χ > 0 of low-type banks
as being of high type, and at the same report a measure χ of high-type banks as low types. We would then
have that z = p, but b = 2χ.

22This assumption helps to rule out equilibria that rely on unusual off-equilibrium beliefs and facilitates
the exposition. The equilibrium set in the first part of the paper (Proposition 2) would remain virtually
unchanged under this additional assumption.

23Relative to Assumption 1, this imposes a tighter cap on the strength of strategic complementarities.
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4.1 Equilibria

For c > θ − η, the equilibrium set when the regulator has the prerogative to manipulate
both aggregate and idiosyncratic information is identical to the case in which only aggregate
information manipulation is possible. Hence, the equilibrium set in this case is as presented
in Proposition 2, item 1. The basic intuition is that, if investors roll over when their bank
is labeled as good (i.e., when ni = η), the marginal benefit of misrepresenting the type of
a low-type bank is θ − η, and the marginal cost of doing so is c > θ − η, so the regulator
would never want to incur in idiosyncratic information manipulation to save one additional
(low-type) bank.24

Proposition 5 below summarizes the main equilibrium properties when both types of
information are subject to bias for the case of low c.

Proposition 5. Consider the model where both aggregate and bank-specific information can
be manipulated. In any equilibrium, for sufficiently low misreporting costs (c < θ − η):

(i) The regulator discloses bank-specific reports in all states;

(ii) There is bank-specific misreporting, and biases can go in either direction, depending on
the state.

Proposition 5 highlights that the main result for the case of low credibility also extends
to this more flexible environment. When c < θ − η the regulator loses the ability to rely on
aggregate reports, and has to disclose bank-specific reports in all states. Moreover, there are
now bank-specific biases, and they may go in either direction: in some states the regulator
overstates the proportion of high-type banks, and in others, it understates this proportion.
To better understand this result, it is useful to look into the equilibrium characterization in
more details.

On the equilibrium with bank-specific biases

Notice that saying that investors observe the full Ĝ when t = 1 is analogous to saying they
observe ni and z, since this is all the relevant information to guide their rollover decisions.
Denote by a(tni, z) ∈ {0, 1} the strategy played by investors in bank i, where 0 represents
running and 1 represents rolling over. It captures the fact that when t = 0, investors do
not observe their bank-specific signal ni, and when t = 1, they do. To simplify notation,

24However, depending on investors’ strategies, in principle the regulator could manipulate idiosyncratic
signals of a small group of banks to avoid a run in a larger group of banks, so ruling out other equilibrium
candidates is not straightforward. The online appendix exhausts all possibilities and shows that the set of
equilibria surviving the Intuitive Criterion when c > θ − η is the same as in Proposition 2, item 1.

24



I denote the profile of bank-specific reports Ĝ chosen by the regulator as a correspondence
that depends on the aggregate state p, instead of depending on the type profile G, since for
the regulator the measure of G is all that matters. Proposition 6 below describes one set of
equilibria when manipulation costs are low.25 Define

z ≡ c

c+ θ + η
and z̃ = 2 (1− p̄) . (7)

Proposition 6. Consider c ≤ θ − η. For any z′ ∈ [z, z̃], there is an equilibrium in which
investors decisions are given by

a(0, z) = 0 for all z, a(−η, z) = 0 for all z, and a(η, z) =

1 if z ≤ z′,

0 if z > z′,
(8)

and the regulator’s decisions are given by t(p) = 1 for all p, and

Ĝ(p) =

G ∪ F p ≤ z′,

G′ p > z′,
(9)

where F is any subset of B of measure z′ − p, and G′ is any subset of G of measure z′, so
the regulator’s policy implies that z(p) = z′ for all p.

Proposition 6 characterizes equilibria in which: (i) investors run under opacity regardless
of the aggregate report; (ii) investors observing a negative bank-specific report also always
run; and (iii) investors observing a positive bank-specific report roll over as long as the
aggregate report is low enough. Notice that investors observing a good bank-specific signal
run if the regulator claims the proportion of good banks is too high. In other words, investors
in a bank that passes the stress test withdraw their investments if too many banks pass the
stress test. Also, the regulator chooses to send out bank-level reports in all states, as was
the case in Section 3. However, now the regulator manipulates bank-specific information in
such a way that the proportion of banks that receive the high-type label is the same in all
states – and it does so by misreporting the types of as few banks as possible.

Intuition. Lemma 1 implies that an investor observing z = z′ and ni = η rolls over
whenever the probability of her bank being of good type (conditional on those signals)
is larger than p. Figure 5 depicts the beliefs of such investor as a function of z′. Value z̃

25For some parameters (very low c), there is another possible equilibrium configuration – a ‘mirrored’
version of the one described here – which is presented in Proposition 7 in Appendix B. Intuitions are
analogous, so I skip the whole characterization in the main text to ease the exposition.
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(Planner’s targeted) z′

P [di = η|ni = η; z′]

1

p̄

z̃
0.5

0

Figure 5: Investors’ beliefs when z(p) = z′ for all p

represents the maximum proportion of banks that the regulator can claim to be of good type
without triggering distrust on the part of investors. In other words, z̃ is the maximum value
of z′ capable of generating enough confidence for investors observing a high bank-specific
signal to roll over.26

Even though the regulator has no commitment, the effect in place here resembles a
“bayesian persuasion” effect. Investors are aware that the regulator always claims a given
proportion of banks is of good type, so their prior about p is unchanged: after observing z′

but before taking into account the “label” assigned to her banks, an investor would expect
half the banks to have low return. However, for an investor observing ni = η, since quite a
few banks were labeled as low types and her bank is not one of them, the probability she
assigns to her bank being indeed of good type increases. The intuition is that the pool from
which her bank is drawn gets better the more banks are tagged as low types. If investors
would always roll over when receiving good bank specific signals (that is, if z′ were equal
to one), the regulator would be happy to send ni = η for all i, no matter p. But then
P (di = η|ni = η; z′) would be 0.5. As illustrated in Figure 5, the smaller the targeted z′,
the more confident investors in the group of banks that receive the good label are that their
banks are in fact of high type.

Notice that when a low state realizes (p < p′), the regulator sends positive bank specific
signals (ni = η) not only to the measure p of good banks, but also to a measure z′ − p of
bad ones. This is profitable for the regulator since all investors observing good signals will
be confident enough to keep their investments (since z ≤ z′). If instead the realized p is high
(p > z′), the regulator has no means of conveying to investors that such a high proportion of
banks has high returns. This is because its cost of misreporting is too low, and if more than
z′ banks “pass the test”, investors receiving a pass grade on their banks distrust the stress

26Any cutoff z′ ∈ [z, z̃] is consistent with equilibrium, and Assumption 2 guarantees this set is not empty.
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test result. In this situation, to avoid a systemic crisis, the regulator must impose biases in
the opposite direction, understating the proportion of good banks. A measure p−z′ of banks
must be misreported down (receiving the fail grade ni = −η) in order for the remaining z′

good banks not to suffer any runs.
The idea that some banks must fail to generate confidence that on banks who pass stress

tests is prevalent. In October of 2013, the head of the European Central Bank, Mario Draghi,
told Bloomberg TV that some banks needed to fail to make the battery of stress tests credible.
Months later, the head of the Single Supervisory Mechanism (SSM) demonstrated that she
shares the same view.27 The model presented in this section provides a new rationale for
that. If the authorities responsible for the conduction of stress tests lack credibility, the only
way to generate confidence and avoid runs on banks that do pass the test is to make enough
banks fail the test.

Comparative statics. Section 3.2.1 discussed how the credibility level affects the level
of disclosure in each state in the case with no bank-specific misreporting. Notice Figure 2
in that section continues to hold in this more general setting: the equilibrium set for high
values of c is the same as before, and for low values of c we continue to have bank-specific
disclosure at all times. Again, the relation between the credibility level and the probability
of bank-specific disclosure in equilibrium is non-monotonic, due to the same effects discussed
in that section.

Remarks. Before revisiting the welfare analysis, I summarize some important predictions
in this paper. The model with bank-specific information manipulation yields many of the
same predictions as the model presented in Section 3, plus some new interesting ones. The
following implications deserve special emphasis:

Remark 1. Disclosure policies in crisis situations should be contingent on the state, as long
as regulators have enough credibility.

The feature of a state-contingent disclosure policy is in line with other results in the
literature – similar results arise in Bouvard, Chaigneau and De Motta (2015) and in Goldstein
and Leitner (2018), for instance. Importantly, I show that this feature partially disappears
when we allow for information manipulation. In fact, if the regulator lacks credibility, it has
to rely on bank-specific disclosure regardless of the state that was observed in the stress test.

27When asked by the Financial Times on February 2014: “Do you agree with those who say that for the
exercise to be credible there have to be failures?”, Daniele Nouy asked: “Well, the president of the ECB has
said that that was one condition so I will certainly agree (...) and it seems precisely what markets expect
from such an exercise; so, yes, probably that’s the case” (Financial Times, 2014).
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Remark 2. One should expect to observe more bank-specific results disclosure: (i) when
crises are severe (low aggregate state), or else, (ii) when regulators have little credibility.

This feature is present regardless of whether bank-specific misreporting is possible or not.
Both the models in Section 3 and 4 yield this prediction. The economic mechanisms behind
these two implications are discussed in Section 3.2.1, with the aid of Figure 2.

Remark 3. Biases in stress test results can go in either direction.

Common wisdom might suggest that, in an environment with potential to inefficient
withdrawals by investors in case they fear fundamentals are not strong enough, a regulator
would have incentives to bias stress test results upwards. However, the regulator’s behavior
in equilibrium can feature either a positive or a negative bias. When the regulator lacks
credibility, reporting a surprisingly good stress test result could cause distrust in the whole
exercise and deepen the crisis. The intuition, as previously discussed, is that such a regulator
cannot credibly claim that a very large proportion of banks are in strong financial health.
For investors to believe that banks passing the test are indeed solid, they must observe a
sufficiently large number of failing grades. This feature of the model is consistent with the
evidence presented by Bird et al. (2020), that identify positive and negative biases in stress
test results.

4.2 Optimal credibility

The main messages regarding the optimal credibility level from an ex ante perspective ex-
tend to the setting where both aggregate and bank-specific information can be misreported.
Appendix B.1 presents welfare computations in details. We can derive essentially the same
conclusions regarding welfare as in Section 3.3: a social planner would generally choose a
misreporting cost in a neighborhood of c∗ = θ − η.28

The basic intuition is that a social planner would like to strike a balance between (i) a low
enough c to incentivize the regulator to enhance investors’ beliefs through some information
manipulation, and (ii) a high enough c to guarantee that investors do not discount the
regulator’s report too much, so that manipulation is effective in leading to better market
outcomes.

28A technical assumption is needed to guarantee that the social planner’s problem has a well-defined
solution in the setting of Section 4. Namely, c must be picked from a countable set, so I assume that instead
of c being chosen from R, the planner must chose c from an infinite but discrete subset of R.
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5 Conclusion

This paper studies information manipulation and disclosure in financial crises. It shows that
a regulator that has the possibility of misreporting information as an attempt to avoid runs
will often do so. As long as the regulator has sufficient credibility, it pays off to incur in
costly information manipulation of aggregate information, since it is effective in boosting
the stability of the financial sector. However, if the regulator’s credibility is too low, it
completely loses the ability to enhance confidence by releasing only aggregate information
about the banking sector, so releasing bank-specific reports is the only option left – and it
causes part of the banks to fail.

Also, when misreporting banks’ types is a possibility, biases go in both directions: in
low states, the proportion of good banks is inflated, and in high states, the proportion of
good banks is underreported to generate confidence in the stress test exercise. To convince
investors that banks that passed the stress test are in good shape, some other banks have to
fail – sometimes, even the strong ones.

These results have implications for institutional design. A social planner would generally
choose an interior level of credibility, giving regulators room for maneuver in a crisis situation,
but setting credibility in a high enough level so that opacity is still feasible, or at least, bank-
specific signals are not completely disregarded.
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A Proofs

A.1 Proof of Lemma 1
Conjecture a threshold equilibrium in which investors run on bank i at the end of period t = 1 if their
expectation of θ̃ is smaller than a threshold ρ∗i , and do not run if it is larger. Investor j’s expectation
of θ̃ given her private information is given by

ρj = E
[
θ̃|xj

]
= βθθ + βξxj

βθ + βξ
.

Threshold ρ∗i is given by the indifference condition

E [ri|ρ∗i ] = ρ∗i + E [ηi − γli|ρ∗i ] = 0,

which is equivalent to
ρ∗i + E [ηi] = γΦ

(√
α (ρ∗i − θ)

)
, (A.1)

where Φ (·) is the standard normal distribution function and α = β2
θ (βθ+βξ)

βε(βθ+2βξ) . Following Morris and
Shin (2000), condition αγ2 ≤ 2π guarantees equation (A.1) to have a unique solution. Moreover,
the equilibrium in threshold strategies is in fact the unique equilibrium, as can be shown by iterated
elimination of strictly dominated strategies. Finally, making βξ → 0 we have that ρj → θ̃ for all j,
and since α→ 0, ρ∗i → γ

2 −E [ηi]. If we also assume βθ →∞, as long as we make α→ 0 by assuming
β2
θ

βξ
→ 0 to guarantee uniqueness, we have ρ∗i → θ, so in equilibrium investors run on bank i whenever

θ + E [ηi] < γ/2 and roll over whenever θ + E [ηi] > γ/2.

A.2 Proof of Proposition 1
Consider z(p) = p for all p. Given a cutoff ẑ, the optimal policy for the regulator is to set t(p) = 1
for p < ẑ, and t(p) = 0 for p ≥ ẑ. Since the report is always truthful, Lemma 1 implies investors run
on all banks whenever E1 [p|z] = z < p̄, and do not run otherwise. Hence, ẑ = p̄.

A.3 Proof of Proposition 2

Regulator’s decision

Suppose investors run under opacity whenever z < ẑ and roll over otherwise, for some ẑ. It is easy to
see that ẑ < 0 is never an equilibrium: if investors never run under opacity, the optimal strategy for
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the regulator would be opacity (and no manipulation) for all p. But when observing any z = p < p̄

, agents would deviate and run (given Lemma 1). If ẑ > 1 (i.e., agents always run under opacity),
the optimal policy for the regulator is to choose transparency for all p, that is, pb > 1. It is still to
be determined the regulator’s solution for a given ẑ ∈ [0, 1]. The regulator’s problem in (2) boils
down to choosing, in each state p, between (i) t(p) = 1 and b(p) = 0; (ii) t(p) = 0 and b(p) = 0; or
(iii) t(p) = 0, b(p) = 0 for p ≥ ẑ and b(p) = ẑ − p for p < ẑ. Let U t denote the regulator’s payoff
under transparency (policy in (i)), Uo denote its payoff under opacity and no manipulation (as in
(ii)), and U b its payoff under opacity and manipulation (as in (iii)), subtracting the constant 1 from
all expressions, for simplicity:

Uo(p) = [θ + (2p− 1)η]1{p≥ẑ}, (A.2)

U b(p) = [θ + (2p− 1)η − c(ẑ − p)]1{p<ẑ} + Uo(p)1{p≥ẑ}, (A.3)

U t(p) = p (θ + η) . (A.4)

The regulator’s maximum payoff will be the upper contour of these three functions. The solution to
the regulator’s problem in (2) is then as follows: if ẑ > 1, t(p) = 1 and b(p) = 0 for all p; if ẑ ∈ [0, 1] ,

t(p) =

1 if p < pb,

0 if p ∈
[
pb, 1

]
,

b(p) =

0 if p ∈ [0, pb)∪(ẑ, 1],
ẑ − p if p ∈

[
pb, ẑ

]
,

where

pb(ẑ) =


cẑ−θ+η
c−θ+η if ẑ > θ−η

c ,

0 if ẑ ≤ θ−η
c .

(A.5)

Notice that if c < θ − η, pb(ẑ) = 0 for all ẑ ∈ [0, 1].
Now, suppose that investors run under opacity whenever z > ẑ and roll over otherwise. It is easy

to see that for z < ẑ the optimal choice for the regulator is t(p) = 0 and b(p) = 0, and for p > ẑ, it
never pays off to set z < ẑ: the regulator either biases z down to ẑ to avoid runs under opacity, or
chooses transparency. Thus, investors observing any z < ẑ know p = z, so whenever z < min {ẑ, p},
investors would then deviate and run. Hence, there can be no equilibrium in this form.

Investors’ decision

In equilibrium, investors roll over whenever z ≥ ẑ, and run when z < ẑ. Thus, given Lemma 1, ẑ
must be such that E [p|z, t = 0] ≥ p̄ for z ≥ ẑ and E [p|z, t = 0] < p̄ for z < ẑ. Given the regulator’s
disclosure and manipulation policies, an agent receiving the threshold message ẑ and no bank-specific
information expects p to be uniformly distributed on

[
pb, ẑ

]
.

Consider the case with c < θ − η. Since pb(ẑ) = 0 for any ẑ ∈ [0, 1], the posterior belief of an
investor observing the threshold message ẑ and opacity is that p|ẑ ∼ U (0, ẑ). Her expectation of p
is then ẑ/2, which is smaller than p̄ for any ẑ ≤ 1. Hence, there is no equilibrium with ẑ ∈ [0, 1],
and the unique equilibrium features ẑ > 1, transparency for all p and no information manipulation.
This proves Proposition 2, item (ii).

Now, consider the case with c ≥ θ − η. For any ẑ ∈ [0, 1], the posterior belief of an investor
observing the threshold message ẑ and opacity is that p|ẑ ∼ U

(
pb(ẑ), ẑ

)
. It must then be that
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E [p|ẑ, t = 0] = pb(ẑ)+ẑ
2 ≥ p̄, which yields

ẑ ≥ z∗ ≡ γ(c− θ + η)− 2(θ − η)(c− θ)
2η(2c− θ + η) .

Observing t = 0 and z < ẑ is off the equilibrium. To sustain these equilibria, off-the-equilibrium
beliefs must satisfy µ (p|z, 0) < p̄ for z < ẑ. Hence, there exist an equilibrium for each cutoff
ẑ ∈ [z∗, 1], where the regulator chooses transparency for p < pb(ẑ), opacity with manipulation for
p ∈

[
pb(ẑ), ẑ

]
and opacity with no manipulation for p > ẑ. Moreover, ẑ > 1 and pb > 1, that is,

transparency for all p, is also a equilibrium. (I show below that not all those equilibria survive the
Intuitive Criterion). Note that pb∗ ≡ pb(z∗) = cγ−2(θ−η)(c+η)

2η(2c−θ+η) .
Finally, notice that when c = θ − η, z∗ = 1. In this case, the curves U b(p) and U t(p) coincide,

so the regulator is indifferent between transparency and opacity with bias for all p. As long as the
regulator’s strategy features pb ≥ pb∗, investors observing z = 1 and opacity expects p ≥ p̄. Thus,
any pair

{
ẑ, pb

}
with ẑ = 1 and pb ∈

[
pb∗, 1

]
constitutes an equilibrium.

Eliminating equilibria with the Intuitive Criterion

For c > θ − η, some equilibria do not survive Cho and Kreps’s (1987) Intuitive Criterion. Suppose
an equilibrium in which investors play according to a cutoff ẑ ∈ [0, 1] under opacity and pb(ẑ) > p̄.
Consider an agent observing a report z′ = ẑ− ξ, for some ξ > 0, and opacity. The regulator’s payoff
from sending a report z′ under the most optimistic belief possible about investors response (i.e.,
investors roll over) is U b(p) = θ + (2p− 1) η − c(z′ − p), so the maximum benefit of deviating from
the equilibrium strategy is

∆(p) =

cξ if p ∈
[
pb(ẑ), z′

]
,

(1− p) (θ − η)− c(ẑ − ξ − p) if p < pb (ẑ) .
(A.6)

Since ∆(p) is negative for all p < pb(z′), the Intuitive Criterion imposes that investors cannot assign
positive probability for p being smaller than pb(z′). But if pb(ẑ) > p̄, for ξ sufficiently small we have
that pb(z′) > p̄ as well. Hence, investors cannot expect p to be smaller than p̄ when observing an
off-the-equilibrium z slightly smaller than ẑ. We can then rule out any equilibria where ẑ is such that
pb(ẑ) > p̄ and restrict attention to equilibria satisfying the restriction that pb(ẑ) ≤ p̄, which implies

ẑ ≤ z̄ ≡ γ(c− θ + η)− 2(θ − η)(c− θ − η)
4cη < 1.

Therefore, for c > θ − η the set of equilibria surviving the Intuitive Criterion reduces to all
{
ẑ, pb

}
with ẑ ∈ [z∗, z̄] and pb = pb(ẑ) as given in (A.5). When c = θ − η, however, ∆(p) is positive for all
p, so no equilibrium can be ruled out.

A.4 Proof of Proposition 3
Consider p̄, pb∗, z∗, and z̄ as given in (1), (3), and (4). The property that [z∗(c), z(c)] is decreasing in
c in the strong set order sense is defined in footnote 18. An analogous property holds for

[
pb∗(c), p

]
:
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for c′ > c, for any p ∈ P =
[
pb∗(c), p

]
and p′ ∈ P ′ =

[
pb∗(c′), p

]
, min {p, p′} ∈ P and max {p, p′} ∈ P ′.

Proposition 3 follows from the fact that, for c > θ − η, and given Assumption 1,

∂z∗

∂c
= −(θ − η)(2(θ + η)− γ)

2η (θ − η − 2c)2 < 0, ∂z̄

dc
= −(θ − η)(2(θ + η)− γ)

4ηc2 < 0,

∂pb∗

∂c
= (θ − η)(2(θ + η)− γ)

2η (θ − η − 2c)2 > 0, and ∂p̄

∂c
= 0.

A.5 Proof of Lemma 2
Consider the expression for welfare in (6). First, notice that choosing any c < θ − η leads to welfare
Wt ≡

∫ 1
0 p (θ + η) dp (the unique equilibrium in the subgame following that choice of c is as described

in Proposition 2, part 2). Any such c is dominated, since the minimum welfare obtained by choosing
any c > θ − η is

W ≡
∫ 1

0
p (θ + η) dp+

∫ 1

p
(1− p) (θ − η) dp > Wt. (A.7)

Hence, any equilibrium must have c ≥ θ − η. From Proposition 2, any equilibrium with c > θ − η
has ẑ ∈ [z∗(c), z(c)]. Moreover, although for c = θ−η the equilibria in the following subgame is as in
Proposition 2, part 3, in the extended game where the planner chooses c there can be no equilibrium
in which the planner chooses c = c∗ ≡ θ − η and investors play according to some ẑ such that
pb(ẑ) > p. If that was the case, the planner would collect a payoff W < W (since (6) is decreasing
in pb). It would then profitably deviate to any c > c∗. Therefore, in any equilibrium with c = c∗, ẑ
must be such that pb(ẑ) ∈

[
pb∗(c), p

]
. Therefore, ẑ ∈ [z∗(c), z(c)].

A.6 Proof of Proposition 4
I first show that

{
z∗, pb∗

}
is the Pareto dominant equilibrium in the game played among investors

and the regulator for any c. For c < θ − η, the equilibrium is unique. Let c ≥ θ − η and consider
the equilibrium characterization in Proposition 2. For investors, the equilibrium with lowest pb is
preferred for the following reason. If p < pb, investors run and get 1; if p ≥ pb, they roll over and
get 1 + E1 (θ + ηi) > 1. Hence, for every p, investors are at least as well off in the equilibrium with
ẑ = z∗ (and pb = pb

∗) as in any other equilibrium for all p, and there exists one p ∈ [0, 1] (namely,
p = pb

∗) such that the equilibrium with ẑ = z∗ is strictly better than any other. It remains to check
whether the regulator also prefers equilibrium

{
z∗, pb

∗}.
For p < pb

∗ , regardless of the equilibrium being played, the regulator’s payoff is U t(p) (as given
by (A.4)); for p > z, in any equilibrium, the regulator gets Uo (p) (as given by (A.2)). In both cases,
it is indifferent between any equilibria. Consider now p ∈ [z∗, z]. Any equilibrium with ẑ > p is
dominated by equilibria with ẑ ≤ p (in which no misreporting costs are incurred). The regulator
is at least as well off in equilibrium ẑ = z∗ than in any other for any p ∈ [z∗, z], and is strictly
better off in that equilibrium for p = z∗. Finally, consider p ∈

[
pb
∗
, z∗
)
. If ẑ is such that pb (ẑ) > p,
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equilibrium ẑ is dominated by any equilibrium ẑ′ with pb (ẑ′) < p.29 Moreover, for any two equilibria
ẑ1, ẑ2 such that pb (ẑ1) , pb (ẑ2) ≤ p, if ẑ1 < ẑ2, ẑ1 yields a strictly higher payoff for the regulator
since the misreporting cost incurred is lower (c (ẑ1 − p) < c (ẑ2 − p)). Hence,

{
z∗, pb

∗} is the Pareto
dominant equilibrium.

Now, consider that the social planner chooses c at the beginning of τ = 0 as to maximize welfare,
as given by (6). (I hereafter write, with some abuse of notation, thresholds and welfare as a function
of c.) From Lemma 2, we know that the planner chooses some c ≥ θ − η. Assume investors and
the regulator play the Pareto dominant equilibrium,

{
z∗(c), pb∗(c)

}
, in the subgame that follows the

choice of c. In this case, welfare is W ∗(c) ≡ θ − (θ − η)pb∗(c)
(
1− pb∗(c)

2

)
, and then:

dW ∗(c)
dc

= −c(θ − η)2 (γ − 2θ − 2η)2

4η2 (2c− θ + η)3 < 0 (A.8)

for c > θ − η. Hence, the value of c that maximizes welfare is c∗ = θ − η.
Finally, under assumption (ii) in Proposition 4, for each c ≥ θ− η we have pb ∼ U

[
pb∗(c), p

]
, and

thus welfare is ∫ p

pb∗(c)

[∫ 1

0
p(θ + η)dp+

∫ 1

pb
(1− p) (θ − η) dp

]
dpb,

which is decreasing in c since, from Proposition 3, p is independent of c, and pb∗ is decreasing in c.
Hence, the optimal choice of c for the regulator is c∗ = θ − η.

A.7 Proof of Proposition 5
These properties follow immediately from the equilibrium characterization presented in Proposition
6 and Appendix B.

A.8 Proof of Proposition 6
The next Lemma is useful for the proof of Proposition 6 as well as for ruling out other possible
equilibrium configurations.

Lemma 3. Consider c ≤ θ − η. Suppose a(−η, z) = 0 ∀z. Define F as any subset of B = [0, 1] \G
of measure z′ − p, for z′ > p. Also, define G′ as any subset of G of measure z′, for z′ < p.

1. If a(η, z) =

1 if z ≥ z′,

0 otherwise,
then if t(p) = 1 is optimal for the regulator, it chooses Ĝ(p) = [0, 1].

2. If a(η, z) =

1 if z ≤ z′,

0 otherwise,
then whenever t(p) = 1 is optimal for the regulator, it chooses

Ĝ(p) = G ∪ F for p < z′, and for p > z′,

Ĝ (p) =

G
′ if p ≤

(
c+θ+η
c

)
z′ ≡ p̃ (z′) ,

G if p > p̃ (z′) ,
(A.9)

29This is because, if ẑ′ is an equilibrium, the payoff under opacity is larger than U t(p) for p > pb(ẑ′).
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which implies

z(p) =

z′ if p ≤ p̃ (z′) ,
p if p > p̃ (z′) .

(A.10)

Proof. Let a(η, z) = 1 if z ≥ z′ and a(η, z) = 0 otherwise. If investors observing a z high enough and
ni = η roll over, since the cost of misreporting the type of an additional bank is c and the benefit of
avoiding a run on an additional bad bank is θ − η ≥ c, it is always profitable to save an additional
bank. Hence, the regulator chooses Ĝ = [0, 1] for all p.

Now let a(η, z) = 1 if z ≤ z′ and a(η, z) = 0 otherwise. Again, the regulator is always willing
to pay the marginal cost c if it implies saving an additional bad bank, but now there is a systemic
run whenever z > z′. If disclosing bank-specific signals is optimal, when p < z′ the regulator sets
Ĝ(p) = G∪F – that is, it biases up the reports of a mass z′− p of bad banks, the maximum amount
of bias possible that does not trigger a systemic run. When p > z′, the regulator sets Ĝ(p) = G′,
that is, it biases down the reports of a measure p− z′ of good banks to avoid a run, but only if the
implied cost is worth it, i.e., only if

z′ (θ + η)− c (p− z′) ≥ 0 ⇐⇒ p ≤ p̃ (z′) .

Otherwise, the best choice is to disclose the true type profile, that is, Ĝ(p) = G.

Consider that investors play the strategy in (8). If the regulator is to disclose bank-specific
information, it may pay off to add negative bias (misreport good banks for bad) in order to bring z
down to z′. Notice that double misreporting – sending inverted signals to good and bad banks at the
same time – never pays off, since it is preferable to save a good bank rather than a bad bank, and
investors observing ni = −η run. Therefore, in the remaining of this proof, when I say the regulator
chooses an aggregate report z, it means that it imposes a bias b = z − p (i.e., the minimum amount
of bias that leads to report z). The regulator’s payoff from choosing t(p) = 1 and a given z (ignoring
ε) can be written as30[p(θ + η) + (z − p)(θ − η)]1{z≤z′} − (z − p)c if z ≥ p,

[z (θ + η)]1{z≤z′} − (p− z)c z < p.

Given that investors run under opacity for any z, if the regulator is to choose t(p) = 0 at a given state
p, it adds no bias and gets a payoff of zero. From Lemma 3, if the regulator is to choose t(p) = 1,
its manipulation policy is such that Ĝ(p) = G∪F for p < z′, and for p > z′, Ĝ (p) is given by (A.9),
which implies (A.10). Notice that choosing t(p) = 1 and G(p) = Ĝ for some p ≥ p̃ (z′) yields zero
payoff. For p < p̃ (z′), the regulator gets positive payoff by choosing t(p) = 1 and the manipulation
policy in (A.9). The regulator then chooses t(p) = 1 for p ≤ p̃ (z′), and is indifferent between t(p) = 0
or t(p) = 1 for p ≥ p̃ (z′).31 Choosing the policy with t(p) = 0 for all p ≥ p̃ (z′) is not consistent with
equilibrium: an investor observing z > max{p, p̃} would deviate and roll over. Choosing the policy

30The assumption that ε > 0 is not needed for this proof (and does not change the result), so I assume
here that ε = 0.

31If we considered ε > 0, the regulator would choose t(p) = 1 for all p, and the remaining of the proof is
the same.
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with t(p) = 1 for some p ≥ p̃ (z′) is not consistent with equilibrium either, since agents observing
ni = η and z ≥ p̃ (z′) would know their bank is of high type with probability one, and would then
deviate and roll over. For this set of strategies to constitute an equilibrium, then, we must have that
p̃ (z′) ≥ 1, that is, z′(θ + η + c) ≥ cp for all p, which is equivalent to

z′ ≥ c

c+ θ + η
≡ z. (A.11)

We still need to check whether there exists z′ satisfying (A.11) that is consistent with investor’s
optimality. By Lemma 1, an investor observing the high-type message and z′ rolls over only iff
P (di = η|ni = η; z′) ≥ p̄. Using Bayes’ rule,

P (di = η|ni = η; z′) =
∫ z′

0

p

z′
dp+

∫ 1

z′
dp = 1− z′

2 , (A.12)

which is larger than p iff
z′ ≤ 2 (1− p̄) ≡ z̃. (A.13)

Now, consider an investor observing z′ and a bank-specific signal ni = −η. She assigns probability
P (di = η|ni = −η) = 1−z′

2 ≤ 0.5 for bank i being of good type, and thus is willing to run. These
beliefs are consistent with equilibrium. Finally, for there to be some z′ satisfying both (A.11) and
(A.13), we need to ensure z ≤ z̃. For this to be the case for all c ≤ θ− η, we need p ≤ 1− θ−η

4θ , which
is equivalent to γ

2 ≤ θ + η − η(θ−η)
2θ (satisfied given Assumption 2). Under this condition, for every

z′ ∈ [z, z̃] there is an equilibrium as described in Proposition 6. Such equilibria cannot be discarded
by the Intuitive Criterion.

B Equilibrium characterization with bank-specific biases
In this section, I present the other possible equilibrium configuration for c ≤ θ − η – the ‘mirrored’
version of the equilibria described in Proposition 6 . In the online appendix, I rule out other possible
set of strategies as an equilibrium, establishing that Propositions 6 and 7 fully describe the equilibrium
set for low c. The online appendix also rules out other possible equilibrium configurations for c > θ−η,
establishing that the equilibrium set for high c is the same as in Proposition 2, item 1. Define

ž ≡ (θ − η)
(θ − η + c) , z̈ ≡ 2p̄− 1, and c ≡ (θ − η) [2 (θ + η)− γ]

γ − 2θ . (B.1)

Proposition 7. Consider c ≤ min {η, θ − η, c̄}. For any z′ ∈ [z̈, ž], there is an equilibrium in which
investors decisions are given by

a(0, z) = 0 for all z, a(η, z) = 0 for all z, and a(−η, z) =

1 if z ≥ z′,

0 if z < z′,
(B.2)
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and regulator’s decisions are given by t(p) = 1 for all p and

Ĝ(p) =

B′ p ≤ 1− z′,
B ∪G′ p > 1− z′,

(B.3)

where B′ is any subset of measure z′ of B (the set of bad banks), and G′ is a subset of measure
p+ z′ − 1 of G (good banks). The regulator’s policy implies z(p) = z′ for all p.

Proof. Consider that at a given state the regulator chooses t = 1 and some manipulation strategy
such that z ≥ z′ (so investors observing ni = −η roll over). If signals are such that there are
good and bad banks receiving truthful labels, since c ≤ η, the regulator can increase its payoff by
inverting the signals sent to each of them: the cost of inverting such signals is 2c, and the benefit is
θ+ η− (θ− η) = 2η. That is, the regulator is always willing to incur in double-misreporting: sending
inverted signals to a good and a bad bank if it is to save the good instead of the bad. Put differently,
whenever it is worth biasing bank-specific signals, the regulator does so in such a way as to prioritize
high-type banks, even if it is necessary to pay a misreporting cost twice as high.

Fix investors’ strategies as in (B.2). Consider p > z′. Since the payoff gain of saving an additional
good bank by misreporting its type is positive as long as z ≥ z′, and that the payoff gain of double
misreporting (inverting a good- and a bad-type bank’s labels) is always positive, it follows that
the optimal policy for the regulator in this range is to send as many low signals as possible (with
double-misreporting) as to achieve z = z′ – the strategy described in (B.3). Now consider p ≤ z′,
the regulator’s choice boils down to comparing the payoff of not adding any biases (which is zero)
with the payoff of following the strategy in (B.3), which isp (θ + η − c) + (1− z′ − p) (θ − η)− cz′ if p ≤ 1− z′,

(1− z′) (θ + η − c)− c (1− p) if p > 1− z′.
(B.4)

Given c ≤ η, the first line of (B.4) is increasing in p. For any z′ ≤ ž, it is positive for all p ≤ 1− z′.
One can verify that, if z′ ≤ ž, the second line is positive for all p > 1−z′ (since ž < (θ+η−c)/(θ+η)).
If instead z′ > ž, the first line of (B.4) is negative for p low enough (say, p < q for some q < z′),
so the regulator would choose no bias when p < q. This cannot be an equilibrium, since investors
observing ni = η and z = p < q would deviate and roll over. Any equilibrium in this form must
then have z′ ≤ ž. If z′ ≤ ž, then, the optimal policy for the regulator is to set t(p) = 1 and the
manipulation strategy in (B.3), which implies z(p) = z′ for all p.

We must now check if, given the regulator’s strategy, investors are acting optimally. An agent
observing ni = −η and z = z′ forms the belief that:

P (di = η|ni = −η; z′) =
∫ 1−z′

0

p

1− z′ dp+
∫ 1

1−z′
dp = 1 + z′

2 ,

which is larger than p̄ iff z′ ≥ 2p̄− 1 ≡ z̈. An equilibrium must then have z′ ≥ z̈. An agent receiving
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the high signal forms the following belief:

P (di = η|ni = η; z′) =
∫ 1

1−z′

p− 1 + z′

z′
dp = z′

2 ,

which is always smaller than 0.5 < p, and is thus consistent with equilibrium. It is still to be checked
if the interval [z̈, ž] is not empty. Whenever c ≤ c, ž ≥ z̈. Therefore, the equilibria described in
Proposition 7 exist for c ≤ min{η, θ − η, c}. Moreover, the Intuitive Criterion does not eliminate
such equilibria.

Notice this equilibrium is analogous to the one described in the main text, but with double-
misreporting: the regulator always sends the same proportion of good and bad idiosyncratic signals
in any state; investors observing the low signal roll over as long as the proportion receiving such
signal is low enough – z is high enough; investors receiving the high signal always run. In this sense
this equilibrium is a mirrored version of the one described in section 4.

B.1 Welfare under bank-specific information manipulation
For c > θ− η, the equilibrium set is the same as in Section 3.2. Hence, for a given equilibrium value
of pb, welfare as given in (6) simplifies to (θ−η)

2 pb
2 − pb (θ − η) + θ, which is decreasing in pb. Thus,

for every c > θ− η, the Pareto dominant equilibrium is the one with pb = pb∗ (c). Maximum welfare
then decreases in c for c > θ − η (see (A.8)).

Consider hereafter c ≤ θ − η. I start by computing welfare as a function of c in the extreme
equilibria, under each of the two possible equilibrium configurations (Propositions 6 and 7). Let z
and z̃ be as in (7). If we select an equilibrium of the form described in Proposition 6 with a given
z′ ∈ [z(c), z̃], we can compute welfare as

W =
∫ z′

0
[p (θ + η) + (z′ − p)(θ − η)] dp+

∫ 1

z′
z′ (θ + η) dp = (θ + η)z′ − ηz′2,

which is increasing in z′. The lower bound of z′, z(c), is decreasing in c, and z(0) = 0. Also, if
z′ = z(c), we have

∂W

∂c
= (θ + η)3 + c (θ + η) (θ − η)

(θ + η + c)3 > 0, ∂2W

∂c2 = −2 (θ + η)
(
θ2 + 3θη + 2η2 + c (θ − η)

)
(θ + η + c)4 < 0

and W = 0 at c = 0. On the other extreme, the upper bound of z′, z̃, does not depend on c, and
hence the maximum welfare under those equilibria is independent of c (denote it by WUB). Now
consider ž and z̈ be as in (B.1). If we select an equilibrium of the form described in Proposition 7
(which exist for c < min {η, θ − η, c}), for a given z′ ∈ [ž, z̈(c)] welfare is given by

W =
∫ 1−z′

0
[p (θ + η) + (1− z′ − p)(θ − η)] dp+

∫ 1

1−z′
(1− z′) (θ + η) dp

= (θ + η) (1− z′)− η (1− z′)2
,
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which is decreasing in z′. The lower bound of z′, z̈, does not depend on c, and given that 1−z̈ = z̃, the
maximum welfare in those equilibria is also equal to WUB (thus the maximum welfare for c ≤ θ − η
is same under either equilibrium configuration). The upper bound of z′, ž(c), is decreasing in c, and
ž(0) = 1. Therefore, in this case as well, as c goes to zero, there is always an equilibrium in which
W = 0. Also, if z′ = ž(c), we have:

∂W

∂c
= (θ − η)2 (θ + η + c)

(θ − η + c)3 > 0 and ∂2W

∂c2 = −2 (θ − η)2 (θ + 2η + c)
(θ − η + c)4 < 0.

Denote the welfare lower bound under the equilibrium configuration in Proposition 6 by W1
LB,

and under the configuration in Proposition 7 by W2
LB. The difference between the two is given by

W1
LB −W2

LB =
[
(θ + η)z(c)− ηz(c)2

]
−
[
(θ + η) (1− ž(c))− η (1− ž(c))2

]
= −2cη

(θ − η)
[
(θ + η)2 + c2

]
+ 2cθ2

(θ − η + c)2 (θ + η + c)2 < 0,

that is, when both equilibrium configurations exist (c < min {η, θ − η, c}), the lower bound on welfare
is achieved under the worst equilibrium in Proposition 6. Hence, given that the welfare upper bound
is the same for each c ≤ θ − η under either configuration, for the purpose of constructing a welfare
range, we can ignore the existence of the equilibria in Proposition 7. The lower bound for welfare
when c ≤ θ − η, W1

LB, is always smaller than the lower bound for welfare for c > θ − η. The latter
is given by W = (θ−η)

2 p2 − p (θ − η) + θ > θ+η
2 (since p > 1/2 and θ > η). The former is increasing

in c, and as c approaches θ − η, it approaches

(θ + η)z(θ − η)− ηz(θ − η)2 = θ

2 −
η

4 −
η3

4θ2 <
θ + η

2 .

Comparing the maximum welfare when c approaches θ− η from the right and from the left, we have
that the difference between them is (θ+η)(γ−2θ)2

8η2 > 0. Finally, the minimum welfare for c > θ− η, W ,
can be larger or smaller than WUB depending on parameters. Figure 6 illustrates the welfare range
as c varies. In the left panel, an illustration with W > WUB. On the right, the case of W < WUB.

Consider the game with the planner choosing c in the first stage. Notice that, using the same
argument as in the proof of Lemma 2, there can be no equilibrium where the planner chooses some
c < θ − η and the other agents play strategies that result in W < W , since the planner would then
profitably deviate to some c > θ− η. The area below the dashed line in Figure 6b can be discarded,
as well as all the area with c ≤ c∗ in Figure 6a – those values ofW never occur in equilibrium. Notice
that, if one assumes that the Pareto dominant equilibrium is selected in the subgame following the
choice of c, the planner’s problem does not have a solution: it would want to set c as low as possible,
but satisfying c > θ − η. This is due to the assumption that opacity implies a cost ε > 0, so
for c = θ − η only the equilibria with t(p) = 1 for all p survive, and welfare would be at most
WUB. Consider the technical assumption that the planner chooses c from a countable set K that is
a discretization of R+, instead of choosing any c ∈ R+. In this case, the optimal misreporting cost
set by the planner would be the minimum c ∈ K such that c > θ − η.
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Figure 6: Welfare range with bank-specific information manipulation
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