
Ensemble Learning

AERFAI Summer School, Benicàssim 2017
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1 The purpose of this tutorial

This is a tutorial on ‘ensemble’ methods in Machine Learning. This is a topic that has been very
widely studied over the last 30 years. As a consequence, I’m sure that most of you will at least heard
of the main algorithms – like ‘Random Forests’, or ‘Boosting’ – even if you don’t know exactly what
they are, or how they work.

There is a lot of literature on the topic of ensemble learning – I could name 20 different algorithms,
to cope with different learning scenarios in areas of supervised, unsupervised, and reinforcement
learning. I could spend 3 hours going through the algorithms one by one, 10 minutes on each, but I
will not. I could also go over my back catalog of research publications in ensemble methods, advertising
my own work to you. But, I’m not going to do that either. All you would be doing is hearing facts,
to learn by heart, without being able to know why those facts are what they are. The Nobel Prize
winner, Sir William Henry Bragg, once said

“The most important thing in science is not so much to obtain new facts, as to discover
new ways of thinking about them.” [Sir William Henry Bragg, Nobel Prize Physics 1915]

What this means for us is: it’s not so important to learn an encyclopaedia’s worth of new algo-
rithms, but more important to think critically about issues that bind them all. Only then can we
answer important questions like: when an algorithm fails, why did it fail? given a new situation, what
algorithm is appropriate? when is a new algorithm truly necessary? how does algorithm X relate to
algorithm Y?

Today we will examine the motivations, history, and deep issues behind a small number of ensemble
algorithms. I will leave the encyclopaedia articles for you to read (and write) after your PhD.
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2 What is an “ensemble”?

The ‘traditional’ supervised learning pipeline can be represented as so:

training data + labels!

Learning Algorithm!

Model

Testing data! Predicted label!

The ‘usual’ supervised learning approach!

The word “ensemble” refers1 to the idea of having multiple predictive models, and combining their
predictions, treating them as a kind of committee. So, an ensemble system for supervised learning is
simply this:

Ensemble Methods!

Learning Algorithm!

“CommiHee”)of)Models)

Testing data! Predicted label!

Model)1

Model)2

Model)m

training data + labels!

As I said – this diagram is just for supervised learning. The concept has in fact been explored
extensively for supervised learning tasks, and (slightly less so) for unsupervised learning tasks [12].
Within supervised learning, both regression and classification, and even ranking problems, have been
studied and ensemble methods developed. We’ll stick with classification/regression today, but I’ll try
to give you some pointers to interesting literature along the way.

In the supervised scenario, the final output of the training procedure is not a single predictive
model, but multiple models. When we get a new test datapoint, we pass that point to the different
models, and they all predict what the answer should be. Their predictions are merged in some way,
so the whole group is used to make the final prediction. The models in the ensemble might be pre-
dicting real valued numbers (i.e. a regression problem) or predicting class labels, perhaps directly
(e.g. predict y = 1), or perhaps via probabilities (e.g. predict p(y = 1|x) = 0.7), or a ranking of the
set of possible labels. Therefore, their decisions can be combined by many methods, including voting,
averaging, or various probabilistic methods.

1Interesting fact 1: it’s actually French, meaning “together”. Interesting fact 2: The Beatles wrote a song containing
the line: “C’est sont mots qui vont trés bien ensemble” – which translates as ‘these are words that go together well’.
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The motivation simply is that a committee of models, should have better overall performance than
if you had trained a single model. Sometimes, the committee will be better than the worst individ-
ual, and sometimes better than the average performance, and sometimes, even better than the best
individual in the committee – but using the committee reduces the risk of deploying a single models
without knowing which will perform well on the test data points.

The underlying principle of the field is a recognition that in real-world situations, every model has
limitations and will make some errors. Given that each model will have these ‘limitations’ the aim
of ensemble learning is to manage their strengths and weaknesses, leading to a better decision being
taken overall. The “trick” that ensemble practioners exploit is the following: when a single model
cannot properly fit the data, we can make multiple versions of that same model — each of which make
errors in different ways — then, we can vote or average their predictions, cancelling out the errors of
the individuals by the committee decision. In most cases, the same ensemble algorithm ideas can be
applied regardless of what type of model you are using — whether a simple decision tree, or a deep2

convolutional neural network.

Time has shown, again and again, that while the field comes up with new ideas for building bet-
ter predictive models, the constant that never goes away is to make ensembles out of of them. So,
the study of ensemble methods, where model predictions are considered for their abstract properties
rather than the specifics of the algorithm which produced them, allows for a wide impact across many
fields of study. If we can answer why, when, and how particular ensemble methods can be applied
successfully, we will have made progress toward a powerful new tool for Machine Learning: the ability
to automatically exploit the strengths and weaknesses of different learning systems.

So, here’s a question for you — how old do you think the study of ensemble methods is? If you were
to do a Google search for the first research papers on ensembles, there’s a good chance you’d find a
paper called “Neural Network Ensembles”, by Hansen and Salamon, 1990.

This was arguably the first work in the Machine Learning literature to deeply consider combining the
outputs of several ML predictors. However, lets rephrase the question, into two parts — when did
people first start thinking about combining predictions, whether with Machine Learning, or not? —
and secondly, why should we combine predictions? What guarantees do we have that it will help?

2Yes, even Deep Learning uses ensemble methods. It’s not magic.
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3 Why combine predictions?

We will start with the idea of combining multiple predictions of a real-valued quantity, so a regression
problem, and continue with the idea of combining votes, for a classification problem.

3.1 Combining Real-Valued Predictions, or, “How heavy is your cow?”

There is a reasonably well known incident from 1907 — Francis Galton, a notable scientist of the time,
attended a county fair in Cornwall; it was common at the time to play a game where people would
pay a penny to guess the weight of an ox, and the person with the closest guess won a prize. Galton
recorded all the guesses, and he did publish a paper in Nature about his experiences. The purpose of
the study was simply to highlight to farming communities the potential utility of recording data and
analysing it.

??"

Galton’s paper reported the true weight at 1198lb, and various properties of the 787 guesses from
local people on the day. The median guess of the crowd was 1207lb, and the mean was 1197lb. So, if
a group people on the day had colluded together, and averaged their guesses, there is a good chance
they would have been closer to the truth than any individual person — and hence won the prize. An
interesting question is, how close would they have been, and is there any guarantee that the group
would have done well if they cooperated?

Figure 1: A clipping from Galton’s 1907 Nature paper, one of the first demonstrations that combined
predictions can be more accurate than individual predictions.
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Just one year before, in 1906, a result had been proven that would have added to Galton’s paper
quite nicely. We know it as Jensen’s inequality. Imagine we had a set of M real valued numbers,
x1, ..., xM . Jensen’s inequality says that

φ
( M∑
i=1

λixi

)
≤

M∑
i=1

λiφ
(
xi

)
(1)

where
∑
i λi = 1, and φ is any convex function. This seems quite abstract, until we find the analogy

to the situation Galton was dealing with. Imagine the values xi are the M guesses about the weight
of the cow, from people on the day, and we have the true weight of the cow, t. Now, we choose φ to
be the squared distance of xi from the truth t. Further, we assume that λi = 1

M for all i, and use a
shorthand x̄ = 1

M

∑
i xi. With this notation, Jensen’s inequality gives us:(

x̄− t
)2
≤ 1

M

∑
i

(
xi − t

)2
(2)

This says that the distance of the mean guess x̄ from the truth is less than (or equal to) the average of
the distances for each individual guess xi. The error of the combined guess of the group is guaranteed
to be less than the average error of each individual. So how much better exactly? It’s not too difficult
to extend this and show: (

x̄− t
)2

=
1

M

∑
i

(
xi − t

)2
− 1

M

∑
i

(
xi − x̄

)2
(3)

Try proving this for yourself — it’s not difficult3. Summarising this in machine learning terms, for
an ensemble of regression estimators, the squared error of the ensemble is guaranteed to be less than
or equal to the average squared error of the individual estimators. In the ensemble academic research
community, this is known as the Ambiguity decomposition [7].

So, there are guarantees in the ML community for this situation, but the general principle of
combining predictions has been of interest to several fields, outside of ML, over many years. Over 200
years ago, a controversial question had arisen in pure mathematics, on how best to estimate the mean
of a probability distribution given a small number of sample observations. Pierre-Simon de Laplace
demonstrated that the sample mean was not always optimal: under a simple condition, the sample
median was a better combined predictor of the population mean. The financial forecasting community
has analyzed model combination for several decades, in the context of stock portfolios. The contribu-
tion of the Machine Learning community emerged only in the 1990s—automatic construction (from
data) of both the models and the method to combine them. So in summary while the majority of the
ML literature on this topic is from 1990 onward, the principle has been explored briefly by several
independent authors since the 1960s—see [8] for historical accounts.

But, the results above are phrased for regression, and we are quite often interested in classification.
Perhaps we should think about classifiers like decision trees, that output class labels – if we had an
ensemble combined by a majority voting scheme, what guarantees do we have?

3A hint: start with the right hand side of the inequality, and add/subtract x̄ inside the square.
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3.2 Combining votes, or “How useful is democracy?”

In 1785, a French aristocrat and noted mathematician and political scientist, Nicolas de Caritat
contributed a work now known as the Condorcet Jury Theorem.

Figure 2: Nicolas de Caritat, the Marquis de Condorcet (1743–1794)

The theorem assumes we have a group of voters, who make decisions independently of one another.
It also assumes there is a single “correct” decision — obviously not always the case in politics, but let’s
assume there is one, for now. It also assumes each member makes the wrong decision (i.e. commits
an error) with known probability ε, which is less than 0.5 – so in other words, each voter has a better
than 50/50 chance of guessing correctly. In this case, the chances that group (combined by majority
vote) makes the correct decision is guaranteed to increase as the number of members of the group
increases. The first work to apply this to ensemble learning was by Tom Dietterich [4]. This is a really
nice paper. As we said, imagine a single voter has a probability ε of making an error, then among a
group of M voters, the probability of exactly k making errors is given by:

p(exactly k errors) =

(
M

k

)
εk(1− ε)(M−k) (4)

We can then sum this probability for all k greater than half plus one of the voters, in order to get the
probability of error in a majority vote.

p(majority vote error) =
∑

k≥dM+1
2 e

(
M

k

)
εk(1− ε)(M−k) (5)

This is illustrated in the figures below.
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11 classifiers. Individual error probability = 0.3
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21 classifiers. Individual error probability = 0.3
 Probability of voted ensemble error = 0.02639

Figure 3: Probability of error for voting ensembles of different sizes (left: 11 classifiers, or right: 21.)
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The shaded red area is the probability that the voting ensemble makes an error. Notice in the left
figure (with 11 voters) the area is quite big, with a 7.8% chance of ensemble error. In the right figure,
(with 21 voters) it is smaller, at about 2.6% chance of error. Yet in both, the chances of an error
for an individual voter is the same, ε = 0.3. The voters are the same, but the ensemble increases in
performance because there are more independent voters.

We can illustrate this idea further, and plot the voting error as the number of voters increases.
Figure 4 shows this, for different values of ε. Note that the error approaches zero as the number of
voters increases.
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Figure 4: Theoretical majority voting error as we increase the ensemble size (number of voters),
assuming errors are statistically independent. If each model has only 20% error rate (ε = 0.2), the
ensemble will have < 1% error if we combine 15 of them, or < 0.1% if we combine 20 of them.

Seems like magic, right? No — the critical assumption here is that the voters make statistically
independent errors. Whilst we could continue our historical journey even further back to Plato and the
study of democracy in ancient Greece, we should turn our attention4 to machine learning classifiers.
An interesting question is, how realistic is this voting independence assumption — if we generate
classifiers, will they be independent?

4Read more from me [2] if you really want.
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4 How to train an ensemble of predictors

Let’s now focus on a real scenario relevant for Machine Learning practitioners. If we were to train two
classifiers from two identical training sets, the only difference between the final models will emerge
from their learning algorithms. If the learning algorithm was the same, then we get identical models.
We don’t want that in an ensemble — otherwise there’s no point in having a set of predictors — we
want some sort of “diversity” in their predictions.

4.1 Encouraging diverse classifiers...

So, what if we took our training set, and divided it amongst the classifiers? If we had for 2000 examples,
we could make two classifiers by giving them 1000 examples each. We know the usual assumption that
our training data is independent and identically distributed — so surely this will result in perfectly
independent classifiers? We can extend this idea – dividing the 2000 examples amongst 3, 4, or more
classifiers.

X" Y"

Build"a"tree"
"

Build"another"tree"
"

."."."

Figure 5: Should we divide the training set among our classifiers?

The results of this process are plotted below, using two different types of classifier – on the left is
decision trees, and on the right, Naive Bayes. So we’ve supposedly supplied independent training sets
– and (quite disappointingly) the error of the decision tree ensemble is remains flat as we add more
trees! This should have matched the behaviour predicted in Figure 4. What went wrong?
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Figure 6: Splice data (3 classes, 60 features, 3175 examples). Using disjoint training sets with ensem-
bles of decision trees (left) and Naive Bayes (right). The loss in performance due to reduced training
set size outweighs the gain in performance from having an ensemble.
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Remember here, that as we increase the size of the ensemble, the size of the individual training
sets necessarily decreases, since there are more ensemble members to share the N datapoints between.
Consequently, whilst the individuals are very different from each other, they become less and less
accurate on testing data, as their training set size decreases.

This seems to be a dilemma — decrease the overlap between training sets to make them different,
but that causes them to lose accuracy. We need a way of training classifiers such that they are both
individually quite accurate, but also sufficiently different from one another that we can achieve the
behaviour predicted in Figure 4. As you might expect, we will need to provide a bit more training data
to each, so the sets will necessarily overlap. Thus, we need learning methods that perform well, but
produce very different classifiers with just small changes to the training data. We will refer to these
concepts as bias (how accurate the classier can be) and variance (how sensitive it is to the training
data changes). A very rough arrangement of common classifiers along these dimensions is shown in
the left of Figure 7. I have glossed over some details of the definitions of these two terms, and will
cover it in a later part of today’s tutorial. If you want to read the original paper [5], it’s an interesting
read, illustrating the way the field was thinking in the early 1990s.

Bias%

Variance%

K"NN$

SVM$
(RBF)$

Naïve$
Bayes$

Decision$
Tree$

SVM$
(linear)$

Neural$
Net$

Bias%

Variance%

K"NN$

SVM$
(RBF)$

Naïve$
Bayes$

Decision$
Tree$

SVM$
(linear)$

Neural$
Net$

Bagging%/%
Random%Forests%

Boos3ng% Go%home!%

Figure 7: LEFT: Bias (i.e. how accurate a predictor is) and Variance (i.e. how sensitive it is to
training data), illustrated for different models. This is not a precise diagram, just an illustration of
relative behaviours. RIGHT: How different ensemble algorithms affect bias and variance. Once again,
rough sketch for tutorial purposes, not precise!

In the next section we are going to move on to look at some real ensemble algorithms. They can
be placed in two families, based around the concepts of bias and variance. The first family are parallel
methods — they build all ensemble members in parallel, by applying randomised elements to the
training processes. These methods require the classifiers to be relatively strong (low bias), but also
high variance. The second family are sequential methods – these build an ensemble up one member
at a time, where each member compensates for the errors of its predecessors. They usually have
the classifiers being quite simple (high bias), but having a low variance. Each of these two families
then works to reduce the component they do not get from the base classifiers – parallel methods
reduce variance, while sequential methods reduce bias. The parallel methods we will look at are called
’Bagging’ and ’Random Forests’; though there are quite a few others, these are the main ones from
which others are derived. The sequential methods we will look at are a family of algorithms called
’Boosting’. The effect each of these has on the error is illustrated in the right of the figure above.
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5 Parallel Algorithms (Variance Reduction Methods)

We’re now going to see two interesting algorithms that try to create these meaningful differences
between classifiers, whilst maintaining a reasonable degree of accuracy. They are both based around
the idea of randomly perturbing the classifiers by feeding them slightly different training sets, using
a technique called the ‘bootstrap’.

5.1 Bootstrap Aggregating, or, the “Bagging” algorithm

A data bootstrap is a random sample of examples from our original dataset. Given a dataset of size
N , we randomly select N examples, with replacement. The with replacement part is very important.
It means that we randomly pick one example to be in our training set, then put it back, ensuring that
it could be picked again. An example dataset and two bootstrap samples are shown below.

id# x1# x2# x3# y#
1" 0.18" 0.45" 0.8" 0"
2" 0.11" 0.82" 0.07" 0"
3" 0.87" 0.3" 0.21" 1"
4" 0.34" 0.49" 0.18" 1"
5" 0.95" 0.64" 0.63" 0"
6" 0.03" 0.59" 0.15" 1"

id# x1# x2# x3# y#
1" 0.18" 0.45" 0.8" 0"
1" 0.18" 0.45" 0.8" 0"
3" 0.87" 0.3" 0.21" 1"
4" 0.34" 0.49" 0.18" 1"
5" 0.95" 0.64" 0.63" 0"
5" 0.95" 0.64" 0.63" 0"

id# x1# x2# x3# y#
1" 0.18" 0.45" 0.8" 0"
2" 0.11" 0.82" 0.07" 0"
3" 0.87" 0.3" 0.21" 1"
6" 0.03" 0.59" 0.15" 1"
6" 0.03" 0.59" 0.15" 1"
6" 0.03" 0.59" 0.15" 1"

Original#data#

Bootstrap#1#

Bootstrap#2#

This shows a dataset (left) and two bootstrap samples taken from it (right). Notice that the first
bootstrap (top right) contains 2 copies of the first example, but none of the second or sixth examples.
The second bootstrap is generated by following the same randomised procedure, but results in a dif-
ferent training set—with 3 copies of the sixth example, but no copies of the fourth example.

The bootstrapping procedure generates slightly different training sets. These differences between
training sets are exploited to build different models, using an algorithm — Bootstrap Aggregating,
or Bagging [1]. The combination method is majority vote if we have a classification problem, or a
simple average if doing a regression problem. Optionally we could use non-uniform weights; but, this
would require an extra hold out dataset to optimise these weights and very often this tends to overfit.

Bagging (input training data+labels T , number of models M)

for j = 1 to M do
Take a bootstrap sample T ′ from T
Build a model using T ′.
Add the model to the set.

end for
return set of models

For a test point x, get a response from each model, and take a majority vote.
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The result of this procedure varies due to the inherent randomness, and, a typical outcome is trees
that look roughly like the following:

Figure 8: Typical result of Bagging: individual trees are different but still reasonably accurate.

Here, the trees are clearly not identical, and they have different splits as well as different depths.
Importantly, they are not as accurate as they could have been, if they had access to all the data, but
the differences between them can offset this problem, at least in theory. Let’s now see how well it
performs in practice. We will use the decision tree implementation in the Matlab statistics toolbox,
and the Splice dataset from the UCI repository. This data has 3 classes, 60 features and 3175 examples,
all of which are categorical valued. The red curve is for the ensemble using bootstraps (i.e. Bagging),
while the blue line shows the performance from a single predictor using all the data.
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Figure 9: Bagging CART trees on the Splice dataset.

These results can be contrasted with the theoretical performance predicted in Figure 4. Notice that
a single bagged tree here has an error of approximately 10%, so according to the theory prediction,
by the time we get to an ensemble of size M = 10, we should be well under 1% error — but in fact
we have about 6%. Still, this is better than a single tree working on all the data, shown as the blue
(flat) line above. Let’s examine why we might not be achieving this theoretical error.
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5.2 Analyzing Bagging

Maybe the individual trees are not accurate enough? We are indeed throwing away training data in
our bootstrapping procedure. Maybe we shouldn’t do this? Let’s look closer, what portion of the
data are we discarding? Well, we know there is a uniform 1

N probability of selecting each example.
Now imagine a specific example. I can tell you that the chances of including that particular example
in a data bootstrap is given by:

p = 1− (1− 1

N
)N (6)

Let’s understand this. Breaking it down, if we imagine we focus on a single specific example, there
is a 1

N probability of including it in a single example selection, therefore a 1 − 1
N probability of not

including it; if we repeat this, there is a (1 − 1
N )N chance of not including it in the sample of size

N . Finally, 1 minus this quantity tells is the chance of including a single example given N repeated
random selections. As the data set size increases, this converges to a probability of about 0.6321.

lim
N→∞

{
1− (1− 1

N
)N
}

= 1− e−1 ≈ 0.6321 (7)

The consequence is that for any given bootstrap, it will contain only 63.2% of the original data, and
the other 36.8% of examples will be excluded.

You may think this worrying that we are effectively throwing away data, but similar probabilistic
arguments can be made to illustrate the chance of ignoring any given example as the ensemble size
grows — i.e. what is the chance that a particular example gets completed ignored by an ensemble of
size M? With This probability, of excluding a given example from the ensemble, decreases rapidly –
shown below. By the time we have an ensemble of size M = 10, there is less than a 1% chance that
any given example would have been excluded from the ensemble completely.
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It appears that as soon as we have a reasonably sized ensemble, we will almost certainly be using all
the training data available to us. So this does not explain the sub-optimal performance. What else
can we look at? We can also look at the statistical dependence between classifiers generated. We
now learn an ensemble of size M = 50, and plot these dependencies . This is illustrated in the figure
below, where a white square indicates a statistically significant dependence between classifier i and j
(χ2 test, α = 0.05).
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Figure 10: Dependencies between 50 bagged classifiers – CART (left), Gaussian Naive Bayes (right).

In the left figure (Decision trees), every single tree is significantly correlated with at least one other!
We have completely violated our assumption that the classifiers make independent errors, therefore we
cannot possibly get to the theoretical performance predicted by Condorcet. In the second figure, we
show the same for Naive Bayes classifiers — even more correlations! Why is this? The answer is that
the ‘hypothesis space’ explored by Naive Bayes is much more restricted than CART — it is a ‘high
bias’ model. Thus, the number of possible models that can be learnt from the data is more restricted,
hence we end up with near duplicate models, highly correlated. The trees have a larger hypothesis
space, so we end up with less correlations.

Even more interestingly, we can look at the training errors of the trees we build. These are shown
below, indicating that the trees being built from a bootstrap are in fact overfitting, and this is helping
us!

Single tree (all data) Single tree from a bootstrap
Training error 5.8% (±2.9%) 3.6% (±2.1%)
Testing error 16.9% (±4.7%) 20.7% (±4.5%)

Overfitting our trees is helping us? What a paradox! But, not if you consider that it’s not the
individual tree that makes a prediction.... it is the ensemble. As long as the overfitting patterns of
one tree is different from that of another, they will effectively cancel out each others mistakes.

So, we need a way of further reducing dependencies between our classifiers. We will stick with trees
for now, and examine a very popular method which produces further differences by randomisation
procedures.
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5.3 Another variance reduction method: Random Forests

Random Forests is an ensemble algorithm only for decision trees, hence the name—a forest of ran-
domized trees. The randomisation is generated via two mechanisms: a bootstrap, (as in Bagging),
and a random selection of features at each split point. The algorithm is:

Random Forests (input training data+labels T , number of trees M)

for j = 1 to M do
Take a bootstrap T ′ from T
Build a decision tree using T ′, but, at every split point:

- Choose a random fraction K of the remaining features,
- Pick the best feature from that subset.

Add the tree to the set, without pruning
end for
return set of trees

For a test point x, get a response from each tree, and take a majority vote.

Commonly, K = d
√
de where d is the total number of features. The trees are effectively forced

to not choose the best feature at every split, but in a random way. The result is that the trees will
be even more different, but still quite accurate. The majority vote ensures that the little drop in
accuracy for each tree doesn’t matter too much, and the differences between them ensures that they
don’t make simultaneous mistakes. The lack of pruning ensures that we don’t force them to be too
simple, otherwise, they might become too similar to each other.

The performance of RF on the splice dataset from the previous section is shown below, up to 50
trees. Notice that whilst Bagging levelled off in performance around 5.5%, RF continues to decrease
test error beyond this. The full run up to 500 trees is shown in Figure 12, zoomed in to show RF
levelling off at around 150 trees, with 3.8% average test error (20x 2 fold cross validation).
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Figure 11: Bagging (LEFT) vs Random Forests (RIGHT) on the Splice dataset.

In general RF should be thought of as a paradigm rather than a precise algorithm. There are
various ways to randomise the tree structures, and no single way is the “right” way. However a
general point is that RF works best when there are a large number of features — allowing for lots of
diversity in the forest.
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Figure 12: 500 Random Forest trees on the Splice dataset.

5.4 Bounds on Voting Performance

So far we’ve been generating classifiers by random perturbations. But can we do better? Would it
perhaps be helpful to know if there are limits to the performance, when using voting classifiers? In
Ludmila Kuncheva’s book [8] you can find some theory on this question. If H(x) is a majority voting
ensemble, where individual classifiers have error ε, then the majority vote (training) error can be
bounded above and below, as so:

0 ≤ max
{

0,
M(2ε− 1) + 1

M + 1

}
≤ p(H(x) 6= y) ≤ min

{
1,

2Mε

M + 1

}
(8)
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Figure 13: Bounds on majority voting error. The dashed line indicates error in the independent case.

The middle figure shows that, in theory, with just 11 classifiers, if we had performance just slightly
better than random guessing (on a two class problem) then if the votes are arranged in a particular
way we could potentially get zero majority voting error. The general case, where classifiers can
have different errors can also be solved, but is not so easily plottable. If a set of 5 classifiers have
error rates of {0.44, 0.42, 0.40, 0.40, 0.38}, then the lower bound on voting error (assuming uniformly
weighted votes) is 0.013. To move ourselves toward these limits, we will have to do better than just
randomly generating the classifiers, and consider their relationships to each other; in addition we will
now consider a weighted majority vote instead of a uniform weighting. So far the methods we have
described are parallel methods: Bagging and Random Forests. In the next section we will consider a
sequential method, called “Boosting”, where each classifier is generated based sequentially, based on
ones that have come before.
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6 Sequential Algorithms (Bias reduction)

We will now see a sequential method for constructing the ensemble, where each classifier aims to
correct the errors of its predecessors; the procedure we will consider is called ‘Boosting’.

6.1 Boosting: The General Idea

The general idea of Boosting is to train models sequentially, with a new model trained at each round.
At the end of each round, mis-classified examples are identified and have their emphasis increased,
while correct examples have their emphasis decreased. The emphasis placed on across the examples is
stored in a distribution D, which is fed into the start of the each round, and a new model is trained.
The hope is that subsequent models should be able to compensate for errors made by earlier models.

Boosting: input training data+labels {(x1, y1)...(xN , yN )}, and required number of models T

Define a distribution over the training set, D1(i) = 1
N , ∀i.

for t = 1 to T do
Build a model ht from the training set, using distribution Dt.
Update Dt+1 from Dt:

Increase the weight on examples that ht incorrectly classifies.
Decrease the weight on examples that ht correctly classifies.

end for
For a new testing point (x′, y′), we take a weighted majority vote from {h1, ...hT }.

All Boosting algorithms work in roughly this way — differing only in how they update D, what
loss function they use to construct the classifiers at each step, and how they assign weights for the
combined prediction. Whilst we will only consider a two-class version of this, there do exist regression,
and multi-class algorithms for Boosting. It is important to know that Boosting occupies somewhat

Figure 14: General principle of boosting – each model receives a dataset generated based on the errors
made by its predecessor.

of a special place in the history of ensemble methods. Though the procedure seems heuristic, the
algorithm is in fact grounded in a rich body of literature from computational learning theory. In
1989, Yoav Freund and Rob Schapire addressed a question on the nature of two complexity classes
of learning problems. The two classes are strongly learnable and weakly learnable problems. They
showed that these classes were equivalent, and had the corollary that if we have a weak prediction
model, performing only slightly better than random guessing, should be able to be “boosted” into
an arbitrarily accurate strong model. The original Boosting algorithm (by Freund) was a proof by
construction of this equivalence, though had a number of impractical assumptions built-in. Schapire
and Freund later improved upon this, producing ‘Adaboost’, the most well known boosting algorithm.
So, let’s get into some details of how Adaboost works.
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6.2 More Detail: Adaboost

Adaboost (Adaptive Boosting) is the most well known of the boosting family of procedures. Adaboost
is naturally a two-class classifier, and uses a particular formalism: assume each classifier ht(x) produces
an output ∈ {−1,+1}, then the decision of a weighted majority voting ensemble can be written as
H(x) = sign(

∑
t αtht(x)). Here, αt is the weight assigned to voter t in the weighted vote. The detailed

algorithm is shown below.

Adaboost: input training data+labels {(x1, y1)...(xN , yN )}, and required number of models T

Define a distribution over the training set, D1(i) = 1
N , ∀i.

for t = 1 to T do
Build a classifier ht from the training set, using distribution Dt.

Set αt = 1
2 ln

(
1−εt
εt

)
Update Dt+1 from Dt :

Set Dt+1(i) = Dt(i)e
−αtyiht(xi)

Zt
end for

For a new testing point (x′, y′), we take a weighted majority vote, H(x′) = sign
(∑T

t=1 αtht(x
′)
)

There are two key innovations that Adaboost brings — how αt and the distribution Dt are set.
The distribution Dt is used by model ht to learn on the dataset. For models that can naturally take
into account different emphases on getting certain points correct, like Naive Bayes, the model can
directly use the distribution — this is called the reweighting method. For others, like maybe simple
decision stumps, we can re-sample N items (with replacement) from the training set according to the
distribution Dt. Notice that at the first iteration when D1 is uniform, this is exactly equivalent to
Bagging. However once the first model is built, the distribution is updated to become non-uniform,
and Bagging/Boosting diverge. This second method is called resampling.

So, it is a well founded, theoretically rich algorithm. But how does Adaboost perform in practice?
Well this is where it gets interesting — very well indeed. A typical run is below.

Test%error%

Train%error%

Number'of'models'T'

Figure 15: Boosting reduces test error even after training error is zero!

Notice anything odd? The training error gets to zero by t = 8 or t = 9 models, but testing error
is still decreasing well beyond this, up to t = 100 or more! To understand why this can happen, we’ll
look into how the Adaboost updates are derived...
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6.3 Deriving the Adaboost algorithm

The algorithm seems like magic: provide a base classifier just slightly better than random guessing,
and Adaboost will boost it up into an arbitrarily strong ensemble. But where does it come from?
What’s so interesting about Adaboost is that it can be derived from many different perspectives. The
exact same updates can be derived using game theory, or probabilistic models, or dynamical systems,
and others. We will now see one of the most commonly cited derivations, the greedy minimisation of
exponential loss.

Ideally, we would like to create an ensemble that minimises the average classification error, that
is 1

N

∑
i δ(H(xi) 6= yi). However, due to the discontinuity of the δ function, this is hard. So, we will

instead find an upper bound for the classification error, and minimise that instead. The bound we
choose is exponential:

1

N

N∑
i=1

δ(H(xi) 6= yi) ≤
1

N

N∑
i=1

e−yi
∑
t αtht(xi) (9)

This bound is shown in Figure 16.
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Figure 16: An exponential bound on the classification loss.

The loss function assigns a higher penalty when the ensemble is incorrect, i.e. y
∑
t αtht(x) < 0.

Since both y and ht are in {−1,+1}, then the sign of this product indicates whether the ensemble is
correct or not. Take a moment to consider this idea if you do not see it immediately. Notice that the
0/1 loss assigns a value 1 when the ensemble is incorrect, though the exponential loss applies a much
harsher penalty. Notice also that when the ensemble is correct (y

∑
t αtht(x) > 0), the exponential

loss is still not zero — this is an important fact that brings Boosting one of its most useful properties,
that we will discuss later.

We will see now how we can train an ensemble sequentially; i.e. we will greedily minimise the
loss of our ensemble, measured by this exponential bound, at each step adding a new classifier to the
ensemble. When training the first model h1, our loss is:

E1 =
1

N

N∑
i=1

e−yih1(xi) (10)
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This loss is minimised by the single model ht getting as many of the N data points correct as it can.
Now let’s add another model to our ensemble. This means our loss at time step t = 2 is:

E2 =
1

N

N∑
i=1

e−yi
∑2
t=1 αtht(xi) (11)

where you should notice that we have had to introduce a parameter αt that says how “important”
model t is in the combination of the two classifiers. Intuitively, this should be set proportional to
how likely each is to get a datapoint correct, but we will see exactly how to set it shortly — for now
just assume it is fixed. The most pertinent point to see here is that due to the properties of the
exponential, this loss function decomposes:

E2 =

N∑
i=1

1

N
e−yiα1h1(xi)︸ ︷︷ ︸
constant

e−yiα2h2(xi) (12)

where we have marked the terms that are constant with respect to the parameters h2, α2, that we are
now optimising. Remembering that we have already learnt the parameters of the model h1, and fixed
the α1 value, we are minimising the following at stage 2:

E2 =

N∑
i=1

w2(i)e−yiα2h2(xi) (13)

where w2(i) = 1
N e
−yiα1h1(xi). This w2 term is the relative importance of each datapoint i, and is

constant when we are learning the parameters of h2. It quantifies the errors made by the previous
classifier on each datapoint; if w2(i) is large (more precisely if w2(i) > 1) then h1 got datapoint i
incorrect. So in order to reduce its own loss, h2 has to focus on data points that h1 incorrectly classified.
If we define w1(i) = 1

N for all i — then w2(i) is a function of w1(i), that is w2(i) = w1(i)e−yiα2h2(xi).
This pattern continues when we add a third model:

E3 =

N∑
i=1

1

N
e−yiα1h1(xi)e−yiα2h2(xi)︸ ︷︷ ︸

w3(i)

e−yiα3h3(xi) (14)

So, we can see that this is in fact a recursive update:

E3 =

N∑
i=1

1

N︸︷︷︸
w1(i)

e−yiα1h1(xi)

︸ ︷︷ ︸
w2(i)

e−yiα2h2(xi)

︸ ︷︷ ︸
w3(i)

e−yiα3h3(xi) (15)

In general form, the relative importance of each datapoint at when training the next model is:

wt+1(i)← wt(i)e
−yiαtht(xi) (16)

Notice that we started with a valid distribution for w1, that is
∑
i w1(i) = 1, but this is not true as

we continue adding models, so instead we will normalise the weights at each timestep — but this in
no way affects the shape of the loss function. To emphasise that we are normalising the weights, we
will call it a distribution, D:

Dt+1(i)← Dt(i)e
−yiαtht(xi)

Zt
where Zt =

∑
i

Dt(i)e
−yiαtht(xi) (17)

19



which, if you refer back to the algorithm, you will find is the Adaboost update :-) .... As mentioned,
this update means each classifier trains so it corrects the mistakes of its predecessors, and there are
two things to find: the distribution on which to train each classifier, and the weights α in the majority
vote. The α values can be found by considering the loss function that each model is optimising:

Et =

N∑
i=1

Dt(i)e
−αtyht(xi) (18)

where Dt is the distribution we set from the previous time step. By differentiating Et with respect to
αt, setting it to zero, and solving for αt, we find that:

α∗t = arg min
αt

{
Et

}
=

1

2
ln
(1− εt

εt

)
(19)

where εt =
∑
iDt(i)δ(H(xi) 6= yi), i.e. the weighted error rate of model t. So, with this, we have

derived the Adaboost algorithm from scratch. There are many other ways to do this, as I mentioned.
Game theory is an interesting one – we imagine two players, where one gets to pick a training example,
and the other gets to pick a classifier to make a prediction. The approximate minimax solution of
such a game turns out to be... exactly the same updates as we have just obtained via the exponential
loss idea.

6.4 Summary

Adaboost is an incredibly rich algorithm to study, even in this age of excitement around deep learning.
Just recently (June 2017) there was a paper published showing how to learn deep networks using
boosting algorithms [6]. One of the reasons Adaboost has been adopted so widely is its flexibility with
different classifiers, and the fact that it can be incredibly fast when implemented. A seminal paper in
computer vision by Viola and Jones [13] showed how to use it for real-time face detection, and as a
result it quickly became the standard method used in digital cameras.

Figure 17: Face detection is standard in digital cameras. That’s Adaboost :-)
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7 Comparing Ensemble Methods and Single Models

We’ve now covered the three most widely studied ensemble methods: Bagging, Random Forests,
and Boosting. There are many, many variants of these 3 procedures. One of the most enthusiastic
directions of the past 15 years has been to add more randomisation elements into the construction
of classifiers — the motivation for this is to increase the ‘diversity’ of the ensemble. We will look at
this concept of diversity in more detail in the next section. For now, we should examine when each of
these core methods performs well, and when it does not. Caruana et al provided two large empirical
studies, published in ICML in 2006 and 2008. The first was:

R. Caruana and A. Niculescu-Mizil.“An empirical comparison of supervised learning algo-
rithms.” Proceedings of the 23rd Intl Conference on Machine learning. ACM, 2006.

They studied over 30 variants of common learning algorithms, on 11 binary classification problems,
using 8 different performance metrics. Their conclusions are:

“With excellent performance on all eight metrics, calibrated boosted trees were the best
learning algorithm overall. Random Forests are close second, followed by uncalibrated
bagged trees, calibrated SVMs, and uncalibrated neural nets. The models that performed
poorest were naive bayes, logistic regression, decision trees, and boosted stumps.”

Here “calibrated” means the use of a scaling on the outputs of the models so they are interpreted as
probabilities. So, boosting, bagging and Random Forests are clear winners, though boosting decision
stumps was unsuccessful on this occasion — ensemble methods are not a magic bullet. However, it
could be argued that the problem set was restricted in that the problems were all low-dimensional
and quite controlled. To address this, they published another article in 2008:

R. Caruana, N. Karampatziakis, and A. Yessenalina. “An empirical evaluation of super-
vised learning in high dimensions.” Proceedings of the 25th Intl Conference on Machine
learning. ACM, 2008.

The abstract summarises the findings as:

“To our surprise, the method that performs consistently well across all dimensions is ran-
dom forests, followed by neural nets, boosted trees, and SVMs.”

The paper expands upon this by stating that ”non-linear methods do surprisingly well in high dimen-
sions if model complexity can be controlled”. So, while ensemble methods are again, certainly not a
magic bullet, they are powerful. Additionally, they found that:

“...boosted decision trees perform exceptionally well when dimensionality is low. In this
study boosted trees are the method of choice for up to about 4000 dimensions. Above that,
random forests have the best overall performance [....] We suspect that the reason for
this is that boosting trees is prone to overfitting and this becomes a serious problem in
high dimensions. Random Forests is better behaved in very high dimensions, it is easy to
parallelize, scales efficiently to high dimensions and performs consistently well on all three
metrics.”

In summary, ensemble methods are a great tool to have in your arsenal, and a fascinating field to
study. In the next section we will look deeper into the question of why a method works when it does
— this is the issue of ‘diversity’ in ensembles.
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PART 2: Why do ensembles work?
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1 Bias and Variance, and why they matter for Ensembles

We will now scrutinise the concept of diversity. This is a topic that is widely cited in the context
of ensembles. If you read almost any paper with ensembles in the title, they will at some point
make reference to the ‘diversity’ of their predictors. Perhaps the paper contributes some new way
to encourage diversity, claiming that “higher diversity implies better accuracy”, or similar. In this
section we will see what this means, precisely.

1.1 Bias and Variance

Some of the earliest, and most comprehensive work on diversity was Kuncheva, summarised well in the
book [8]. The aim of the work was to find a relationship between classification accuracy and diversity.
The conclusion of the work was a neat quote “Given the lack of a definitive connection between the
measures and the improvement of the accuracy, it is unclear whether measures of diversity will be of
any practical value at this stage. This is somewhat disappointing. It does make sense that diverse
predictors will improve performance, and indeed in practice, the heuristics of Random Forests seem
to work exceptionally well. It just turns out to be hard to explain why. The investigations in the
vast majority of these cases only hold for classification problems. It turns out that if we focus on the
problem of regression, it becomes easier to quantify diversity. I showed a picture way back in the first
section. We’re now going to understand what it means.

Bias%

Variance%

K"NN$

SVM$
(RBF)$

Naïve$
Bayes$

Decision$
Tree$

SVM$
(linear)$

Neural$
Net$

Figure 18: The Bias and Variance of common predictors. Not an exact diagram – just illustrative!

Let’s consider a machine learning predictor – the task is to predict the value of sine wave, a real-
valued quantity, so it’s a regression problem. We ask the predictor, f(x), to learn from a limited set
of noisy data, then make a prediction for x = 2. The true answer is about 0.909. We will measure its
error as (f(x)− y)2 where y = sin(2). There are many possible training sets that we could supply to
our learning algorithm. These will be noisy samples from a sine wave, for example the one shown in
the left of Figure 19.
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Figure 19: LEFT: A noisy training sample from a sine wave — the blue points form one training
set. Each time we sample, we get a different random training set. RIGHT: The test point at x = 2,
handed to a predictor f(x). The predictor may under or over-predict the target, dependent on the
particular random training set it received.

The sine wave shown is the true function we have to learn, but we are supplied with just the dots
indicated as blue training points. Our final predictor may possibly overpredict or underpredict the
true value of our testing point. The way in which it makes errors will follow a distribution dependent
on the random training data sample it received. The mean of this distribution is the expected value
E{f(x)}, and f is a predictor trained with a particular dataset, as shown in the right of the figure.
We will now just focus on that test point — predicting the value of sin(2). Figure 20 illustrates a
typical error distribution, with the target value y = 0.9092 marked. The four crosses marked are
estimates of sin(2) from a hypothetical predictor; the estimates differ only in that the predictor was
started from a different training set each time.

Figure 20: Typical error distribution of an unbiased estimator approximating sin(2)

From this viewpoint we can immediately see some parallels to an ensemble system. Each member
of an ensemble is like a realisation of the random variable defined by this distribution over all possible
training datasets. The ensemble output is the average of this set of realisations; all our diversity
promoting mechanisms (like the feature subsets of Random Forests) are there to encourage our sample
mean f̄ to be a closer approximation to E{f}. If we have a large ensemble, we have a large sample
from this space; consequently with a large sample we can expect that we have a good approximation
to the mean, E{f}. If we have a smaller ensemble, we cannot expect this: our sample mean may be
upward or downward biased. In order to correct this, some methods, such as Bagging, construct our
networks from different training datasets, allowing us to sample a more representative portion of the
space. This illustration assumes that the expected value of our estimator is equal to the true target
value, i.e. an unbiased estimator. If this is not the case, we may have the situation in figure 21.
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Figure 21: Typical error distribution of a biased estimator approximating sin(2)

Here, the centre of the distribution is to the right of the target. This means the predictor is biased.
Bias occurs when the predictor cannot represent the true function it under fits the training data.
Variance arises when it is too strong, and overfits the training data. Another way to think about this
is as the “dartboard” analogy, shown below. Now you may be thinking that bias and variance are

Figure 22: Bias and Variance

interesting theoretical concepts, but why do they really matter to you in practice? Well, have you
ever heard of “overfitting”? I hope so. It’s what causes your favourite machine learning algorithm
to perform badly when not configured correctly, and... it’s all down to bias and variance. It turns
out that the square of the bias, plus the variance, is equal to the mean squared error. And, the more
you tune the complexity of your predictor, the lower bias you get, but higher variance. Illustrated
below....

Figure 23: Bias and Variance control whether your predictor overfits — seems pretty relevant to me.
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In order to formally explain this, and see why it is relevant for ensemble learning, we will quickly
review our notation. Let f(x) be the prediction for a test point x, after training. Let E{f(x)} be the
expected value of this, with respect to all possible training sets. We can state the expected squared
error on a test datapoint as E{(f(x)− y)2}. It turns out that this decomposes into two terms:

E
{

(f(x)− y)2
}

= (E{f(x)} − y)2 + E
{

(f(x)− E{f(x)})2
}

(20)

The first term on the left hand side is the square of the bias, and the second is the variance. As
the complexity of the predictor increases, it is able to fit the training data better – e.g. more hidden
nodes in our neural net, or smaller k in a k-nn classifier, or deeper decision trees. If it becomes too
well fitted, it has overfitted, and will not predict well on the test data. The effect is that with more
complexity, we get lower bias — on average, the predictor is correct. And, with more complexity,
we get higher variance – because every time we supply a new training set, the (very strong) learning
algorithm makes the perfect predictor to fit it. The result is that variance goes up, and bias goes
down—the 2-way balancing of these is what gets us the lowest squared error overall.

So that picture at the start of this section – Figure 1.1 – what it shows is that (for example)
some predictors are naturally low bias and high variance. What that means is that they tend to
be quite strong classifiers (low bias) but they are very sensitive to training data (high variance).
An example of this is a neural network. The current generation of deep neural networks only do
well because they have explicit regularisation schemes (like Dropout) which stop the variance from
exploding uncontrollably. In contrast, a linear SVM has quite high bias (as it’s linear) but very low
variance – it is very stable with respect to training data perturbations.

1.2 Bias and Variance, in an ensemble?

You may be asking why this is relevant to ensembles. Well, what if our predictor was an ensemble?
We’d definitely have the standard bias-variance breakdown, for it, written as so:

E{(f̄(x)− y)2} = (E{f̄(x)} − y)2 + E{(f̄(x)− E{f̄(x)})2} (21)

Notice the f here is now a f̄(x) = 1
M

∑M
i=1 fi(x), the average of a set of individual predictors. It turns

out that this can be decomposed even further....

E{(f̄(x)− y)2} = bias+
1

M
var + (1− 1

M
)covar (22)

Here, the error of the ensemble has broken down into three terms – see [3] for proof. The first is the
square of the average bias. This shows us that we don’t really gain much from this type of ensemble
combination in terms of bias reduction. The second term is the average variance, multiplied by a
constant 1

M — so we reduce the variance by a factor of M , where this is the number of predictors
in the ensemble. The final term is the average covariance between the predictors. This, interestingly,
can be positive or also negative. So, if we can make the predictors so diverse that their covariance is
negative, it acts to subtract a substantial amount from the overall error. But, most importantly, we
see that the error is a trade off between these three terms. The diversity of the ensemble is explicit in
the covariance term. If we increase diversity (decrease covariance) it is only in a balancing act with
the other two terms. In summary:

Single predictors have a 2-way bias/variance trade-off.

Ensemble predictors have a 3-way bias/variance/covariance trade-off.

Diversity in the regression case is nothing more than an extension of the bias/variance decomposition,
which is well known for single predictors.
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The proof of this decomposition is a bit complex/long to do here, but if you like maths, why not give
it a go? The full expression for the average bias, the variance and covariance is below, which should
help you.

bias =
( 1

M

M∑
i=1

[E{fi(x)} − y]
)2

(23)

var =
1

M

M∑
i=1

E{(fi(x)− E{fi(x)})2} (24)

covij = E
{

(fi(x)− E{fi(x)})(fj(x)− E{fj(x)})
}

(25)
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2 Another tool to think with: “Margins”

The previous pages only apply for regression ensembles. What about classification? Here we need
new theoretical tools, and one powerful one is called margin theory. Remember this picture?

Test%error%

Train%error%

Number'of'models'T'

The testing error of Adaboost continues to go down even once training error has reached zero... why?
Margins, that’s why.

2.1 Explaining the performance of Adaboost

In 1997 or so, Rob Schapire and friends (remember he co-invented Boosting) wanted to know more
about why it worked so well. The training error analysis they had done only quantified whether the
ensemble was correct or incorrect. So, they took a new approach to measure not just whether it was
correct, but also how confident it was, in doing so. This is the margin. In informal terms, the margin
can be thought of as:

Margin ≈ Number of correct classifiers – Number of incorrect classifiers

So clearly we want to have more correct decisions than incorrect ones. However this wording does
not take into account the weighting, or “confidence” we placed on each classifier, in the α values. The
real definition is a little more wordy — the weighted fraction of correct decisions, minus the weighted
fraction of incorrect decisions. In more formal notation, the margin is:

m = yF (x) ∈ [−1,+1] (26)

where y ∈ {−1,+1}, and F (x) =
∑
t αtht(x)∑
t |αt|

, i.e. the normalised output of boosting before we take

the sign (check back to the algorithm a few pages ago). This is the voting margin. If the margin is
positive, it indicates the ensemble is correct – if y = +1, and F (x) is a positive value, then the margin
is positive — the decision of the ensemble will be H(x) = sign(F (x)) = +1, matching the target.
The same can be said for y = −1. If this doesn’t make sense immediately, work it through with a few
examples for yourself.

Figure 24: Positive margin, yF (x), indicates correctness. Negative values indicate incorrectness.
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Note that this is not the same as the geometric margin, optimized by Support Vector Machines.
The difference is that the voting margin is defined using the one-norm ||α||1 in the denominator, while
the geometric margin uses the two-norm ||α||2. While this is a subtle difference, it is an important
one, forming links between SVMs and Boosting algorithms—see Rätsch et al. [10] for details.

2.2 Margins provide bounds on the testing error

The big achievement of Schapire and friends was to prove a generalisation bound for voting classifiers.
I won’t go into it here – you can read the original paper if you want [11] — but roughly speaking, it
states that the generalization error is less than or equal to the training error, minus a term dependent
on the voting margin. In other words...

The larger the minimum margin observed in training data examples,
the lower the testing error will be.

This is quite an achievement. And, the original bounds have since been significantly improved —
note also that the bound holds generally for any voting system, and is not specific to the Boosting
framework.

However.... it’s not perfect. Notice that it says “minimum” margin value observed for examples
in your training set. It says nothing about the other examples. Every training example will be either
correct or incorrect, and have a margin value — this gives you a distribution. The minimum value
of this is what Schapire was talking about. The maximum, or the average, and other characteristics
of the shape of the distribution, also contribute to the generalisation behaviour. A common way to
understand it is to plot the cumulative margin distribution – one is shown below. Here the margin

Figure 25: The cumulative distribution of margin values for a training set. The more mass of the
distribution is over zero, the more training patterns have been correctly classified.

has been calculated for every training example z, and the y-axis shows the number of patterns that
have at least that margin value. The more mass there is to the right of this graph, the more correct
and confident the ensemble is. You can see the solid blue line as the margin values after just two
classifiers have been added to the boosting chain, and the dashed red line is after 20 models. It has
forced the margin distribution upward, so as to have less strongly incorrect classifications and more
strongly correct ones.
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3 So, in summary, why do ensembles work???

You may think you have the answers now that you’ve sat listening to me for 3 hours. Unfortunately...
it’s not that simple....

The margin-based theory is only one explanation of the success of Boosting algorithms. Mease &
Wyner [9] present a discussion of several questions on why and how Adaboost succeeds. The subse-
quent 70 pages of discussion demonstrate that the story is by no means simple. The conclusion is,
while no single theory can fully explain Boosting, each provides a different part of the still unfolding
story. Kuncheva [8, section 7.3.3] has a nice explanation regarding this story:

“There is no general theory about the effects of bagging and boosting on bias and vari-
ance. The results of extensive experimental studies published recently can be summarized
as follows. Bagging is assumed to reduce variance without changing the bias. However, it
has been found to reduce the bias as well, for example, for high-bias classifiers. Boosting
has different effects at its different stages. At its early iterations boosting primarily re-
duces bias while at the later iterations it has been found to reduce mainly variance. Freund
and Schapire argue that bias-variance decomposition is not the appropriate analysis tool
for boosting, especially boosting with reweighting. Their explanation of the success of Ad-
aBoost is based on the margin theory. They acknowledge though that giving a theory about
the randomization effects of bagging and boosting with resampling is an interesting open
problem. Schapire et al. state that it is unlikely that a perfect theory about voting methods
exists, that is, a theory applicable to any base classifier and any source of independent
identically distributed labeled data.”

So while all the theoretical tools we’ve talked about are valid, they cannot provide the answers in
isolation. Even just as recently as June 2017, new papers are emerging on this topic [14] which show
that perhaps Adaboost and Random Forests behave very similarly the larger the ensemble size be-
comes. Who knows what the final answer will turn out to be.

That’s why it’s called “research”, and that’s why it’s fun.
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