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SUMMARY

As technology progresses, the availability of massive environmental data with global spatial coverage has become
quite common. An example of such data is total column ozone (TCO) remotely sensed from a satellite. In their
raw form, these data are often spatially (and temporally) dense, but irregular. The problem considered here is one
of detecting a large-scale spatial trend at a given time point (actually, in a given time interval). We propose a
sequential aggregation method, producing different levels of coarser (spatial) resolution data and, at the same
time, preserving both the local information content and the locations of the raw data. In estimating the large-scale
trend, we consider different types of smooth spatial trend surfaces on the sphere, all linear combinations of smooth
basis functions and satisfying the topological constraints imposed by the sphere. These include trend surfaces
based on tensor products of splines, spherical harmonic basis functions, smoothing spherical splines and a new
trend surface that we call fixed-rank smoothing (FRS). The FRS trend surfaces can be based on any set of smooth
basis functions on the sphere and are estimated via penalized weighted-least-squares regression (ridge regression)
using a data-adaptive penalty term. In comparing the various trend surfaces considered, we look at data fidelity,
trend-surface consistency when fitted to data at different resolutions, and small- and large-scale spatial behavior of
the resulting detrended fine-resolution data. An application to the TCO data reveals that the large-scale spatial
trend can be detected and effectively estimated using coarse-resolution data. The FRS trend surfaces are seen to
achieve better data fidelity than other trend surfaces considered, and, in terms of trend-surface consistency and
small- and large-scale residual behavior, FRS is seen to have as good, and sometimes better, performance.
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1. INTRODUCTION

Global environmental phenomena are inherently spatial and temporal. They are often multiscale,

opportunistically sampled, and linked to other more-or-less well understood physical, chemical or

biological phenomena. Statistical analysis is challenging and has become even more so with the

availability of massive datasets remotely sensed by satellites.

Published online 23 October 2003 Received 14 February 2002

Copyright # 2003 John Wiley & Sons, Ltd. Accepted 14 March 2003

*Correspondence to: Noel Cressie, 408 Cockins Hall, 1958 Neil Avenue, Columbus, OH 43210-1247, U.S.A.
yE-mail: ncressie@stat.ohio-state.edu

Contract/grant sponsor: The Office of Naval Research; contract/grant numbers: N00014-99-1-0214, N00014-02-1-0052.
Contract/grant sponsor: U.S. Environmental Protection Agency; contract/grant number: R827257-01-0.



A very common and effective statistical modeling approach is to break down the problem at hand

into hierarchical components, modeling each level in the hierarchy conditional on its preceding levels

(e.g. Wikle et al., 1998). A natural hierarchy for a spatial process is its scale of attribute variation and

its spatial resolution. A successful approach has been to use a deterministic parametric surface to

model the large-scale variation of the process and a stochastic random field to model the small-scale

variation (Cressie, 1993). The large-scale features are typically visible at very course spatial

resolutions, where the finer, small-scale details of the process are not visible. In this article, we shall

focus on the parametric representation of a deterministic, large-scale spatial trend on the sphere and its

estimation from observational (rather than designed), massive and spatially irregular data.

In estimating the large-scale spatial trend in data, one does not want to be overly influenced by the

small-scale, fine-resolution details that the data can provide, which means that the large-scale trend

will be estimated from the coarser-resolution aspects of the data. Nevertheless, one still wants to be

able to evaluate the large-scale trend at any resolution, down to a point scale. Hence, we seek a method

that allows us to estimate easily the large-scale spatial trend in massive spatial data and, at the same

time, gives a consistent way to evaluate the trend at finer resolutions. Our approach is to aggregate the

data sequentially to coarser and coarser resolutions, keeping track of the relative observational errors

and the locations of the data throughout the aggregation. At coarser resolutions, the data are less

massive and are more amenable to estimating the large-scale spatial trend. This approach is illustrated

on spatially irregular, globally extensive, total column ozone (TCO) data.

There is a large literature on approximating a surface on the sphere. A comprehensive review of the

literature would be beyond the scope of this article, although the specific methods we use will be

discussed in some depth. In general, the different methods either rely on a family of basis functions or

use a partition of the sphere (e.g. spherical triangulation) and local approximations. In this article, we

explore approximations using basis functions. The use of smooth basis functions allows us to estimate

in a consistent way the deterministic, large-scale spatial trend at any finer spatial resolution, down to

any point on the sphere.

Consider for the moment the problem of approximating a smooth function, f: R ! R. If one uses

B-spline basis functions (e.g. Schumaker, 1981), one is given the flexibility of selecting knot locations

along R. The knots determine the location (support) and the shape of the resulting B-spline basis

functions, and hence they affect the local variability of the resulting approximation. A common

approach is to select the knots such that equal amounts of observed data are between adjacent knots,

making the basis functions adapt to the data density. In two dimensions, one can use a tensor product of

one-dimensional B-splines. On the sphere, this corresponds to a set of basis functions along the

latitudes, controlled by latitude knots, and a set of basis functions along the longitudes, controlled by

longitude knots. Due to the topology of the sphere, constraints need to be imposed on the tensor

product to guarantee that the resulting surface is sufficiently smooth (Dierckx, 1984; Gmelig Meyling

and Pfluger, 1987; Schumaker and Traas, 1991). Constrained weighted-least-squares regression can

then be used to fit the tensor-product surface to data. A drawback to the tensor-product approach is that

the knots form a regular longitude–latitude grid rather than a regular (e.g. uniformly distributed) grid

on the sphere itself.

The ‘natural’ basis functions for the sphere are the spherical harmonics (e.g. Wahba, 1990), in the

sense that they arise as the eigenfunctions of the Laplacian operator on the sphere. Each basis function

has global support and behavior (i.e. is not a decaying function of a distance from a given location on

the sphere), but they form a multi-resolution basis, where higher-numbered basis functions oscillate

more rapidly. Thus, one may obtain a fit that oscillates rapidly in a region where there are no data,

because data in an unrelated region require the use of higher-numbered basis functions. One could

2 G. JOHANNESSON AND N. CRESSIE

Copyright # 2003 John Wiley & Sons, Ltd. Environmetrics 2004; 15: 1–44



select a low number of spherical harmonic basis functions to be used in a weighted least-squares

regression for trend estimation, which, although computationally fast, lacks the flexibility of being

able to ‘assign’ more basis functions to regions where more data are observed (as can be partly done

with knot selection in the case of B-splines).

Another approach, known as smoothing spherical splines (e.g. Wahba, 1990), is to select a larger

number of basis functions and to add a penalizing term to the weighted-least-squares criterion,

penalizing according to the oscillatory nature of each basis function. The smoothing-spherical-splines

approach adds an additional computational burden caused by the penalizing term, but in general it

results in a more flexible class of trend surfaces. However, it still lacks the flexibility of being able to

assign more basis functions to data-rich areas. In addition, the penalizing term added is predefined and

does not adapt to the data in any way.

To fix the shortcomings of smoothing spherical splines, we propose a method we call fixed-rank

smoothing. As for smoothing spherical splines, fixed-rank smoothing uses a fixed number of basis

functions and adds a penalizing term to the weighted-least-squares criterion. For any given class of

basis functions, a data-adaptive penalizing term is constructed. The construction of the penalizing term

uses ideas from, and a link to, stochastic spatial models and kriging (e.g. Nychka, 2000; Johannesson

and Cressie, 2003). Furthermore, when the basis functions in fixed-rank smoothing are chosen to be

the spherical harmonics, fixed-rank smoothing gives a generalization of smoothing spherical splines

by providing a data-adaptive penalizing term instead of a fixed, curvature-based penalizing term. More

importantly, in fixed-rank smoothing, basis functions with local support can be used, allowing for the

possibility of assigning more basis functions to data-rich areas, in addition to using a data-adaptive

penalizing term. Turning to the wavelet literature, one finds that multi-resolution, locally supported

basis functions have been used successfully for spatially irregularly sampled data (Li, 1999; 2001). We

propose using these basis functions within the fixed-rank-smoothing framework.

Estimating the large-scale spatial trend is often just the first step in a larger, more comprehensive

analysis. Often, the resulting detrended spatial residuals are modeled stochastically, assuming that the

large-scale spatial trend has removed all deterministic spatial variability from the data. This second

level of the analysis can in many cases benefit from having spatial homogeneous detrended residuals.

Hence, in evaluating different large-scale spatial-trend models, it is not only of interest that a given

trend model fits the data well, but it is also important that the detrended residuals have good spatial

covariation properties. We shall discuss this in Section 5.

The paper is organized as follows. Section 2 gives the data-aggregation process and the iterative

process used to create a sequence of coarser-resolution data on the sphere. Section 3 details some of

the issues involved in estimating a smooth, large-scale spatial trend surface on the sphere from

aggregated noisy data. Section 4 discusses three classes of trend surfaces on the sphere, namely B-

splines, smoothing spherical splines and fixed-rank smoothing. The different large-scale spatial trend

surfaces are then applied to the TCO data in Section 5 and evaluated according to several criteria.

Section 6 follows with discussion and conclusions.

2. SPATIAL DATA AGGREGATION

Aggregation of massive, spatially irregular observed data onto a regular spatial grid is quite a common

practice. Typically, a simple average is taken of all the observations within each grid cell. This is

justifiable if the underlying data are uniformly sampled over the spatial domain of interest, with no

systematic spatial pattern of missing or unobserved data, and with no spatial variation in the
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measurement error associated with the data. However, for remotely sampled data, this is often not the

case. For example, polar-orbiting satellites tend to sample data non-uniformly over the globe, over-

sampling near the poles and under-sampling near the equator (see Figure 1). This can cause problems

when aggregating the data to a coarse-resolution grid, since there would be more data in the part of the

cell furthest from the equator.

In what is to follow, we establish some simple-minded methods to aggregate irregular spatial data

using a family of spatial grids of different resolutions. The aggregated data are subsequently used in

estimating the large-scale trend. Residuals from the trend are then typically subjected to intensive

spatial-statistical modeling, which arguably self-corrects for any minor misspecification at the

aggregation and trend-estimation stages.

Let fZðskÞ : sk 2 D; k ¼ 1; . . . ;Ng be spatially irregular observations of a real-valued spatial

process in D � Rd, which we shall refer to as the raw data. The raw data are assumed to have

independent additive measurement error associated with them. That is,

ZðskÞ ¼ YðskÞ þ "ðskÞ ð1Þ

where Y(�) is the unobserved error-free process and "ðskÞ is the measurement error. The measurement

errors are assumed to be independent, have zero mean, and varð"ðskÞÞ ¼ �2VðskÞ, with VðskÞ known

and �2 > 0 unknown.

Let fDði; rÞ : i ¼ 1; . . . ;Nrg; r ¼ 1; . . . ;R, be a family of multi-resolution spatial partitions of D

such that the following three conditions hold:

Total coverage: D ¼ [iDði; rÞ; for r ¼ 1; . . . ;R.

Disjoint cells: Dði; rÞ \ Dði0; rÞ ¼ ;; for i 6¼ i0 and r ¼ 1; . . . ;R.

Tree-structure: For every cell Dði; rÞ, there is a single parent cell Dði�; r � 1Þ, such that

Dði; rÞ � Dði�; r � 1Þ.
Hence, fDð�;RÞg has the finest resolution (the smallest cells) and coarser resolution-r cells are

obtained from finer resolution-(r þ 1) cells by taking a union of the finer cells.

Let D* be any cell at any resolution. Our goal is to be able to aggregate the data within D* such that

the resulting aggregated value, say Z(D*), represents YðD�Þ � 1
jD�j
Ð
D� YðuÞdu such that

ZðD�Þ ¼ YðD�Þ þ "ðD�Þ

where the error "ðD�Þ has zero mean and varð"ðD�ÞÞ ¼ �2VðD�Þ, with VðD�Þ to be determined by the

aggregation method. The aggregation method should be driven as much as possible by the data and

affected as little as possible by any assumption made about the underlying Y-process. (Making

inference about the Y-process is a later task.) However, as one is trying to infer about YðD�Þ based on

(irregular) observations within D�, one cannot avoid making some assumptions about the Y-process

within D�.

Let D� be any cell at the finest resolution, resolution-R, and let fZðskÞ : sk 2 D�; k ¼ 1; . . . ;N�g be

the raw data observed within D�. Given that D* is sufficiently small, the variation of Y(�) within D* can

be assumed to be relatively small compared to the variation in the measurement errors, f"ðskÞg. Under

this assumption,

ZðskÞ ¼ YðskÞ þ "ðskÞ � YðD�Þ þ "ðskÞ
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and a natural predictor of YðD�Þ is

ZðD�Þ �
XN�

k¼1

wkZðskÞ ð2Þ

where wk � VðskÞ�1=
P

j VðsjÞ
�1

, k ¼ 1; . . . ;N�, with corresponding variability measure

�2VðD�Þ � EðZðD�Þ � YðD�ÞÞ2 ¼ �2
X
k

w2
kVðskÞ ¼ �2 1P

k VðskÞ
�1

ð3Þ

Then we write ZðD�Þ ¼ YðD�Þ þ "ðD�Þ;where "ðD�Þ has zero mean and varð"ðD�ÞÞ ¼ �2VðD�Þ
given by (3).

For later use, we need to associate with D� a reference location sðD�Þ 2 D�. For example, that

location is often taken to be the center point of D�. However, given how ZðD�Þ was defined, we let

sðD�Þ �
X
k

wksk ð4Þ

be the reference location of D�, reflecting the location of the raw data within D�.
Using (2), (3) and (4), with D� ¼ Dði;RÞ; i ¼ 1; . . . ;NR, we derive the resolution-R dataset

fZði;RÞ;Vði;RÞ; sði;RÞ; i ¼ 1; . . . ;NRg

Note that some of the resolution-R data could be missing (undefined) if those cells are not covered by

any raw data.

For the remaining resolutions, resolutions ðR� 1Þ to 1, we could apply the same aggregation

procedure as for resolution-R. However, the validity of the assumption made about the Y-process

comes into question as the cells get bigger, namely that the variation in Y(�) within the cell is relatively

small compared to the size of the measurement error. Let D� be any resolution-ðR� 1Þ cell and let

fZðDiÞ;VðDiÞ; sðDiÞ; i ¼ 1; . . . ;N�g be the available resolution-R data within D�. If none of the data

is missing, then D� ¼ [iDi, by construction, and we can write

YðD�Þ ¼
X
i

aiYðDiÞ

where ai � jDij=jD�j; i ¼ 1; . . . ;N�. A natural predictor of YðD�Þ is then

ZðD�Þ �
X
i

aiZðDiÞ ð5Þ

with corresponding variability measure,

�2VðD�Þ � EðZðD�Þ � YðD�ÞÞ2 ¼ �2
X
i

a2
i VðDiÞ ð6Þ

Then we can write ZðD�Þ ¼ YðD�Þ þ "ðD�Þ, where "ðD�Þ has zero mean and varð"ðD�ÞÞ ¼ �2VðD�Þ
given by (6). In addition to ZðD�Þ and VðD�Þ, a reference location, sðD�Þ, is defined using (4) with

wi ¼ VðDiÞ�1=
P

j VðDjÞ�1; i ¼ 1; . . . ;N�.
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In the case of missing data, D� 6¼ [i Di. In that case, note that YðD�Þ ¼ aYð[i DiÞ þ ð1 � aÞYðD0Þ,
where D0 ¼ D�n [i Di and a ¼ j [i Dij=jD�j. To proceed, one has to make some assumption about

YðD0Þ, since it is not represented by any data. One reasonable assumption, in the absence of other

information, is that YðD0Þ ¼ Yð[i DiÞ, which results in YðD�Þ ¼ Yð[i DiÞ. Then the natural predictor

of YðD�Þ is still given by (5), with ai � jDij=j [i Dij, and the corresponding variability measure given

by (6).

The aggregation procedure outlined above is then repeated for the next coarser resolution, and so

forth. That is, we construct resolution-r data, fZði; rÞ; Vði; rÞ; sði; rÞ; i ¼ 1; . . . ;Nrg, by aggregating

resolution-(rþ 1) data using (5), (6) and (4) with wi ¼ Vði; r þ 1Þ�1=
P

j Vð j; r þ 1Þ�1; i ¼
1; . . . ;Nrþ1; r ¼ ðR� 1Þ; . . . ; 1:

In summary, we iterate across resolutions to obtain error variances, fVði; rÞg, and reference

locations, fsði; rÞg, that will be used for estimating a large-scale spatial trend at a given resolution.

Importantly, the choice of resolution is governed by the massiveness of the data and our need for

manageability when fitting the spatial trend. By using weighted fits in terms of fVði; rÞg and fsði; rÞg,

we are preserving many of the spatial features of the raw data at the coarser resolution where the fit is

carried out.

3. LINEAR TREND SURFACES ON THE SPHERE AND THEIR ESTIMATION

In this article, our goal is to estimate a smooth large-scale spatial trend on the unit sphere from

potentially massive satellite data. The massiveness forces us to use coarse-resolution aggregated data

and then to interpolate the fitted trend to much finer spatial resolutions. We focus on classes of surfaces

on the unit sphere that are linear in a large number of unknown parameters but non-linear in a few

design parameters. That is, let f : S ! R be a real-valued trend surface on the unit sphere, S. Then we

consider a large-scale spatial trend surface of the form

f ðsÞ ¼
Xp
j¼1

�jfjðsÞ ¼ x0sb ð7Þ

where s is a location on the unit sphere, b � ð�1; . . . ; �pÞ0 is an unknown parameter vector and

xs � ð f1ðsÞ; . . . ; fpðsÞÞ0 is determined by the trend-surface method in question. (The quantities ffjð�Þg
and p can be thought of as design parameters.) As we shall see in Section 4, (7) includes large classes

of well known trend-surface models.

The trend surface in (7) should be continuous on the sphere (belongs to C0, the space of all

continuous functions) and have, at least, a continuously varying tangent plane (belongs to C1, the

space of all differential functions). These smoothness conditions result in constraints on the surface in

(7) when using longitude–latitude (i.e. spherical) co-ordinates; see Section 3.1.

The linear models that we consider are special cases of (7). They are separated into two classes,

according to whether b is estimated using weighted least squares (weighted regression) or penalized

weighted least squares (often referred to as ridge regression); see Section 3.2.

3.1. Smooth surface on the sphere

Let s ¼ ð�; �Þ 2 S be a location on the unit sphere, where � 2 ½0; 2�� is the longitude and

� 2 ½��=2; �=2� is the latitude. For a function f : S ! R, to be continuous on S (i.e. belong to
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C0ðSÞÞ, it has to be in C0ð�Þ, where � � ½0; 2�� � ½��=2; �=2�, and satisfy the following two

conditions:

C1 f ð0; �Þ ¼ f ð2�; �Þ; for all � 2 ½��=2; �=2�

and

C2 f ð�;��=2Þ ¼ As and f ð�; �=2Þ ¼ An; for all � 2 ½0; 2��

where As and An are constants. The first condition says that f ð�; �Þ is periodic in �, for any given

� 2 ½��=2; �=2�, and the second condition says that f is constant at the south pole and at the north

pole.

Even if f is continuously differentiable on � (i.e. f is in C1ð�ÞÞ, and C1 and C2 hold, it does not

necessarily follow that f is in C1ðSÞ. For f to be in C1ðSÞ, the following two additional constraints

have to be satisfied (Dierckx, 1984; Gmelig Meyling and Pfluger, 1987):

C3 f�ð0; �Þ ¼ f�ð2�; �Þ for all � 2 ½��=2; �=2�

and

C4 f�ð�;��=2Þ ¼ Bs cosð�Þ þ Cs sinð�Þ and

f�ð�; �=2Þ ¼ Bn cosð�Þ þ Cn sinð�Þ; for all � 2 ½0; 2��

where f� and f� denote the partial derivatives of f with respect to � and �, respectively, and

Bs;Cs;Bn andCn are constants associated with the south pole and north pole, respectively.

The four conditions C1–C4 given above set the minimum requirements for the trend surfaces on the

sphere considered in this article.

3.2. Trend-surface estimation

Let Z ¼ ðZ1; . . . ; ZnÞ0 be a vector of observed data with reference locations s1; . . . ; sn on the sphere

(e.g. a given coarse-resolution dataset as derived in Section 2). Recall from (1) that the data are

assumed to be linked to the unobserved error-free process Y ¼ ðY1; . . . ; YnÞ0 via the additive-

measurement-error model,

Z ¼ Yþ e ð8Þ

where the measurement-error term e ¼ ð"1; . . . ; "nÞ0 is assumed to have zero mean and varðeÞ ¼ �2V,

with V ¼ diagðV1 . . . ;VnÞ known.

The Y-process can be thought of as consisting of two parts,

Y ¼ f þ d ð9Þ

where f ¼ ð f ðs1Þ; . . . ; f ðsnÞÞ0 is the large-scale spatial trend to be estimated, and d ¼ ð�1; . . . ; �nÞ0
captures the small-scale variation of Y after the spatial trend f is accounted for. The small-scale

variation is assumed to have zero mean and varðdÞ ¼ �2X. On the non-aggregated scale (i.e. when the

Y-process corresponds to the original raw data of Section 2), the small-scale variation is assumed

highly correlated at nearby locations, but close to uncorrelated for locations sufficiently far apart.

However, in our application, Y represents the aggregated Y-process at a coarse resolution. As such, we

expect the large-scale trend f to capture most of the variation in Y, and d to be relatively small
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compared to f, due to the aggregation. In addition, on the coarser scale, the spatial correlation is

diminished as the Y-process at nearby locations is aggregated into a single value and the distance

between the resulting elements (grid cells) of the aggregated Y-process increases. To confirm this

behavior, a small aggregation exercise was conducted.

3.2.1. Aggregation exercise. Consider the Y-process to be defined on cells of size 1� 1, and assume

that its small-scale variation (�) has variance equal to 1 at each cell and a small-scale correlation

structure between the cells given by a spherical correlation function with range equal to 4 (i.e. cells

with center points further than 4 units apart are uncorrelated). Along the lines given in Section 2, the

original process was aggregated by collapsing four cells of size 1� 1 into one cell of size 2� 2 and

then collapsing four cells of size 2� 2 into one cell of size 4� 4. As expected, the small-scale variance

associated with each cell went from being 1, for the original 1� 1 cells, down to 0.69 for the 2� 2

cells, and to 0.36 for the 4� 4 cells. More importantly, the highest correlation between cells of size

1� 1 went from being 0.63, down to 0.43 between cells of size 2� 2, and to 0.17 between cells of size

4� 4. In another experiment, where the range of the correlation was taken to be 8 (twice the width of

the 4� 4 cells), the highest correlations were 0.82, 0.73 and 0.46 for cells of size 1� 1, 2� 2 and

4� 4, respectively.

Based on this exercise, and the discussion given just above, we feel justified in assuming that in (9),

var(d)¼ �2X is diagonal at coarser resolutions. Consequently, when fitting f at coarser resolutions, our

model is

Z ¼ f þ ðdþ eÞ

where varðdþ eÞ ¼ �2ðXþ VÞ is diagonal, made up of aggregated small-scale variances plus

measurement-error variances.

The linear large-scale trend in (7) can be written as

f ¼ Xb ð10Þ

at the derived reference locations fsi : i ¼ 1; . . . ; ng, where X is an n� p design matrix with the

ði; jÞth element given by fjðsiÞ; ffjð�Þ : j ¼ 1; . . . ; pg is a set of known basis functions and b is to be

estimated.

To estimate the large-scale spatial trend (i.e. b), we write

Z ¼ f þ e� ¼ Xbþ e� ð11Þ

where e� ¼ dþ e has zero mean and

varðe�Þ ¼ varðdÞ þ varðeÞ ¼ �2ðXþ VÞ � �2W ð12Þ

with W � diagð!1 þ V1; . . . ; !n þ VnÞ, where for the purpose of trend-fitting we have modeled

X ¼ diagð!1; . . . ; !nÞ on the aggregated scale, as justified previously. We assume for the moment that

both f!ig and fVig are known.

In estimating b and hence f¼Xb, we shall take two slightly different approaches, depending on the

choice of the basis functions, ffjð�Þg. The two approaches are weighted-least-squares regression and

penalized-weighted-least-squares regression.

8 G. JOHANNESSON AND N. CRESSIE
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In weighted-least-squares regression, b is estimated by minimizing

ðZ� XbÞ0W�1ðZ� XbÞ

with respect to b, where W�1 ¼ diagð1=ð!1 þ V1Þ; . . . ; 1=ð!n þ VnÞÞ. This results in the well known

weighted-least-squares estimator,

b̂ ¼ ðX0W�1XÞ�1X0W�1Z ð13Þ

with degrees of freedom (df) equal to p¼ rank(X).

In the framework of penalized-weighted-least-squares regression, also known as ridge regression, b

is estimated by minimizing

ðZ� XbÞ0W�1ðZ� XbÞ þ �b0Hb ð14Þ

with respect to b, where H is a given symmetric positive-definite p� p penalizing matrix (i.e.

b0Hb > 0 for any b 6¼ 0Þ, and the smoothing parameter � 	 0 specifies the importance of the

penalizing term. By taking the derivative of (14) with respect to b and setting the result equal to

zero, one derives the following equation:

ðX0W�1Xþ �HÞb ¼ X0W�1Z

The solution is given by

b̂ð�Þ ¼ ðX0W�1Xþ �HÞ�1X0W�1Z ð15Þ

provided that ðX0W�1Xþ �HÞ is invertible. The equivalent degrees of freedom (edf) associated with

ridge regression is generally defined (e.g. Wahba, 1990, p. 63) as the trace of the smoothing matrix

Að�Þ � XðX0W�1Xþ �HÞ�1X0W�1 ð16Þ

Note that when � ¼ 0; trðAð0ÞÞ ¼ trðIpÞ ¼ p, the usual degrees of freedom associated with weighted-

least-squares regression. There are also two alternative definitions of edf often used in practice (e.g.

Hastie and Tibshirani, 1990, Chapter 3.5) namely, edfð�Þ ¼ trð2Að�Þ � Að�Þ0Að�ÞÞ and edfð�Þ ¼
trðAð�Þ0Að�ÞÞ, both being more computationally involved. Note that fixing the equivalent degrees of

freedom determines the smoothing parameter �.

The formula given in (15) requires solution of a p� p linear system for each new value of �. Since it

is of interest to compute b̂ð�Þ and other summary statistics associated with ridge regression, as �
varies, a computationally efficient method is needed. We take an approach that is along the lines given

by Nychka (2000), where we transform to a new, more convenient set of basis functions.

Define the new basis matrix Xg � XG, where G is the transformation matrix given just below (52)

in Appendix A. The new basis is known as the Demmler–Reinsch basis and it satisfies the convenient

orthonormal condition, XgW
�1Xg ¼ I. With the new basis, the ridge-regression-minimization

problem (14) becomes one of minimizing

ðZ� XghÞ0W�1ðZ� XghÞ þ �h0Dh
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with respect to h, where the penalizing matrix D is diagonal and b¼Gh; see (55) in Appendix A.

Further, z � X0
gW

�1Z ¼ GðX0W�1ZÞ can be shown to be sufficient for h. This results in the trivial

ridge-regression minimization problem of minimizing

ðz� hÞ0ðz� hÞ þ �h0Dh or
Xp
j¼1

ðzj � �jÞ2 þ �
Xp
j¼1

Dj�
2
j

See (56) in Appendix A

An estimate of h, as a function of �, is then conveniently given by ĥ ¼ ðIþ �DÞ�1z; or just �̂jð�Þ ¼
zjð1 þ �DjÞ�1; j ¼ 1; . . . ; p, which is trivial to compute. Similarly, easy-to-compute formulas are

available for the edf, the weighted residuals sum of squares, and the evaluation of the generalized

cross-validation criterion, all as functions of �. It should be noted that Xg is never explicitly

constructed (as it can be rather computationally involved). As detailed further in Appendix A, this

approach requires a Q-R decomposition of the n� p matrix W�1=2X, just as in the case of weighted-

least-squares regression. In addition, for penalized weighted least squares, we require a singular-value

decomposition (SVD) of a p� p matrix (not needed for weighted-least-squares regression). For

massive data (n much larger than p), it is the Q-R decomposition that is the computational bottleneck,

regardless of whether the weighted-least-squares regression is penalized or not.

4. CLASSES OF LINEAR TREND SURFACES

In this section, we shall present several important classes of linear spatial trend surfaces on the unit

sphere. Models based on tensor products of splines (e.g. Dierckx, 1984; Gmelig Meyling and Pfluger,

1987; Schumaker and Traas, 1991) and spherical harmonics (e.g. Wahba, 1990) require weighted-

least-squares regression. Models based on smoothing splines with spherical-harmonic basis functions

(e.g. Wahba, 1990), and new methodology that we shall refer to as fixed-rank smoothing, require

penalized-weighted-least-squares regression.

Fixed-rank smoothing can be viewed as a data-adaptive extension of smoothing splines, but it is not

limited to using spherical-harmonic basis functions. In Section 4.3, we outline fixed-rank smoothing in

some detail. Indeed, we see there that the approach is quite general and not limited to the sphere.

4.1. Tensor products of B-splines

Among the large-scale trends of the form, f ðsÞ ¼
P

i fiðsÞ�i, we consider the special class of tensor

products of functions given by

f ð�; �Þ ¼
XM
i¼1

XN
j¼1

�ij�ið�Þ�jð�Þ ð17Þ

where f�ið�ÞgMi¼1 are defined on 0; 2�½ � and f�jð�ÞgNj¼1 are defined on ��=2; �=2½ �. For a given set of

locations on the sphere, sk ¼ ð�k; �kÞ0; k ¼ 1; . . . ; n, the model can be written as in (10), with X as an

n� p matrix, p¼MN.

Dierckx (1984) and Gmelig Meyling and Pfluger (1987) used cubic polynomial B-spline basis

functions (see Appendix B) for both f�ið�Þg:andf�jð�Þg. Each B-spline basis function has a local

10 G. JOHANNESSON AND N. CRESSIE
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support, determined by the location of the knots generating the basis. This makes them excellent for

surface modeling, since the resulting tensor-product surface can be made more flexible in some

regions and less in others by careful selection of knot locations. However, the tensor product in (17) is

not necessarily in C1ðSÞ, even though each of the basis functions involved is in C1ðRÞ. It is possible to

(linearly) constrain (17) such that conditions C1–C3 are satisfied (see Appendix B). On the other hand,

condition C4 can never be satisfied by polynomial B-splines, since the condition involves trigono-

metric functions.

To satisfy all four conditions, Schumaker and Traas (1991) used trigonometric B-splines of order

three for f�ið�Þg and polynomial B-splines of order three for f�jð�Þg. Due to properties of the

trigonometric B-splines, it is possible to constrain (17) to satisfy C4, in addition to C1–C3; see

Appendix B. The constraints needed can be formulated as linear constraints. That is, (17) is in C1ðSÞ
given that Cb¼ 0, where C is a c� p constraint matrix of full rank given in Appendix B.

Our approach to weighted-least-squares estimation of f¼Xb, in the presence of linear constraints

given by Cb¼ 0, is to reparameterize. Write C0 ¼ Q1R1, based on a Q-R decomposition of C0, where

Q1 is an orthogonal p� c matrix (i.e. Q0
1Q1 ¼ IÞ with columns spanning the row space of C and R1 is

a c� c upper triangular matrix. Let Q2 be an orthogonal p� (p� c) matrix such that Q0
1Q2 ¼ 0.

Consider arbitrary b� of length p� c and let b ¼ Q2b
�. Then,

Cb ¼ ðQ1R1Þ0b ¼ R0Q0
1Q2b

� ¼ 0

which means the constraint is satisfied for all b�. Furthermore, the trend surface for the observed

data is

f ¼ Xb ¼ X�b�

where X� ¼ XQ2. Hence, the problem has been reduced to one of estimating b� without constraints.

Note that this approach to weighted-least-squares estimation in the presence of linear constraints has

associated with it a transformation to a new basis. Let

flðsÞ �
XM
i¼1

XN
j¼1

ðQ2Þij;l�ið�Þ�jð�Þ; l ¼ 1; . . . ; p ð18Þ

where ðQ2Þij;l is the (ij; l)th element of Q2. Then the lth column of X� is given by ðflðs1Þ; . . . ; flðsnÞÞ0.

4.2. Spherical harmonics and smoothing spherical splines

The spherical harmonics form a natural orthonormal basis for square-integrable functions on the

sphere (e.g. Wahba, 1990, and Appendix C). They yield an approximation of the form

f ðsÞ ¼ �þ
XM
‘¼1

X‘
m¼�‘

	‘mY‘mðsÞ ð19Þ

where fY‘mð�Þg are the spherical harmonics given in Appendix C, and M specifies the number of

harmonics to use.
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The spherical harmonics automatically satisfy all the constraints demanded by the topology of the

sphere, and specifically conditions C1–C4. Therefore, they can be used directly in weighted regression

with X ¼ 1n S½ �, an n� ðM þ 1Þ2
matrix, such that the ði; ð‘;mÞÞth element of the n� p2 matrix S is

Y‘mðsiÞ and p2 ¼ MðM þ 2Þ.
The spherical harmonics, indexed by ‘ and m, are multi-resolution; as ‘ increases, the functions

become detailed (resolution-‘ consists of 2‘þ 1 basis functions). However, the spherical harmonics

have global support and hence they lack the flexibility obtained with basis functions that are local in

nature (e.g. B-splines). A possible solution is to model the trend using smoothing spherical splines

(Wahba, 1990). Instead of selecting a small number of basis functions, one selects a larger number and

penalizes for surface roughness of the resulting estimate. The roughness penalty is taken to be

P �
ð
S

ð�f ðsÞÞ2
ds ¼

ð
S

XM
‘¼1

X‘
m¼�‘

	‘m�Y‘mðsÞ
 !2

ds

¼
ð
S

XM
‘¼1

X‘
m¼�‘

	‘m½‘ð‘þ 1Þ�Y‘mðsÞ
 !2

ds ¼
XM
‘¼1

X‘
m¼�‘

	2
‘m½‘ð‘þ 1Þ�2 ð20Þ

which follows from the fact that the fY‘mð�Þg are orthonormal and are the eigenfunctions of the

Laplacian operator (�) on the unit sphere; see Wahba (1990) and Appendix C. Notice that

the roughness penalty can be written as P ¼ c0Kc, where K is a diagonal matrix with the

ðð‘;mÞ; ð‘;mÞÞth element given by ‘ð‘þ 1Þ½ �2 and c is the corresponding vector of f	‘mg.

The estimation of parameters ð�; c0Þ0 in (19) can be obtained by minimizing

ðZ� T�� ScÞ0W�1ðZ� T�� ScÞ þ �c0Kc ð21Þ

with respect to � and c where T ¼ 1n and � specifies the importance of the penalty term. By letting

b � �
c

� �
; X � ½TS� and H � 0 00

0 K

� �
the minimization of (21) can be written as the ridge-regression minimization of (14), and is solved as

such.

4.3. Fixed-rank smoothing

Consider now a trend surface that consists of two linear components consisting of the large-scale and

the small-scale part of the trend:

f ¼ Taþ Sc ð22Þ

where T is taken to be an n� p1 matrix with Tij ¼  jðsiÞ; f jð�Þg are known basis functions, S is

taken to be an n� p2 matrix with Sij ¼ 
jðsiÞ, and f
jð�Þg are known basis functions. The estimation of

a and c can be obtained by minimizing,

ðZ� Ta� ScÞ0W�1ðZ� Ta� ScÞ þ �c0Kc ð23Þ

with respect to a and c, where only c is penalized through the positive-definite matrix K.
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The framework given by (22) and (23) is quite general. Smoothing spherical splines fall within this

class of trend surfaces with known diagonal matrix K; see (21). More generally, smoothing splines,

where the number of B-splines is taken to be equal to the number of observations, can be written in this

framework with K ¼ S (e.g. Wahba, 1990). For very large n (large to massive datasets), the case when

p1 þ p2 << n is of particular interest. Eilers and Marx (1996) introduced P-splines (penalized B-

splines) using the framework described by (22) and (23), with T ¼ 1n; f
jð�Þg given by B-splines, and

K specified such that coefficients corresponding to adjacent overlapping B-splines are penalized using

higher-order finite differences. In the same spirit, Ruppert and Carroll (2000) looked at regression

splines with a spatially adaptive penalty, and Ruppert (2002) investigated varying the number of

regression spline knots (i.e. the size of p2). In general, any set of of basis functions f jð�Þg and f
jð�Þg
can be used to construct T and S, not only spline basis functions. However, the challenge remains to

specify a penalty matrix K that is relevant to the basis functions f jð�Þg chosen. Rather than

attempting to find an analogue to the spline-type smoothness penalty, as in (20), for example, we take

advantage of the massiveness of data and seek to construct a data-driven penalty matrix K.

As in the case of smoothing spherical splines, the minimization of (23) can be written as a ridge-

regression minimization of (14), and solved as such. This is the preferred computational approach.

However, and for later comparison, a direct minimization of (23) results in the estimates (see, for

example, Johannesson and Cressie, 2003):

ba ¼ ðT0R�1TÞ�1T0R�1Zbc ¼ ðS0W�1Sþ �KÞ�1S0W�1ðZ� TbaÞ
¼ ��1K�1S0R�1ðZ� TbaÞ ð24Þ

with

R�1 � W�1 �W�1SðS0W�1Sþ �KÞ�1
S0W�1 ¼ ð��1SK�1S0 þWÞ�1

The estimated trend surface at the data locations is then given by bf ¼ Tbaþ Sbc, and at a new

location s0 by bf ðs0Þ ¼ Ts0
baþ Ss0

bc, where

Ts0
� ½ 1ðs0Þ � � � p1

ðs0Þ� and Ss0
� ½
1ðs0Þ � � � 
p2

ðs0Þ�

4.4. The penalty matrix K and its interpretation

To gain insight into, and an interpretation of, the role of the penalty matrix K, we shall consider, for the

moment, a stochastic version of the model in (22):

f ¼ Taþ Sg ð25Þ

where g is a random vector, with zero mean and varðgÞ ¼ �2K�1. Then the best linear unbiased

predictor (BLUP) of f, also known as the kriging predictor (Cressie, 1993), is given by bf ¼ Tbaþ Sbg,

where ba is given by (24), bg ¼ bc is also given by (24), and ��1 ¼ �2=�2 (see, for example, Nychka,

2000; Johannesson and Cressie, 2003). Hence, the estimated trend surface resulting from the

deterministic trend (22) is identical to the predicted surface resulting from the stochastic model

(25). The same duality can also be seen if we assume the following hierarchical Bayesian model

(Omre and Halvorsen, 1989). Assume, conditional on a and g, that Z is Gaussian (normally)

distributed with mean f ¼ Taþ Sg and variance �2W, and assume that a has improper uniform
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prior and g has proper Gaussian prior with mean zero and variance �2K�1. Then the posterior

distribution of f is Gaussian with mean given by the BLUP, f̂.
Note that in the stochastic version of the trend model, v � Sg has zero mean and

varðvÞ ¼ �2SK�1S0. More importantly, Z� Ta ¼ Sgþ e� has zero mean and variance

�2SK�1S0 þ �2W. Hence, any spatial variability seen in Z� Ta will reflect the structure of

SK�1S0, that is, of K. As we shall see below, the stochastic version of the trend model provides

guidance on how to extract information about K from Z� Ta.

The stochastic version of the trend model is only able to capture larger-scale spatial variation in the

data, like its deterministic twin given by (22). Consequently, the variance–covariance structure

described by �2SK�1S0, for any K�1, is not able to capture the small-scale covariance structure of

Z� Ta. This means that to gain information about the structure of �2SK�1S0 from data, it is

appropriate to estimate the covariances at pairs of data locations spaced sufficiently far apart. Let

fuj : j ¼ 1; . . . ;Mg, where p2 < M < n, be any set of locations that are sufficiently far apart and are

representative for locations in the spatial domain of interest (e.g. uniform over the spatial domain).

For the moment, assume that Z corresponds to the original, massive dataset observed at locations

fsi : i ¼ 1; . . . ; ng, not the aggregated coarser-resolution data. Let fwji : i ¼ 1; . . . ; ng be a set of

weights defining a data-neighborhood of uj; j ¼ 1; . . . ;M. For example, wji could be taken to be equal

to 1 if si is within a given distance from uj, and otherwise 0. In general, wji should decrease with

increasing distance between uj and si. For example, in our application to TCO in Section 5, the fwjig
are taken to be given by the tri-cubic weight function:

wji �
ð1 � ðkuj � sik=djÞ3Þ3; ifkuj � sik < dj

0; otherwise

8<: ð26Þ

where kuj � sik is the distance between uj and si on the sphere and dj is a given distance parameter

defining the range of the data-neighborhood of uj; j ¼ 1; . . . ;M. Associated with fwjig, define the

scaled weights, f~wjig, by ~wji � wji=wjþ, where wjþ �
P

i wji. Denote ~wj � ð~wj1; . . . ; ~wjnÞ0 and define

~Zj � ~w0
jðZ� TaÞ; j ¼ 1; . . . ;M

to be the averaged centered data (centered by Ta and averaged in the neighborhood of uj).
For any two locations uk; ul 2 fujg,

covð~Zk; ~ZlÞ ¼ �2 ~w0
kðSK�1S0Þ~wl þ �2 ~w0

kW~wl

¼ �2~SkK
�1~S0l þ �2 ~Wkl

where:

~Sj � ~w0
jS ¼

�X
i

~wji
1ðsiÞ � � �
X
i

~wji
p2
ðsiÞ
�
; j ¼ 1; . . . ;M

~Wkl � ~w0
kW~wl ¼ ~w0

kX~wl þ
X
i

~wki~wliVi; k; l ¼ 1; . . . ;M

Recall from (12) that W ¼ �2ðXþ VÞ, where V ¼ diagðV1; . . . ;VnÞ contains the relative variances of

the measurement-errors e, and �2X is the variance–covariance matrix associated with the small-scale

variation d. Now, in the definition of ~Sj, its kth element is given by
P

i ~wji
kðsiÞ, which is just the
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weighted average of the kth basis function evaluated at the data locations within the neighborhood of

uj. If the neighborhood weights fwjig define a rather tight neighborhood around each uj (which the

massiveness of the data will allow us to do and still have enough averaging), we might expect that for

smooth 
kð�Þ;
P

i ~wji
kðsiÞ � 
kðujÞ. Using this approximation,

covð~Zk; ~ZlÞ � �2SukK
�1S0ul þ �2 ~Wkl; k; l ¼ 1; . . . ;M

where Su ¼ ½
1ðuÞ � � � 
p2
ðuÞ�; u ¼ uk; ul. Further, if f~wjig define (approximately) non-overlapping

neighborhoods (again, something that the massiveness of the data will allow us to do), then ~wki~wli � 0

for all i and hence
P

i ~wki~wliVi � 0, for k 6¼ l. Furthermore, because the small-scale variances are close

to uncorrelated between neighborhoods that are sufficiently far apart, ~wkX~wl � 0 for k 6¼ l. Finally

then we can conclude that ~Wkl � 0 if k 6¼ l, and hence

covð~Zk; ~ZlÞ � �2SukK
�1S0ul ; k; l ¼ 1; . . . ;M; k 6¼ l

varð~ZjÞ � �2SujK
�1S0uj þ �2ð~!j þ ~VjÞ; j ¼ 1; . . . ;M ð27Þ

where ~Vj �
P

i ~w
2
jiVi and ~!j � ~w0

jX~wj.

Define ~Z � ð~Z1; . . . ; ~ZMÞ0. Then, based on (27),

varð~ZÞ � �2SK�1S0 þ �2 ~W ð28Þ

where the jth row of the M � p2 matrix S is given by Suj and ~W is an M �M diagonal matrix with the

ð j; jÞth element given by ~!j þ ~Vj.

The approximation given by (28) provides the rationale behind obtaining a data-driven penalty

matrix K for the deterministic trend model.

4.5. Data-adaptive K via empirical covariation

We return to the deterministic spatial trend model given by (22). The discussion above suggests an

empirical, data-driven approach to specify the penalty matrix K in (23). Define the detail residuals

fDðsiÞg as

DðsiÞ � ðZðsiÞ � TsibaÞ; i ¼ 1; . . . ; n

where Tsi � ½ 1ðsiÞ � � � p1ðsiÞ�; i ¼ 1; . . . ; n, and ba is obtained from the (unweighted) regression of Z
on Ta. The fDðsiÞg can be derived quite efficiently since T has relatively few columns (in the TCO

application given in Section 5, T ¼ 1n and Z� Tba is just the centered data). Let fujg be a set of

locations sufficiently far apart for the previous approximations like (28) to hold, and let f~wjig be data-

neighborhood weights, such as those derived in (26).

For any two locations uk; ul 2 fujg, define

CDðuk; ulÞ �
Xn
i1¼1

Xn
i2¼1

~wki1 ~wli2Dðsi1ÞDðsi2Þ ¼ DðukÞDðulÞ; k; l ¼ 1; . . . ;M ð29Þ
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where DðujÞ �
Pn

i¼1 ~wjiDðsiÞ. Further, for any location uk 2 fujg, define

VDðukÞ �
Xn
i¼1

~wkiDðsiÞ2; k ¼ 1; . . . ;M ð30Þ

Finally, we define the M �M empirical covariation matrix C � fCðuk; ulÞg, where

Cðuk; ulÞ �
CDðuk; ulÞ; uk 6¼ ul

VDðukÞ; uk ¼ ul

�
ð31Þ

Note that we can write C ¼ CD þ diagðVDðu1Þ � Dðu1Þ2; . . . ;VDðuMÞ � DðuMÞ2Þ, where CD �
CDðuk; ulÞg. The empirical covariation matrix C is positive-definite, because CD is positive-definite

(since CD can be written as BðZ� TâÞðBðZ� TâÞÞ0, where the jth row of B is given by ~wj), and

VDðujÞ � DðujÞ2 ¼
P

i ~wjiðDðsiÞ � DðujÞÞ2 	 0; j ¼ 1; . . . ;M.

With the approximation given by (28) to guide us, we choose the penalty matrix K that makes

C� � SK�1S0 þ a ~W ð32Þ

as close to C as possible, where a> 0 is an unknown constant. As a measure of closeness, Johannesson

and Cressie (2003) used the Frobenius matrix norm, given by

jjC� C�jj2 ¼ trððC� C�Þ0ðC� C�ÞÞ ¼
X
i; j

ðCij � C�
ijÞ

2 ð33Þ

This distance measure has been used by Donoho et al. (1998) in estimating covariances and by Hastie

(1996) in deriving pseudosplines, which are low-rank smoothers similar to P-splines, but based on

projection-matrix approximations.

Consider the case when a¼ 0; then C� ¼ SK�1S0. Using the Frobenius measure, the K�1 that

minimizes jjC� C�jj is given by (Johannesson and Cressie, 2003)

K�1 ¼ R�1Q0CQðR�1Þ0 ð34Þ

and the corresponding optimal C� is given C� ¼ QQ0CQQ0, where S ¼ QR is the Q-R decomposition

of S (i.e. Q is an M � p2 orthonormal matrix and R is a p2 � p2 upper-triangular matrix). Note that K
needs to be positive-definite, which holds if C is positive-definite, which we established just below

(31). To derive K, one can either invert K�1 given by (34) or use the formula

K ¼ R0ðQ0CQÞ�1
R ð35Þ

In the case a 6¼ 0,

jjC� C�jj ¼ jjðC� a ~WÞ � SK�1Sjj

resulting in the optimal

K�1 ¼ R�1Q0ðC� a ~WÞQðR�1Þ0
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and the corresponding optimal C� is given by

C� ¼ QQ0ðC� a ~WÞQQ0 þ a ~W

¼ QQ0CQQ0 þ að ~W�QQ0 ~WQQ0Þ

which are both functions of a. Finally, then, a is obtained by minimizing

jjC� C�jj2 ¼
X
i; j

ðCij � C�
ijÞ

2 ¼
X
i; j

ððC� PðCÞÞij � að ~W� Pð ~WÞÞijÞ
2 ð36Þ

where PðAÞ � QQ0AQQ0 for any M �M matrix A. Notice that this is just a simple linear regression

with slope a and no intercept, and hence the minimization of jjC� C�jj with respect to a is easily

done.

Recall that ~W is diagonal with its ð j; jÞth element given by ~!j þ ~Vj; j ¼ 1; . . . ;M. The f~!jg are not

known in general; however, the minimization of (36) can be extended to allow estimation of

parameters in a model for them. For example, if we assume that ~!j ¼ ~!; j ¼ 1; . . . ;M, where ~! is

unknown, then ~W ¼ ~!Iþ ~V, where ~V ¼ diagð~V1; . . . ; ~VMÞ is known.

Then,

jjC� C�jj2 ¼
X
ij

ððCij � PðCÞÞi; j � a~!ðI� PðIÞÞij � að~V� Pð~VÞÞijÞ
2

and both a and ~! can be estimated using least-squares regression methods with no intercept. Both a

and ~! are non-negative, which are constraints that have to be imposed on the minimization. More

generally, f~!jg could be taken to be an unknown linear combination of known exogenous variables,

and least-squares regression methods with no intercept could be used to estimate the unknown

coefficients. The minimization would have to be constrained so that K�1 is positive-definite.

An extension of the Frobenius measure in (33) is the weighted Frobenius measure,

jjC� C�jj2w �
X
i; j

wiwjðCij � C�
ijÞ

2 ð37Þ

where w1; . . . ;wM are known weights. In our case, C is defined empirically, and hence we recommend

using weights given by wj ¼ wjþ, reflecting the amount of data within each neighborhood of

uj; j ¼ 1; . . . ;M. The weighted Frobenius measure can also be written as

jjC� C�jj2w ¼ jjA1=2ðC� C�ÞA1=2jj2 ¼ jjA1=2CA1=2 � A1=2C�A1=2jj2

where A1=2 � diagðw1=2
1 ; . . . ;w

1=2
M Þ. That is, the weighted version of the Frobenius norm involves just

scaling the rows and columns of C and C� by fwjg.

4.6. Spherical multi-resolution basis functions

As mentioned before, an obvious choice for f
jð�Þg, the basis functions used to construct S, are the

spherical harmonics. The spherical harmonics are multi-resolution, with each higher-numbered basis
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function being more detailed; however, they are not of a local nature. Their global nature is not well

suited to a data-driven mechanism for selecting basis functions that reflects the density and accuracy of

the underlying data (e.g. as in the case of selecting knots for B-splines). Another possible choice for

f
jð�Þg are B-splines. They can be partly adapted to the data density via knot selection; however, they

have the drawback that they are not multi-resolution in nature.

Li (1999, 2001) used distance-based spherical basis functions (also known as radial basis functions)

in a multi-scale wavelet analysis of irregularly spaced spherical data. The spherical basis functions he

used are based on the Poisson kernel given by


ðx; �Þ ¼ 1 � �2

ð1 � 2x� � �2Þ3=2
; x 2 ½�1; 1�; � 2 ð0; 1Þ

Then, on the unit sphere, define


‘mðsÞ � 
ðs � u‘m; �‘Þ; m ¼ 1; . . . ;M‘; ‘ ¼ 1; . . . ; L; s 2 S ð38Þ

where U‘ � fu‘mg is a set of locations on S; f�‘g are bandwidth parameters, and s � u‘m is the cosine

of the angle between s and u‘m. Hence, each 
‘mð�Þ has its maximum (and center) at u‘m and decreases

with increasing distance between u‘u and s, where the rate of decrease is controlled by the bandwidth

parameter �‘; ‘ ¼ 1; . . . ; L. Due to properties of the Poisson kernel on the unit sphere, each 
‘mð�Þ
satisfies the Laplacian equation, and the convolution of two spherical Poisson kernels is a spherical

Poisson kernel (up to a scaling constant); see Li (1999) for further details.

For each ‘ ¼ 1; . . . ; L, Li selected U‘ to cover uniformly the spatial domain of interest, with

M1 < � � � < ML. That is, as ‘ increases, U‘ is a larger and denser set of uniform locations covering the

spatial domain of interest. The bandwidth parameters are then selected to balance the nearness of each

basis function and the global coverage of f
‘mð�Þg, for each ‘. Hence, the resulting set of basis

functions are both multi-resolution and local in nature, with basis functions associated with higher ‘
being more detailed (more peaked). The selection of U‘ and fn‘g will be discussed in Section 5.2.

The multi-resolution basis f
‘mð�Þg is not orthogonal, although this is not of great concern in our

application to spatial-trend estimation. Note that Li (1999) showed how to transform the basis

functions associated with each resolution (i.e. each l) into a new set of basis functions orthogonal to

any basis functions at coarser resolutions (but not to each other). Li referred to the resulting basis as

multi-scale spherical wavelets (SW).

5. TOMS DATA ON TOTAL COLUMN OZONE

We start by describing the sampling process behind the total-column-ozone (TCO) data generated by

the total ozone mapping spectrometer (TOMS) instrument on the polar-orbiting Nimbus-7 satellite.

The resulting TCO data are both spatially and temporally irregular. However, for practical purposes,

the raw data must be aggregated into a data product that is gridded in both space and time. The

resolution of the space–time grid depends on the application(s), and in many instances there is not a

single grid that satisfies everybody’s needs. For example, for the estimation of the large-scale spatial

trend, one only needs a spatial grid of coarse resolution, resulting in a more manageable dataset of

fewer observations.

To see the effect that data aggregation has on the trend estimation described in Section 3, data at

three different resolutions are used. At each resolution, we estimate the large-scale trend surface using
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the different models and fitting methods outlined in Section 3. To facilitate trend comparison, the

equivalent degrees of freedom (edf ) are fixed, with three values selected representing low, medium

and high flexibility of the resulting trend surface. To compare the estimated trend surfaces, we

consider: (i) the variation (the consistency) in the trend estimates derived using data at different

resolutions, for given trend model and fixed value of edf; and (ii) the fidelity of each estimated trend

surface to the data. In addition to comparing the different trend estimates directly, we also quantify

both the small-scale and the large-scale spatial variation in the resulting detrended data. Thus, for a

given edf, the desiderata of a ‘good’ large-scale spatial-trend model are: (i) consistent across data-

resolutions; (ii) good fidelity to the data; (iii) the detrended data have little or no large-scale spatial

variation; and (iv) good small-scale spatial-variation properties; see Section 5.3.

5.1. The Nimbus-7 total ozone mapping spectrometer (TOMS) data

The data analyzed in this article consist of spatially and temporally irregular TCO observations

sampled on 2 October 1988, by the total ozone mapping spectrometer (TOMS) on the Nimbus-7

satellite. This type of dataset is commonly referred to as ‘level-2 data’ by the U.S. National

Aeronautics and Space Administration (NASA). The Nimbus-7 satellite orbited the earth in a sun-

synchronous polar orbit, with a period of about 104 min (about 14 orbits in 24 h). The TOMS

instrument makes a scan every 8 s in the cross-track direction, resulting in 35 TCO observations (with

slightly variable spatial support). In a single day, the satellite is able to obtain approximate global

coverage, with a slight overlap in consecutive orbits. Under perfect conditions, this generated about

200 000 TCO observations within a single day. In practice, some of the observations were missing and

others were removed by a quality-control procedure; for example, the 2 October 1988, level-2 data

consist of only about 160 000 observations. The data are available at NASA’s Goddard Distributed

Active Archive Center (GDAAC).

In our analysis of the TOMS data, we shall consider five spatial resolutions, as in Huang et al.

(2002) and described in Table 1. This design, based on lat–lon co-ordinates, does not have equal-area

cells. Equal-area discrete global grids (DGG) (e.g. Sahr and White, 1998; Sahr, 2001), with hexagonal-

or triangular-shaped cells, are in general considered to have better mapping properties (Kimerling

et al., 2000), but these are not options considered by NASA and other agencies that process satellite

data.

The sequential aggregation procedure given in Section 2 was used to aggregate the 2 October 1988,

level-2 data. In (1), the raw data proportionality terms fVðsÞg were assumed to be 1. Denote by

fZði; rÞ;Vði; rÞ; sði; rÞ; i ¼ 1; . . . ;Nrg

the resulting resolution-r (R-r) dataset, r ¼ 1; . . . ; 5, where Nr is the number of cells at each resolution

(Table 1). Note that some of the data are missing for some cells. Figure 1 shows maps of fZði; 5Þg, the

Table 1. The multi-resolution partition used for aggregation of the TOMS data

Resolution Grid size Cell size No. of cells

R-5 288� 180 1.25
 � 1.00
 51 840
R-4 144� 90 2.50
 � 2.00
 12 960
R-3 72� 45 5.00
 � 4.00
 3240
R-2 24� 15 15.00
 � 12.00
 360
R-1 8� 5 45.00
 � 36.00
 40
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Figure 1. TOMS data from 2 October 1988. The top plots shows the data at resolution 5, and the bottom four plots show the

data at resolutions 5 through 2 using a projection centered on the South Pole. Note that some data are missing (white cells)
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data at the finest resolution, over the entire globe using area-preserving map projections. Also, maps of

fZði; rÞg; r ¼ 5; 4; 3; 2, using area-preserving map projections centered on the South Pole, are given.

We shall take resolution-5 (R-5) as our fine-resolution data (base-line data) and consider the effect

of using data at R-2, R-3 and R-4 in trend estimation.

5.2. Selection of knots and basis functions

When estimating the large-scale spatial trend at any data resolution, we shall fix the number of

equivalent degrees of freedom (edf ) (see Section 3.2) associated with the trend. In the case of a trend

given by the tensor product of splines of Section 4.1 and the spherical harmonics of Section 4.2, where

the estimation is carried out via weighted least squares, the edf associated with each trend is just given

by the number of parameters that need to be estimated, hence the number of basis functions. (Recall

that weighted least squares is a special case of ridge regression with �¼ 0.) For smoothing the

spherical splines of Section 4.2 and the fixed-rank smoothing of Section 4.3, where estimation is

carried out via ridge regression with �> 0, the edf is given by the trace of the smoothing matrix Að�Þ
in (16), which in practice is computed using (58).

With the edf fixed, the various additional design parameters of the trend surfaces under considera-

tions need to be specified. In the case of tensor product of B-splines, the locations of the knots that

generate the B-splines need to be given. In the case of smoothing spherical splines, the number of basis

functions needs to be specified. For fixed-rank smoothing, after the rank has been specified (i.e. the

total number of basis functions to be used), one has to select f jð�Þg (for the T matrixÞ and f
jð�Þg (for

the S matrix) in (22), and make some decisions about how the data-adaptive penalty matrix K will be

obtained.

5.3. Tensor product of splines

The only design issue here that needs to be resolved is the location of the knots. That is, the task is to

select the longitude knots and the latitude knots such that the resulting tensor-product surface in (17)

has the flexibility needed. If nlon longitude knots and nlat latitude knots are selected, the number of

unconstrained basis functions ffjð�Þg in (18) is given by ðnlon � 1Þðnlat þ 1Þ þ 6 � 4ðnlon � 1Þ.
For a given number of longitude and latitude knots, we consider two possible criteria for selecting

the knots, namely an equal-area criterion and an equal-data criterion. Under the equal-area criterion,

the longitude knots are selected such that there are equal area strips between adjacent knots, and

likewise for the latitude knots. This results in equally spaced longitude knots but unequally spaced

latitude knots, with more knots placed around the equator. Under the equal-data criterion, the given

number of longitude knots are selected such that an equal amount of data is between adjacent knots,

and likewise for the latitude knots. If the data are uniformly sampled over the globe, the two criteria

result in the same set of knots. However, for the TOMS data, the areas around the poles are typically

over-sampled and the areas around the equator are under-sampled, due to the polar-orbital nature of

the satellite. As a result, the equal-data criterion will typically place more knots closer to the poles than

the equal-area criterion. This is demonstrated in Figure 2, which shows the selection of 20 longitude

knots and 10 latitude knots using the two criteria. (We have found that a good strategy is to take the

number of longitude knots to be approximately twice the number of latitude knots.)

Even though an equal-data criterion is used, there still might be basis functions that are badly

supported by the data. This is because we are only able to guarantee that marginally there are equal
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data amounts between each adjacent pair of longitude knots and each adjacent pair of latitude

knots. One way to judge the data support of each basis function, using the R-3 data, for example, is to

look at

v�1
j �

XN3

i¼1

Vði; 3Þ�1
fjðsði; 3ÞÞ2; j ¼ 1; . . . ; p ð39Þ

where ffjð�Þg are the basis functions defined by (18), scaled such that
R
S
fjðsÞ2

ds ¼ 1; j ¼ 1; . . . ; p.

Then vj can be interpreted as the variance of the estimate �̂j from the simple regression,

Zði; 3Þ ¼ fjðsði; 3ÞÞ�j þ "ði; 3Þ, where varð"ði; 3ÞÞ / Vði; 3Þ. We propose using the fv�1
j g to rank the

basis functions (higher v�1
j values are better), so that a basis function fjð�Þ with a small v�1

j value can be

considered for removal. The main issue is then, ‘How many basis functions should one remove from

the full set of basis functions?’ A simple histogram of fv�1
j g will help in this regard, typically showing

a group of small values corresponding to basis functions with poor data support (i.e. small v�1
j ); see

Figure 3.

Figure 2. Two different 20� 10 longitude-latitude grids resulting from two different criteria to choose the knots: (a) shows a

grid based on the equal-area criterion; (b) shows a grid based on the equal-data criterion
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5.4. Spherical harmonics and smoothing spherical splines

When the trend surface is given by spherical harmonics and fitted by weighted-least-squares

regression, the number of spherical harmonics in (19) is just taken to be equal to the pre-specified

edf. However, when the trend surface is given by smoothing spherical splines, the number of spherical

harmonics used in (19) (i.e. the rank of the X matrix) is larger than the edf sought. Intuitively, one

might expect to take the number of basis functions as large as possible, up to the number of

observations, but in practice this is only practicable for resolutions where the number of (aggregated)

observations are in the order of a few hundred (e.g. for the R-2 data, there are a maximum of 360

observations).

To see what effect varying the number of basis functions has on the overall fit when the edf is

prespecified, a small study was done. Using the R-2 data (N2¼ 355 observations) and the R-3 data

(N3¼ 2996 observations), the smoothing-spherical-spline estimate of the trend was computed using

different numbers of basis functions (the rank of the X matrix) and the edf set equal to the values 49,

100 and 196. Figure 4 shows the relative behavior of the weighted residual sum of squares (WRSS),

relative to the WRSS from a weighted regression using spherical harmonics (i.e. taking �¼ 0 and the

number of basis functions equal to the given edf ). The relative WRSS is seen to decrease when the

number of basis functions is taken slightly larger than the minimum possible. But then it increases and,

in the case of edf¼ 49, it increases to a value larger than the initial WRSS. Similar behavior was also

noted by Ruppert (2002) when looking at methods to select the number of knots for penalized splines.

This suggests that one does not need to select the number of basis functions to be used in the

smoothing spherical splines much larger than the edf sought. Figure 4 suggests selecting the number of

basis functions equal to about 1.5 times the edf.

5.5. Fixed-rank smoothing

For fixed-rank smoothing, the two sets of basis functions, f jð�Þg and f
jð�Þg in (22), need to be

specified. Some choices are also needed for obtaining the data-adaptive penalty matrix K for the

f
jð�Þg basis.

Figure 3. Histogram of fv�1g defined by (39), using 20� 10 longitude–latitude knots selected according to: (a) the equal-area

criterion and (b) the equal-data criterion
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The f jð�Þg basis simply consists of a single function,  1ð�Þ ¼ 1. Three possible choices for f
jð�Þg
were mentioned in Section 4.3, namely the tensor-product of splines, spherical harmonics, and

spherical basis functions (SBFs) based on the Poisson kernel; see (38). When using the SBFs based on

the Poisson kernel, the sets of locations fU‘g and the bandwidth parameters f�‘g need to be specified.

We take U‘ as the center points of hexagons at different resolutions derived from discrete global

grids (DGGs) based on the icosahedral Snyder equal area (ISEA) projection (Sahr and White, 1998;

Sahr, 2001). For example, resolutions 1–5 of an aperture-3 DGG consist of M1¼ 12, M2¼ 32,

M3¼ 92, M4¼ 272 and M5¼ 812 hexagons, respectively. Using these center locations would result in

a set of basis functions that consists of 12, 44, 136, 408 and 1220 basis functions, respectively. Figure 5

Figure 4. Plots of relative weighted residual sum of squares (WRSS) for trend estimates using smoothing spherical splines and

effective degrees of freedom (edf ) equal to 49, 100 and 196, versus the number of spherical harmonic basis functions used. (a) R-

2 data and (b) R-3 data

Figure 5. The center points of hexagons at resolutions 1–5 of an aperture-3 equal area discrete global grid (DGG), based on the

Icosahedral Snyder Equal Area (ISEA) projection. The largest circles correspond to resolution 1
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shows the locations of the hexagons’ center points corresponding to DGG resolutions 1–5. Note that

the DGG is hierarchical in the sense that U‘ � U‘þ1; ‘ ¼ 1; . . . ; L� 1. (An alternative set of locations

is given by U�
‘ � U‘nU‘�1; ‘ ¼ 1; . . . ; L;U0 � ;. In that case, the full set of basis functions consists of

12, 32, 92, 272 and 812 basis functions, respectively.) Analogous multi-resolution designs are

available for aperture-4 DGGs (Sahr, 2001).

In specifying the bandwidth parameters f�‘g, we take the same approach as Li (2001) by using

�‘ ¼
1 � sinð�a‘Þ
1 þ sinð�a‘Þ

� �1=2

ð40Þ

where 0 < � < �=ð2a1Þ is a global bandwidth scaling parameter and a‘ � cos�1

ð1 � 2=M‘Þ; ‘ ¼ 1; . . . ; L. The specification in (40) is justified by relating the bandwidth parameter

�‘ to the standard deviation of a random variable on the sphere with density proportional to 
‘mð�Þ2
.

Specifically, the standard deviation (which does not depend on the index m) is taken to be proportional

to the angular radius of a spherical cap that has an area equal to (1=M‘) times the area of the unit

sphere. This results in only a single parameter � that needs to be specified. Consider a weighted

regression based on SBFs with center locations U‘, and �‘ given by (40), ‘ ¼ 1; . . . ; L. (Recall that

weighted regression corresponds to weighted ridge regression with � ¼ 0 and can be considered, in a

way, to be the worst-case scenario that ignores the penalty term.) A little experimenting with R-3 data

showed that the � that made the WRSS small was close to the maximum value allowed ð�=ð2a1Þ,
approximately equal to 2.68), resulting in small values of f�‘g and hence large effective support for the

SBFs. (Other selection methods were considered for specifying f�‘g, including obtaining each �‘
separately using the WRSS criterion, and these also implied larger effective support than the density of

the center locations would indicate.)

Due to the local nature of the support of each 
‘mð�Þ, there are basis functions in the spatial trend

with relatively little data support. We take a similar approach to that taken in the case of the tensor-

product of B-splines above; that is, we rank the SBFs in terms of data support. Define, using the R-3

data, for example,

v�1
‘m �

XN3

i¼1

Vði; 3Þ�1
‘mðsiÞ2; m ¼ 1; . . . ;M‘; ‘ ¼ 1; . . . ; L

A histogram of the fv�1
‘m g for each resolution ‘ will then reveal basis functions with small data support

(low v�1
‘m values).

For given basis functions f
jð�Þg, the penalty matrix K is obtained using empirical covariances

between neighborhood locations fujg, as outlined in Section 4.3. The fujg were taken as the center

locations of hexagons of DGGs (see Figure 5), and the dj in (26) that determines the data neighborhood

of uj was taken to be half the median great-arc distance between nearest neighbors in fujg. Detail

residuals fDðsiÞg were derived using R-5 data, as outlined in Section 4.3, resulting in an empirical

covariance matrix C, from which the penalty matrix K was obtained. Recall that we obtain K by

minimizing the weighted Frobenius norm (37). In practice, we put a ¼ 0 in (32); that is, we ignore the

contribution of the small-scale variation and the variation due to measurement error. By experimenting

empirically with estimating a when fW ¼ I in (32), or with estimating a and ~! when fW ¼ ~!Iþ eV in

(32), we found very small differences in K from the a ¼ 0 case.
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5.6. Trend comparisons

To compare the various trend surfaces proposed in this article, we focus on measures that quantify the

differences between the estimated trends at different resolutions, and on measures that quantify

the small-scale and the large-scale behavior of the residuals after spatial trend removal. We make the

comparison on the TCO data.

To control for the variability of the trend surfaces considered, we shall consider spatial trend

surfaces that have effective degrees of freedom (edf ) equal to either

edflow � 49; edfmed � 100 or edfhigh � 196

These edfs correspond to low, medium and high variability in the trend surface and were selected to

correspond exactly to the number of spherical harmonic basis functions in (19) when the number of

harmonics used is M¼ 6, 9 and 13, respectively. In the weighted-regression framework, the desired edf

is simply attained by taking the number of basis functions equal to the edf (i.e. the rank of X is equal to

the edf ). In the ridge-regression framework, however, the smoothing parameter � is selected to obtain

the edf sought; see (58) in Appendix A. For data at a given resolution, nine different spatial trend

surfaces were estimated for each of the three edfs considered; see Table 2. For spatial trends estimated

using smoothing spherical splines (SSS) and fixed-rank smoothing (FRS), we consider trends

estimated using both a moderately low (L) and relatively high (H) number of basis functions (see

Table 2). In the case of fixed-rank smoothing, the empirical covariance matrix C given by (31) (used to

obtain the penalty matrix K) was based on sets of 261, 619 and 778 locations fujg for edf¼ 49, 100

and 196, respectively. These sets of locations were taken as center points of hexagons in the DGG at

different resolutions (see, for example, Figure 5), with some of the original locations being removed

from each set due to no data or small amounts of data in their neighborhood (as judged by the weight

wjþ �
P

i wji; fwjig given by (26), for the jth neighborhood).

Table 2. Nine different trend-surface types, along with the total number of basis functions used for each of the
three edf values considered (49, 100 and 196)

Trend-surface types No. of basis functions
where edf is

Abbreviation Explanation 49 100 196

TPS(A) Tensor product of splines via equal- 49 100 196
area criterion for knot selection

TPS(D) Tensor product of splines via equal- 49 100 196
data criterion for knot selection

SH Spherical harmonics 49 100 196
SSS(L) Smoothing spherical splines via low 81 169 289

number of basis functions
SSS(H) Smoothing spherical splines via high 169 289 625

number of basis functions
FRS-SH(L) Fixed-rank smoothing via low number 81 169 289

of spherical harmonics
FRS-SH(H) Fixed-rank smoothing via high num- 169 289 625

ber of spherical harmonics
FRS-SBF(L) Fixed-rank smoothing via low number 81 169 289

of spherical basis functions
FRS-SBF(H) Fixed-rank smoothing via high num- 169 289 625

ber of spherical basis functions
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Trend-surface estimation was carried out using weighted-least-squares regression or ridge regres-

sion, as outlined in Section 3.2. When the estimation is carried out using R-r data, the regression

weights were taken to be equal to Vði; rÞ�1; i ¼ 1; . . . ;Nr, where fVði; rÞg is defined in Section 2. That

is, W ¼ diagðVð1; rÞ; . . . ;VðNr; rÞÞ in Section 3.2.

For illustration purposes, Figure 6 shows a spatial trend at resolution 5, estimated using a fixed-rank

smoother with 100 edf and based on 169 spherical harmonics (i.e. the FRS-SH(L) trend-surface type in

Table 2). The trend surface was estimated using R-3 data.

5.7. Summarizing trend differences

Denote by f̂ rðsÞ the estimated trend at location s using resolution-r (R-r) data and one of the spatial

trend surfaces under consideration (Table 2), r ¼ 1; . . . ; 5. As a measure of the fidelity of f̂ rð�Þ to R-r0

data, we use the weighted average squared residuals (WASR):

WASRðr0; rÞ � N�1
r0

XNr0

i¼1

Vði; r0Þ�1ðZði; r0Þ � f̂ rðsði; r0ÞÞÞ2 ð41Þ

where the weights fVði; r0Þ�1g have been scaled such that
P

i Vði; r0Þ�1 ¼ Nr0
. Generally, we have in

mind that r0 	 r and, in what follows, we look at both WASR(r; r) and WASR(5; r). These two

measures allow us to rank the different trend surfaces in terms of fidelity to the data used for the

surfaces’ estimation (R-r data), and in terms of fidelity to the finest-resolution data (R-5 data). Recall

(from Section 5.1) that, in the case of the R-5 data, the weight Vði; 5Þ�1
is proportional to the number

of raw data observations within the cell D(i; 5).

It is also of importance to see how consistent each trend-surface type is when estimated using data

at different resolutions. To measure the consistency of a given trend model, we use the weighted

average squared comparisons (WASC):

WASCðrÞ � N�1
5

XN5

i¼1

Vði; 5Þ�1ð f̂ 5ðsði; 5ÞÞ � f̂ rðsði; 5ÞÞÞ2 ð42Þ

where again the weights are rescaled such that
P

i Vði; 5Þ
�1 ¼ N5. This measure compares the

estimated trend based on R-r data to the estimated trend based on R-5 data.

5.8. Summarizing residual behavior at the finest resolution

Let

RrðsiÞ � Zði; 5Þ � f̂ rðsði; 5ÞÞ; i ¼ 1; . . . ;N5

denote the R-5 residuals from a given spatial trend estimated from R-r data, r¼ 2, 3 and 4, where we

have defined si � sði; 5Þ; i ¼ 1; . . . ;N5, to simplify notation. Our goal is to analyze and quantify both

the small-scale and the large-scale spatial behavior of the fine-resolution residuals fRrðsiÞg.

To analyze the small-scale spatial behavior of the residuals, we borrow ideas from geostatistics

(see, for example, Cressie, 1993, Chapter 2). The (isotropic) empirical variogram is defined as

2	þr ðhÞ �
1

jNðhÞj
X

ði; jÞ2NðhÞ
ðRrðsiÞ � RrðsjÞÞ2; h > 0 ð43Þ
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Figure 6. The top panel shows spatial trend estimated using a fixed-rank smoother based on 169 spherical harmonics and with

100 edf (FRS-SH(L)), estimated using R-3 data (the estimated trend surface is displayed at resolution 5). The bottom panel

shows R-5 residuals resulting from subtracting the trend from the R-5 data

28 G. JOHANNESSON AND N. CRESSIE

Copyright # 2003 John Wiley & Sons, Ltd. Environmetrics 2004; 15: 1–44



where NðhÞ is a set of pairs of indices such that ði; jÞ 2 NðhÞ if jjsi � sjjj equals h plus or minus a

prespecified tolerance (write jjsi � sjjj � h). The function 	þr ð�Þ is called the empirical semivariogram,

and typically one sees an increasing function with positive values for h near zero, called the nugget

effect, and a ‘leveling off’ to a value called the sill. As well as the nugget effect and sill, another

interesting feature is the rate of increase for h small.

For a large spatial domain, the empirical semivariogram might provide only limited information,

since one can expect the spatial variation in the residuals to be heterogeneous over the spatial domain

(i.e show non-stationary behavior). Therefore, we define the empirical local variogram at location u as

2	þr ðh;uÞ �
1

jNðh; uÞj
X

ði; jÞ2Nðh;uÞ
ðRrðsiÞ � RrðsjÞÞ2; h > 0 ð44Þ

where Nðh; uÞ is a set of pairs of indices such that ði; jÞ 2 Nðh; uÞ if jjsi � sjjj � h, and si; sj are both in

the neighborhood of location u. Note that (44) can also be written as

2	þr ðh; uÞ �
1

Wðh; uÞ
X
i; j

Wðsi; sj; h; uÞðRrðsiÞ � RrðsjÞÞ2; h > 0 ð45Þ

where Wðsj; sj; h; uÞ is a weight taking the value of 1 if ði; jÞ 2 Nðh; uÞ, 0 otherwise, and

Wðh; uÞ �
P

i; j Wðsj; sj; h; uÞ. The formulation in (45) is not only valid for 0-1 weights, but also for

weights of the more general form:

Wðsj; sj; h; uÞ ¼ wdðjjsi � sjjj � hÞwnðjjsi � ujjÞwnðjjsj � ujjÞ ð46Þ

where wdð�Þ is a weight function (that defines precisely what is meant by jjsi � sjjj � h), and similarly

wnð�Þ is a weight function that defines what is meant by the neighborhood of u. We shall take wnð�Þ as

the tri-cubic weight function defined in (26) and wdð�Þ as a 0-1 function, equal to 1 if jjsi � sjjj is within

a given threshold distance �h from h, and 0 otherwise.

The empirical local semivariogram at u is used to infer the spatial variation in the residuals in the

neighborhood of u (small-scale behavior). To summarize this behavior, we fit a parametric

semivariogram model to (45). Because we are interested in local behavior, we focus on the nugget

effect and the rate of increase, and hence fit the linear semivariogram model (e.g. Cressie, 1993, p. 61):

	hr ðuÞðh; uÞ ¼
0; h ¼ 0

crðuÞ þ brðuÞh; h > 0

�
ð47Þ

where hrðuÞ � ðcrðuÞ; brðuÞÞ0 and crðuÞ; brðuÞ 	 0. The fitting is carried out by computing the

empirical local semivariogram for a set of distances, say 0 < h1 < � � � < hm, and minimizing

Xm
i¼1

Wðhi; uÞ
	þr ðhi; uÞ
	hr ðuÞðhi; uÞ

� 1

 !2

ð48Þ

This is the weighted-least-squares criterion for variogram fitting due to Cressie (1985). The

minimization of (48) is non-linear in hrðuÞ and therefore requires non-linear optimization procedures,

from which we obtain fitted values ĉrðuÞ and b̂rðuÞ for the nugget effect and rate of increase at location

u. In practice, an empirical local semivariogram is computed for each of a set of locations, say
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fuk : k ¼ 1; . . . ;Mg that are evenly distributed on the sphere. Spatial variation in the local

semivariograms can be inferred through, for example, spatial variation in ĉrðuÞ and b̂rðuÞ. Global

maps of fĉrðukÞg and fb̂rðukÞg could be used to display the spatial variation. Single-number summary

statistics are, for example, given by the average and the coefficient of variation (i.e. the standard

deviation devided by the average) of fĉrðukÞg and fb̂rðukÞg.

With all other things being equal (particularly data fidelity) we prefer residuals with greater spatial

coherence, which we define broadly as residuals showing strong, small-scale spatial features.

Residuals with greater spatial coherence allow us to use spatial-prediction methodology to infer

with greater precision the small-scale behavior of the process Yð�Þ, beyond that captured by the spatial

trend. In the case of the linear variogram (47), this translates roughly into preferring small nugget

effect and large slope. To summarize the spatial coherence, we fix a small spatial lag h0 and look at the

spatial variations f	ĥrðukÞðh0;ukÞg and at the nugget-to-variation ratios f	ĥrðukÞð0þ; ukÞ=	ĥrðukÞ
ðh0; ukÞg. In the case of the linear semivariogram, the spatial variations are fĉrðukÞ þ b̂rðukÞh0g
and the nugget-to-variation rates are fĉrðukÞ=ðĉrðukÞ þ b̂rðukÞh0Þg. For trend surfaces with similar

data fidelity, we favor those that simultaneously have large spatial variation and small nugget-to-

varation ratio.

To analyze the large-scale behavior of the residuals, we use the empirical semivariogram to look at

the spatial dependence between any two locations sufficiently far apart. Consider the same set of

uniform locations fukg on the sphere as used in the analysis of the small-scale behavior and consider

the spatial-dependence measure,

2	þr ðuk; ulÞ �
X
i

X
j

~wki~wljðRrðsiÞ � RrðsjÞÞ2; uk 6¼ ul ð49Þ

where ~wki � wki=wkþ;wki � wnðjjsi � ukjjÞ and wkþ �
P

i wki. Note that

	þr ðuk; ulÞ ¼ ðVrðukÞ þ VrðulÞÞ=2 � Crðuk; ulÞ

where VrðukÞ �
P

i ~wkiRrðsiÞ2; Crðuk; ulÞ � RrðukÞRrðulÞ and RrðukÞ �
P

i ~wkiRrðsiÞ. To summarize

the spatial dependence in the large-scale variation, we use

Grðd1; d2Þ � 	þr ðd1; d2Þ=Vrðd1; d2Þ; d2 > d1 > 0 ð50Þ

where:

	þr d1; d2ð Þ � 1

jN d1; d2ð Þj
X

k;lð Þ2Nðd1;d2Þ
	þr ðuk; ulÞ and

Vrðd1; d2Þ �
1

jNðd1; d2Þj
X

ðk;lÞ2Nðd1;d2Þ
ðVrðukÞ þ VrðulÞÞ=2

and Nðd1; d2Þ � fðk; lÞ : k > l; d1 < kuk � ulk � d2g, d2 > d1 > 0. That is, we look at the ratio of

average variograms at locations that are separated by a distance between d1 and d2, compared to the

average local variation at the same set of locations. Note that a value of Grðd1; d2Þ close to 1 indicates

little spatial dependence between locations separated by a distance between d1 and d2.
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5.9. Comparisons

To present comparisons of trend-surfaces types given in Table 2, we take a graphical approach.

Figure 7 shows the variation in trend fidelity to the R-5 data, as given by WASR(5; r) defined in (41),

for the nine different trend-surface types in Table 2, with edf equal to 49, 100 and 196, and estimated

using R-r data, r¼ 2, 3 and 4. The general impression is that there is very little difference in

WASR(5; r) for trends estimated using either R-2, R-3 or R-4 data, with the largest difference seen in

Figure 7. Each plot shows WASR(5; r)1/2, defined in (41), corresponding to edf¼ 49 (top panel), 100 (middle panel) and 196

(bottom panel); the nine trend-surface types are listed in Table 2 and estimated using R-2 (circles), R-3 (triangles) and R-4

(crosses) data. Note that, when using R-2 data, SSS(H), FRS-SH(H) and FRS-SBF(H) with edf¼ 196 are not available
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the case of trend surfaces with 196 edf, particularly for the SH trend surface. This has implications for

the analysis of massive data, which says that there is in general little WASR loss from using data at

quite coarse aggregations, even up to R-2.

Figure 7 also shows that the FRS trends achieve considerably lower WASR(5; r) for each of

the three edfs considered, r ¼ 2; 3 and 4. The same conclusion holds when analyzing the fidelity of

each trend surface to the data used for estimation, as measured by WASR(r; r), r ¼ 2; 3 and 4. The

superior data fidelity of the FRS trend surfaces can be directly contributed to their data-adaptive

penalty terms. Note that the only difference between SSS and FRS-SH is that the former uses a non-

informative, curvature-based smoothness penalty term, while the latter uses a data-adaptive,

empirical-covariance-based penalty term.

An analysis of trend consistency, as measured by WASC(r) in (42), reveals, in general, good

consistency of estimated trends using R-3 and R-4 data (low WASC(3) and WASC(4) values), while

trends estimated using R-2 data are considerable less consistent. Trend consistency is better judged

when taking data fidelity into account for each of the trend surfaces considered. Figure 8 shows plots

of the relative trend-consistency measure WASCðrÞ1=2=WASRð5; rÞ1=2
versus the data-fidelity

measure WASRð5; rÞ1=2
, for trends estimated using R-r data, r ¼ 2, 3 and 4. Ideally, one is seeking

a spatial trend that can be estimated from low-resolution data, has high relatively consistency, and can

attain fidelity to the R-5 data. Even though we saw from Figure 7 that data fidelity is not seen to vary

much between resolutions, we see from Figure 8 that relative trend consistency does vary considerably

between resolutions. For trends estimated using R-2 data, our relative-consistency measure is small,

approximately 10 per cent, for trends with WASRð5; 2Þ1=2
around 20 or higher, but gets rapidly worse

(i.e. larger) as data fidelity improves. However, in the case of R-3 data, all trends achieve an excellent

relative consistency that is below 1 per cent, with most trends being below 0.5 per cent. If needed,

further improvement could be achieved using R-4 data, but remember our goal is to work with coarser-

resolution (and hence less-massive) data. Figure 8 also shows that FRS trend surfaces achieve as good

or better trend consistency (lower WASCðrÞ1=2
value) than do TPS, SH and SSS trend surfaces of

similar data fidelity. In conclusion, our data-fidelity and trend-consistency analyses suggest using R-3

data and FRS to estimate spatial trends of TCO on the sphere.

To infer the small-scale spatial variation in the residuals, we first computed empirical local

semivariograms at 272 different locations, fuk : k ¼ 1; . . . ; 272g, taken as the center points of the

hexagons of the resolution-4 DGG shown in Figure 5. The range of each neighborhood (see (26)) was

taken to be 1500 km (close to the median distance between closest neighbors in fukg), and the empirical

local semivariograms were then computed at lags hi ¼ ð50i� 25Þkm, i ¼ 1; 2; . . . ; using (45) with

weights given by (46) and threshold �hi ¼ 25 km. The linear semivariogram model (47) was then fitted

to the kth empirical local semivariogram 	þr ð�; ukÞ at lags up to only 500 km. That is, we minimized

(48), with h1 < h2 < � � � < hm < 500 km, k ¼ 1; . . . ; 272. Figure 9 shows three of the 272 empirical

local semivariograms derived from the FRS-SH(L) trend surface with 100 edf, that are estimated from

the R-3 data. Superimposed on each is the linear semivariogram model that minimizes (48) and that we

shall use to summarize the spatial coherence in the data close to the chosen locations fukg.

To summarize the spatial coherence, for each set of residuals, the average and the CV were

computed for the root-spatial-variations f	ĥ3ðukÞð500; ukÞ1=2g and the root-nugget-to-variation ratios

f	ĥ3ðukÞð0þ; ukÞ1=2=	ĥ3ðukÞð500; ukÞ1=2g. As in the analysis of trend consistency, it is helpful to analyze

spatial coherence by conditioning on trend fidelity. Figure 10 shows the average and the CVof the root-

spatial-variations and the root-nugget-to-variation ratios versus WASRð5; 3Þ1=2
. As expected, we

observe a positive relationship between the average root-spatial-variation and the data fidelity, and a

negative relationship between average root-nugget-to-variation ratio and the data fidelity. The CVs of
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the root-spatial-variation and the root-nugget-to-variation ratio both show a positive relationship with

data fidelity. Among trend surfaces of similar data fidelity (i.e. having similar WASRð5; 3Þ1=2
values),

we favor those giving rise to residuals with strong spatial coherence, corresponding to large average

spatial variations and small average nugget-to-variation ratios. Figure 10 shows that among trend

surfaces of similar data fidelity, the FRS trend surfaces, particularly the FRS-SH trend surfaces, have

Figure 8. Relative trend consistency versus data fidelity for spatial trends estimated using R-2, R-3 and R-4 data. The three

graphs show WASC(r)1/2/WASR(5; r)1/2 versus WASR(5; r)1/2, for r¼ 2 (top-left), r¼ 3 (top-right) and r¼ 4 (bottom-left), with

each graph showing the nine different trend-surface types listed in Table 2 and edf¼ 49, 100 and 196. Note that, when using R-2

data, it is not possible to obtain trend-surface estimates with edf¼ 196 for SSS(H), FRS-SH(H) and FRS-SBF(H). In addition,

the point corresponding to the SH trend surface with edf¼ 196 and estimated from R-2 data is not shown because it would have

dominated the R-2 data plot; its co-ordinates are (31.7, 0.95)

LARGE-SCALE GLOBAL SPATIAL TRENDS 33

Copyright # 2003 John Wiley & Sons, Ltd. Environmetrics 2004; 15: 1–44



in general lower average root-nugget-to-variation ratios than the TPS, the SH and the SSS

trend surfaces. Similarly, we see that the FRS trend surfaces have in general higher average root-

spatial-variations than do the TPS, the SH and the SSS trend surfaces, although the variation in the

average root-spatial-variations given a similar data fidelity is not as large as the variation in the average

root-nugget-to-variation ratios. For trend surfaces achieving similar data fidelity, the CV of the root-

nugget-to-variation ratios is in general larger for the FRS trend surfaces, while the CV of the root-

spatial-variations is in general smaller for FRS trend surfaces. In conclusion, our analysis of the spatial

coherence shows that the FRS trend surfaces, notably FRS-SH, compare favorably to the other trend

surfaces (TPS, SH and SSS),

To assess the large-scale behavior of the residuals based on fitting (to R-3 data) each of the trend-

surface types considered in Table 2, we used G3ð1000; 2000Þ and G3ð2000; 3500Þ, defined by (50).

These were computed using the same set of 272 neighborhood locations fukg that were used in the

analysis above of the small-scale behavior. The set of locations that are between 1000 km and 2000 km

apart correspond to nearest neighbors in fukg, and the set of locations that are between 2000 km and

3500 km apart correspond to second-nearest neighbors in fukg. Figure 11 shows both

G3ð1000; 2000Þ1=2
and G3ð2000; 3500Þ1=2

plotted against WASRð5; 3Þ1=2
for all the trend surfaces

considered. For the most flexible trend surfaces—those that achieve WASRð5; 3Þ1=2
about 10 or

below—we see very low spatial dependence (i.e. G
1=2
3 close to 1) between nearest neighbors

(Figure 11, left panel) and second-nearest neighbors (Figure 11, right panel). Then, as expected, as

WASRð5; 3Þ1=2
increases (i.e. as trend-surfaces become less flexible), we see G

1=2
3 deviate from 1 for

both nearest-neighbor and second-nearest-neighbor covariation. In the case of nearest-neighbor spatial

dependence, we observe an increase in G
1=2
3 (associated with a positive spatial correlation), but in the

case of second-nearest neighbors, we observe a decrease in G
1=2
3 (associated with a negative spatial

correlation). There is not much we can conclude in terms of ranking the different trend-surface types

with respect to large-scale residual behavior. Our analysis shows simply that trend surfaces with

similar data fidelity have similar residual large-scale behavior.

Figure 9. Empirical local semivariograms at three locations (south, equator and north, with the lon–lat co-ordinate shown),

based on residuals derived using the FRS-SH(L) trend surface with 100 edf, estimated from the R-3 data. Superimposed on each

plot is the fitted linear semivariogram. Note that the three plots represent 3 out of 272 possible plots and each is on a different

scale
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Figure 10. Graphical summaries of spatial coherence in residuals from trend surfaces fitted to R-3 data. Shown are the average

(top-left) and the coefficient of variation (bottom-left) of the spatial variations f	ĥ3ðukÞð500;ukÞ1=2g versus WASR(5; 3)1/2, and

the average (top-right) and the coefficient of variation (bottom-right) of the nugget-to-variation ratios f	ĥ3ðukÞð0þ;ukÞ1=2=

	ĥ3ðukÞð500;ukÞ1=2g versus WASR(5; 3)1/2. Note that each trend-surface type has its own plotting symbol, which appears three

times in each graph—once for each edf value considered (49, 100 and 196)
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Based on this application to TCO data, we conclude that a spatial trend hidden in large noisy

data sets (on the sphere) can be effectively detected and estimated using aggregated coarse-resolution

data, as measured by data fidelity and trend consistency across resolutions. The new fixed-rank

smoothing (FRS) procedure proposed is able to achieve better data fidelity than the more traditional

methods considered, and it is seen to have as good, if not better, trend consistency. Our analysis of the

residuals investigated both small-scale and large-scale properties, conditional on data fidelity. Based

on the small-scale properties, the FRS trend surfaces (particularly FRS-SH(L) and FRS-SH(H) given

in Table 2) are preferable to the other methods considered. Also, the large-scale properties of the

residuals showed very little difference between trend-surfaces types; this is not unexpected since the

trend surface itself almost certainly explains most of the large-scale variability in the data.

6. DISCUSSION

In this article, we take a close look at spatial-trend estimation from massive, global, environmental

datasets. To deal with the massiveness of the data, an aggregation procedure is proposed that

aggregates sequentially the original raw data to coarser and coarser spatial resolutions. We then

focus on smooth spatial trend surfaces on the unit sphere that can be represented by a linear

combination of (a finite number of ) given basis functions. The advantage of such a representation is

that the footprint of the large-scale spatial trend surface over the entire globe is captured via only a few

Figure 11. Graphical summaries of large-scale behavior in residuals from trend surfaces fitted to R-3 data. The left panel shows

G3ð1000; 2000Þ1=2
, defined by (50), plotted versus WASR(5; 3)1/2, and the right panel shows G3ð2000; 3500Þ1=2

plotted versus

WASR(5; 3)1/2. Note that each trend-surface type has its own plotting symbol, which appears three times in each graph, once for

each edf value considered (49, 100 and 196)
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basis functions, allowing for easy storage of the trend surface (i.e. one coefficient for each basis

function) and easy evaluation of the trend surface at any spatial location. We propose then to carry out

the trend-surface estimation using aggregated coarse-resolution data via either weighted-least-squares

regression or penalized weighted-least-squares regression (ridge regression). The linear trend surfaces

considered include those based on tensor products of splines, on spherical harmonics (both estimated

using weighted regression) and on smoothing spherical splines (estimated using ridge regression). We

introduce a new type of trend surface, namely the fixed-rank smoothing (FRS) trend surfaces, which

can be based on any set of smooth basis functions on the unit sphere. FRS trend surfaces are estimated

using ridge regression with a data-adaptive penalty term, in contrast to the curvature-based penalty

term of smoothing spherical splines. An application to total-column-ozone (TCO) satellite data shows

that the large-scale TCO spatial trend can be effectively estimated using aggregated coarse-resolution

data. The proposed FRS trend surfaces are generally preferable to the alternative methods, with respect

to fine-resolution data fidelity, trend consistency across resolutions, and small-scale features in the

fine-resolution residuals.

An advantage of the FRS approach is that it can be based on any set of basis functions; in this article

we used spherical-harmonic basis functions and spherical basis functions based on the Poisson kernel.

This makes the FRS approach quite general and not limited to the sphere. Hence, in cases where the

spatial domain of interest is spatially irregular (e.g. due to geographical constraints or data limitations),

one can choose or construct a set of basis functions that are tailored to the spatial irregularity.

The main disadvantage of the FRS approach is the extra computational effort needed to derive the

data-adaptive penalty term. The approach taken here is to use the fine-resolution data directly to derive

an empirical covariance estimate between a set of spatial locations that are sufficiently far apart and

cover the spatial domain of interest (i.e. are supported by the data). To do so, the data neighborhood of

each location considered needs to be determined and the relevant data locations found, which can be a

lengthy process for massive datasets. It is an open question regarding how one might develop an

alternative approach to obtaining the empirical covariance measure effectively, for example, as part of

the data-aggregation procedure.

There are other smooth trend estimators available for the sphere, including kernel smoothers (e.g.

Härdle, 1990) and spherical wavelets (e.g. Li, 2001). The kernel-smoothing approach lacks the

compact representation that is available using a linear combination of smooth basis functions, while

the wavelet literature has only recently given some attention to surface estimation in the presence of

(noisy) spatially irregular data.

Estimation of the large-scale variability, or spatial trend, is often just the first step in a larger statistical

modeling effort, with later steps focusing on statistical modeling of the detrended data. In this article, we

present the spatial-trend-estimation step as a separate effort, independent of any later modeling efforts.

One could also consider joint statistical inference on all components simultaneously, as, for example, in

the case of universal kriging (e.g. Cressie, 1993). Indeed, the FRS approach and the associated penalty

term were motivated by a particular hierarchical linear stochastic spatial model (Section 4.3), making

them well suited to capturing the spatial trend when the emphasis is on joint inference.
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A RIDGE REGRESSION

As noted in Section 3.2, the ridge-regression estimate of b, denoted here by b̂ð�Þ, is given by solving

ðX0W�1Xþ �HÞb ¼ X0W�1Z ð51Þ

Since it will be of interest to evaluate f̂ð�Þ � Xb̂ for different values of �, a method is needed to do it

rapidly, along with evaluation of associated summary statistics (e.g. equivalent degrees of freedom and

residuals sum of squares). We take the approach given in Nychka (2000), and outlined briefly below.

One approach to solving (51) is to diagonalize X0W�1X and H simultaneously. Let R be an upper

triangular matrix such that R0R ¼ X0W�1X. (The Q-R decomposition of W�1=2X says we can write it

as a product of an n� p orthogonal matrix Q and a p� p upper triangular matrix R; hence,

X0W�1W ¼ R0Q0QR ¼ R0R.) Further, let UDU0 be the singular value decomposition (SVD) of

ðR�1Þ0HR�1, where D is diagonal and U is orthonormal. (Note that R�1 is easily computed since R is

upper triangular.) Then,

ðX0W�1Xþ �HÞ ¼ R0UðIþ �DÞU0R ð52Þ

and the solution of (51) is given by

b̂ð�Þ ¼ GðIþ �DÞ�1G0X0W�1Z

with G � R�1U. Note that ðIþ �DÞ is diagonal and hence its inverse is easily found for different

values of �.

The diagonalization above has associated with it a transformation and a reparameterization,

resulting in a transformed ridge-regression problem with diagonal penalizing matrix. The transforma-

tion and the reparameterization is given by

Xg � XG and h � U0Rb ¼ G�1b ð53Þ

with the (i, j)th element of Xg given by gjðsiÞ �
Pp

k¼1 GkjfkðsiÞ, where Gkj is the ðk; jÞth element of G.

The functions fgjð�Þg are known as the Demmler–Reinsch basis functions (Demmler and Reinsch,

1975; Nychka, 2000). Now, using (52), the ridge-regression estimating equation in (51) becomes

ðIþ �DÞh ¼ X0
gW

�1Z ð54Þ

By noting that the transformed set of basis functions satisfies the orthogonality condition,

X0
gW

�1Xg ¼ I, the equation in (54) can be derived by taking the derivative of

ðZ� XghÞ0W�1ðZ� XghÞ þ �h0Dh ð55Þ

with respect to h, and setting it equal to zero. Hence, the original ridge-regression problem in (14) can

be transformed into the ridge-regression problem in (55), with a diagonal penalizing matrix and basis

functions satisfying the convenient orthogonality condition, X0
gW

�1Xg ¼ I.
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The transformation (54) results in very compact and computationally efficient formulas for the

estimate of h (and hence b), and other estimates and summary statistics of interest. First note that, by

letting z � X0
gW

�1Z, (54) becomes

ðIþ �DÞh ¼ z

corresponding to the simple ridge-regression criterion,

ðz� hÞ0ðz� hÞ þ �h0Dh or
Xp
j¼1

ðzj � �jÞ2 þ �
Xp
j¼1

Dj�
2
j ð56Þ

The resulting estimate of h is given by

ĥð�Þ � ðIþ �DÞ�1z or �̂ð�Þj � zj=ð1 þ �DjÞ; j ¼ 1; . . . ; p ð57Þ

Therefore, the estimate of f is given by

f̂ð�Þ � Xb̂ð�Þ ¼ Xgĥð�Þ

where b̂ð�Þ ¼ Gĥð�Þ; and at a new location s0, the estimate of f ðs0Þ is given by

f̂ ðs0;�Þ � Xðs0Þb̂ð�Þ ¼ Xgðs0Þĥð�Þ

where Xðs0Þ � ½ f1ðs0Þ � � � fpðs0Þ�; Xgðs0Þ � ½g1ðs0Þ � � � gpðs0Þ� and gjðs0Þ �
Pp

k¼1 Gkjfkðs0Þ; j ¼ 1;
. . . ; p.

Recall from Section 3.2 that the equivalent degrees of freedom are given by edfð�Þ � trðAð�ÞÞ,
where

Að�Þ � XðX0W�1Xþ �HÞ�1X0W�1 ¼ XgðIþ �DÞ�1X0
gW

�1

is the smoothing matrix. It follows, then, that

edfð�Þ ¼ trððIþ �DÞ�1ðX0
gW

�1XgÞÞ ¼ trððIþ �DÞ�1Þ ¼
Xp
j¼1

1

1 þ �Dj

ð58Þ

The weighted residual sum of squares (WRSS) is given by

Rð�Þ �
Xn
i¼1

W�1
i ðZðsiÞ � f̂ ðsi;�ÞÞ2 ¼ ðZ� Xgĥð�ÞÞ0W�1ðZ� Xgĥð�ÞÞ

¼ Z0W�1Z� 2z0ĥð�Þ þ ĥð�Þ0ĥð�Þ
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Note that, when � ¼ 0; ĥð0Þ ¼ z, resulting in Rð0Þ ¼ Z0W�1Z� z0z. This gives an alternative and

more compact expression for Rð�Þ as

Rð�Þ ¼ Rð0Þ þ ðz� ĥð�ÞÞ0ðz� ĥð�ÞÞ ¼ Rð0Þ þ Rzð�Þ ð59Þ

where

Rzð�Þ �
Xp
j¼1

ðzj � �̂ð�ÞjÞ
2 ¼

Xp
j¼1

�zjDj

1 þ �Dj

� �2

is the residual sum of squares associated with the simple ridge-regression criterion in (56).

Using (58) and (59), one can easily evaluate the generalized cross-validation (GCV) criterion

(Craven and Wahba, 1979), given by

GCVð�Þ � 1

n

Xn
i¼1

W�1
i

ZðsiÞ � f̂ ðsi;�Þ
1 � trðAð�ÞÞ=n

 !2

¼ Rð�Þ=n
ð1 � edfð�Þ=nÞ2

ð60Þ

The GCV is often used to estimate �, since asymptotically (as n ! 1) it minimizes the mean squared

error in estimating f ð�Þ. Initially, GCV was derived as an approximation to the cross-validation sum of

squares, given by

CVð�Þ � 1

n

Xn
i¼1

W�1
i

ZðsiÞ � f̂ ðsi;�Þ
1 � Að�Þii

 !2

ð61Þ

by replacing each of the diagonal elements of A(�) in the denominator by their average, trðAð�ÞÞ=n.

The definition of the CV sum above is motivated by the leave-one-out lemma of Wahba (1990, p. 51);

f ðsiÞ � f̂�iðsi;�Þ ¼ ð1 � Að�ÞiiÞ
�1ð f ðsiÞ � f̂ ðsi;�ÞÞ, where f̂�iðsi;�Þ denotes the estimate of f ðsiÞ

without using the ith observation. The evaluation of CV(�) requires the diagonal elements of A(�), and

the (i, j)th element of A(�) can be shown to be

Að�Þij ¼
Xp
k¼1

gkðsiÞgkðsjÞ
W�1

j

1 þ �Dk

 !

This approach for computing f̂ and associated summary statistics comes with the drawback of needing

to do two computationally expensive matrix decompositions (computing R and UDU0). The first

decomposition, a Q-R decomposition from which R is obtained, is needed for both the ridge-regression

and the weighted-least-squares criteria. The second decomposition, an SVD of ðR�1Þ0HR�1, is not

needed in the case of weighted least squares, but its computational cost is linked to the number of

parameters in the model, given by p, not to the size of the data n. In general, for large datasets (when n is

considerably larger than p), it is the Q-R decomposition of W�1=2X that is the bottleneck, for either

weighted least squares or ridge regression.

B B-SPLINES

For a general background on spline functions see, for example, Schumaker (1981). Here we

concentrate on the polynomial and the trigonometric B-splines. Consider the interval ½a; b� � R,
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along with interior knots given by a < xmþ1 < � � � < xM < b, for positive integers m and M, and the

boundary condition x1 ¼ � � � xm ¼ a and xMþ1 ¼ � � � xMþm ¼ b.

The mth order polynomial B-splines, fQm
i ð�Þg

M
i¼1, can be constructed by the recursive relationship

(e.g. Schumaker, 1981),

Qk
i ðxÞ �

ðx� xiÞQk�1
i ðxÞ þ ðxiþk � xÞQk�1

iþ1 ðxÞ
ðxiþk � xiÞ

; k ¼ 2; . . . ;m

if xi < xiþk and 0 otherwise, i ¼ 1; . . . ;M þ m� k, with the initial condition Q1
i ðxÞ ¼ 1=ðxiþ1 � xiÞ if

xi � x < xiþ1 and 0 otherwise, i ¼ 1; . . . ;M þ m� 1. The normalized polynomial B-splines, of order

m, are then given by Bm
i ðxÞ � ðxiþm � xiÞQm

i ðxÞ; i ¼ 1; . . . ;M. Each Bm
i is in Cm�2ðRÞ, and has

positive support on ðxi; xiþmÞ, where it lies in the span of f1; x; x2; . . . ; xm�1g. Clearly, a function

BmðxÞ �
PM

i¼1 �iB
m
i ðxÞ is in Cm�2ðRÞ, for any f�i : i ¼ 1; . . . ;Mg, due to the piecewise nature of

fBm
i ð�Þ : i ¼ 1; . . . ;Mg.

The trigonometric B-splines can be constructed using a similar recursive relationship. Define the

first-order trigonometric B-splines U1
i ðxÞ � 1=sinððxiþ1 � xiÞ=2Þ, if xi � x < xiþ1 and xiþ1 � xi < 2�

and 0 otherwise, i ¼ 1; . . . ;M þ m� 1. Then the mth order trigonometric B-splines are given by

Um
i ðxÞ �

sin ðx� xiÞ=2ð ÞUm�1
i ðxÞ þ sin ðxiþm � xÞ=2ð ÞUm�1

iþ1 ðxÞ
sin ðxiþm � xiÞ=2Þð

if xi � x < xiþm and xiþm � xi < 2�, else 0, i ¼ 1; . . . ;M. The normalized mth order trigonometric B-

splines are then given by Tm
i ðxÞ � sin ðxiþm � xiÞ=2ð ÞUm

i ðxÞ; i ¼ 1; . . . ;M. Each Tm
i is zero outside of

ðxi; xiþmÞ, and is in Cm�2ðRÞ. If m ¼ 2qþ 1; Tm
i lies in the span of f1; sinðxÞ; cosðxÞ; . . . ; sinðqxÞ;

cosðqxÞg, but if m ¼ 2q; Tm
i lies in the span of fsinðx=2Þ; cosðx=2Þ; . . . ; sinðð2q� 1Þx=2Þ;

cosðð2q� 1Þx=2Þg. Note, since sinðxÞ � x for small x, the two sets of basis functions fTm
i g and

fBm
i g are very similar if the knots are close together.

What makes the trigonometric B-splines attractive in our application to the sphere is that, when

m ¼ 3, then Tm
i lies in the span of f1; sin x; cos xg; hence there exist coefficients ai; bi; ci; for

i ¼ 1; . . . ;M, such thatXM
i¼1

aiT
3
i ðxÞ ¼ 1;

XM
i¼1

biT
3
i ðxÞ ¼ cos x and

XM
i¼1

ciT
3
i ðxÞ ¼ sin x

for all x 2 ½a; b�. This property allows the tensor product of polynomial B-splines and trigonometric

B-splines, f ð0; �Þ ¼
P

i

P
j �ijT

3
i ð�ÞB3

j ð�Þ, to be differentiable at the poles (to satisfy conditions C2

and C4, Section 3.1. To see this, consider the south pole, for example. Then C2 becomes

f ð�;��=2Þ ¼
XM
i¼1

ð�i1B3
1ð��=2Þ

� �
T3
i ð�Þ ¼ As

and C4 becomes

f�ð�;��=2Þ ¼
XM
i¼1

�
�i1B

: 3

1ð��=2Þ
	
T3
i ð�Þ þ

XM
i¼1

�
ð�i2B

: 3

2ð��=2Þ
	
T3
i ð�Þ

¼ Bscos �þ Cssin �
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where f� denotes the partial derivative of f with respect to � and _B
3

1 is the derivative of B3
1.

It is also relatively easy to constrain a function spanned by trigonometric B-splines to be periodic

on ½a; b� and, hence, satisfy the periodicity needed in our application (to satisfy C1 and C3). This is

done by selecting the knots such that the first m� 1 basis functions are identical in shape to the last

m� 1 basis functions and then constraining the corresponding coefficients to be identical in model

estimation. Specifically, let xm ¼ a and xMþ1 ¼ b, as before, but put

xm�i ¼ xM�ði�1Þ � ðb� aÞ and xMþ1þi ¼ xmþi þ ðb� aÞ; i ¼ 1; . . . ;m� 1

Then Tm
m�iðxÞ ¼ Tm

M�ði�1Þðxþ ðb� aÞÞ; i ¼ 1; . . . ;m� 1. Hence, if TmðxÞ �
PM

i¼1 aiT
m
i ðxÞ, then Tm

is periodic on ½a; b� if am�1 ¼ aM�ði�1Þ; i ¼ 1; . . . ;m� 1. In this context, it will be more convenient to

form a different set of basis functions, with m� 1 fewer functions and given by:

Pm
i ðxÞ � Tm

i ðxÞ þ Tm
M�ðm�1ÞþiðxÞ; i ¼ 1; . . . ;m� 1

Pm
i ðxÞ � Tm

i ðxÞ; i ¼ m; . . . ;M � ðm� 1Þ

The same procedure could be used to make a function spanned by polynomial B-splines periodic.

C THE SPHERICAL HARMONICS

The spherical harmonics are given by (e.g. Wahba, 1990),

Y‘mð�; �Þ ¼
�‘mP‘ðsin�Þ; m ¼ 0; ‘ ¼ 1; 2; . . .
�‘mcosðm�ÞPm

‘ ðsin�Þ; m ¼ 1; . . . ; ‘; ‘ ¼ 1; 2; . . .

�‘msinðm�ÞPjmj
‘ ðsin�Þ; m ¼ �‘; . . . ;�1; ‘ ¼ 1; 2; . . .

8<:
with Y00 ¼ ð1=4�Þ1=2; fPm

‘ g the associated Legendre polynomials (e.g. Abramowitz and Stegun,

1964, Chapter 8) and

�‘m �

2ð2‘þ 1Þ
4�

ð‘� jmjÞ!
ð‘þ jmjÞ!

� 
1=2

; m 6¼ 0

2‘þ 1

4�

� 
1=2

; m ¼ 0

8>>><>>>:
They form a complete orthonormal basis for square-integrable functions on the sphere; that is,Ð
Y‘mY‘0m0 ¼ 0, for ð‘;mÞ 6¼ ð‘0;m0Þ, and

Ð
Y2
‘m ¼ 1. The spherical harmonics are eigenfunctions of the

surface Laplacian, with �qY‘m ¼ ð�1Þq½‘ð‘þ 1Þ�qY‘m; q ¼ 1; 2; . . . (Wahba, 1990). This gives the

very useful identity,
Ð
ð�qY‘mÞ2 ¼ ð�1Þ2q½‘ð‘þ 1Þ�2q. For completeness, the Laplacian for a function

f on R is �f ¼ @2

@x2 f ; for a function on R2 it is �f ¼
�
@2

@x2
1

þ @2

@x2
2

�
f ; and for a function on the unit

sphere it is �f ¼ 1
cos2�

@2

@�2 f þ 1
cos�

@
@�

�
cos� @

@� f
�
. For more details, see Wahba (1990), p. 25.
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A real, square-integrable function f on the sphere can be written as the series

f ð�; �Þ ¼ �þ
P1

‘¼1

P‘
m¼�‘ �‘mY‘mð�; �Þ for some constants � and f�‘mg. It is helpful to note that

this expansion can also be written as

f ð�; �Þ ¼ �þ X
ð1Þ
0 ð�Þ þ

X1
m¼1

½Xð1Þ
m ð�Þcosðm�Þ þ Xð2Þ

m ð�Þsinðm�Þ�

where X
ð1Þ
m ð�Þ �

P1
‘¼m �‘m �‘mP

m
‘ ðsinð�ÞÞ

� �
and X

ð2Þ
m ð�Þ �

P�1
‘¼�m �‘m

�
�‘mP

jmj
‘ ðsinð�ÞÞ

�
.

A numerically stable recurrence method to compute Pm
‘ ðxÞ; x 2 ½�1; 1�, is given by (e.g.

Abramowitz and Stegun, 1964, Chapter 8),

ð‘� mÞPm
‘ ¼ xð2‘� 1ÞPm

‘�1 � ð‘þ m� 1ÞPm
‘�2

The initial conditions are P0
0ðxÞ ¼ 1; P‘‘ðxÞ ¼ �ð2‘� 1Þð1 � x2Þ1=2

P‘�1
‘�1ðxÞ and P‘‘þ1ðxÞ ¼

xð2‘þ 1ÞP‘‘ðxÞ, and we set Pm
‘ ¼ 0 for m > ‘.
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