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What are methods?

• Def. “Methods”: The techniques used for inquiry
• Def. “Methodology”: Discussion over methods
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The role of methodology in empirical research

Epistemology

Study of 
knowledge

How we see things

Ontology

Categories of being

Underlying reality

Methodology

Procedures 
employed

How we analyse 
things

5

A methodological framework

Natural language
English

Formal language 
Mathematics

Universal theory
Valid across 
time/space

Particular theory
Depends on context

Case StudiesGame Theory

Econometrics Parable
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What are quantitative methods?

7

Qualitative

• Interpretation of events

• Case Studies

• Thought Experiments, 
counterfactuals etc.

Quantitative

• Measurement (i.e. numbers)

• Turning empirical observations 
into formal expressions

• Statistics/Econometrics

What’s your attitude towards outliers?

8There is an interesting relationship between total market value and EPL success. But what about the 
outliers? Source: http://www.baymul.com/en/data-viz-epl.html



What is this?
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4. Penicillin
Scottish scientist Alexander Fleming 
was researching the flu in 1928 when 
he noticed that a blue-green mold had 
infected one of his petri dishes - and 
killed the staphylococcus bacteria 
growing in it. All hail sloppy lab work!

“The Best: Accidental Discoveries”
Wired, Issue 14.03 - March 2006

However faulty methods shouldn’t be the goal

Creative discovery Waste of time

10Source: ESCP Europe team analysis



Procedures matter

• What constitutes compelling evidence is a function 
of how it is gathered

• OJ Simpson trial
– Nicole Brown Simpson and Ron Goldman were 

murdered on June 12th 1994
– Blood stains matching OJ Simpson (her ex 

husband) were found inside the house, at the 
crime scene, and inside Simpson’s Ford Bronco

– The day after the murders Simpson provided a 
blood sample to Police Detective Philip 
Vannatter

– Before booking the evidence Vannatter
returned to the crime scene

– Simpson’s defence were able to argue that 
LAPD had an opportunity to plant the evidence

11See https://www.pasadenastarnews.com/2014/06/08/oj-simpson-case-taught-police-what-not-to-do-at-a-
crime-scene/ and “O.J.: Made in America” (2016) https://www.youtube.com/watch?v=HrB3rOcrJxg

Work should be replicable

• A number of seminal research papers (especially in social 
psychology) have proven to be difficult to replicate

• According to John Ioannidis, “most published research 
findings are false”

• Solutions:
– Share raw data
– State intended tests before conducting them
– Document all processes and choices made
– Use larger sample sizes or meta analysis

12See “John Ioannidis on Statistical Significance, Economics, and Replication”, EconTalk
http://www.econtalk.org/john-ioannidis-on-statistical-significance-economics-and-replication/



Statistical analysis has historical context

13

High theory
• Blackboard 

reasoning, a priori 
logic

History
• Data, econometrics, 
“facts”

Applied Theory
• The law is true, but 

does it apply to this 
institutional and 
cultural context?

How many sheep?

14



How many sheep?

These are intact 
males (rams)

This one is heavily pregnant

This is a baby (lamb)

15

Quantitative methods can illuminate but also confuse

• Statistics have the potential to reduce conflict through 
hard evidence to support judgment

• When analysing a large number of cases it becomes too 
complex and the use of abstract models and symbols are 
necessary

• In some situations decision-making process has to be made 
explicit for legal reasons

However
• Statistical techniques are only as good as the quality of raw 

data
• Classification is a human construct, and a cultural 

phenomena
• Never lose sight of the importance of theory to illuminate 

what we deem to be “evidence”

16



Some key terms

• Population: the complete set of objects under study 
• Sample: a subset of the objects under study 

• Census: gathering data from the population 
• Survey: gathering data from the sample 

17
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How to be an effective consumer of statistical analysis

• The purpose of this presentation is to discuss some of the 
common ways in which people are misled by statistics

19

How big is big?

1 million seconds =

1 billion seconds =

1 trillion seconds =

11 days

32 years

317 centuries

20See “The Powers of 10” (1977) [https://youtu.be/0fKBhvDjuy0]



How big is a billion?

• In the US a billion meant 1 thousand million
• Up until the 1970s it was common in the UK to define a billion as 1 

million million
– “The word “billion” is now used internationally to mean 1,000 million and 

it would be confusing if British Ministers were to use it in any other sense. I 
accept that it could still be interpreted in this country as 1 million million and 
I shall ask my colleagues to ensure that, if they do use it, there should be no 
ambiguity as to its meaning” Harold Wilson, 1974

• A trillion means 1 thousand billion

21See Bolton, P., and Cracknell, R., "What is a billion? And other units" House of Commons 
Library Standard Note, January 2009

Hundred 100 3

Thousand 1,000 4

Million 1,000,000 6

Billion 1,000,000,000 9

Trillion 1,000,000,000,000 12

Quadrillion 1,000,000,000,000,000 15

Is that a big number?

"Every year since 1950, the number of American children 
gunned down has doubled”

From a 1995 PhD dissertation, cited in “Damned Lies and Statistics” by Joel Best

Year Gunned down kids

1950 1

1951 2

1952 4

1953 8

1954 16

… …

1960 1024

… …

1995 35 trillion

22



Is that a big number?

“In 1997 the Labour government said it would spend an extra 
£300m over five years to create a million new childcare 
places”

• 300m/1m = £300 per place

• 300/5 = £60 per year

• 60/52 = Only £1.15 per week

Source: Blastland & Dilnot p.7 23

“Random” numbers aren’t all that random

24Random Walk – The Visualization of Randomness by Daniel A. Becker
http://www.random-walk.com/index_en.htm



Choose a random number between 1 and 10

25Source: 
https://www.reddit.com/r/dataisbeautiful/comments/889zik/asking_100_people_for_a_random_number_from_1_to/

Mean reversion

• Imagine that 9 volunteers are observing traffic. 
• They each roll 2 die and the combined score is the number 

of accidents. 
• Which are the accident black-spots? 
• We place a speed camera at these black-spots 
• Now, let’s roll again
• How effective are the speed cameras?

26



Mean reversion
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Always check the Y axis
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29See “Charts can be deceiving”, Erik Kain, Ordinary Times, July 16th 2009
http://ordinary-gentlemen.com/blog/2009/07/16/charts-can-be-deceiving/

30See “Charts can be deceiving”, Erik Kain, Ordinary Times, July 16th 2009
http://ordinary-gentlemen.com/blog/2009/07/16/charts-can-be-deceiving/



31Culprit: DairyCo
See https://fullfact.org/factchecks/top_bad_infographics_charts-29075
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33Source: Electionleaflets.org
See https://fullfact.org/factchecks/top_bad_infographics_charts-29075

Share of global wealth of the top 1% appears to be rising

34Culprit: Oxfam
See: https://fullfact.org/article/economy/oxfam_1_percent-38483



Share of global wealth is in fact pretty flat

35Culprit: Oxfam
See: https://fullfact.org/article/economy/oxfam_1_percent-38483

(And global wealth doesn’t really capture poverty anyway)

36

This includes graduates (i.e. 
high earning potential but 

negative net wealth)

“Global Wealth Databook” Credit Suisse, October 2014



The Y axis should sometimes start at zero

37Source: https://twitter.com/felixsalmon/status/979080517290258433?s=11

But the Y axis shouldn’t always start at zero

• “Charts should convey information and make a point”
• Use the baseline to show the data, not an arbitrary zero 

point

38Source: https://qz.com/418083/its-ok-not-to-start-your-y-axis-at-zero/



Who has a fever, Sara or Bob?

39Source: https://qz.com/418083/its-ok-not-to-start-your-y-axis-at-zero/
Also see “Shut up about the y-axis. It shouldn’t always start at zero” Vox [https://youtu.be/14VYnFhBKcY]

• Compare the “On time arrival rate” of Alaska Airlines vs. 
America West 

• Alaska Airlines is performing better on a per airport basis…
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40

Always check the X axis



Importance of weight
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Be wary of histograms 

• Generally speaking “bins” should be:
– Not too many
– Not too few
– Of equal size 
– Consecutive
– Non-overlapping

42



43Source: “Where the Tax Money Is” Wall Street Journal, April 17th 2011

The same chart, with equal bins

44See “Lies, Damned Lies, and Statistics (36): Manipulating the X-axis Scale in Graphs”, Filip Spagnoli, 
September 30th 2011



Be wary of pie charts

45The problem here is that the question allowed multiple responses

46Source: https://twitter.com/YouGov/status/838720989991223297



47Source: The Sun, 25 July 2013
See https://fullfact.org/factchecks/top_bad_infographics_charts-29075

Be wary of 3D pie charts

48Source: https://www.mrexcel.com/legacy/images/mec14200.jpg
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By using a circle it 
resembles a globe 

but the areas are 2D

Be wary of smoothed lines

50Source: http://www.vizwiz.com/2011/12/when-you-use-smoothed-line-chart-your.html

“the line is trying 
to connect points 
that don’t exist”

It looks as though 
sales rose from July 
to August in 2009

They don’t



Be wary of smoothed lines

51Source: http://www.vizwiz.com/2011/12/when-you-use-smoothed-line-chart-your.html

It looks as though 
sales rose from July 
to August in 2009

They don’t

Don’t use smoothed lines

• “Smoothed lines are abused. If you are plotting measured 
data, the only valid connecting curve between points is a 
straight line (or a line which is fitted to a function that 
comes from a physical model of the data). A smoothed 
curve implies that the data goes places where it has not 
been measured. Smoothed lines without points are even 
worse, because the person trying to interpret the chart 
doesn’t even know what points on the smoothed curve 
belong there.”

Jon Peltier

52Source: http://www.vizwiz.com/2011/12/when-you-use-smoothed-line-chart-your.html
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Weekly prices of studio apartments in West Hampstead
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Weekly prices of studio apartments in West Hampstead (2)

• The first task is to order the data set

55

425 430 430 435 435 435 435 435 440 440
440 440 440 445 445 445 445 445 450 450
450 450 450 450 450 460 460 460 465 465
465 470 470 472 475 475 475 480 480 480
480 485 490 490 490 500 500 500 500 510
510 515 525 525 525 535 549 550 570 570
575 575 580 590 600 600 600 600 615 615

Foundations of descriptive statistics

Measures of data

Location

Dispersion

Description 

• A “typical” or average value
• Used to summarise the distribution

• The spread or variability of the data
• Appreciate the differences in the data

56



Measures of Location: Mean

• The mean of a data set is the summation of all individual 
values, divided by the number of observations

SamplePopulation

57Notice the use of Greek/upper case for populations and Latin/lower case for samples

€ 

x =
xi∑
n

=
34,356
70

= 490.80
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µ =
x∑
i

N
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x =
x∑
i

n

Measures of Location: Median

• The median of a data set is the value that divides the lower half of 
the distribution from the higher half

• The median is the middle observation 
– i.e. the (n+1)/2th observation
– In this case, 71/2 = 35.5th observation

• If there are an even number of observations, take the mean of 
both middle values

• Median = 475

58
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Measures of Location: Mode

• The mode of a data set is the value that occurs with the 
greatest frequency.

• If the data have exactly two modes, the data are bimodal
• If the data have more than two modes, the data are 

multimodal

• Mode = 450

59

425 430 430 435 435 435 435 435 440 440

440 440 440 445 445 445 445 445 450 450

450 450 450 450 450 460 460 460 465 465
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Measures of Location: Using Excel

60



Measures of Location: Percentiles

• The median is also known as the 50th percentile
• The p th percentile of a data set is a value such 

that p percent of the items take on this value or 
less, and (100 - p) percent of the items take on this 
value or more
– Arrange the data of ‘n’ items in ascending order
– Compute index i, the position of the pth 

percentile

– If i is not an integer, round up. The pth 
percentile is the value in the ith position.

– If i is an integer, the pth percentile is the 
average of the values in positions i and i+1

• I is the position of the p percentile

61
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Measures of Location: 90th Percentile

• i = (p/100)n = (90/100)*70 = 63
• It will be the 63rd value
• Averaging the 63rd and 64th data values

• 90th Percentile = 585

62
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Measures of Location: 25th Percentile

• i = (p/100)n = (25/100)*70 = 17.5
• It will be the 18th value

• 25th Percentile = 445
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GDP of UN member countries

64
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Measures of Dispersion

• in choosing supplier A or supplier B we should consider not 
only the average delivery time for each, but also the 
variability in delivery time for each

A

Mean = 0

B

Mean = 0

Fr
eq

ue
nc

y

65

Measures of Dispersion: Range

• The range of a data set is the difference between the 
largest and smallest data values

• Range = largest value - smallest value 

• Range = 615 - 425 = 190
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Measures of Dispersion: Interquartile range

• The interquartile range of a data set is the difference 
between the first and third quartiles

• Q1 = 25th percentile = 445 (from before)
• Q3 = 75th percentile = 525

• Interquartile range = 525 - 445 = 80
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Measures of Dispersion: Variance

• The variance is a measure of variability that utilizes all the 
data.

• It is based on the difference between the value of each 
observation (xi) and the mean (x BAR for a sample, and m
for a population)

• The variance is the average of the squared differences 
between each data value and the mean.

€ 

s
2

=
(xi−x )2∑

n−1

€ 

σ 2 =
(xi −µ)2∑
N

68

SamplePopulation



Measures of Dispersion: Standard Deviation

• The standard deviation of a data set is the square root of 
the variance.

• It is more easily comparable to the mean than the variance
– standard deviation measures the spread about the mean 
using the original (not squared) scale

• It ties into the Normal Distribution

€ 

s = s2

€ 

σ = σ 2

Sample Population

69

€ 

s =
(xi −x )2∑

n−1

What is the standard deviation?

70

i xi xi - x' (xi - x')2

1 425 -65.8 4329.64
2 440 -50.8 2580.64
3 450 -40.8 1664.64
4 465 -25.8 665.64
5 480 -10.8 116.64
6 510 19.2 368.64
7 575 84.2 7089.64
8 430 -60.8 3696.64
9 440 -50.8 2580.64

10 450 -40.8 1664.64

65 450 -40.8 1664.64
66 465 -25.8 665.64
67 480 -10.8 116.64
68 510 19.2 368.64
69 570 79.2 6272.64
70 615 124.2 15425.64

sum 206,735.20
/(n-1) 2,996.16

sqrt 54.74



Measures of Dispersion: Examples

• Variance

• Standard Deviation

€ 

s2 =

( xi −x )2∑
n−1

= 2, 996

74.5429962 === ss
71

Measures of Dispersion: z Score

• The z - score is the standardised value
• It denotes the number of standard deviations a 

data value xi is from the mean

• A data value less than the sample mean will 
have a z-score less than zero

• A data value greater than the sample mean 
will have a z -score greater than zero

€ 

zi =
xi − x 

s

72



Measures of Dispersion: z Score for smallest value

• z-Score of Smallest Value (425)

• Standardized Values for Apartment Rents:

z x x
s
i=
-

=
-

= -
425 490 80
54 74

1 20.
.

.

73

425 430 430 435 435 435 435 435 440 440

440 440 440 445 445 445 445 445 450 450

450 450 450 450 450 460 460 460 465 465

465 470 470 472 475 475 475 480 480 480

480 485 490 490 490 500 500 500 500 510

510 515 525 525 525 535 549 550 570 570

575 575 580 590 600 600 600 600 615 615

Measures of Dispersion: Outliers

• An outlier is an unusually small or unusually large value in 
a data set
– It might be an incorrectly recorded data value
– It might be a data value that was incorrectly included 

in the data set
– It might be a correctly recorded data value that 

belongs in the data set!

• A data value with a z-score less than -3 or greater than +3 
might be considered an outlier

74



Summary

• There are two main ways to get feel for a set of numbers (a 
distribution) – location and dispersion

• The mean and the standard deviation are the most 
frequent measures of location and dispersion but it’s 
important to understand the alternatives

75

Solutions

76



Measures of Location: Mean

• The mean of a data set is the summation of all individual 
values, divided by the number of observations

SamplePopulation

77Notice the use of Greek/upper case for populations and Latin/lower case for samples
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Measures of Location: Median

• The median of a data set is the value that divides the lower half of 
the distribution from the higher half

• The median is the middle observation 
– i.e. the (n+1)/2th observation
– In this case, 71/2 = 35.5th observation

• If there are an even number of observations, take the mean of 
both middle values

• Median = 475
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Measures of Location: Mode

• The mode of a data set is the value that occurs with the 
greatest frequency.

• If the data have exactly two modes, the data are bimodal
• If the data have more than two modes, the data are 

multimodal

• Mode = 450
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Measures of Location: 90th Percentile

• i = (p/100)n = (90/100)*70 = 63
• It will be the 63rd value
• Averaging the 63rd and 64th data values

• 90th Percentile = 585
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Measures of Location: 25th Percentile

• i = (p/100)n = (25/100)*70 = 17.5
• It will be the 18th value

• 25th Percentile = 445
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Measures of Dispersion: Range

• The range of a data set is the difference between the 
largest and smallest data values

• Range = largest value - smallest value 

• Range = 615 - 425 = 190
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Measures of Dispersion: Interquartile range

• The interquartile range of a data set is the difference 
between the first and third quartiles

• Q1 = 25th percentile = 445 (from before)
• Q3 = 75th percentile = 525

• Interquartile range = 525 - 445 = 80
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Measures of Dispersion: z Score for smallest value

• z-Score of Smallest Value (425)

• Standardized Values for Apartment Rents:

z x x
s
i=
-

=
-

= -
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54 74
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.
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Probability

• Def: “The branch of mathematics that describes the 
pattern of chance outcomes”*

• A number between 0 and 1 that represents the chance that 
an event will occur

0 1

Impossible Certain

Risk

*Moore & McCabe (1999), p. 288

Probability Increasing likelihood of occurrence

Uncertainty
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Measuring Probability

Number of times the event (E ) can occur 
P(E) = 

Total number of possible outcomes

Classical

Relative 
Frequency

• Assigning probabilities based on the assumption 
of equally likely outcomes

Number of times the event (E ) actually occurs 
P(E) = 

Total number of observed outcomes

• Assigning probabilities based on experimentation 
or historical data.
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Measuring Probability: Classical Method

• What is the probability of rolling a 2 on a fair dice?

• Possible outcomes: [1,2,3,4,5,6]; n=6

P(2) = 1/6
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Measuring Probability: Relative Frequency Method

• Lucas Tool Rental would like to assign probabilities to the
number of floor polishers it rents per day

• Office records show the following frequencies of daily 
rentals for the last 40 days:

Number of  Number
polishers rented of days      Probability

0 4 .10 = 4/40

1 6 .15 = 6/40

2 18 .45 etc.

3 10 .25

4 2  .05

40 1.00
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Consider the following possible event:

a) Picking the Ace of Spades from a full deck of cards

• What is P(A)? 1/52
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Sample Space

Event A

Complement events

• The complement (~A or AC) of event A is defined as the 
event consisting of all sample points that are not in A

a) Picking the Ace of Spades from a full deck of cards

• What is P(AC)? = 51/52
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Sample Space

Event A AC



Union probability

• Two events are said to be mutually exclusive if they cannot 
occur at the same time – i.e. the events have no sample 
points in common

• The probability that one of several mutually exclusive 
events occurs, is simply the sum of the individual 
probabilities
– “OR” means “+”

• P(AUB) = P(A) + P(B)
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Sample Space

Event A Event B

)( BAP È

Union probability - example

a) Rolling a die and getting a 4
b) Rolling a die and getting a 5

• P(AUB) = 1/6 + 1/6 = 2/6 = 1/3
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Sample Space

Event A Event B

)( BAP È



Joint probability

• Two events are said to be independent if the outcomes 
have no effect on each other

• The probability that two independent events occur is 
simply the multiplication of the individual probabilities
– “AND” means “X”

• P(A∩B) = P(A) x P(B)
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)( BAP Ç

Sample Space

Event A Event B

Joint probability - example

a) Picking any Spade from a full deck of cards
b) Rolling a die and getting a 3

• P(A∩B) = 1/4 x 1/6 = 1/24
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)( BAP Ç

Sample Space

Event A Event B



KRUPNIK INVESTMENT

• Analysts for Krupnik Investments have assigned 
probabilities for six scenarios, and the respective 
profitability of portfolios A and B

• Note: there’s no way to verify the assigned probabilities 
per outcome. 
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KRUPNIK INVESTMENT: Getting Started

• Event A: Portfolio A is profitable
P(A) = Outcomes 1, 2, 3 or 6

= 0.3 + 0.06 + 0.2 + 0.14 = 70%

• Event B: Portfolio B is profitable
P(B) = Outcomes 1, 3, 5 or 6

= 0.3 + 0.2 + 0.24 + 0.14 = 88%
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KRUPNIK INVESTMENT: Complement

• What is the probability of 5C?

• P(5c) = 76%
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KRUPNIK INVESTMENT: A more complicated example

• Are Events A and B mutually exclusive?
– No: it is possible for a sample point to be part of both Event A and Event 

B (e.g. Outcome 1)
• Are Events A and B independent? 

– No: the profitability of A may well influence the profitability of B
– We can’t know for sure, so assume they are not independent and then 

later on we can test for this to become certain
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KRUPNIK INVESTMENT: Union

• What’s the likelihood that either A or B are profitable?
• What is the probability of the union of Event A and Event B?

= Outcome 1, 2, 3, 5 or 6
= 0.3 + 0.06 + 0.2 + 0.24 + 0.14
= 94%

By inspection
)( BAP È
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KRUPNIK INVESTMENT: Joint

• What’s the likelihood that both A and B are profitable?
• What is the joint probability of Event A and Event B?

= Outcomes 1, 3, 6
= 0.3 + 0.2 + 0.14
= 64%

By inspection
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KRUPNIK INVESTMENT: Union

• If the events are not mutually exclusive, they overlap
• The union of events A and B is the event containing all 

sample points that are in A or B or both

• What is the likelihood that either A or B occur?
– The addition law:
– P(AUB) = P(A) + P(B) – P(A ∩ B)

103

Sample Space

Event A Event B

)( BAP È

)( BAP Ç

We need to 
avoid 

double 
counting

KRUPNIK INVESTMENT: Union

• What’s the likelihood that either A or B are profitable?
• What is the probability of the union of Event A and Event B?
• P(AUB) = P(A) + P(B) – P(A ∩ B)

= 0.7 + 0.88 – 0.64
= 94%

Addition Law
)( BAP È
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KRUPNIK INVESTMENT: Conditional 

• The conditional probability of event A wrt B is the set of 
all sample points that are in both A and B

• The conditional is denoted by A|B

• P(A|B)= P(A∩B) / P(B)
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)|( BAP

Sample Space

Event B

Conditional

KRUPNIK INVESTMENT: Conditional

• What’s the likelihood that A occurs, given B occurring?
• What is the conditional probability of Event A wrt Event B?

– It’s the ratio of (A∩B) wrt P(B)
• P(A|B) = P(A∩B) / P(B)

= 0.64 / 0.88
= 73%
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KRUPNIK INVESTMENT: Conditional

• What’s the likelihood that B occurs, given A occurring?
• What is the conditional probability of Event B wrt Event A?

– It’s the ratio of (A∩B) wrt P(B)
• P(B|A) = P(A∩B) / P(A)

= 0.64 / 0.70
= 91%
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€ 

P(B | A)

KRUPNIK INVESTMENT: Joint

• If the events are not independent, they overlap
• The intersection of events A and B is the set of all sample 

points that are in both A and B
• The intersection is denoted by (A∩B)
• What’s the likelihood that both A and B occur?

– The multiplication law:
– P(A∩B) = P(A) x P(B|A)
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)( BAP Ç

Sample Space

Event A Event B
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KRUPNIK INVESTMENT: Joint

• What’s the likelihood that both A and B are profitable?
• What is the joint probability of Event A and Event B?
• P(A∩B) = P(A) x P(B|A)

= 0.70 x (0.914)
= 64%

Multiplication Law
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)( BAP Ç

Union … mutually 
exclusive?

… independent?

Relationship between A and B

NO

YES

YES

NO

• P(AUB) = P(A) + P(B)

• P(AUB) = P(A) + P(B) – P(A ∩ B)

• P(A∩B) = P(A) x P(B)

• P(A∩B) = P(A) x P(B|A)

Are events 
A and B…

Formula

…A or B happening

…A and B happening

Combining probabilities: Rules

Joint
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Marginal

The probability 
of A occurring

Union

The probability 
of A or B
occurring

Joint

The probability 
of A and B
occurring

Conditional

The probability 
of A occurring 
given that B has 
occurred

BA BA BA

)(AP )( BAP È )( BAP Ç )|( BAP

Combining probabilities: Summary
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Conditional Probability: Defective Machine Example

• When defective items are found, it is not immediately 
possible to say from which machine they came

• We can use conditional probability to identify the machine 
which is most likely to have produced a defective item

A company uses three machines, labelled A,B and C
• 40% of production goes through A, 50% to B, and 10% to C
• The wastage rate for machine A is 6%, 1% for machine B, 

and 10% for machine C
• What is the probability that a piece of waste has come 

from machine A?
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BAThis is saying 
“what’s the 
probability that 
there is a piece 
of waste from 
machine A”

B This is saying 
“what’s the 
probability that 
this piece of 
waste came 
from machine A”



Conditional Probability: Defective Machine Example

0.10

0.50

0.10

Acceptable

Defective

Acceptable

Acceptable

Defective

Defective

0.90

0.01

0.99

0.06

0.40 0.94

Production process

A

B

C

Machine

0.4*0.94 = 0.376

Joint probability

0.4*0.06 = 0.024

0.5*0.99 = 0.495

0.5*0.01 = 0.005

0.1*0.90 = 0.09

0.1*0.10 = 0.01
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Conditional Probability: Defective Machine Example

What’s the probability 
that a defective product 
will come out of the 
production line?

Given that the product is 
defective, what’s the 
probability that it came out 
of machine A?

)(
)()|(

machineanyfromdefectiveP
AmachinefromdefectivePdefectiveAP =

Problem Solution

P(defective)=0.024+0.005+0.010 = 0.039

039.0
024.0

=

%62=
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P(A|B) = P(A∩B) / P(B)



Conditional Probability: Defective Machine Example

Given that the product is 
defective, what’s the 
probability that it came out 
of machine B?

)(
)()|(

machineanyfromdefectiveP
BmachinefromdefectivePdefectiveBP =

039.0
005.0

=

%13=

Given that the product is 
defective, what’s the 
probability that it came out 
of machine C?

)(
)()|(

machineanyfromdefectiveP
CmachinefromdefectivePdefectiveCP =

039.0
010.0

=

€ 

= 26%
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Probability theory and the dating market

• Suppose you are told you must marry, and that you must choose your spouse out 
of 100 applicants. You may interview each applicant once. After each interview 
you must decide whether to marry that person. If you decline, you lose the 
opportunity forever. If you work your way through 99 applicants without choosing 
one, you must marry the 100th

• If you interview half the potential partners then stop at the next best one - that 
is, the first one better than the best person you've already interviewed - you will 
marry the very best candidate about 25 per cent of the time. Once again, 
probability explains why. A quarter of the time, the second best partner will be 
in the first 50 people and the very best in the second. So 25 per cent of the 
time, the rule "stop at the next best one" will see you marrying the best 
candidate. Much of the rest of the time, you will end up marrying the 100th 
person, who has a 1 in 100 chance of being the worst, but hey, this is 
probability, not certainty.

• John Gilbert and Frederick Mosteller of Harvard University proved that you could 
raise your odds to 37 per cent by interviewing 37 people then stopping at the 
next best. The number 37 comes from dividing 100 by e, the base of the natural 
logarithms, which is roughly equal to 2.72. Gilbert and Mosteller's law works no 
matter how many candidates there are - you simply divide the number of options 
by e

116“What's luck got to do with it? The math of gambling”, Helen Thomson, New Scientist, 11 August 2009



The Monty Hall problem

• Suppose the contestants on a game show are given the 
choice of three doors: Behind one door is a car; behind the 
others, goats. After a contestant picks a door, the host, 
who knows what’s behind all the doors, opens one of the 
unchosen doors, which reveals a goat. He then says to the 
contestant, “Do you want to switch to the other unopened 
door?” 

• Should the contestant switch?

117See Mlodinow, 2008, p.43 & 53
Applet: http://math.ucsd.edu/~crypto/Monty/monty.html

The Monty Hall problem (2)

118Text taken from Oxford University Entrance Exam, “Economics and Management” May 2000



Bayes Theorem

• Bayes Theorem is a way to calculate conditional probability
• It allows us to update original probabilities in light of new 

data

New
Information

Application
of Bayes’
Theorem

Posterior
Probabilities

Prior
Probabilities
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Bayes Theorem

• P(A) = probability of A
• P(A|B) = probability of A given B
• P(~A) = probability of not A

[ ] [ ])(~)|~()()|(
)()|()|(

APABPAPABP
APABPBAP

×+×

×
=

120



Bayes Theorem: Mammograms

• 1% of women at age forty who participate in routine screening have breast 
cancer. 80% of women with breast cancer will get positive mammograms. 9.6% 
of women without breast cancer will also get positive mammograms. A woman 
in this age group had a positive mammography in a routine screening. What is 
the probability that she actually has breast cancer?

121This example is from Yudowsky but the explanation and visualisation is from https://oscarbonilla.com/2009/05/visualizing-bayes-theorem/

A = Women with cancer

Consider all women

B = Positive mammogram
(Need to cover 80% of event A and 
9.6% of Ac)

Most positive results do not 
have cancer

Bayes Theorem: Mammograms

• 1% of women at age forty who participate in routine screening have breast 
cancer. 80% of women with breast cancer will get positive mammograms. 9.6% 
of women without breast cancer will also get positive mammograms. A woman 
in this age group had a positive mammography in a routine screening. What is 
the probability that she actually has breast cancer?

122This example is from Yudowsky but the explanation and visualisation is from https://oscarbonilla.com/2009/05/visualizing-bayes-theorem/

P(A)=0.01 0.80=P(B|A)

[ ] [ ])(~)|~()()|(
)()|()|(

APABPAPABP
APABPBAP

×+×

×
=

𝑃 𝐴 𝐵 =
0.80×0.01

[0.80×0.01] + [0.096×0.99]

0.096=P(B|~A)

𝑃 𝐴 𝐵 = 7.76%



Application: mammograms

• For every 2,000 mammograms
– 1 life saved
– 200 false positives, which lead to 10 painful and 

unnecessary surgeries
• ~ 84% success rate
• Younger women are more likely to get a false positive 

– Recommended age for having one has risen as a result
• If you’re between 40-50 years old there’s a 50%-60% chance 

of a false positive

123https://www.stuffyoushouldknow.com/podcasts/what-are-false-positives.htm

Bayes Theorem: Drug Testing Example

• A certain drug test is 99% accurate, that is, the test 
will correctly identify a drug user as testing positive 
99% of the time, and will correctly identify a non-
user as testing negative 99% of the time. 

• This would seem to be a relatively accurate test, but 
Bayes' theorem will reveal a potential flaw. 

• Let's assume a corporation decides to test its 
employees for opium use, and 0.5% of the employees 
use the drug. 

• We want to know the probability that, given a 
positive drug test, an employee is actually a drug 
user. Let “A" be the event of being a drug user and 
“~A" indicate being a non-user 

• Let “B" be the event of a positive drug test

Source: http://en.wikipedia.org/wiki/Bayes'_theorem 124



Bayes Theorem: Drug Testing Example

We need to know the following:
• P(A), or the probability that the employee is a drug user, 

regardless of any other information. This is 0.005, since 
0.5% of the employees are drug users.

• P(~A), or the probability that the employee is not a drug 
user. This is 1-Pr(A), or 0.995.

• P(B|A), or the probability that the test is positive, given 
that the employee is a drug user. This is 0.99, since the 
test is 99% accurate.

• P(B|~A), or the probability that the test is positive, given 
that the employee is not a drug user. This is 0.01, since 
the test will produce a false positive for 1% of non-users.
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Bayes Theorem: Drug Testing Example

• Compute the probability that an employee that 
tested positive is actually a drug user:

• The probability that the employee is actually a drug 
user is only about 33%.

• The rarer the condition for which we are testing, the 
greater percentage of the positive tests will be false 
positives

• This illustrates why it is important to do follow-up 
tests

[ ] [ ]995.001.0005.099.0
005.099.0)|(

´+´
´

=BAP

00995.000495.0
00495.0)|(
+

=BAP

3322.0)|( =BAP
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False positives

Does the person have the 
disease?

Yes No

What is the 
test result?

Positive True 
positive

False
positive

Negative False 
negative

True 
negative
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Factorials

The factorial of a number (n) is the product of all positive 
integers less than or equal to n

(By definition 0!=1)

Example: What’s 10!

10! = 10*9*8*7*6*5*4*3*2*1

= 3,628,800

n 1)  3...(n 2 1 = ! n ⋅−⋅⋅
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Permutations

A permutation is an ordered sequence
• A possible permutation of the number sequence [1-6] is

– 3,5,2,1,6,4
• Number of permutations of 

– n different things
– k at a time 

• Used when order matters

)!(
!
kn
nPk

n

−
=

129

Permutations: Example

• What are the odds of getting 6 numbers (between 1-49) in 
the right order?

520,347,068,10 =

)!649(
!49

6
49

-
=P
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Combinations

A combination is an un-ordered collection of unique 
elements

•Number of combinations of 
– n things
– k at a time

•Used when order doesn't matters
– In permutations abc is different from bca
– In combinations we are concerned only that a, b, and c 

have been selected
• abc and bca are the same combination

)!(!
!
knk

n
k
nCk

n

-
=÷

ø
ö

ç
è
æ=
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Combinations: Example

• You have 5 shirts, but you will select only 3 for your 
vacation. In how many different ways can you do this?

)!35(!3
!5

3
5

3
5

-
=÷

ø
ö

ç
è
æ=C

103
5 =C
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Combinations: Example

What are the odds of winning the UK Lotto?
• Need to get 6 numbers (between 1-49) in any order

)!649(!6
!49

6
49

-
=C

mC 146
49 =
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Summary

• There’s a difference between risk and uncertainty –
quantities techniques focus purely on risk

• Probability can be difficult to get your head around, so 
keep things intuitive and do sanity tests

• Casinos are a good place for revision
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Solutions
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Measuring Probability: Classical Method

• What is the probability of rolling a 2 on a fair dice?

• Possible outcomes: [1,2,3,4,5,6]; n=6

P(2) = 1/6
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Consider the following possible event:

a) Picking the Ace of Spades from a full deck of cards

• What is P(A)? 1/52

137

Sample Space

Event A

Complement events

• The complement (~A or AC) of event A is defined as the 
event consisting of all sample points that are not in A

a) Picking the Ace of Spades from a full deck of cards

• What is P(AC)? = 51/52

138

Sample Space

Event A AC



Union probability - example

a) Rolling a die and getting a 4
b) Rolling a die and getting a 5

• P(AUB) = 1/6 + 1/6 = 2/6 = 1/3
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Sample Space

Event A Event B

)( BAP È

Joint probability - example

a) Picking any Spade from a full deck of cards
b) Rolling a die and getting a 3

• P(A∩B) = 1/4 x 1/6 = 1/24

140

)( BAP Ç

Sample Space

Event A Event B



KRUPNIK INVESTMENT: Getting Started

• Event A: Portfolio A is profitable
P(A) = Outcomes 1, 2, 3 or 6

= 0.3 + 0.06 + 0.2 + 0.14 = 70%

• Event B: Portfolio B is profitable
P(B) = Outcomes 1, 3, 5 or 6

= 0.3 + 0.2 + 0.24 + 0.14 = 88%
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KRUPNIK INVESTMENT: Complement

• What is the probability of 5C?

• P(5c) = 76%

142



KRUPNIK INVESTMENT: Union

• What’s the likelihood that either A or B are profitable?
• What is the probability of the union of Event A and Event B?

= Outcome 1, 2, 3, 5 or 6
= 0.3 + 0.06 + 0.2 + 0.24 + 0.14
= 94%

By inspection
)( BAP È
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KRUPNIK INVESTMENT: Joint

• What’s the likelihood that both A and B are profitable?
• What is the joint probability of Event A and Event B?

= Outcomes 1, 3, 6
= 0.3 + 0.2 + 0.14
= 64%

By inspection

144
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KRUPNIK INVESTMENT: Union

• What’s the likelihood that either A or B are profitable?
• What is the probability of the union of Event A and Event B?
• P(AUB) = P(A) + P(B) – P(A ∩ B)

= 0.70 + 0.88 – 0.64
= 94%

Addition Law
)( BAP È
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KRUPNIK INVESTMENT: Conditional

• What’s the likelihood that A occurs, given B occurring?
• What is the conditional probability of Event A wrt Event B?

– It’s the ratio of (A∩B) wrt P(B)
• P(A|B) = P(A∩B) / P(B)

= 0.64 / 0.88
= 73%

146
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KRUPNIK INVESTMENT: Conditional

• What’s the likelihood that B occurs, given A occurring?
• What is the conditional probability of Event B wrt Event A?

– It’s the ratio of (A∩B) wrt P(B)
• P(B|A) = P(A∩B) / P(A)

= 0.64 / 0.70
= 91%

147

€ 

P(B | A)

KRUPNIK INVESTMENT: Joint

• What’s the likelihood that both A and B are profitable?
• What is the joint probability of Event A and Event B?
• P(A∩B) = P(A) x P(B|A)

= 0.70 x (0.914)
= 64%

Multiplication Law

148
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Conditional Probability: Defective Machine Example

Given that the product is 
defective, what’s the 
probability that it came out 
of machine B?

)(
)()|(

machineanyfromdefectiveP
BmachinefromdefectivePdefectiveBP =

039.0
005.0

=

%13=

Given that the product is 
defective, what’s the 
probability that it came out 
of machine C?

)(
)()|(

machineanyfromdefectiveP
CmachinefromdefectivePdefectiveCP =

039.0
010.0

=

€ 

= 26%
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Bayes Theorem: Mammograms

• 1% of women at age forty who participate in routine screening have breast 
cancer. 80% of women with breast cancer will get positive mammograms. 9.6% 
of women without breast cancer will also get positive mammograms. A woman 
in this age group had a positive mammography in a routine screening. What is 
the probability that she actually has breast cancer?

150This example is from Yudowsky but the explanation and visualisation is from https://oscarbonilla.com/2009/05/visualizing-bayes-theorem/

P(A)=0.01 0.80=P(B|A)

[ ] [ ])(~)|~()()|(
)()|()|(

APABPAPABP
APABPBAP

×+×

×
=

𝑃 𝐴 𝐵 =
0.80×0.01

[0.80×0.01] + [0.096×0.99]

0.096=P(B|~A)

𝑃 𝐴 𝐵 = 7.76%



Factorials

The factorial of a number (n) is the product of all positive 
integers less than or equal to n

(By definition 0!=1)

Example: What’s 10!

10! = 10*9*8*7*6*5*4*3*2*1

= 3,628,800

n 1)  3...(n 2 1 = ! n ⋅−⋅⋅
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Permutations: Example

• What are the odds of getting 6 numbers (between 1-49) in 
the right order?

520,347,068,10 =

)!649(
!49

6
49

-
=P

152



Combinations: Example

• You have 5 shirts, but you will select only 3 for your 
vacation. In how many different ways can you do this?

)!35(!3
!5

3
5

3
5

-
=÷

ø
ö

ç
è
æ=C

103
5 =C
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Combinations: Example

What are the odds of winning the UK Lotto?
• Need to get 6 numbers (between 1-49) in any order

)!649(!6
!49

6
49

-
=C

mC 146
49 =
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Probability Distributions

Anthony J. Evans
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Objectives

After attending this lecture, students will be able to:

• Develop an intuitive grasp of probability distributions and 
be able to read tables

• Distinguish between the Normal, Binomial and Poisson 
distributions

• Understand the Central Limit Theorem, and the conditions 
under which it holds
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Outline

• The Normal Distribution
– The Standard Normal Distribution
– The Central Limit Theorem

• The Binomial Distribution
• The Poisson Distribution
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A coin tossing distribution

• Let’s assume we toss a coin 5 times and note how many 
heads we observe

• We know the distribution – it will range from 0 to 5, and we 
can calculate the probabilities

• If we toss the coin more than 20 times there is more 
uncertainty about how many heads we’ll see, but we still 
have a fully specified probability distribution
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Tossing 5 coins
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Tossing 10 coins
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Tossing more than 20 coins

161

A quiz on distributions

• The average NFL player is about 25 years old, just over 6'2" in height, weighs a little 
more than 244lbs and makes slightly less than $1.5M in salary per year. 

• Can you tell which distribution goes with which trait? 

162Credit: Ben Jones 
https://twitter.com/DataRemixed/status/1022553248375304193

Height

Weight

Age

Salary



Self-reported gender pay gap

163Source: https://twitter.com/krfabian/status/977558928384053249?s=11

The grey bar is companies 
who report a gap of 0! 

Reasonably curved 
distribution below 0

Very odd distribution 
above. Lots of small 

gaps reported

Number of sexual partners age 35-39

164Source: https://twitter.com/Noahpinion/status/998239807485558786/photo/1



Number of sexual partners age 35-39

165Source: https://twitter.com/Noahpinion/status/998239807485558786/photo/1

Lots of rounding

Ages of first time mothers

166Source: https://twitter.com/mims/status/1047582967701237765?s=11



Ages of first time mothers

167Source: https://twitter.com/mims/status/1047582967701237765?s=11

Increasingly bi-modal

Distributions

168



The Normal Distribution

• Normal distributions have the same general shape
– Symmetrical about the mean
– Concentrated more in the middle than the tails

• Mean = mode = median
• The area under the curve is always the same
• The position depends upon 

– the mean (µ) 
– the standard deviation (σ) 

Carl Gauss on the 10 Deutsch Mark

169

Outline

• The Normal Distribution
– The Standard Normal Distribution
– The Central Limit Theorem

• The Binomial Distribution
• The Poisson Distribution
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The Standard Normal Distribution

• The standard normal distribution is a particular normal 
distribution defined as:
– the mean (µ) = 0
– the variance (σ^2) = 1

• Ties into a Z test (used for calculating outliers)
– We can convert any normal distribution to a standard

normal distribution by calculating each z value

s
µ-

= ixZ
Example
A test has a mean of 50 and a 
standard deviation of 10. If Albert’s 
test score is 70, what is his z score?

171

€ 

X ~ N(0,12)

Remember, StDev = σ; VAR = σ^2 

Normal distribution

Standard deviations from the mean
s 

-4 -3 -2 -1 mean 1 2 3 4

Basic properties

•Mean = mode = median

•68.2% of the data (area under the 
curve) lie between -s and +s

•95.4% of the data (area under the 
curve) lie between -2s and +2s

•99.7% of the data (area under the 
curve) lie between -3s and +3s

•These ± s ranges are called 
confidence intervals, e.g., the 95% 
confidence interval is ± 2s around 
the mean. For population and large 
sample data, these confidence 
intervals generally work even if the 
population is non-normally distributed(m)

The Standard Normal Distribution
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€ 

X ~ N(0,12)



0

Normal distribution Standard normal distribution

x - m
sx - mm

- 25 25 - 2,5 2,5

25

0 50

m = 25 s = 10
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The Standard Normal Distribution

€ 

X ~ N(0,12)

68% of values are within 1σ of µ

99.7% of values are within 3σ of µ

95% of values are within 2σ of µ

The normal distribution and the 68-95-99.7 rule
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Why are 95% of values within 2SE of the mean?

175

Why are 95% of values within 2SE of the mean?

176

2

0.02275

0.02275

- 2

0.954



More precision – what is the Z score associated with 95%?

177

0.025

0.025

0.950

Looking for 0.025

178



More precision – what is the Z score associated with 95%?

179

0.025

0.025

0.950

- 1.96 1.96

Outline

• The Normal Distribution
– The Standard Normal Distribution
– The Central Limit Theorem

• The Binomial Distribution
• The Poisson Distribution
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The Central Limit Theorem

• As the sample size increases the distribution of the mean of 
a random sample approaches a normal distribution with 
mean µ and standard deviation σ/√n 

• For large enough samples (n>30), we can use the Normal 
distribution to analyse the results 

),(
N

x ributionNormalDist
sµ»

181

As we acquire 
more data

i.e. as n 
increases

•… the sample mean gets closer to the original population 
mean

•…the distribution of sample means remains a normal 
distribution

•…the variance of the distribution decreases

Consequences

The Central Limit Theorem

182



Outline

• The Normal Distribution
– The Standard Normal Distribution
– The Central Limit Theorem

• The Binomial Distribution
• The Poisson Distribution

183

Binomial Distribution

Two possible 
outcomes

Independent 
events

Binomial 
distribution

184

Used when there are two possible 
outcomes and are independent events



The Binomial Distribution

• The discrete probability distribution of the number of 
successes in a sequence of n independent yes/no 
experiments, each of which yields success with probability 
p

€ 

P(r,n) =
n
r
" 

# 
$ 
% 

& 
' prq(n−r)

n = the number of events

p = the probability of event A

q = the probability of event B

r = the number of times that the event occurs
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The Binomial Distribution: Example

• If one-in-five items coming off a machine are 
defective, what is the probability of three defectives 
in a sample of 10 items?

• For P(3,10) = 120*(0.203)*(0.807) 

= 20.13%

n = 10

p = 0.20

q = 0.80

r = the number of times 
that the event occurs

p, n, and r can be put into a Binomial Table

186

€ 

P(r,n) =
n
r
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# 
$ 
% 

& 
' prq(n−r)
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10
3
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# 
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& 
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10!
3!7!
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0.3222-0.1209=0.2013

The Binomial Distribution: Example

• If one-in-five items coming off a machine are 
defective, what is the probability of three or more 
defectives in a sample of 10 items?

• For P(0,10) = 1*(0.200)*(0.8010) = 0.1073

• For P(1,10) = 10*(0.201)*(0.809) 

• For P(2,10) = 45*(0.202)*(0.808) 

• P(>=3) = 1 – [P(2)+P(1)+P(0)]

= 1 – 0.678

= 32.2%

n = 10

p = 0.20

q = 0.80

r = the number of times 
that the event occurs

p, n, and r can be put into a Binomial Table
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P(r,n) =
n
r
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# 
$ 
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& 
' prq(n−r)
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0.3222

Outline

• The Normal Distribution
– The Standard Normal Distribution
– The Central Limit Theorem

• The Binomial Distribution
• The Poisson Distribution

190



Poisson distribution

Fixed 
period of 

time

Recurring 
interval

Poisson 
distribution

191

Used to find the probability of a given 
event occurring in a fixed interval of 

time

The Poisson Distribution

• “expresses the probability of a number of events occurring 
in a fixed period of time if these events occur with a known 
average rate, and are independent of the time since the 
last event”

• The probability of their being k occurrences is given as:

• e is a constant (the base of the natural logarithm) = 
2.71828

• k! is a factorial of k*
• λ is the expected number of occurrences that occur during 

a given interval

* n! is the product of all +ve integers less than or equal to n. e.g. 5! = 5*4*3*2*1 192

€ 

f (k;λ) =
e−λλk

k!



λ: ” Lamda”

• λ is the expected number of occurrences that occur during 
a given interval

• Example: the event occurs every 5 minutes, and you’re 
interested in how often they’d occur over 20 minutes

• What’s λ?

λ = 20/5
= 4

193

Poisson Distribution: Example

• Suppose a bank knows that on average 60 customers arrive 
between 10 A.M. and 11 A.M. daily. Thus 1 customer 
arrives per minute. Find the probability that exactly two 
customers arrive in a given one-minute time interval 
between 10 and 11 A.M. 

• k = 2
• λ = 1

• 0.18
• = 18%

λ : average number of times a 
characteristic occurs

k : number of occurrences of interest

194

€ 

f (k;λ) =
e−λλk

k!



Poisson Distribution: Example

• A company receives an average of three calls per 5 minute 
period of the working day

• What is the probability of answering 2 calls in any given 5-
minute interval?

• k = 2
• λ = 3

• 0.22
• = 22%

λ : average number of times a 
characteristic occurs

k : number of occurrences of interest

λ, and k can be put into a Poisson Table

195Also referred to as ‘Queuing Theory’

€ 

f (k;λ) =
e−λλk

k!
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0.8009-0.5768=0.2241



Poisson Distribution: Example

• A company receives an average of three calls per 5 minute 
period of the working day

• What is the probability of answering 5 calls or more in any 
given 5-minute interval?

197

198

0.1847



Poisson vs. Binomial

• If the probability of a fault in a piece of precision 
equipment is 0.0001 and each completed machine has 
10,000 components, what is the probability of their being 2 
or more faults?

199

Poisson

P(0) = e-1 = 0.3679
P(1) = e-1 = 0.3679
P(0)+P(1) = 0.7358
P(>1 )= 1-0.7358
=0.2642

Binomial

P(0) = 1*0.000010*0.999910,000 = 0.3679
P(1) = 10,000*0.000011*0.99999,999 = 0.3679
P(0)+P(1) = 0.7358
P(>1) = 1-0.7358
=0.2642

Source: CS, p.242

Summary

• Probability distributions are the basis for inferential 
statistics since they demonstrate the characteristics of a 
dataset

• It’s easy to practice textbook examples (which is highly 
recommended) but also important to put into a practical 
setting
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Solutions

201

The Standard Normal Distribution

• The standard normal distribution is a particular normal 
distribution defined as:
– the mean (µ) = 0
– the variance (σ^2) = 1

• Ties into a Z test (used for calculating outliers)
– We can convert any normal distribution to a standard

normal distribution by calculating each z value

s
µ-

= ixZ
Example
A test has a mean of 50 and a 
standard deviation of 10. If Albert’s 
test score is 70, what is his z score?

202

€ 

X ~ N(0,12)

Remember, StDev = σ; VAR = σ^2 



The Binomial Distribution: Example

• If one-in-five items coming off a machine are 
defective, what is the probability of three defectives 
in a sample of 10 items?

• For P(3,10) = 120*(0.203)*(0.807) 

= 20.13%

n = 10

p = 0.20

q = 0.80

r = the number of times 
that the event occurs

p, n, and r can be put into a Binomial Table
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The Binomial Distribution: Example

• If one-in-five items coming off a machine are 
defective, what is the probability of three or more 
defectives in a sample of 10 items?

• For P(0,10) = 1*(0.200)*(0.8010) = 0.1073

• For P(1,10) = 10*(0.201)*(0.809) 

• For P(2,10) = 45*(0.202)*(0.808) 

• P(>=3) = 1 – [P(2)+P(1)+P(0)]

= 1 – 0.678

= 32.2%

n = 10

p = 0.20

q = 0.80

r = the number of times 
that the event occurs

p, n, and r can be put into a Binomial Table
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λ: ” Lamda”

• λ is the expected number of occurrences that occur during 
a given interval

• Example: the event occurs every 5 minutes, and you’re 
interested in how often they’d occur over 20 minutes

• What’s λ?

λ = 20/5
= 4

205

Poisson Distribution: Example

• Suppose a bank knows that on average 60 customers arrive 
between 10 A.M. and 11 A.M. daily. Thus 1 customer 
arrives per minute. Find the probability that exactly two 
customers arrive in a given one-minute time interval 
between 10 and 11 A.M. 

• k = 2
• λ = 1

• 0.18
• = 18%

λ : average number of times a 
characteristic occurs

k : number of occurrences of interest
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Poisson Distribution: Example

• A company receives an average of three calls per 5 minute 
period of the working day

• What is the probability of answering 2 calls in any given 5-
minute interval?

• k = 2
• λ = 3

• 0.22
• = 22%

λ : average number of times a 
characteristic occurs

k : number of occurrences of interest

λ, and k can be put into a Poisson Table

207Also referred to as ‘Queuing Theory’

€ 

f (k;λ) =
e−λλk

k!

Poisson vs. Binomial

• If the probability of a fault in a piece of precision 
equipment is 0.0001 and each completed machine has 
10,000 components, what is the probability of their being 2 
or more faults?

208Source: CS, p.242

Poisson

P(0) = e-1 = 0.3679
P(1) = e-1 = 0.3679
P(0)+P(1) = 0.7358
P(>1 )= 1-0.7358
=0.2642

Binomial

P(0) = 1*0.000010*0.999910,000 = 0.3679
P(1) = 10,000*0.000011*0.99999,999 = 0.3679
P(0)+P(1) = 0.7358
P(>1) = 1-0.7358
=0.2642



Appendix

Binomial probabilities

1 3 5 7 9 11 13 15 17 19 21
Number of "successes"

0,00

0,02

0,04

0,06

0,08

0,10

0,12

0,14

0,16

0,18
Remark:
The normal distribution is a good 
approximation of a binomial 
distribution when n is large and p is 
not too small or too large, typically 
np>5 and nq>5

PROBABILITY OF THE RESULT OF A COIN TOSS (HEAD OR FACE)

Binomial Distribution: Graph



Poisson probabilities

0,00

0,02

0,04

0,06

0,08

0,10

0,12

0,14

0,16

0,18

1 3 5 7 9 11 13 15 17 19 21

Number of "successes"

Remark:
The Poisson distribution is a good 
approximation of a binomial 
distribution when the number of 
trials is large, typically n>20 and p 
is small, typically p<0.05

Poisson Distribution: Graph

PROBABILITY OF THE RESULT OF A COIN TOSS (HEAD OR FACE)
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Overview

213

• Using group data to describe the group

Descriptive statistics

• Using group data to infer about the 
population

Inferential statistics

Inferential statistics

214

Confidence 
intervals

Confidence 
intervals

Significance 
tests

For estimating a population 
parameter

To assess the evidence 
provided by the data 
regarding some claim about 
the population

The two main things that we cover in inferential 
statistics are: Both methods are based 

on sampling 
distributions, with the 
underlying assumption 
that the sample data 
comes from a 
randomised experiment.

Any faults of the 
experiment will impact 
the validity of the 
conclusions. Always 
remember that 
uncertainty still exists, 
outside the model.



X Files

• In The X Files episode "D.P.O” five people are seemingly struck by 
lightning in the same small town. 

• It could be a coincidence. Unlikely events can occur in quick 
succession for purely random reasons. 

• However Mulder and Scully believe that it is so improbable it isn't 
down to chance. Rather, there is something happening that explains 
these events. 

• This is the essence of conducting probability tests - are the events 
that we witness the result of chance, or are they evidence that there 
is an underlying cause? 

• We cannot really ever prove anything, but we can amass evidence 
that makes it more and more convincing.

215The X Files, Season 3 Episode 3. Watch here: https://www.dailymotion.com/video/k55jjbj2Ut54zu8Tt3q
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An introduction to inferential statistics
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Introduction

Professor Evans wants to learn more about the prices of taxi 
journeys from his home in Hertfordshire to Heathrow airport. 
He contacts the local taxi company, who give him the receipts 
from 100 similar journeys (given in €). His aim is to use this 
sample to make an inference about the market as a whole.

There are three main questions he wishes to understand:
1. What is his best estimate of the population average (µ)?
2. Within what range would he be reasonably confident of the 

population average (µ) being?
3. Is the population average (µ) likely to be above €30.85?

217Download data set from: http://econ.anthonyjevans.com/cases

𝑛 = 100
�̅� = 32.36
𝑠 = 7.13

1. What is his best estimate of the population average (µ)?

• The sample mean (x’) serves as a suitable best estimate of 
the population average (µ), provided the population 
distribution is:
– Symmetric
– No extreme outliers

• The mean is a measure of location
• We also need to understand a measure of dispersion 

218

�̅� = 32.36

�̅� =
Σ𝑥?
𝑛



Statistical estimation - standard deviation

219S is a sample standard deviation, which is an estimate of σ. 
Dividing by n-1 is Bessel's correction to compensate for the fact that it’s a biased estimate

Total 5028.26
Total/(n-1) 50.79
SQRT 7.13

i Xi Xi - X' (Xi - X')2
1 28.80 -3.56 12.66
2 24.00 -8.36 69.86
3 22.00 -10.36 107.29
4 42.00 9.64 92.97
5 34.00 1.64 2.70
6 47.60 15.24 232.32
7 50.40 18.04 325.51
8 39.20 6.84 46.81
9 40.60 8.24 67.93
10 51.80 19.44 377.99
… … … …
90 27.20 -5.16 26.60
91 28.80 -3.56 12.66
92 22.40 -9.96 99.16
93 23.20 -9.16 83.87
94 29.60 -2.76 7.61
95 24.00 -8.36 69.86
96 25.60 -6.76 45.67
97 25.60 -6.76 45.67
98 28.00 -4.36 18.99
99 28.80 -3.56 12.66
100 28.00 -4.36 18.99

𝑠 =
Σ 𝑥? − �̅� A

𝑛 − 1
�

68% of values are within 1σ of µ

99.7% of values are within 3σ of µ

95% of values are within 2σ of µ

The normal distribution and the 68-95-99.7 rule

220Note: we can use this to say that 95% of the sample distribution will be 2 standard deviation (s) either side 
of the sample mean (x’)



Standard error

• How precise are our estimates? The standard error 
(SE) of a value is the estimated standard deviation of 
the process by which it was generated, adjusted for 
the sample size

• If a distribution is normal, 95% of observations are 
within 2 standard deviations of the mean (95% are 
x’±2σ)

• For a sample, 95% of the sample means are within 2 
standard errors of the population mean (µ)

• Ideally you want a low standard error, i.e.
– A low sample standard deviation (s)
– A large sample size (n)

221For example, if n=200 then SE would fall to 7.13/(SQRT200) = 0.50

𝑆𝐸 =
𝑠
𝑛�

2. Within what range would he be reasonably confident of the 
population average (µ) being?

• 68% confidence interval
– 1 SE from the mean = 

• 95% confidence interval
– 2 SE from the mean = 

• 99.7% confidence interval
– 3 SE from the mean = 

222A 95% confidence interval means “if you sampled many different populations and for each sample 
constructed a 95% confidence interval, then 95% of the time the true population mean would lie within the 
corresponding interval”

�̅� = 32.36

1×
7.13
100�

2×
7.13
100�

3×
7.13
100�

= ±0.71

= ±1.43

= ±2.14

= [31.65,33.07]

= [30.93,33.79]

= [30.22,34.50]



Aside: Why are 95% of values within 2SE of the mean?

223

Aside: Why are 95% of values within 2SE of the mean?

224

2

0.02275

0.02275

- 2

0.954



Summary

225

33.0730.93 31.65 33.7930.22 34.5032.36

−3𝑆𝐸 −2𝑆𝐸 −1𝑆𝐸 1𝑆𝐸 2𝑆𝐸 3𝑆𝐸�̅�

Confidence Intervals

• There is a probability, C that the interval given below 
contains µ

• z* is the value on the standard normal curve with area C 
between –z* and z*

226For simplicity we are assuming that σ is known 

�̅� ± 𝑧×
𝜎
𝑛�



Statistical significance

• Let’s say we are especially interested to know whether the 
true average is likely to be above €30.85
– For example, this is amount that can be claimed on 

expenses
• The sample mean suggests this is the case, since €32.36 > 

€30.85, but how likely is it that the population mean (µ) is 
as well?

• The sample outcome is statistically significant if it falls 
outside of our confidence interval

• A sample result is statistically significant at the 2.5% level 
if the critical value falls outside a 95% confidence interval 

227

3. Is the population average (µ) likely to be above €30.85?

228

95%

We are only 2.5% 
confident that the 

true population mean 
would be within this 

region 

30.93 33.7932.36



Significance testing

• Let’s assume that the population mean is indeed €30.85
• What is the probability of finding a sample mean of €32.36?

• Step A: Calculate how many standard errors the sample 
mean is from our hypothesis about the population mean

• Step B: Determine how likely this would be

229This is reversing the process we used when constructing a confidence interval. Then, we established a 95% 
level of confidence (z=2) and calculated the corresponding vales. Now, we want to find the level of 
confidence associated with a specific value

Step A: Calculate the z score

230For simplicity take the absolute value of Z

𝑧 =
�̅� − 𝜇
𝑆𝐸 =

32.36 − 30.85
7.13

100�L
= 2.12
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Step B: Determine how likely this would be

There is only a 1.7% chance of observing a sample mean this high

232

2.12

0.017

30.85 32.36



This is statistically significant at the 95% level

233

2.12
1.645

0.05
There is enough 

evidence to reject the 
assumption that this is 

just a freak sample

This is not statistically significant at the 99% level

234

2.33

0.01

2.12

There is not enough 
evidence to reject the 
assumption that this is 

just a freak sample



Solutions

1. What is his best estimate of the population average (µ)?
– €32.36

2. Within what range would he be reasonably confident of the 
population average (µ) being?
– Between €30.93 and €33.79

3. Is the population average (µ) likely to be above €30.85?
– Yes, our sample provides a statistically significant 

estimate that the true average is above €30.85 (at 
the 95% level)

235

Discussion questions

• What if it isn’t normally distributed?
• What if the sample isn’t representative of the typical consumer?

– Maybe the receipts relate to different journeys
• What are the costs of a variable pricing model?

– Why don’t they charge a flat rate?
• Wouldn’t the price from the airport be more than the price to the 

airport?
– Are these two different distributions?

• What if the underlying distribution changes?
– A new tax on petrol
– A train/tube strike that meant taxis were the only way to get 

to the airport
• Even if it is statistically significant, does it have oomph?

236



The relationship between confidence level (C), p value (P) and Z for 1 
and 2 tailed tests

At the 95% level, there is a 2.5% chance that we would see this result (or something even more extreme), if the 
sample mean really is the population mean. Therefore a small p value tells us one of two things:
• Our observation is so extreme we can reject the hypothesis that the sample belongs to the overall population
• The hypothetical event is very unlikely to come given from the sample we have

Level of 
confidence

C P2 Z2 Z1

A little 68% 0.16 1 -

Fairly 90% 0.05 1.645 1.282

Very 95% 0.025 1.96 1.645

Very 95.4% 0.023 2 -

Highly 99% 0.005 2.576 2.33

Extremely 99.7% 0.0015 3 -

237

The normal distribution
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Other distributions

• Binomial
– Used when there are two possible outcomes and are 

independent events
• Poisson

– Used to find the probability of a given event occurring 
in a fixed interval of time

• T-distribution
– Used for small (n<30) sample sizes

239
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Conducting a Significance Test

Step 1

Step 2

Step 3

Step 4

Step 5

State Hypothesis

Step

241

Null and Alternative Hypothesis

Definition

Status quo hypothesis, 
starting assumption

Null hypothesis 

Alternative 
hypothesis 

Other assumption, strong 
belief, gut feeling

Examples

In the US system of justice, the guiding 
principle is supposed to be that the 
defendant is “presumed innocent until 
proven guilty”. This claim of innocence 
is a null hypothesis

The prosecution offers a competing 
claim: the defendant is guilty. This is an 
alternative to the null hypothesis of 
innocence and we call the claim of guilt 
an alternative hypothesis

H0

H1

242

Step 1



Null and Alternative Hypotheses

• H0: b=0;  H1: b>0 One tailed
• H0: b=0;  H1: b<0 One tailed

• H0: b=0;  H1: b¹0 Two tailed

Remark:
Accepting the null hypothesis does not necessarily mean that we literally 
believe that it is true. Sometimes it means that we do not have enough 
evidence to reject it or that we are reserving judgement

243

Step 1

State Hypothesis

• The test is designed to assess the strength of the evidence 
against H0

• H1 is the statement that we will accept if the evidence 
enables us to reject H0

244

Step 1



State Hypothesis: Examples

What is the null hypothesis (H0) and what is the 
alternative hypothesis (H1)?
Also, is it a one or two-sided test?

1. The mean area of the several thousand apartments in a 
new development is advertised to be 1250 square feet. A 
tenant group thinks that the apartments are smaller than 
advertised. They hire an engineer to measure a sample of 
the apartments to test their suspicion

2. Larry’s car averages 32 miles per gallon on the highway. He 
now switches to a new motor oil that is advertised as 
increasing gas mileage. After driving 3000 highway miles 
with the new oil, he wants to determine if his gas mileage 
has actually increased
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Step 1

State Hypothesis: Examples (2)

1. The mean area of the several thousand apartments 
in a new development is advertised to be 1250 
square feet. A tenant group thinks that the 
apartments are smaller than advertised. They hire 
an engineer to measure a sample of the apartments 
to test their suspicion

H0: µ = 1250
H1: µ < 1250 One sided

2. Larry’s car averages 32 miles per gallon on the 
highway. He now switches to a new motor oil that is 
advertised as increasing gas mileage. After driving 
3000 highway miles with the new oil, he wants to 
determine if his gas mileage has actually increased

H0: µ =32
H1: µ > 32 One Sided
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Conducting a Significance Test

Step 1

Step 2

Step 3

Step 4

Step 5

State Significance Level

Step
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Significance Level

• Significance level has other names
– Probability value
– P-Value
– Alpha level

• We expect observations to have a random element, but 
how confident can we be that the null hypothesis is wrong 
because our theory is correct, instead of it just being 
random error?

• There is a slight chance that an observation might come 
from an extreme part of the distribution, but the chances 
are very small

• So small, in fact, that we can conclude that it’s not a 
random error, but the predicted result of your theory

• If there’s a large difference between the sample evidence 
and the null hypothesis, we conclude that the alternative 
hypothesis is more likely to be correct
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Significance Level

• To make this judgement we decide on critical values, 
which define the points at which the probability of the  
null hypothesis being true is at a small, predetermined 
level

• Typical significance levels are 0.1 (10%), 0.05 (5%), and 
0.01 (1%)
– These values correspond to the probability of observing 

such an extreme value by chance
• We can divide up the Normal distribution diagram into 

sections, see whether the z-value falls into a particular 
section, and thus reject or accept the null hypothesis

• Generally, the smaller the significance level, the more 
people there are who would be willing to say that the 
alternative hypothesis beats the null hypothesis

• The p-value is the lowest level of significance at which 
we can reject the null hypothesis
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Step 2

Conducting a Significance Test

Step 1

Step 2

Step 3

Step 4

Step 5

State Critical Values

Step
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Two sided test

One sided tests

a / 2 a / 21 - a

– z + z

Do Not Reject H0

Reject H0Reject H0

a 1 - a

– z

Do Not Reject H0Reject H0
a1 - a

+ z

Do Not Reject H0
0

Reject H0

One vs. Two Sided TestsStep 3

5% Significance Levels for One-Tailed Tests

x

Reject

Do notreject

Rejection Regions

Critical Value

5%

95%
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1% Significance Levels for One-Tailed Tests

x

Reject

Do notreject

Rejection Regions

Critical Value

1%
99%

253

Step 3

5% Significance Levels for Two-Tailed Tests

x

RejectReject

Do notreject

Rejection Regions

Critical ValueCritical Value

2.5%2.5%

95%
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1% Significance Levels for Two-Tailed Tests

x

RejectReject

Do notreject

Rejection Regions

Critical ValueCritical Value

0.5%0.5%
99%
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Step 3

Significance Level à Critical Value

• For each significance level (e.g. 5%), we can use a Normal 
probability table to ascertain the relevant critical value 
(given as Z)

• Note: I’m showing you how to go from significance level to 
critical value but we could do it in both directions 
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Standard Normal Cumulative Probability Table

• Let’s say I want to find the critical value (Z) that is 
associated with a 5% confidence level, (one-tailed)
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Step 3

Standard Normal Cumulative Probability Table

• Let’s say I want to find the critical value (Z) that is 
associated with a 5% confidence level, (one-tailed)

• 95% of the population will be below the critical 
value

z =
1.645

Looking 
for 0.05
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Standard Normal Cumulative Probability Table

z =
2.33

Looking 
for 0.01

• Let’s say I want to find the critical value (Z) that is 
associated with a 1% confidence level, (one-tailed)

• 99% of the population will be below the critical 
value
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Step 3

Standard Normal Cumulative Probability Table

• Let’s say I want to find the critical value (Z) that is 
associated with a 5% confidence level, (two-tailed)

• 97.5% of the population will be below the critical 
value

z = 
1.96

Looking 
for 0.025
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The relationship between confidence level (C), p value (P)
and Z for 1 and 2 tailed tests

At the 95% level, there is a 2.5% chance that we would see this result (or something even more extreme), if the 
sample mean really is the population mean. Therefore a small p value tells us one of two things:
• Our observation is so extreme we can reject the hypothesis that the sample belongs to the overall population
• The hypothetical event is very unlikely to come given from the sample we have

Level of 
confidence

C P2 Z2 Z1

A little 68% 0.16 1 -

Fairly 90% 0.05 1.645 1.282

Very 95% 0.025 1.96 1.645

Very 95.4% 0.023 2 -

Highly 99% 0.005 2.576 2.33

Extremely 99.7% 0.0015 3 -
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Step 3

Conducting a Significance Test

Step 1

Step 2

Step 3

Step 4

Step 5

Calculate the Test 
Statistic (z)

Step
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Test Statistic

• We can use the term “Z stat” as shorthand for the Test 
Statistic when using a normal (Z) distribution
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Sample mean – Null Hypothesis

Standard Deviation / Ö sample size

Assuming n>30 and σ is known

=

Step 4

€ 

z =
x −µ0
σ
n

Conducting a Significance Test

Step 1

Step 2

Step 3

Step 4

Step 5
Compare the test statistic 
to the critical value and 
Accept/Reject

Step
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Critical Value (i.e. Probability Value) and Test Statistic

• A critical value is the value that a test statistic
must exceed in order for the null hypothesis to be 
rejected. 

• It should be noted that the all-or-none rejection of a 
null hypothesis is not recommended
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Step 5

Critical Values for One-Tailed Tests

Critical Value 1.645 2.33
Significance Level 95% 99%

Z Statistic

• Example: If the z stat is 1.83 would you reject the 
null hypothesis at the 95% level (for a one-tailed 
test)?

• Yes, since
1.83 > 1.645
z > critical value
So REJECT at the 95% level

1.83
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Critical Values for One-Tailed Tests

Critical Value 1.645 2.33
Significance Level 95% 99%

Z Statistic

• Example: If the z stat is 2.47 would you reject the 
null hypothesis at the 99% level (for a one-tailed 
test)?

• Yes, since
2.47 > 2.33
z > critical value
So REJECT at the 99% level

2.47
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Step 5

Conducting a Significance Test

Step 1

Step 2

Step 3

Step 4

Step 5

Finally Summarise
• Convert the analysis back into plain English
• Keep workings in an appendix for verification, but the 

deliverable should be accessible

Step
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Conducting a Significance Test: Recap

Step 1

Step 2

Step 3

Step 4

Step 5

Step

State Hypothesis

State Significance Level

State Critical Values

Calculate the Test 
Statistic (z)
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Compare the test statistic 
to the critical value and 
Accept/Reject

Conducting a Significance Test: Example

• A manufacturer of batteries has assumed that the average 
expected life is 299 hours. As a result of recent changes to 
the filling of the batteries, the manufacturer now wishes to 
test if the average life has increased. A sample of 200 
batteries was taken at random from the production line 
and tested. Their average life was about 300 hours and 
there is a known standard deviation of 8 hours. 

• You have been asked to carry out the appropriate 
hypothesis test at a 5% significance level. 
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Conducting a Significance Test: Example

Step 1

Step 2

Step 3

Step 4

Step 5

Summary

Step Example

State Hypothesis

State Significance Level

State Critical Values

Calculate the Test 
Statistic (z stat)

Compare the test statistic 
to the critical value and 
Accept/Reject

We’re confident that average life 
has improved

H0 µ =299

H1 µ >299

5%

1.645

Z=(300-299)/(8/Ö200)=1.77

1.77>1.645

Reject H0
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Conducting a Significance Test: Example 2

• A particular brand of cigarettes advertises that their 
cigarettes contain 1.4 milligrams of nicotine. 

• An anti-smoking group perform a survey of 100 cigarettes, 
and find a sample mean of 1.6 milligrams

• Assume that the standard deviation is 0.826
• The group want to claim that there’s more nicotine in their 

cigarettes than the company admit

• Is the result significant at the 5% level?
• Is the results significant at the 1% level?

272



Conducting a Significance Test: Example 2 (5% level)

Step 1

Step 2

Step 3

Step 4

Step 5

Step Example

State Hypothesis

State Significance Level

State Critical Values

Calculate the Test 
Statistic (z stat)

Compare the test statistic 
to the critical value and 
Accept/Reject

We’re confident that the 
cigarette company is wrong

H0 µ =1.4

H1 µ >1.4

5%

1.645

Z=(1.6-1.4)/(0.826/Ö100)=2.42

2.42>1.645

Reject H0

Summary
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Conducting a Significance Test: Example 2 (1% level)

Step 1

Step 2

Step 3

Step 4

Step 5

Step Example

State Hypothesis

State Significance Level

State Critical Values

Calculate the Test 
Statistic (z stat)

H0 µ =1.4

H1 µ >1.4

1%

2.33

Z=(1.6-1.4)/(0.826/Ö100)=2.42

2.42>2.33

Reject H0

We’re confident that the 
cigarette company is wrong

Summary
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Compare the test statistic 
to the critical value and 
Accept/Reject



Solutions
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State Hypothesis: Examples (2)

1. The mean area of the several thousand apartments 
in a new development is advertised to be 1250 
square feet. A tenant group thinks that the 
apartments are smaller than advertised. They hire 
an engineer to measure a sample of the apartments 
to test their suspicion

H0: µ = 1250
H1: µ < 1250 One sided

2. Larry’s car averages 32 miles per gallon on the 
highway. He now switches to a new motor oil that is 
advertised as increasing gas mileage. After driving 
3000 highway miles with the new oil, he wants to 
determine if his gas mileage has actually increased

H0: µ =32
H1: µ > 32 One Sided
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Critical Values for One-Tailed Tests

Critical Value 1.645 2.33
Significance Level 95% 99%

Z Statistic

• Example: If the z stat is 1.83 would you reject the 
null hypothesis at the 95% level (for a one-tailed 
test)?

• Yes, since
1.83 > 1.645
z > critical value
So REJECT at the 95% level

1.83
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Step 5

Critical Values for One-Tailed Tests

Critical Value 1.645 2.33
Significance Level 95% 99%

Z Statistic

• Example: If the z stat is 2.47 would you reject the 
null hypothesis at the 99% level (for a one-tailed 
test)?

• Yes, since
2.47 > 2.33
z > critical value
So REJECT at the 99% level

2.47
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Conducting a Significance Test: Example

Step 1

Step 2

Step 3

Step 4

Step 5

Summary

Step Example

State Hypothesis

State Significance Level

State Critical Values

Calculate the Test 
Statistic (z stat)

Compare the test statistic 
to the critical value and 
Accept/Reject

We’re confident that average life 
has improved

H0 µ =299

H1 µ >299

5%

1.645

Z=(300-299)/(8/Ö200)=1.77

1.77>1.645

Reject H0
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Conducting a Significance Test: Example 2 (5% level)

Step 1

Step 2

Step 3

Step 4

Step 5

Step Example

State Hypothesis

State Significance Level

State Critical Values

Calculate the Test 
Statistic (z stat)

Compare the test statistic 
to the critical value and 
Accept/Reject

We’re confident that the 
cigarette company is wrong

H0 µ =1.4

H1 µ >1.4

5%

1.645

Z=(1.6-1.4)/(0.826/Ö100)=2.42

2.42>1.645

Reject H0

Summary
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Conducting a Significance Test: Example 2 (1% level)

Step 1

Step 2

Step 3

Step 4

Step 5

Step Example

State Hypothesis

State Significance Level

State Critical Values

Calculate the Test 
Statistic (z stat)

H0 µ =1.4

H1 µ >1.4

1%

2.33

Z=(1.6-1.4)/(0.826/Ö100)=2.42

2.42>2.33

Reject H0

We’re confident that the 
cigarette company is wrong

Summary
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Compare the test statistic 
to the critical value and 
Accept/Reject

Student’s T Test

Anthony J. Evans
Professor of Economics, ESCP Europe

www.anthonyjevans.com

(cc) Anthony J. Evans 2019 | http://creativecommons.org/licenses/by-nc-sa/3.0/



Student’s T-test is useful in three situations

1. Low sample size
2. Unknown population standard deviation
3. Comparing two samples

283

Low sample size 

• Use a z test to replicate a normal distribution
• But if the sample size is small, the Central Limit Theorem

doesn’t hold

• Use a t test (i.e. involve degrees of freedom)
– DoF: is a measure of the number of independent pieces 

of information on which the precision of a parameter 
estimate is based. 

• William Gosset was hired by Guinness after graduating from 
Oxford University 

• Used statistics to find best yielding varieties of  barley
• Problem: small samples
• To keep trade secrets he published under the pseudonym 

“Student”
• Hence “Student’s t-Test”
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Unknown population σ

• Thus far we’ve assumed the population standard deviation
• We could use a t-test, which estimates the population 

standard deviation from the sample standard deviation
• I.e. replace sigma with “s”
• Use a T-Table rather than a standard normal distribution 

table

285

€ 

t =
x −µ

s
n

Comparing two samples

• We can also use the t-test to see whether the means of 
two samples are statistically different from one another

• Once you compute the t-value you have to look it up in a 
table of significance to test whether the ratio is large 
enough to say that the difference between the groups is 
not likely to have been a chance finding

• P-Value
– Usually use 0.5

• Degrees of Freedom
– The sample size of both groups combined, minus 2
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𝑡 =
𝑥𝑎O − 𝑥𝑏O
𝑠𝑎2
𝑛𝑎
+ 𝑠𝑏

2

𝑛𝑏
�



Z test vs. T test

287

€ 

z =
x −µ0
σ
n

€ 

t =
x −µ0

s
n

Degrees of Freedom = n-1
For comparing 2 samples = n-2

Student’s T test

• Used when you only know the 
standard deviation of a sample 
(s)

• Used if small sample size
• Can also be used for comparing 

two samples

Z test

• Used when you know the 
standard deviation of the  
population (σ)

𝑡 =
𝑥𝑎O − 𝑥𝑏O
𝑠𝑎2
𝑛𝑎
+ 𝑠𝑏

2

𝑛𝑏
�

Unpaired sample T test example

• Rosenthal and Jacobson (1968) informed classroom 
teachers that some of their students showed unusual 
potential for intellectual gains. Eight months later the 
students identified to teachers as having potential for 
unusual intellectual gains showed significantly greater gains 
performance on a test said to measure IQ than did children 
who were not so identified. Below are the data for the 
students in the first grade:

288Source: http://www.indiana.edu/~educy520/sec6342/week_10/ttest_exp.pdf



Unpaired sample T test example

• Calculate the T stat

• Find the critical value

• Do we reject the null hypothesis?

• Yes - the difference in scores is not due 
to chance variation

289Source: http://www.indiana.edu/~educy520/sec6342/week_10/ttest_exp.pdf

𝑡 =
27.15 − 11.95

12.52
20 + 14.6

2

20
� = 3.54

𝑡0.05, 38 = 2.03

Paired sample T test example

• We want to know if there is a difference in the salary for 
the same job in Boise, ID, and LA, CA. The salary of 6 
employees in the 25th percentile in the two cities is given.

290Source: http://www.cogsci.bme.hu/~ktkuser/KURZUSOK/BMETE47MC38/2015_2016_1/7_The%20t-test.pdf

Profession Boise Los Angeles

Executive Chef 53,047 62,490

Genetics Counselor 49,958 58,850

Grants Writer 41,974 49,445

Librarian 44,366 52,263

School teacher 40,470 47,674

Social Worker 36,963 43,542



291Source: http://www.cogsci.bme.hu/~ktkuser/KURZUSOK/BMETE47MC38/2015_2016_1/7_The%20t-test.pdf

Solutions
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Unpaired sample T test example

• Calculate the T stat

• Find the critical value

• Do we reject the null hypothesis?

• Yes - the difference in scores is not due 
to chance variation

293Source: http://www.indiana.edu/~educy520/sec6342/week_10/ttest_exp.pdf

𝑡 =
27.15 − 11.95

12.52
20 + 14.6

2

20
� = 3.54

𝑡0.05, 38 = 2.03
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Introduction

• So far the data we’ve looked at has had parameters
– E.g. mean and variance

• We’ve used these parameters to utilise a distribution
• Parametric tests assume that the data belongs to some sort 

of distribution
• Nonparametric statistics allows us to perform tests with an 

unspecified distribution 

• If the underlying assumptions are correct, parametric tests 
will have more power
– Power = P(Reject H0 | H1 is true)
– Or 1-P(Type II error)

• Nonparametric tests can be more robust and allow for new 
data to be incorporated
– Robustness = less affected by extreme observations
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When to use a non-parametric test

• If we’re not sure of the underlying distribution
• When the variables are discrete (as opposed to continuous)

296

Purpose Parametric 
method

Non-parametric 
equivalent

Compare 2 paired groups Paired T-test Wilcoxon signed 
ranks test

Compare 2 independent samples Unpaired T-test Mann-Whitney U

Compare 3+ independent samples ANOVA/regression Kruskal-Wallis

See http://www.bristol.ac.uk/medical-school/media/rms/red/rank_based_non_parametric_tests.html



A sign test example
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• We are interested in whether the hind leg and forelegs of 
deer are the same length

Deer Hind leg length 
(cm)

Foreleg length 
(cm)

Difference

1 142 138 +

2 140 136 +

3 144 147 -

4 144 139 +

5 142 143 -

6 146 141 +

7 149 143 +

8 150 145 +

9 142 136 +

10 148 146 +

Example taken from Zar, Jerold H. (1999), "Chapter 24: More on Dichotomous Variables", Biostatistical Analysis 
(Fourth ed.), Prentice-Hall, pp. 516–570

A sign test example

• If they are the same, we should expect as many instances 
where one is bigger than the other and vice versa. 
– H0: Hind leg = foreleg
– H1: Hind leg ≠ foreleg

• We should expect 5 +’s and 5 –’s
• We observe 8 +’s and 2 –’s
• How likely is this?

• Use a Binomial test to find that:
– P(8) + P(9) + P(10)
– = 0.04395 + 0.00977 + 0.00098
– P(0) + P(1) + P(2) Because it’s a two tailed test
– = 0.00098 + 0.00977 + 0.04395

• Thus p = 0.109375
• Since this is above 0.05 we fail to reject H0
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Pearson's chi-squared test

• Used to test whether there is a significant difference 
between the expected frequencies and the observed 
frequencies in one or more categories

• Events must be mutually exclusive and collectively 
exhaustive 

• Suitable for
– Categorical variables *
– Unpaired data
– Large samples

• * Potential examples of categorical variables (Mosteller and Tukey 1977):
– Names
– Grades (ordered labels like beginner, intermediate, advanced)
– Ranks (orders with 1 being the smallest or largest, 2 the next smallest or 

largest, and so on)
– Counted fractions (bound by 0 and 1)
– Counts (non-negative integers)
– Amounts (non-negative real numbers)
– Balances (any real number)
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χ𝑐A = Σ
(𝑂𝑖 − 𝐸𝑖)2

𝐸𝑖

Student genders

• We expect a PhD programme to have an equal number of 
male and female students. However, over the last ten 
years there have been 80 females and 40 males. Is this a 
significant departure from expectation?

300Source: http://archive.bio.ed.ac.uk/jdeacon/statistics/tress9.html
Note that n refers to categories so we have 2-1 = 1 degree of freedom.

Female Male Total

Observed (O) 80 40 120

Expected (E) 60 60 120

(O – E) 20 -20 0

(O – E)2 400 400

(O – E)2 / E 6.67 6.67 χ2 = 13.34

We can use a chi square table to find a critical value of 3.84
(Where p=0.5 and n-1 degrees of freedom).
We have a statistically significant finding that the 1:1 ratio is not being met.



Chi-squared and significance testing

• Chi Square is employed to test the difference between an 
actual sample and another hypothetical or previously 
established distribution such as that which may be 
expected due to chance or probability

• The procedure for a chi-square test is similar to what 
we’ve used previously
– Calculate the test statistic and use a probability table 

to find the p value
• The key difference is that the “distribution” is based on 

expected frequency. There is no underlying assumptions 
about the distributions parameters

• We only use non-parametric techniques for significance 
tests, we can’t use them for estimation. 
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Examples of nonparametric tests

• Analysis of similarities
• Anderson–Darling test: tests whether 

a sample is drawn from a given 
distribution

• Statistical bootstrap methods: 
estimates the accuracy/sampling 
distribution of a statistic

• Cochran's Q: tests 
whether k treatments in randomized 
block designs with 0/1 outcomes 
have identical effects

• Cohen's kappa: measures inter-rater 
agreement for categorical items

• Friedman two-way analysis of 
variance by ranks: tests 
whether k treatments in randomized 
block designs have identical effects

• Kaplan–Meier: estimates the survival 
function from lifetime data, 
modeling censoring

• Kendall's tau: measures statistical 
dependence between two variables

• Kendall's W: a measure between 0 
and 1 of inter-rater agreement

• Kolmogorov–Smirnov test: tests 
whether a sample is drawn from a 
given distribution, or whether two 
samples are drawn from the same 

distribution
• Kruskal–Wallis one-way analysis of 

variance by ranks: tests whether > 2 
independent samples are drawn from 
the same distribution

• Kuiper's test: tests whether a sample 
is drawn from a given distribution, 
sensitive to cyclic variations such as 
day of the week

• Logrank test: compares survival 
distributions of two right-skewed, 
censored samples

• Mann–Whitney U or Wilcoxon rank 
sum test: tests whether two samples 
are drawn from the same 
distribution, as compared to a given 
alternative hypothesis.

• McNemar's test: tests whether, in 2 
× 2 contingency tables with a 
dichotomous trait and matched pairs 
of subjects, row and column 
marginal frequencies are equal

• Median test: tests whether two 
samples are drawn from distributions 
with equal medians

• Pitman's permutation test: a 
statistical significance test that 
yields exact p values by examining all 

possible rearrangements of labels
• Rank products: detects differentially 

expressed genes in replicated 
microarray experiments

• Siegel–Tukey test: tests for 
differences in scale between two 
groups

• Sign test: tests whether matched pair 
samples are drawn from distributions 
with equal medians

• Spearman's rank correlation 
coefficient: measures statistical 
dependence between two variables 
using a monotonic function

• Squared ranks test: tests equality of 
variances in two or more samples

• Tukey–Duckworth test: tests equality 
of two distributions by using ranks

• Wald–Wolfowitz runs test: tests 
whether the elements of a sequence 
are mutually independent/random

• Wilcoxon signed-rank test: tests 
whether matched pair samples are 
drawn from populations with 
different mean ranks

302Note: list and links taken from Wikipedia



Solutions
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A sign test example

• If they are the same, we should expect as many instances 
where one is bigger than the other and vice versa. 
– H0: Hind leg = foreleg
– H1: Hind leg ≠ foreleg

• We should expect 5 +’s and 5 –’s
• We observe 8 +’s and 2 –’s
• How likely is this?

• Use a Binomial test to find that:
– P(8) + P(9) + P(10)
– = 0.04395 + 0.00977 + 0.00098
– P(0) + P(1) + P(2) Because it’s a two tailed test
– = 0.00098 + 0.00977 + 0.04395

• Thus p = 0.109375
• Since this is above 0.05 we fail to reject H0
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Introduction to Correlation

• Correlation is a measure of the “co”-relation between two 
or more variables 

• The main result of a correlation is called the correlation 
coefficient (or "r"). 
– It ranges from -1.0 to +1.0. 
– The closer r is to |1|, the more closely the two 

variables are related
• Also known as the Pearson Product Moment correlation 

Coefficient
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Defining correlation

• The correlation measures the direction and strength of the 
linear relationship between variables x and y
– Population = “ρ” (rho)
– Sample = "r" 

x

i
x s

xxz -
=Where

307€ 

r =
ZxZy∑
n −1

Correlation

• Notice how correlation is based on standardisation – i.e. the z-
scores for each value

• There is no distinction between explanatory and dependent 
variables
– It doesn’t matter what you label as x or y

• Both variables need to be quantitative, not categorical
• r can be strongly influenced by outliers

• -1 <r <1

• If r = -1 there is a perfectly negative correlation
• If r = 0 there is no correlation
• If r = +1 there is a perfectly positive correlation
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Description

• Measures correlation of 
values by their position 
in a ordered list

• A ranking

• Ex.: 1,2,3,4,5,..

Spearman

FormulaCoefficient

If our data is in an 
ordered list, we have to 

use the Spearman 
coefficient, which is a 

type of Pearson 
correlation

Correlation Coefficients: An Alternative

A Caveat

Pearson
• Measures the 

correlation between 
series of cardinal data

• Actual values

• Ex.: 80, 90, 75, 15,…

309

€ 

r =
ZxZy∑
n −1

𝑟𝑠 = 1 −
6Σ𝑑A

𝑛(𝑛A − 1)

Example: Spearman Coefficient

Type of drink Last month This month

Coffee 1 3

Tea 2 4

Orange juice 3 1

Lemon juice 4 2

Whisky 5 6

Red Wine 6 10

White Wine 7 9

Brandy 8 7

Chocolate 9 8

Cider 10 5

Rank of preferences of drinks in 
a Market Research

310

A Caveat



Example: Spearman Coefficient

Rs = 1 - (6 x 64) / (10 x (100-1))

Rs = 0.61212

Type of drink Last month This month d d2

Coffee 1 3 2 4

Tea 2 4 2 4

Orange juice 3 1 -2 4

Lemon juice 4 2 -2 4

Whisky 5 6 1 1

Red Wine 6 10 4 16

White Wine 7 9 2 4

Brandy 8 7 -1 1

Chocolate 9 8 -1 1

Cider 10 5 -5 25

64

311

A Caveat

𝑟𝑠 = 1 −
6Σ𝑑A

𝑛(𝑛A − 1)

Example: Pearson Product Moment Correlation Coefficient

Region Alcohol Tobacco

North 6.47 4.03

Yorkshire 6.13 3.76

North East 6.19 3.77

East Midlands 4.89 3.34

West Midlands 5.63 3.47

East Anglia 4.52 2.92

South East 5.89 3.2

South West 4.79 2.71

Wales 5.27 3.53

Scotland 6.08 4.51

Source: Moore & McCabe p.133

N = 10



Example: Pearson Product Moment Correlation Coefficient
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1

2

3 4

5

67

Region
Alcohol 

(X) Alcohol Z Tobacco (Y) Tobacco Z ZxZy

North 6.47 1.304199908 4.03 0.957459102 1.248718073

Yorkshire 6.13 0.802584559 3.76 0.446561953 0.358403728

North East 6.19 0.891104915 3.77 0.465484069 0.414795142

East Midlands 4.89 -1.026836127 3.34 -0.348166946 0.357510399

West Midlands 5.63 0.064914928 3.47 -0.10217943 -0.00663297

East Anglia 4.52 -1.572711654 2.92 -1.142895845 1.797445615

South East 5.89 0.448503136 3.2 -0.613076579 -0.274966768

South West 4.79 -1.174370053 2.71
-

1.540260295 1.808835564

Wales 5.27
-

0.466207207 3.53 0.01135327
-

0.005292976

Scotland 6.08 0.728817596 4.51 1.865720701 1.359770076

Total= 7.058585881

Mean= 5.586 Mean= 3.524

St Dev= 0.6778102 St Dev= 0.528482103

Correl= 0.78428732 Correl= 0.78428732



Example: Pearson Product Moment Correlation Coefficient

1. Work out the mean
2. Work out the standard deviation
3. Calculate Z scores for X and Y
4. Multiply Z scores together
5. Total Z scores
6. Divide by n-1
7. Verify

r = 0.784

Pretty strong positive relationship between smoking and 
alcohol consumption

=AVERAGE(B2:B11)

=STDEV(B2:B11)

=CORREL(B2:B11,D2:D11)

=(B2-$B$14)/$B$15

=C2*E2
=SUM(F2:F11)

=F13/9
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Example: Pearson Product Moment Correlation Coefficient

Source: http://www.uwsp.edu/psych/stat/7/correlat.htm 316



Example: Correlation Coefficient

Source: http://davidmlane.com/hyperstat/A63407.html

positive relationship
r = 0.63
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x x

yy y

x

Positive

r = 0.6

Strong positive

r = 0.9

Perfect positive

r = 1

Examples of Positive Correlation: r>1
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x x

yy y

x

Negative

r = - 0.4

Strong negative

r = - 0.8

Perfect negative

r = - 1

Examples of Negative Correlation: r<1

319

Correlation Pitfalls

• Nonlinearity (as we’ve seen)
• Truncated Range

– i.e. wrongly categorised dataset
• Outliers
• Causation

– Correlation shows that two random variables are 
related but doesn’t tell us anything about whether one 
causes the other

1. May confuse whether Aà B or B à A
2. There might be a third variable, C that causes both
3. It may just be a coincidence

320



Other Correlation Pitfalls: Confusion between A and B

321

Other Correlation Pitfalls: Variable C
Ice Cream sales don’t 

cause Sun Tan sales and 
vice versa: both are being 

caused by hot weather 



323

Other Correlation Pitfalls: Coincidence

Highway fatalities and lemon imports

324Johnson, S.R., 2008 “The Trouble with QSAR (or How I Learned To Stop Worrying and Embrace Fallacy)”, 
Journal of Chemical Information and Modeling, 48(1):25-26



Chocolate consumption and Nobel laureates

325Messerli, F.H., 2012, “Chocolate Consumption, Cognitive Function, and Nobel Laureates”, The New England 
Journal of Medicine, 367:1562-1564

326Source: http://www.tylervigen.com/spurious-correlations



327Source: http://www.tylervigen.com/spurious-correlations

Summary

• You will almost always use cardinal data, and therefore you 
should associate correlation with the Pearson Product 
Moment Correlation Coefficient

• However retain the technique and intuition behind the 
Spearman method in case you use ordered/ranked data
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Solutions

329

Example: Spearman Coefficient

rs = 1 - (6 x 64) / (10 x (100-1))

rs = 0.61212

Type of drink Last month This month d d2

Coffee 1 3 2 4

Tea 2 4 2 4

Orange juice 3 1 -2 4

Lemon juice 4 2 -2 4

Whisky 5 6 1 1

Red Wine 6 10 4 16

White Wine 7 9 2 4

Brandy 8 7 -1 1

Chocolate 9 8 -1 1

Cider 10 5 -5 25

64

330

A Caveat

𝑟𝑠 = 1 −
6Σ𝑑A

𝑛(𝑛A − 1)



Example: Correlation Coefficient

Source: http://davidmlane.com/hyperstat/A63407.html

positive relationship
r = 0.63
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The Suitcase Case
An introduction to linear regression
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Introduction

The world’s best luggage company are a pioneer of durable and 
stylish travel. Their distinctive suitcases are a hand made luxury 
product but following strong sales over the last few years the global 
financial crisis has had a noticeable impact. Senior management are 
interested in developing better analytical tools, to use data from 
across their main locations and understand what’s driving their sales.

You need to answer the following questions: 
1. The board suspect that the country manager for Poland is 

underperforming. Based on the entire data set how many sales 
would you expect a location with 14 stores to generate?

2. The board are interested in expanding into Brazil and are 
targeting sales of 10,000 cases within the first year. They are 
willing to invest in 8 stores – is this enough?

3. How strong are stores as a predictor of sales?

Download data set from: http://www.anthonyjevans.com/cases/ 333

Table 1

Y X
Observation Sales Stores

1 15,678 30
2 16,758 22
3 4,895 8
4 5,786 9
5 12,323 16
6 9,870 10
7 5,436 8
8 6,754 7
9 7,863 9

10 4,659 8
11 7,861 10
12 4,787 11
13 5,567 14
14 4,538 10
15 7,859 8
16 5,489 6
17 3,436 6
18 5,359 7
19 2,023 6
20 1,434 5
21 1,764 5

334



Graph 1
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A simple scatter plot suggests that there is 
a relationship between stores and sales. 
Sites with more stores have higher sales
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The standard linear equation 

bxay +=

a = Intercept
The value of y when x=0

b = Slope/gradient
The amount by which y
changes when x increases by 
one unit

Coefficients

a

b

y

x
336



Simple model

• Regression analysis is the study of the relationship between 
one variable (the dependent variable, Y) and one or more 
other variables (independent variables, X) with a view to 
estimating and/or predicting the average value of the 
dependent variable (Y) in terms of known (or fixed) values 
of the independent ones (X)
– We accumulate independent variables (X) to explain a 

dependent variable (Y)
• Fitting a line to data means drawing a line that comes as 

close as possible to the points, providing a compact 
description of how X explains Y

• In our case we are using changes in stores (X) to explain 
changes in sales (Y)

337

Ordinary Least Squares: Introduction

• Ordinary Least Squares  (OLS) is a systematic method to 
construct the regression line

• Since we wish to predict Y from X, we want a line that is as 
close as possible to the points in the vertical direction

• We fit a line based on our past observations, in the 
expectation that they will help us predict future events

• We have observations that give the real value of Y, and 
our regression line makes a prediction of Y (Y*).

• We want to minimise the residual:

Residual = observed value – predicted value

338An alternative method is to find an average no. of sales per store and multiply by 14. Since OLS will 
exaggerate the deviations it is a different method and therefore provides different results. 
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Graph 2

y

e1

Y* (fitted value)

Y (actual value)

x

e2
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e3

Ordinary Least Squares: Process

• Take each observation (• ) and measure the deviation 
between the actual value (Y) and the fitted value (Y*) = 
(e1, e2, e3)

• Every observation has a corresponding e
– e2: squaring e will get rid of negative values, and give 

more weight to larger deviations
– å e2: summing e2 takes into account all deviations
– minå e2: make the fitted model as tight as possible to 

the sampled data by finding the minimum of the 
summed and squared values

• Ordinary least squares (OLS) is a method of finding a* and 
b* such that the sum of squared residuals (å e2) is 
minimised

340

minY𝑒A
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y = 584.83x + 685.74
R² = 0.7455
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Graph 3

Commands
• Chart > Add Trendline…
• Format Trendline > Options

– Display equation on chart
– Display R-squared value on 

chart

341

Using Microsoft Excel (2003) for regression analysis

Commands
a) Tools > Add ins… > Analysis ToolPak
b) Tools > Data analysis > Regression 

342



Using Microsoft Excel (2007) for regression analysis

Commands
a) Office button > Excel options

– Add ins > Manage > Excel add ins > Go
– Analysis ToolPak > OK

b) Data > Analysis > Data analysis

343

Using Microsoft Excel Mac (2016) for regression analysis

Commands
a) Tools > Excel Add ins… > Analysis ToolPak
b) Data > Data analysis > Regression

344



Output

345

𝑦 = 𝑎 + 𝑏𝑥
s𝑎𝑙𝑒𝑠 = 𝑎 + 𝑏(𝑠𝑡𝑜𝑟𝑒𝑠)

s𝑎𝑙𝑒𝑠 = 685.74 + 584.83(𝑠𝑡𝑜𝑟𝑒𝑠)

ANOVA stands for “Analysis of Variance” which tests whether the means of different groups are equal. 
We do not need to use it for our purposes.

1. The board suspect that the country manager for Poland is 
underperforming. Based on the entire data set how many sales would 
you expect a location with 14 stores to generate?

346

𝑦 = 685.74 + 584.83𝑥

𝑦 = 685.74 + 584.83(14)

𝑦 = 8,873



2. The board are interested in expanding into Brazil and are targeting 
sales of 10,000 cases within the first year. They are willing to invest 
in 8 stores – is this enough?

347

𝑦 = 685.74 + 584.83𝑥

10,000 = 685.74 + 584.83𝑥

10,000 − 685.74
584.83

= 𝑥

∴ 𝑥 = 16

Table 2 – a recap on how we generated a and b

348

Table 2
Y X Ŷ Ŷ-Y (Ŷ-Y)^2

Sales Stores Fitted Residual MSE
15,678 30 18,231 -2,552.64 6,515,971
16,758 22 13,552 3,206.00 10,278,436
4,895 8 5,364 -469.38 220,318
5,786 9 5,949 -163.21 26,638
12,323 16 10,043 2,279.98 5,198,309
9,870 10 6,534 3,335.96 11,128,629
5,436 8 5,364 71.62 5,129
6,754 7 4,780 1,974.45 3,898,453
7,863 9 5,949 1,913.79 3,662,592
4,659 8 5,364 -705.38 497,561
7,861 10 6,534 1,326.96 1,760,823
4,787 11 7,119 -2,331.87 5,437,618
5,567 14 8,873 -3,306.36 10,932,016
4,538 10 6,534 -1,996.04 3,984,176
7,859 8 5,364 2,494.62 6,223,129
5,489 6 4,195 1,294.28 1,675,161
3,436 6 4,195 -758.72 575,656
5,359 7 4,780 579.45 335,762
2,023 6 4,195 -2,171.72 4,716,368
1,434 5 3,610 -2,175.89 4,734,497
1,764 5 3,610 -1,845.89 3,407,310

Residual mean Mean Squared Error
Y=685.74+584.83X 0.00 4,057,836



Multiple R

• r is a measure of the index of co-relation between two 
variables

• Correlation
– A number between -1 and +1 that indicates if two 

variables are linearly related

– If r = 1 there is a perfectly positive relationship
– If r = -1 there is a perfectly negative relationship
– If r = 0 there is no (linear) relationship

• If we only have a single independent variable R-squared 
will be equal to the square of the correlation between the 
dependent and independent variable. 
– In our case Multiple R = 0.863 and R-squared = 0.745

• We can also find r doing correlation analysis

349

R-squared

• r2 is the most commonly used goodness of fit for a 
regression line

• It measures the proportion or percentage of the total 
variation in Y explained by the regression model

• Hence 0 < r2 < 1 and the higher r2 the better

– If r2 = 0 then there is no relationship between X and Y
– If r2 = 1 then △X = △Y

350If we are comparing ice cream sales and wearing shorts we can imagine that r is high (more X = more Y) 
but r2 is low (△X /= △Y). Remember that correlation doesn’t mean causation!



Adjusted R-squared

• Adjusted r2 is a more precise measure of r2 since it takes 
into account the number of independent variables in the 
model

• It only increases if a new variable improves the model

351

𝑟A = 1 −
𝑆𝐸A

𝑠A

Note: here we’re using the SE of the error terms and the s of the dependent variable (Y)

Standard error

• The standard error is 2,117 – this is our estimate of the 
standard deviation of the residual error terms (i.e. how 
close the points are to the regression line)

• If these errors are normally distributed
– 68% of errors are within ± SE of the line
– 95% of errors are within ± 2SE of the line
– 99.7% of errors are within ± 3SE of the line

• The lower the SE the better the fit

• The SE gives an absolute measure of fit, r2 is a relative 
measure

• r2 tells us how well the model does compared to our next 
best alternative – the values of Y 

352Note: the standard error is the same unit of measurement as the dependent variable (Y).
Notice that the standard error is ≈ the square root of the mean squared error.



Table 3 – calculation for adjusted r2

Y X Ŷ
Sales Stores Fitted

15,678 30 18,231
16,758 22 13,552
4,895 8 5,364
5,786 9 5,949

12,323 16 10,043
9,870 10 6,534
5,436 8 5,364
6,754 7 4,780
7,863 9 5,949
4,659 8 5,364
7,861 10 6,534
4,787 11 7,119
5,567 14 8,873
4,538 10 6,534
7,859 8 5,364
5,489 6 4,195
3,436 6 4,195
5,359 7 4,780
2,023 6 4,195
1,434 5 3,610
1,764 5 3,610

Mean 6,673.29
StDev 4,091.63
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𝑟A = 1 −
𝑆𝐸A

𝑠A

𝑟A = 1 −
2117A

4091A

𝑟A = 1 −
4,481,689
16,736,281

𝑟A = 1 − 0.268

𝑟A = 0.732

3. How strong are stores as a predictor of sales?

Adjusted r2 = 0.732

According to our model 73.2% of sales are determined by the 
number of stores

26.8% of sales are determined by other factors, which can be 
factored into our model to create a more robust picture
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Summary

355

Solutions

1. The board suspect that the country manager for Poland is 
underperforming. Based on the entire data set how many sales 
would you expect a location with 14 stores to generate?
– 8,873 cases (compared to 5,567)

2. The board are interested in expanding into Brazil and are 
targeting sales of 10,000 cases within the first few years. They 
are willing to invest in 8 stores – is this enough?
– No! They need around 16 stores

3. How strong are stores as a predictor of sales?
– They explain over 70%
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Discussion questions

• Issues of outliers – should we remove Germany?
• Omitted variables

– Marketing budget
• Dangers of extrapolation – can we make estimates outside 

the range in which the data was constructed?
• How can we improve on the model?

– GDP per capita
– No. of business trips per year

357

Summary (2)
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Appendix

The Excel output also gives the standard errors of the coefficients (given 
in brackets)

t Stat
• The estimated coefficient divided by the standard error 
• The distance between b and 0 (measured in units of the standard 

errors
• It’s how many standard errors the estimate is from 0

P value
• The probability of seeing a t stat that big (or bigger) if β = 0
• There is a 0.00000046 chance of a t stat bigger than 7.46

The t stat is large (and the p value small) so we are confident that β > 
0, i.e. that the number of stores have a positive effect on sales
We may wish to perform a test against a more reasonable hypothesis 
(e.g. β = 500)

Note: we use a t-stat instead of a z score because of the low sample size, but the intuition is identical 359

(926) (78.39)
𝑦 = 685.74 + 584.83𝑥

Time Series

Anthony J. Evans
Professor of Economics, ESCP Europe

www.anthonyjevans.com

(cc) Anthony J. Evans 2019 | http://creativecommons.org/licenses/by-nc-sa/3.0/



Previous techniques are not enough

Credit: Wikipedia 361

µ =  7.5
σ =  4.12
r  = 0.81
y =  3+0.5x

Guess r

y

x x

y

No Correlation Non-linear Correlation

362

r = 0 r = 0



Nonlinear correlation

• ρ = 0 does not necessarily 
mean that there is no 
correlation between the 
data: the relationship may 
be nonlinear

• Low performance is 
correlated to both high and 
low anxiety

• The relationship isn’t linear, 
but it is important

363

Logarithms allow us to deal with nonlinear correlation

• Def. Linear = A straight line
• Def. Nonlinear

– As one variable increases, the other changes at 
a growing rate

– Any correlation in which the rates of change of 
the variables is not constant 

• Def. logos = proportion
• Def. arithmos = number
• Logarithms were invented in the c17th to make 

difficult calculations possible, by converting complex 
mathematical operations into simpler ones
– e.g. convert exponential data to linear data
– If a variable grows exponentially, its logarithm 

grows linearly
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Types of sequence

• Linear Growth 
– (Arithmetic)
– Increases by a fixed amount

in each equal time period
– Each term has a common 

difference

• Exponential Growth 
– (Geometric)
– Increases by a fixed 

proportion of the previous 
total

– Each term has a common 
ratio

P

X

P

Y

365

Example of exponential growth

• The Persian King receives a beautiful, hand-crafted 
chessboard by a courtier

• He is so impressed he promises any gift
• The courtier replies

A single grain rice on the first square of the 
board, doubling the amount of grain for each 
successive square

Result:
• To cover the first half of the board would require 

100,000 tonnes of rice
• To cover the entire board requires 7000 times the 

weight of the entire earth’s biomass

Source: Meadows et al. 1972:29 (via Porritt 2005) 366



Logs

• A log is the inverse (opposite) of an exponent

• The above is a log to the base 10

• Common bases:
– Log 10 log10(x) = log(x)
– Log e = Ln loge(x) = ln(x)

Note: e is a mathematical constant ≈ 2.71828 

zyx =)(log€ 

log10 100 = 2

€ 

102 =10×10 =100

Method to transform nonlinear data into a linear relationship

Apply the Pearson coefficientTransform variables (X, Y) to make 
their relationship linear

Tools

Take the actual values and 
transform by arithmetical 
methods into new variables

Using y and log x
Using log y and log x
Using y and 1/ x
Using x and 1/ y

Tools

Used to measure the strength 
of the relationship
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US POPULATION

369Source: Moore & McCabe p.192

Date Population

1790 3.9

1800 5.3

1810 7.2

1820 9.6

1830 129

1840 17.1

1850 23.2

1860 31.4

1870 39.8

1880 50.2

1890 62.9

1900 76

1910 92

1920 105.7

1930 122.8

1940 131.7

1950 151.3

1960 179.3

1970 203.3

1980 226.5

1990 248.7

We can convert exponential 
data to linear data through 
the use of logarithms. 
Consider the following raw 
data, giving the population 
of the United States from 
1790-1990, in millions of 
persons

US POPULATION (2)

• We can plot the graph quite easily
• Insert à Chart à Line 
• Set Category (X) axis labels: DATE
• Series: POPULATION



Convert to log scale

US POPULATION (3)

Date Population Log/Pop

1790 3.9 1.360976553

1800 5.3 1.667706821

1810 7.2 1.974081026

1820 9.6 2.261763098

1830 12.9 2.557227311

1840 17.1 2.839078464

1850 23.2 3.144152279

1860 31.4 3.446807893

1870 39.8 3.683866912

1880 50.2 3.916015027

1890 62.9 4.141546164

1900 76 4.33073334

1910 92 4.521788577

1920 105.7 4.660604893

1930 122.8 4.810557016

1940 131.7 4.880526609

1950 151.3 5.019264621

1960 179.3 5.189060381

1970 203.3 5.314682721

1980 226.5 5.422744945

1990 248.7 5.516247351€ 

= ln(3.9)

US POPULATION (4)

• Now lets graph the log function
• We’ve transformed a nonlinear data 

series to a linear graph



US POPULATION (5)

• Exercise: What is the correlation?

• In Excel, click
– Function Wizard (fx )
– CORREL
– Array 1: Dates
– Array 2: Population

0.983475

• Alternatively, just type CORREL(Array 1, Array2)
• Note: This gives the same result as the command 

“PEARSON”

373

What is time series analysis?

374

Long 
term 

trends

Short 
term 

variation

Data 
over 
time



Why do we use time series analysis?

Record 
history

Interpret 
history

Forecast 
the future

375

Main factors of time series analysis

Components Description

A general direction in which something tends to 
move when analysed in a long term perspective

• Moving average can smooth out fluctuations

Periodic fluctuations that occur at regular times 
during the week/month/year

An interval during which a recurring sequence 
of events occurs

Trend

Seasonality 

Cycle

Random The stochastic effects that are not captured by 
the other components (also called noise)

The most 
difficult 
component to 
be identified 
is the cycle
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Airline Passengers

377

A clear, almost linear trend
emerges, indicating that the 
airline industry enjoyed a steady 
growth over the years concerned

The monthly figures follow an almost 
identical seasonal pattern each year 
(more people travel during holidays 
then during any other time of the year) 

Seasonal Patterns in the Growth of Children

Month Weight Height
January 11.26 79.8

February 11.39 79.66

March 11.37 79.91

April 11.1 80

May 10.87 80.1

June 10.8 80.23

July 10.77 80.07

August 10.79 79.79

September 10.87 79.94

October 10.74 79.8

November 10.89 79.39

December 11.25 79.51

Source: Linda D. McCabe and the Agency for International Development (Cited in Moore & McCabe 1999:38)378

The following 
tables give the 
average weights 
and heights of 
Egyptian 
toddlers who 
reach the age 
of 24 months in 
each month of 
the year



Seasonal Patterns in the Growth of Children (2)
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Seasonal Patterns in the Growth of Children (3)

Conclusion
• Both plots have high seasonal variability, but it works in 

opposite directions – when one is high the other is low
– Height and Weight are inversely related

• The plots imply that in summer two-year olds tend to be 
taller and skinner than average; and in winter they’re 
shorter and heavier
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Using trend to compensate for seasonality
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Extend trend 
into the future

Apply the 
appropriate 
seasonal factor

Exclude 
residuals

Construct the forecast Evaluate the different models  

Step

Use the previous 
models to get the 
new values

Calculate the 
seasonal part and 
interpolate with the 
new values

Eliminate the noise 
between the data

Description Step Description

Compare 
additive and 
multiplicative 
models output

Make a comparative 
evaluation of the 
performance of the 
different models

Forecasting

382



Description:

CHOOSING THE BEST MODEL

Choose the 
model with 
less 
predictive 
errors

Choose the 
most simple 
model

Perform out-of-
sample 
forecasting

•There shouldn’t 
be any kind of 
structure / 
pattern in the 
graph error

•The events must 
be occasional

•Quantify the 
forecasting 
errors by using 
indicators of

– distortion
– precision

•In the case of 
equal predictive 
results, get the 
most simple model

•Test the model 
leaving some final 
data (e.g. last year 
sales) to be 
compared with the 
values proposed by 
the model (sales 
result of the wall 
for those years)

Forecasting

Observe the error 
graph

383

Forecasting
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Type Formula

Naive

Average

Exponentially 
weighted moving 
average

€ 

Ft+1 = At

€ 

Ft+1 =
At∑
n

€ 

Ft+1 =αAt +α(1−α)At−1 +α(1−α)2At−1 + ...
Where Σ[α+(1-α)+…] = 1



Examples of time series graphs

385

Solutions

386



Guess r

y

x x

y

No Correlation Non-linear Correlation

387

r = 0 r = 0

• This presentation forms part of a free, online course 
on analytics

• http://econ.anthonyjevans.com/courses/analytics/
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