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15.1 Field Experiments

More and more, ecologists are turning to designed field experiments. Earlier in
the history of ecology, it was enough to collect field observations to generate
reasonable hypotheses (Mclntosh 1985). However, as these hypotheses multi-
plied, they needed to be rigorously tested. A glance at any current ecological
journal reveals that many ecologists are designing and analyzing field and labora-
tory experiments to test such hypotheses.

There are several difficulties associated with conducting field experiments.
One is that they are usually expensive. Another is that true replication may be
unattainable (e.g., Carpenter 1990). Finally, there is often considerable "noise" in
the data, both because the environment is heterogeneous at many scales (e.g.,
Dutilleul 1993; Legendre 1993), and because field measurements are often crude
compared to those achieved under laboratory conditions, resulting in greater mea-
surement error in field studies (Eberhardt and Thomas 1991). Even at smaller
scales, it can be difficult to find relatively homogeneous areas. All of these factors
contribute unwanted variability to the experiment. Hence, ecologists typically use
as many experimental units as they can afford and hope for the best. Too often,
natural variability simply swamps many of the treatment effects that we try to
detect.

In light of the need for ecological experiments and the expense and difficulty
in conducting them, it is imperative that the designs and analyses of field experi-
ments maximize the ability to detect treatment effects. One of the common mis-
uses of statistics is the use of less powerful techniques when more powerful tech-
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290 Design and Analysis of Ecological Experiments

niques are available. Most ecological field experiments are spatial in nature, yet
spatial information is not used in a classical analysis of variance (ANOVA; chap-
ter 4). This chapter reviews the generalized-least-squares-variogram method and
its heuristic value. In addition, the methods of spatial maximum-likelihood (ML)
estimation and spatial restricted maximum-likelihood (REML) estimation are in-
troduced. Each of the spatial methods use the underlying spatial variation to esti-
mate treatment contrasts (contrasts will be described in greater detail in section
15.3.2) with greater precision than estimates using classical ANOVA.

The example used in this chapter is a designed experiment that examines the
effect of time of burn on plant species diversity. The data consist of the numbers
of different vascular plant species, or species richness, in a 5 x 5 grid of 7 x 7-m
contiguous plots (figure 15.1 A). The data come from a glade in the Ozark Plateau
area of southeastern Missouri. Glades are grassy openings, usually caused by
shallow and droughty soils, in a predominantly forested landscape (Kucera and
Martin 1957). This particular glade is on a relatively steep slope of 14% (based
on the average of 25 measurements from the center of each plot) and has a dolo-
mitic substrate that often weathers into exposed bedrock "benches" in a stairstep
fashion. These 25 plots came from the center of the glade and are as homoge-
neous as possible from this particular glade. There were scattered small trees in
the plots, but the main forest vegetation was at least 14 m from the edge of the
plots in each direction.

Actually, the number of different plant species per plot was recorded from the
plots before any fire treatments, so the underlying natural variability was obtained
without any treatments applied (called a uniformity trial in the statistical litera-
ture). The overall mean was 24.08 species per plot. Treatment effects were artifi-
cially added to the real data to simulate a real experiment for the purposes of
demonstration and to evaluate the classical ANOVA and spatial analysis methods.
A completely randomized design was employed (chapter 4). Thus, according to
table 15.1, we chose the number of species to change by +6 if the plot were
randomly assigned a November burn, we chose the number of species to change
by -3 if a plot were randomly assigned a May burn, and so on. Therefore, the
treatment effect of a November burn is T4 = +6, that of a May burn is T4 = -3, and
so forth. The reason for simulating the experiment, rather than actually conduct-
ing it, is to have known treatment effects. In a real experiment, the treatment
effects are superimposed on the natural variability among the plots and hence are
unknown parameters to be estimated. By analyzing the experiment and estimating
the parameters (treatment effects) as if they were unknown, the "closeness" of
the treatment effects to the true values can be compared for a classical ANOVA
and for the spatial methods introduced in this chapter.

Although the effect of fire on species diversity was chosen to illustrate the
spatial analysis of designed experiments, the method is not specific to any particu-
lar ecological problem. Spatial analysis may be applied to any field experiment
where spatial coordinates are available (in one, two, or three dimensions) and
where you would ordinarily use a classical ANOVA. Three-dimensional examples
include the assignment of treatments to fish in a lake or to insects in a tree,
followed by a spatial analysis.
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Figure 15.1 (A) Uniformity trial data set of species richness in a 5 x 5 grid of plots; each
plot was 7 x 7 m. (B) Uniformity trial data set with treatment effects from table 15.1 added
randomly. The treatment number is given in the upper left corner of each plot.

Table 15.! Treatment effects for simulated data

Treatment

Control
May burn
August burn
November burn
February burn

Treatment Symbol Treatment Effect

-5
+6
+6
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15.2 Statistical Issues

A field experiment has spatial components; that is, the experimental units are
located in one-, two-, or three-dimensional space. This spatial environment is
usually heterogeneous. Typically, locations that are close together tend to have
more similar values, or are more positively correlated, than those that are farther
apart; this tendency is termed spatial autocorrelation. (It is also possible to have
temporal autocorrelation, often manifest as a time series; chapter 9.) A cursory
inspection of the data (figure 15.1 A) seems to indicate that plots closer together
have more similar values.

Well-designed experiments classically rely on three basic concepts: random-
ization, blocking, and replication (chapter 4). In general, an experimental unit is
the unit to which treatments are applied according to some design. In the example
from the Ozarks (figure 15.1 A), the experimental units are 7 x 7-m plots, to which
fire treatments are applied. Replication is obtained by the repeated application of
the set of treatments to all of the experimental units. Replication allows us to
estimate treatment effects by averaging over the underlying variability in the ex-
perimental units (see discussion in chapter 4). Blocking helps control natural het-
erogeneity by assigning experimental units to relatively homogeneous groups.
Blocks may consist of experimental units that are spatially close or related in
some other way. For example, if a field has a shallow center drainage, it might
be blocked into those areas that are higher and drier and into those that are lower
and wetter. Randomization is the process of assigning treatments, at random ac-
cording to some design, to experimental units. Randomization helps to provide
unbiased estimates of parameters.

Next we discuss a subtle concept. Suppose that the pretreatment responses on
the experimental units are themselves random variables. For example, if we were
to go back in time, to, say, 10 years before the Ozark data were collected and let
time start over again, the number of species in each plot would be slightly differ-
ent as a result of the random or stochastic processes of nature. If we could gener-
ate species numbers for the same set of plots again and again by going back in
time repeatedly, then we would obtain a statistical distribution for the number of
species in each plot, as well as autocorrelation values among all pairs of plots. In
this case, the data from the experimental units are the result of what is termed a
spatial stochastic process. The alternative view is that if we went back in time
again and again, we would always get exactly the same number of species per
plot—nature is inherently deterministic. In the latter case, all of the "randomness"
in an experiment comes from assigning treatments at random to experimental
units. In other words, all of the probability statements (e.g., P-values, tests of
significance, confidence intervals) must come only from the randomness in the
design of the experiment.

If nature is inherently stochastic, a randomized design has two sources of
randomness: the design and the experimental units. These experimental units may
be autocorrelated. Even Fisher (1935), the father of modern experimental design
based on randomization, noted "After choosing the area we usually have no guid-
ance beyond the widely verifiable fact that patches in close proximity are com-
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monly alike, as judged by the yield of crops, than those which are far apart."
Randomization helps neutralize the effect of autocorrelation (Yates 1938; Gron-
dona and Cressie 1991; Zimmerman and Harville 1991). Intuitively, however,
there is a cost to randomization. If the experimental units are considered to be
random variables with their own natural variability, then randomization intro-
duces more variability. This additional variability allows us to use classical the-
ory, which assumes the random variables are independent.

An alternative approach to classical ANOVA is to model the spatial autocorre-
lation among the experimental units, making possible a more powerful analysis
of the experiment. This is a relatively new approach to analyzing designed experi-
ments in a spatial setting, and several recent articles show it is very powerful in
a variety of data sets (Baird and Mead 1991; Cullis and Gleeson 1991; Grondona
and Cressie 1991; Zimmerman and Harville 1991). In this chapter, we model the
spatial autocorrelation with variograms that contain information on the spatial
autocorrelation among the experimental units.

15.3 Example

Suppose we conducted an experiment to examine the effect of fire, at different
times of the year, on species richness in the Ozark glade (figure 15.1 A). Also
suppose that there were four treatments where plots were burned at four different
times of the year: May, August, November, and February. Species richness was
measured in the summer following the February burn. There was also a control,
with no burn, so there were a total of five treatments. For illustration purposes,
suppose that the true effects of burn time are those given in table 15.1. These
treatment effects allow our artificial experiment to be conducted as follows. To
the 25 original plots (figure 15.1 A), 5 replications of each treatment were as-
signed randomly (figure 15.IB). The only information available to the scientist is
the plot location, the treatment applied to each plot, and the datum at each plot
(with treatment effect added), in other words, the information in figure 15.IB.
Hence, we will analyze the data of figure 15.IB with a classical ANOVA, the
GLS-variogram method, spatial ML estimation, and spatial REML estimation.

15.3.1 Statistical Model and Assumptions

The following statistical model summarizes the experiment:

where Yijk is a random variable (species richness), i is the z'th row (/- 1, . . . ,5,
numbered from top to bottom), j is theyth column (j = 1, . . . ,5, numbered from
left to right), and k is the kth treatment ( & = ! , . . . ,5); TA. is the &th treatment
effect, and 8y is the random error for the (/, j)th plot, with possible spatial autocor-
relation among the S/,-. The statistical distribution of 8,; provides probability state-
ments about estimates of treatment effects or combinations of treatment effects
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(e.g., TI or T, - T2). For a classical ANOVA, all S// are assumed to be independent,
normally distributed, have zero expectation, and have constant variance (a2).

The randomization distribution yields random errors 8,y that have small auto-
correlation, hence allowing us to use classical theory (Grondona and Cressie
1991), as confirmed by several simulations (Besag and Kempton 1986; Baird and
Mead 1991; Zimmerman and Harville 1991). However, only one randomization
actually occurs. If we ignore all possible randomizations and just concentrate on
the one that occurred, then natural variation in the plots implies that the 8,y are
autocorrelated (see section 15.3.3). The problem then is how to model the auto-
correlation and subsequently use this information to obtain the best parameter
estimates and associated probability statements. This problem will receive further
attention in section 15.3.4.

15.3.2 Treatment Contrasts

Often, the ultimate goal of an experiment is to estimate a treatment contrast (some-
times called a planned comparison). If the initial hypothesis—no significant dif-
ference among treatment means—is rejected, the next step is to ask, How differ-
ent are the treatment means? (Snedecor and Cochran 1989, p. 224; Hicks 1982,
p. 46; Day and Quinn 1989). Treatment contrasts express the difference in treat-
ment effects, or the difference of a combination of treatment effects. For the
Ozark example, we might be interested in how a summer burn affects the subse-
quent summer's species diversity. In terms of the treatments listed in table 15.1,
this is expressed as the average of May and August burns minus the control.
Using the mathematical notation from table 15.1, this contrast becomes

Ci = -(T2 + T3) - T, (15.2)

From table 15.1, the true value is

Cl = ̂ (-3 - 5) = -4

This means that the actual effect of a summer burn was to decrease by 4 the
number of species per plot in the subsequent summer. In the case of c l9 the
multiplying coefficients for all treatment effects T/, / = 1, . . . ,5, are {-1, 0.5, 0.5,
0, 0}. It is characteristic of treatment contrasts that the coefficients sum to zero.
Several more contrasts, and their true values, are given in table 15.2.

Next, we will see how a classical ANOVA compares to the spatial methods
for estimating the five treatment contrasts in table 15.2. Recall that the known
treatment effects (table 15.1) were added to the original, untreated data (figure
15.1 A) in a completely randomized design (figure 15.IB). Now the data in figure
15.IB will be used to estimate contrasts with classical ANOVA, GLS-variogram,
spatial ML estimation, and spatial REML estimation. Because the experiment was
conducted artificially, the estimated values can be compared to the known values.
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Table 15.2 Contrast estimates for example data (figure 15.1B)a

Contrast

c\ = (T2 + T3)/2 - T,
C2 = (T4 + T5)/2 - T,

C3 = (T4 + T5)/2 - (T2 + T3)/2

C4 - (T2 - T3)

C5 = (T4 ~ T5)

True
Value

-4.00
6.00

10.00
2.00
0.00

OLS
est.

-2.40
6.60*
9.00*
0.40

-2.40

GLS
est.

-2.80*
6.69*
9.49*
0.45

-2.07

Iterl
GLS
est.

-2.82*
6.71*
9.53*
0.46

-2.04

ML
est.

-2.89*
6.76*
9.65*
0.49

-1.98

REML
est.

-2.95*
6.81*
9.77*
0.53

-1.94

aThe true values are given first. The next column contains the classical ANOVA estimate (ordinary least squares
est). The next two columns contain contrast estimates from the GLS-variogram method for two iterations(GLS est.
and Iterl GLS est.). Spatial maximum-likelihood contrast estimates are denoted by ML est., and spatial restricted
maximum-likelihood contrast estimates are denoted by REML est. Contrast estimates that test as significantly differ-
ent from 0, at P < 0.05, are marked with an asterisk.

15.3.3 Comparing the Methods

Before giving details on the spatial methods, we provide reasons for their use by
comparing them with classical ANOVA. For each method, contrast estimates are
shown in table 15.2 and their estimated standard errors in table 15.3. For a classi-
cal ANOVA, table 15.2 shows that the null hypothesis of zero would be rejected
at P < 0.05 for only the second and third contrasts. For example, to test whether
the first contrast is significantly different from zero, the t-value is (-2.4 - 0)/1.29 =
-1.86. Because

|-1.861 < ^.025^20 = 2.07

the first contrast is not declared to be significantly different from zero for a two-
tailed test at significance level a = 0.05. Of course, we would not want to reject
the hypothesis that contrast c5 equals zero (but we will, 1 out of 20 times on
average, when a = 0.05). Therefore, of the four contrasts that had true values not
equal to zero, the classical analysis had enough power to detect only two of them.

Table 15.3 Contrast standard errors for example data (figure 15.1B)3

Contrast

Ci

d
Cl

C4

C5

= (T2 + T3)/2-T,

= (T4 + T5)/2-T,

= (T4 + T5)/2-(T2 + T3)/2

= (*2 ~ ^3)

- (T4 - T5)

OLS
s.e.

1.29
1.29
1.05
1.49
1.49

GLS
s.e.

0.96
1.09
0.88
1.15
1.60

Iterl
GLS
s.e.

0.94
1.07
0.86
1.13
1.60

ML
s.e.

0.83
0.97
0.78
1.00
1.50

REML
s.e.

0.87
1.05
0.84
1.07
1.68

The first column contains the classical ANOVA estimate of standard errors for the contrasts (OLS s.e.).
The next two columns contain estimated contrast standard errors from the GLS-variogram method for two
iterations (GLS s.e. and Iterl GLS s.e.). Spatial maximum-likelihood standard error estimates are denoted
by ML s.e., and spatial restricted maximum-likelihood contrast standard errors are denoted by REML s.e.
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With the GLS-variogram method, with each iteration, the contrast estimates
generally migrate from the classical ANOVA contrast estimates toward the true
contrast values, and the standard errors decrease in size. Further iterations only
changed the estimates past the second decimal place. The estimated standard er-
rors reflect the fact that the contrast estimates using the GLS-variogram method
are better than the classical contrast estimates. For the contrast estimates using
the GLS-variogram method, the null hypothesis of zero contrast values can be re-
jected at a = 0.05 for the first three contrasts. For example, to test whether the first
contrast c{ is significantly different from zero, the Z-value is (-2.8 - 0)70.96 =
-2.92. Because

-2.92 >Za/2=0.025-1.96

the first contrast is declared to be significantly different from zero at a = 0.05. In
fact, the true value is -4. The inference procedure for the GLS-variogram method
is only approximate. We defer further discussion on distributions until section
15.3.4. Alternatively, a 95% confidence interval for c{ is

-2.8 ± (1.96)(0.96) - (-4.68, -0.9)

which does not contain the value 0.
For the spatial ML, the estimates generally move even closer to the true values

than the GLS-variogram method. The estimated standard errors indicate that the
contrast estimates using ML are better than the estimates from ANOVA and the
GLS-variogram. For ML, the null hypothesis of zero contrast values can be re-
jected at a = 0.05 for the first three contrasts using the Z-value in the same way
as we did with the GLS-variogram method.

Of all the methods, the REML estimates generally move the closest to the true
values. However, notice that the standard errors for REML are larger than for
ML and GLS-variogram. We discuss the reasons for this subsequently.

In general, the spatial methods have more power than the classical ANOVA
to detect contrast c\. Also, the absolute values of the true contrast values increase
by increments of two (table 15.2). Basically, the classical ANOVA had enough
power to detect contrasts with absolute values greater than or equal to six,
whereas all three spatial methods had enough power to detect contrasts with abso-
lute values greater than or equal to four. No methods had enough power to detect
contrast c4 with a magnitude of two, and no methods committed the Type I error
of falsely rejecting the null (true) hypothesis that contrast c5 is equal to zero.

It is interesting and instructive to compare the standard error estimates of con-
trasts c4 and c5 for both classical ANOVA and the spatial methods. For c5, the
spatial methods give a higher estimated standard error than classical ANOVA
(table 15.3). Inspection of figure 15.IB shows why. The randomized assignments
for treatments 4 are clustered in the upper right, whereas those for treatments 5
are clustered toward the left. The spatial methods account for the "poor" random-
ization for contrast c5; that is, treatment effects may be confounded with local
variation. On the other hand, for contrast c4, treatments 2 and 3 are dispersed and
intermixed throughout the plots—a "good" randomization (Hurlbert 1984)—and,
consequently, the standard errors estimated from the spatial methods are lower
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than those from classical ANOVA. Because classical ANOVA relies on the aver-
age over all randomizations, it does not recognize the singular features of this
particular randomization and hence does not differ in the standard errors for the
two contrast estimates. It is also apparent that contrast c5 is farther from its true
value than contrast c4 is from its true value, which is reflected in the standard
errors of the spatial methods but not in the classical ANOVA standard error.

15.3.4 Statistical Methods

Parameter estimation presents several problems. Two groups of parameters can
be discussed in the context of the linear model (for more discussion, see Ver Hoef
et al. 2001). Equation 15.1 can be written for all of the data as a set of equations
in matrix notation,

y = Xp + 8 (15.3)

where y is the data vector, X is the design matrix containing O's and 1's, p is the
parameter vector (TI? T2, T3, T4, T5)', and 8 contains the random errors. We assume
that the random errors are normally distributed, with E($) - 0 and var(8) = Ze,
where 6 is a vector of the covariance parameters that defines Ze.

The two groups of parameters we wish to estimate are p and 0. In the case of
classical ANOVA, 0 contains a single parameter, a2, for the variance, and Xe =
O2I, where I is the identity matrix. In this case, it turns out that p can be estimated
without knowledge of a2; the estimate is the ordinary least-squares solution p =
(X'X^X'y. However, var (|3) = a2(X/X)~1, so we must estimate a2 to assess the
uncertainty in P. There are two obvious estimators of a2. Let the sum of squares
error be SSE = (y - X J3)'(y - Xp). Then the maximum-likelihood estimator of a2

is SSEM. However, this estimator is biased. The unbiased estimator is SSE/(n -
p), where p is the number of linearly independent rows in X (equal to the number
of parameters in p if the model is not overparameterized); in our example, p = 5.
It turns out that this is an REML estimator. Of course, as n gets large, the differ-
ences become small.

If we wish to make an inference on p, or some function of P such as a linear
contrast, then we must know something about the distribution of (3. When a2 is
known and we divide each element in p by its standard error, we obtain a standard
normal distribution (Z-distribution) that can be used to test hypotheses. However,
when a2 is unknown (the usual case) and we divide each element in (3 by its
estimated standard error, we obtain a ^-distribution that can be used to test hypoth-
eses. The ^-distribution has slightly heavier tails than the Z-distribution to account
for the fact that a2 is estimated.

Now we generalize this discussion to the spatial setting. Again, we must esti-
mate the two groups of parameters p and 0. For the spatial setting, 0 typically
contains several parameters where the values of Z0 depend on the spatial rela-
tionships among the data. For spatial models, estimation of p depends on 0, and
the generalized least-squares estimate is (J = (X' Z'eX^X' 2T0 y and var (p) =
G2(X' Z~e X)"1. Again, we can consider maximum-likelihood and REML estima-
tors, but we cannot, in general, write down their explicit forms. Instead, we use
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numerical solutions such as those found in the procedure MIXED in SAS (Wol-
finger et al. 1994). As was the case previously, for small sample sizes, spatial
ML estimation is biased for 0 (Mardia and Marshall 1984) and spatial REML
estimation is less biased. As for classical ANOVA, ML estimation typically un-
derestimates the variability (see also Ver Hoef et al. 2001). That is why the
standard errors for the GLS-variogram method and ML estimation are smaller
than the standard errors for REML in table 15.3, even though REML estimators
are usually closer to the true values (table 15.2).

As for classical ANOVA, if 6 is known for the spatial models, then dividing
each element in (3 by its standard error yields a standard normal distribution (Z-
distribution) that can be used to test hypotheses on functions of (3, such as linear
contrasts. However, when 0 is unknown, then dividing each element in J3 by its
estimated standard error does not necessarily yield a ^-distribution like it did with
classical ANOVA. There are two main approaches to this problem. One is to use
the ^-distribution anyway, hoping that the fatter tails in the distribution account
for the fact that 0 is estimated rather than known. This is the approach SAS uses
in the procedure MIXED. The other approach is to further inflate the variance of
estimating p to account for the fact that 0 is estimated (e.g., Harville 1985; Prasad
and Rao 1990; Cressie 1992; Zimmerman and Cressie 1992; Ghosh and Rao
1994) and use the Z-distribution. However, we are unaware of any software that
does this.

15.3.5 The GLS-variogram Method

The GLS-variogram method will be used to illustrate some of the principles of
the spatial methods [see http://www.oup-usa.org/sc/0195131878/ for the computer
code]. From equation 15.1, we can see that if xk is known, we can calculate 8 :̂
8// = Yijk - ik. The autocorrelation can be estimated by fitting a variogram based
on all 8y. The variogram is a function that contains information on the spatial
autocorrelation among the experimental units; more details are given subse-
quently. On the other hand, if the distribution and autocorrelation for all S,y are
known, then statistical methods that rely on the variogram can be used to estimate
lk optimally (Cressie 1991, p. 328). So we can envision an iterative approach. In
step 1, a classical ANOVA is performed to estimate ik. Then, the 8y are estimated
with the residuals from the classical ANOVA, 8// = R^ where

R^=Yljk-ik (15.4)

and xk is the classical ANOVA estimate (the average for the Ath treatment). Next,
a variogram is modeled from the Rfj. The variogram is then used to obtain better
estimates of ik. The whole procedure goes through another iteration by starting with
R'J - Yijk ~ ¥b where T£ is the new estimate of ik. A detailed description of the GLS-
variogram method was given in the previous edition of this book. Computer pro-
grams are available on the Website. Here, we briefly describe the method.

The results for the Ozark data are given in table 15.2 and figure 15.2. If the
parameters ik have been estimated well, the residuals (figure 15.2B) should be
close to the original data (figure 15.1 A) with the overall mean subtracted from it
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(figure 15. 2A). Figure 15. 2B does resemble, reasonably well, the spatial pattern-
ing in figure 15.2A. That is, the residuals contain spatial patterning that may be
modeled as autocorrelated.

The GLS-variogram method should yield better parameter estimates for the
following reason. Suppose that by chance, due to the completely randomized
design, several of the values of ik were assigned to plots close together; for exam-
ple, refer to treatment 5 in plots (2,1), (2,2), and (3,1) of figure 15. IB. Then,
rather than estimating T5 with the simple average of all plots assigned treatment
5, a weighted average is used that gives smaller individual weights to those plots
close together because they are likely to have similar values. That is, they have
little extra information beyond that of a single plot in the same local region. On
the other hand, a plot assigned treatment 5 that is spatially isolated from the other
plots assigned treatment 5, for example, plot (4, 3) in figure 15. IB, would get a
higher weight because it "represents" a larger region. The optimal weights are
obtained through formulas that use the semivariogram.

To use the GLS-variogram approach, the semivariogram of residuals must be
estimated. The semivariogram can be used to estimate contrasts as shown by
Cressie (1991, p. 328). To estimate the semivariogram from the residuals, it is
necessary for the residuals to exhibit approximate intrinsic stationarity (Matheron
1963; Journel and Hiujbregts 1978; Cressie 1991). Simply stated, this means that
if the spatial data were collected repeatedly, the values at all locations would
average toward some constant value and that the variogram between two sites
does not depend on their exact locations, only on the relative displacement be-
tween them. We will assume further that the variogram actually depends only on
the distance between any pair of locations, which is called the isotropy assump-
tion. These assumptions are impossible to test, because it is impossible to go back
in time again and again and generate the experiment each time to check whether
each experimental unit has the same mean value or whether the correlation is the
same for all pairs of plots that are at some fixed distance from each other. How-
ever, any gross spatial trends in the residuals (e.g., high values at one end of the
study area gradually shifting to low values at the other end) would cause suspi-
cion that they are not stationary. To check these conditions, use the methods of
exploratory data analysis for spatial data (e.g., Cressie 1991, section 2.2; see also
chapter 3). The residuals (figure 15. 2B) for these data appear satisfactory, except
possibly the residual at (1, 1), which seems to be rather large (in absolute value)
compared to most others.

For step 2, the empirical semivariogram is used:

where Rtj is the classical ANOVA residual in the zth row and jth column, M(h) =
{[(*,/), (s,t)]: [(i-s)2 + (j-t)2]m = h} (the set of all pairs of data that are at a
Euclidean distance of h apart), and N(h) is the number of pairs in M (h). An in-
tuitive way to write equation 15.5 is

y(A) = (1/2) average^-*,,)2

where Rtj and Rst are at a distance h from each other; h is often called the lag.
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Figure 15.2 (A) Uniformity trial data (figure 15.1 A) with the overall mean subtracted from
each plot. (B) Residuals from the classical ANOVA.

An example will help illustrate how to use equation 15.5. Let h=l. Then
M(\) is the set of all pairs of plots that are 1 unit apart, for example, plots (1,1)
and (1, 2), plots (1,1) and (2, 1), and so on; there are 40 such pairs in figure
15.2B. Thus, N(\) = 40. The empirical semivariogram y(l) is one-half the average
over all 40 pairs where each pair is differenced and squared. Figure 15.3A shows
that plots close together have more similar residuals than those that are farther
apart because y(h) is generally smaller for smaller values of h.

Next, a model must be fit to the empirical semivariogram. If the raw empirical
values were used, the variance estimate may be negative, which is wrong. There-
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10 n

lag/?

Figure 15.3 Empirical and fitted semivario-
grams. The solid circles are the empirical
semivariogram values (equation 15.5) for
the raw data (figure 15.1 A) and open cir-
cles are the empirical semivariogram values
for the residuals of the simulated experi-
ment (figure 15.2B). The numbers above
each symbol indicate the number of pairs
used to compute each lag of the variogram.
The solid line is the fitted semivariogram
model (equation 15.6) for the raw data and
the dashed line is the fitted semivariogram
model for the simulated experiment. (A)
GLS-variogram method. (B) Spatial ML es-
timation. (C) Spatial REML estimation.

fore, in step 3, a model was fit to j(h) that satisfies conditional negative-definite-
ness properties (Cressie 1991, section 2.5). Several models are possible (e.g.,
Cressie 1991, section 2.3); we chose the exponential model after inspecting a plot
of the empirical semivariogram values. Zimmerman and Harville (1991) indicate
that the choice of model does not matter greatly as long as it fits the data reason-
ably well. A spherical model might also have been chosen for these data. But the
model "linear with sill" cannot be used for two-dimensional data because it may
yield negative variances; however, it may be used for one-dimensional (e.g., tran-
sect) data (Webster 1985). Webster (1985) and Cressie (1991, section 2.3) men-
tion several "safe" models that can be used for spatial data in one, two, or three
dimensions.

For step 3, the exponential semivariogram model was fit to the empirical semi-
variogram. The exponential semivariogram is

Oo + oti(l - exp(-/z/a2)) for h > 0
0 for h = 0

(15.6)
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where oc0, ocj, and oc2 > 0. Notice that h is always nonnegative (because it is dis-
tance) and y(/z) = 0 when h = 0. In step 3, nonlinear regression (weighted least-
squares) with weights proportional to N(h) (the number averaged for each h in
equation 15.5) was used, as recommended by Cressie (1985), to fit the exponen-
tial variogram model equation 15.6 to the empirical variogram equation 15.5. The
following estimates were obtained: 6c0 = 0, di = 5.633, a2 = 1.203; the fitted curve
is given in figure 15. 3 A. The empirical and fitted semivariogram (figure 15. 3 A)
on the residuals (figure 15.2B) can be compared to the empirical and fitted semi-
variogram of the raw data (figure 15.1 A).

The semivariogram estimates were used to generate a matrix of semivariogram
values between all pairs of experimental units. In the final step, the formulas of
Cressie (1991, p. 328) that rely on the semivariogram matrix were used. Contrasts
and their standard errors were estimated (tables 15.2 and 15.3). For large samples,
a test for a nonzero contrast can be obtained as follows. Construct a confidence
interval around the contrast estimate by taking the standard error multiplied by
some Zg/2, and if the confidence interval does not include zero, the contrast is
declared significant at that a-level. It is possible to stop here, but, as was men-
tioned previously, residuals can again be formed from the current estimates of T*
by taking R» = Yijk - 1£ and then starting the procedure over again at step 2. A
stopping rule can be chosen, such as when the contrast estimates stop changing
at some decimal place.

15.3.6 Maximum-Likelihood and Restricted
Maximum-Likelihood Estimation

Recall the multivariate normal distribution,

This distribution is very general, allowing a separate mean jn, for each v( and a
separate covariance among all pairs of data. We can adapt equation 15.7 to a spa-
tial model for designed experiments by replacing |i with Xp from equation 15.3
and replacing Z with Z0, where I0 is obtained from equation 15.6 as follows. If
the covariance between two locations separated by distance h is denoted C(/z),
then the semivariogram is y(/z) = C(0) - C(/z), where C(0) = y(°°) for variogram
models that have sills (Cressie 1991, p. 67). Thus,

C(h) =
exp(-/z/cc2) for h > 0
oco + a} for h = 0

(15.8)

From equation 15.8, Z0 is controlled by only three parameters: 0 = (OQ, (Xi, oc2).
Therefore, we can think of equation 15.7 as a function of the unknown parame-
ters p and 6, called the likelihood L(p,0;y); once the data have been observed,
L(p,6;y) is maximized for p and 6, yielding the maximum-likelihood estimates.
Because the analytical solution is intractable, this is done numerically. The fol-
lowing estimates were obtained: d0 = 0.001, &i = 6.079, a2= 1.787. The fitted
curve is given in figure 15.3B. The empirical semivariogram on the residuals and
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raw data can be compared to the fitted semivariogram of the experimental and
raw data (figure 15.3B). Spatial ML estimation of 6 is biased because we are
estimating (3 simultaneously.

The basic idea behind spatial REML is that, by taking an appropriate linear
combination of data, we can create a (restricted) likelihood L(9;y) that is free
from (3. Using this likelihood, L(6;y), to estimate 9 should decrease bias for 0.
The theory of REML is beyond the scope of this chapter, but interested readers
are referred to Cressie (1991, p. 93) and references therein. The following spatial
REML estimates were obtained from the example data (figure 15.IB): a0 = 0.002,
a{ = 13.541, 6c2 = 3.733. The fitted curve is given in figure 15.3C. The empirical
semivariogram on the residuals and raw data can be compared to the fitted semi-
variogram of the experimental and raw data (figure 15.3C). Spatial ML and
REML are available in the procedure MIXED in SAS.

15.3.7 Simulation Experiment

To compare the four estimation methods for the five contrasts in table 15.2, a
simulation experiment was conducted. Data were randomly generated 2000 times
exactly as was done to create figure 15.IB; that is, the true treatment effects were
added randomly to the underlying pattern in figure 15.1 A. The results are given
in table 15.4.

The mean squared error (MSE) is the first category given in table 15.4. For
each contrast, the true value was subtracted from the estimated value, the differ-
ence squared, and then the squared differences were averaged over all simula-
tions. The smaller the MSE, the closer the estimated value was to the true value,

Table 15.4 Simulation results

MSE

Coverage

Power

ANOVA

d 1.810
c2 1.822
c3 1.139
c4 2.364
c5 2.433
d 0.9450
c2 0.9495
c3 0.9575
c4 0.9500
c5 0.9435
c, 0.8255
c2 0.9960
c3 1.0000
c4 0.2155
c5 0.0565

GLS-
variogram

1.166
1.183
0.766
1.546
1.608
0.9440
0.9415
0.9495
0.9390*
0.9385*
0.9750
1.0000
1.0000
0.3370
0.0615

Spatial ML
Estimation

1.103
1.105
0.724
1.457
1.551
0.9300*
0.9240*
0.9365*
0.9250*
0.9215*
0.9845
1.0000
1.0000
0.4095
0.0785

Spatial REML
Estimation

1.037
1.040
0.687
1.380
1.461
0.9505
0.9500
0.9560
0.9490
0.9465
0.9825
1.0000
1.0000
0.3560
0.0535

*Coverage outside 95% validity limit.
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on average. For all contrasts, it is clear that REML gave the best estimation, and
all three spatial methods were significant improvements over ANOVA.

The next category in table 15.4 is coverage, which reports the proportion of
times the 95% confidence interval covered the true value. For the spatial methods,
confidence intervals were developed using a ^-distribution with 19 degrees of
freedom, as implemented in SAS. Because we used 2000 independent replica-
tions, if the confidence intervals are valid, then coverage should follow a binomial
distribution and the intervals should approximately cover the true value within
the proportions

0.95 ± 1.96A/(0.95x 0.05)72000 « 0.95 ± 0.01

95% of the time. Therefore, we might declare the confidence intervals invalid if
the actual coverage was less than 0.94 or greater than 0.96 for all simulations.
All such coverages that are outside the validity limits are indicated with (*). Note
that spatial ML estimation only covered the true value about 92-93% of the time.
The estimated variance is too small, causing confidence intervals that are too
short and causing us to reject a true null hypothesis too often. The GLS-variogram
also appears to have confidence intervals that are a bit too short, but not as
bad as those using spatial ML estimation. Classical ANOVA and spatial REML
estimation appear to produce valid confidence intervals.

The final category in table 15.4 is power. During the simulations, we recorded
the percentage of times that we could reject the null hypothesis that each contrast
was 0. Notice that for c\ to c4, we do want to reject the null hypothesis, but for
c5, which was truly 0, we get an indication of the Type I error rate (with a set at
0.05). From table 15.5, it is clear that spatial ML estimation has the greatest
power, followed by spatial REML estimation and GLS-variogram, with ANOVA
a distant fourth. However, the reason spatial ML estimation has the greatest power
is that, as we saw for coverage, it underestimates the variance of the contrasts.
Hence, it is not a fair comparison, because it does not stick to the 0.05 Type I
error rate (seen for c5). Given that spatial ML estimation is invalid, spatial REML

Table 15.5 Comparison of assumptions when performing a classical ANOVA versus
the spatial analyses introduced in this chapter

Classical ANOVA Spatial Methods

Responses from experimental units are fixed in Responses from experimental units are random
value or they are random variables variables

Expectation of random errors = 0 Expectation of random errors = Oa

Constant variance for random errors Constant variance for random errors2

Independent random errors Autocorrelated random errors3—variogram and
covariance only depend on the spatial dis-
placement between errors

Normally distributed random errors5 Normally distributed random errorsba

aForms the second-order stationarity assumption.
bNot strictly necessary for estimation; only necessary for inference, for example, for confidence intervals and tests
of hypotheses.
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estimation provides a bit more power than GLS-variogram, even though GLS-
variogram seems to slightly underestimate its variability.

These simulations indicate that spatial REML estimation may be the best
choice for the spatial analysis of designed experiments. Spatial REML estimation
has the smallest MSB, the confidence intervals and tests of hypotheses are valid,
and it provides the greatest power among valid tests. Of course, we worked with
only one spatial pattern (figure 15.1 A) and a single set of true treatment effects
(table 15.1), so we do not wish to make sweeping generalizations. However,
others have found that spatial REML estimation often outperforms other methods
(e.g., Zimmerman and Harville 1991; Ver Hoef et al. 2001), and it is the default
method of procedure MIXED in SAS.

15.4 Discussion

This chapter showed how a spatial analysis from a classically designed field ex-
periment can increase the precision of estimating treatment contrasts. It is worth-
while to discuss all of the assumptions for both methods here (table 15.5). There
are two main differences. First, as was mentioned in section 15.2, for a spatial
analysis, it is assumed that the data are the result of a spatial stochastic process
with possible autocorrelation. We believe that this is a realistic assumption for
most ecological problems; in fact, ecologists also associate the word "process" to
spatial pattern, beginning with Watt (1947). An advantage of classical ANOVA
is that the data may be assumed either to be the result of a spatial stochastic
process or to be fixed in value. The second main difference is that, for the spatial
methods, the random errors need not be assumed independent, only second-order
stationary, which allows more precise contrast estimates. We also note that meth-
ods are being developed for nonnormal data, such as extending generalized linear
models to the spatial setting (e.g., Gotway and Stroup 1997).

The example presented in this chapter consisted of only 25 plots, which kept
the illustration simple. This is the minimum number of plots we consider neces-
sary to do an adequate job estimating the variogram and covariances. Spatial
REML performed well in our simulations with 25 plots, but small-sample proper-
ties and more extensive simulations are lacking. We recommend having more
experimental units if possible—as usual, the more the better. Also, to get residu-
als that reflect the underlying spatial variability, it is important that the initial
(i.e., classical) parameter estimates are fairly accurate. Their accuracy depends on
the number of replications of each treatment, and we recommend a minimum of
about five replications; again, the more the better.

This chapter can be compared to the Mantel method of correcting for spatial
effects described in chapter 16. There are two main differences between the spa-
tial methods we present and the Mantel method. First, the Mantel test is nonpara-
metric in comparison to this one with no assumptions about the distribution of
variables or the form of their autocorrelation (e.g., the variogram). Here, a covari-
ance or variogram model must be chosen and the random errors must be roughly
normally distributed. No formal comparison of the two methods was conducted.
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However, we might expect the usual results when comparing nonparametric and
parametric methods. The parametric method will be more powerful if the data
follow the assumed model, whereas the nonparametric method gives some protec-
tion against incorrect model assumptions. The second main difference from the
Mantel test is that, here, we are estimating treatment contrasts. That is, we go
beyond the question of "Are there differences among treatment effects?" to "What
are the specific differences among treatment effects?"

In general, spatial methods that account for autocorrelation appear to be quite
robust. Several authors have carried out simulations and tried spatial methods on
a variety of data sets, with good results. Zimmerman and Harville (1991) used
spatial REML estimation. They examined three different data sets with a total of
11 different blocking configurations and found that spatial REML estimation re-
duced estimation variance between one-fifth and four-fifths of that of a classical
analysis. This translates to much more powerful tests of hypotheses and shorter
confidence intervals. Grondona and Cressie (1991) took one large data set, broke
it into six subsets, and used a robust semivariogram estimator (Cressie and Hawk-
ins 1980). Their results indicated reduced estimation variance to 75% that of a
classical analysis. We point out that it is also possible to use the spatial methods
for blocked designs (chapter 4). Both Zimmerman and Harville (1991) and Gron-
dona and Cressie (1991) examined similar spatial methods for blocked designs.
In this chapter, we used a completely randomized design to keep the illustration
simple.

Using a slightly different methodology of blocking by columns and using a
time series type of analysis within blocks, Cullis and Gleeson (1989), in a study
of over 1000 variety trials, reduced estimation variance, on average, to 58% that
of a classical analysis. Cullis and Gleeson (1991) extend their models to two
dimensions. Baird and Mead (1991) simulated data from several models rather
than use real data, so they controlled the variability and autocorrelation in the
experimental units as well as the variability in the design. They found the spatial
methods of Cullis and Gleeson (1989) to be valid over a wide range of simulation
models. Additional references for the interested reader are Bartlett (1978), Kemp-
ton and Howes (1981), Wilkinson et al. (1983), Green et al. (1985), and Besag
and Kempton (1986).

Besides the spatial analysis of an experiment, there is also the notion that, for
spatially correlated variables, there are better designs than the classical ones based
on randomization. For example, figure 15.IB shows that all applications of treat-
ment 4 were assigned to the upper right corner. This is undesirable, due to the
spatial autocorrelation. A better design would spatially distribute the treatments
evenly. For example, first-order nearest neighbor balanced block designs (Kiefer
and Wynn 1981; Cheng 1983) can be shown to be optimal under certain condi-
tions (Kiefer 1975; Grondona and Cressie 1993), and they contain good intersper-
sion of treatments (Hurlbert 1984). Despite the advantages, the theory is rather
difficult, and there is no guarantee that an optimal design will exist for a given
number of replications, treatments, and experimental units. The advantage of the
classical designs is that they are very easy to construct and well understood. The
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compromise presented in this chapter is to construct classical designs and analyze
them spatially.

In this chapter, we presented model-based spatial methods for analyzing classi-
cally designed experiments. That is, the random errors were considered to be the
result of a spatially autocorrelated process. The spatial methods did considerably
better than a classical ANOVA. In particular, spatial REML estimation provided
the best estimation, valid confidence intervals, and increased power. The increased
power of the spatial methods can allow ecologists to detect more real treatment
effects for a limited amount of time and money.
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