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Vladimir Groza from Median Technologies: CHAOS 1st place solution overview. 

Input data & preprocessing:  

All networks used for the final submission were trained on the initial data of the size of 

512x512 which was not preprocessed except clipping the Hounsfield units (HU) values 

below -160 and above 240 due to commonly accepted frame of interest for liver region 

and linear scaling to [0;1].  

The dataset was randomly split on train/validation parts with the ratio 90% and 10%.  

Networks:  

There were five different networks used for the final averaged ensemble. 

First one is my currently proposed novel DualTail-Net architecture which consists of an 

encoder part and 2 independent decoder parts as shown on the Figure 1. 

Figure 1: DualTail-Net architecture 

The encoder part consists of convolution blocks, each followed by a exponential linear 

unit (ELU) and a max-pooling operation. At each downsampling step the locations of 

max-pooling indices are memorized for each feature map.  

Two independent decoder tails are processed in parallel, where the corresponding feature 

maps are concatenated after each max-unpooling step. 



Other four networks have very similar U-Net-based architectures: TernausNet (U-Net 

with VGG11 backbone [reference1]), LinkNet34 [reference2], and two networks with 

ResNet-50 and SE-Resnet50 both pretrained on ImageNet encoders and decoders consist 

of convolution, ReLU and transposed convolutions with stride 2.  

Two best final submissions were the averaged ensembles of predictions obtained by these 

five networks with thresholds of 0.5 and 0.6.  

 

Training:  

Training process for each network was performed on one 1080ti GPU for 60 epochs with 

Adam optimizer, batch size of 4, initial learning rate of 1e-4 and reducing with factor 0.5 

after five epochs on plateau.  

DualTail-Net (trained from scratch) and LinkNet34 were trained with soft Dice loss and 

other three networks were trained with the combined loss: 0.5*soft Dice + 0.5*BCE 

(binary cross entropy).  

No additional post-processing was performed.  

 

reference1 - https://github.com/ternaus/TernausNet (citing inside)  

reference2 - https://arxiv.org/abs/1803.01207v1  

 

https://github.com/ternaus/TernausNet
https://github.com/ternaus/TernausNet
https://arxiv.org/abs/1803.01207v1
https://arxiv.org/abs/1803.01207v1
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ABSTRACT

This digest addresses healthy multi-organ segmentation from
abdominal CT and MR images using deep learning. We
describe the strategy followed for the Combined Healthy Ab-
dominal Organ Segmentation (CHAOS) challenge, organized
in conjunction with the International Symposium on Biomed-
ical Imaging 2019. The proposed model relies on conditional
generative adversarial networks. It embeds cascaded partially
pre-trained convolutional encoder-decoders as generator to
learn how to delineate organs and a discriminator to enforce
the model to create realistic segmentation masks. Employed
for competition categories 2 (liver CT segmentation), 3 (liver
MR segmentation) and 5 (multi-organ MR segmentation), our
pipeline provides promising results against standard encoder-
decoder schemes and offers new perspectives for abdominal
image interpretation and clinical decision making.

Index Terms— abdominal image analysis, multi-organ
segmentation, generative adversarial networks, cascaded con-
volutional encoder-decoders, auto-context

1. INTRODUCTION

The development of non-invasive imaging technologies over
the last decades has opened new horizons in studying abdomi-
nal anatomical structures. Segmentation has become a crucial
task in abdominal image analysis [1] with numerous appli-
cations including computer-assisted diagnosis, surgery plan-
ning (organ pre-evaluation for living donor-based transplan-
tation, analysis of vessels for graft positioning...), extraction
of quantitative indices, image-guided interventions or visual
augmentation. However, the analysis of complex Computed
Tomography (CT) and Magnetic Resonance (MR) imaging
datasets is tedious and time-consuming for radiologists, clini-
cians and researchers. Robust automatic image segmentation
is needed to guide image interpretation and clinical decision
making while avoiding manual delineation efforts.

The Combined Healthy Abdominal Organ Segmentation
(CHAOS) challenge2 has been proposed to motivate further

1present the day of the challenge
2https://chaos.grand-challenge.org

CT T1DUALin T1DUALout T2SPIR

Fig. 1: Samples of abdominal CT and MR images provided
with groundtruth organ segmentation.

work on abdominal image segmentation, with two main pur-
poses: 1- segmentation of liver from CT scans and 2- seg-
mentation of four abdominal organs (liver, spleen, right and
left kidneys) from MR images (Fig.1). Our work focuses on
competition categories 2 (liver CT segmentation), 3 (liver MR
segmentation) and 5 (multi-organ MR segmentation).

Outstanding performance reached using deep learning
in many medical image analysis tasks [2] suggests that ab-
dominal multi-organ segmentation could benefit from this
breakthrough, despite the large variability in abdominal or-
gan shape, size, location and texture. Compared to conven-
tional machine learning, the need for hand-crafted features no
longer becomes necessary. Huge efforts have been devoted
to automatic segmentation based on variants of Fully Convo-
lutional Networks (FCN) [3]. Recent architectures comprise
a regular FCN to extract multi-scale features, followed by an
up-sampling part that enables to recover the input resolution
using up-convolutions [2]. The most well-known approach
among such Convolutional Encoder-Decoders (CED) is U-
Net [4] which is able to learn from relatively small datasets.

Starting from the U-Net [4] baseline (Sect.2.1), our contri-
butions to the CHAOS challenge are three-fold. First, deeper

https://chaos.grand-challenge.org
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Fig. 2: Extension of U-Net [4] by exploiting as encoder a slightly modified VGG-19 [5] with weights pre-trained on ImageNet
[6]. The decoder is modified to get an exactly symmetrical construction while keeping skip connections.

versions of CED architectures using encoders pre-trained on
non-medical data are proposed (Sect.2.2). Second, we em-
bed this architecture into a cascaded framework using auto-
context and end-to-end training to benefit from simultaneous
multi-level segmentation refinements (Sect.2.3). Third, such
cascaded pipeline is used as generator within a conditional
Generative Adversarial Network (cGAN) (Sect.2.4). The re-
sulting model includes a discriminator whose role is to distin-
guish real groundtruth segmentations from those arising from
the generator to strengthen the ability of the generative part
to create segmentation masks as realistic as possible. Prelimi-
nary results (Sect.3) highlight promising performance against
standard state-of-the-art encoder-decoder schemes.

2. METHOD

2.1. U-Net baseline

Deep CED is the leading technology for semantic segmenta-
tion. In particular, we focus on U-Net [4], a widely used CED
in the medical image analysis community. Its symmetrical
architecture comprises an encoder which gradually reduces
the spatial dimension using pooling layers and a decoder pro-
gressively recovering object details and initial resolution. One
key aspect is the use of skip connections (Fig.2a) which con-
catenate features between contracting and expanding paths to
improve localization accuracy while allowing faster conver-
gence. U-Net consists of sequential layers including 3×3 con-
volutional layers followed by Rectified Linear Unit (ReLU)
activations. Reducing the spatial size is handled by 2× 2
max pooling layers. The first convolutional layer generates
32 channels. This number doubles after each pooling as the

network deepens (Fig.2a). To deal with class imbalance, we
rely on Dice instead of cross-entropy as loss function.

2.2. Partially pre-trained convolutional encoder-decoders

Contrary to deep classification networks which are usually
pre-trained on a very large image dataset, CED architectures
used for segmentation are typically trained from scratch, re-
lying on randomly initialized weights. Reaching a generic
model without over-fitting is therefore difficult, especially
when only a small amount of images is available. As sug-
gested in [7], the encoder part of a deep CED network can
be replaced by a well-known classification network whose
weights are pre-trained on an initial classification task. It
allows to exploit transfer learning from large datasets such as
ImageNet [6] towards deep learning-based segmentation. In
the literature, the encoder part of a deep CED has been already
replaced by pre-trained VGG-11 [7], ABN WideResnet-38
[8] and VGG-16 [9, 10], with improvements compared to
their randomly weighted counterparts.

Following this idea, we propose to extend the standard
U-Net architecture (Sect.2.1) by exploiting a deeper network
from the VGG family [5] as encoder, namely the VGG-19 ar-
chitecture. The VGG-19 encoder (Fig.2b) mainly consists of
3×3 convolutional layers followed by Rectified Linear Unit
(ReLU) activation functions and 2× 2 max pooling layers.
Compared to standard U-Net (Fig.2a), the first convolutional
layer generates 64 channels instead of 32. As the network
deepens, the number of channels doubles after each max pool-
ing until it reaches 512 (256 for classical U-Net). After the
second max pooling operation, the number of convolutional
layers differs from U-Net with patterns of 4 consecutive con-



volutional layers instead of 2, following the original VGG-
19 architecture. The only difference with VGG-19 relies in
the fact that top layers including fully-connected layers and
softmax have been omitted. The three last convolutional lay-
ers taken from VGG-19 serve as central part to separate both
contracting and expanding paths.

To improve performance, this encoder branch (Fig.2c) can
be pre-trained on ImageNet [6]. This database has been de-
signed for object recognition purposes and contains more than
1 million natural images from 1000 classes. Pre-training our
deep CED dedicated to abdominal image segmentation us-
ing non-medical data is an efficient way to reduce the data
scarcity issue while improving model generalizability [11].
Pre-trained models can not only improve predictive perfor-
mance but also require less training time to reach convergence
for the target task. In practice, input images are extended from
one single greyscale channel to 3 channels by repeating the
same content in order to keep the dimensions of the RGB Im-
ageNet images used for encoder pre-training.

The extension of the U-Net encoder is transferred to the
decoder branch by adding 4 convolutional layers as well as
more features channels to get an exactly symmetrical con-
struction while keeping skip connections (Fig.2c). Contrary
to encoder weights which are initialized using pre-training
performed on ImageNet, decoder weights are set randomly.
As for U-Net, a final 1×1 convolutional layer followed by a
sigmoid activation function achieves pixel-wise segmentation
masks whose resolution are the same as input images. In what
follows, extended networks without and with encoder pre-
training are referred to v19UNet and v19pUNet whereas
standard U-Net is simply denoted UNet.

2.3. Cascaded convolutional encoder-decoders

Managing long-range spatial context is key to improve organ
delineations. However, increasing ad-infinitum the network
depth to exploit larger receptive fields is not suitable due
to memory and computational issues. Alternatively, in the
same spirit of [12], we propose to process abdominal im-
ages using a cascade of deep CEDs to exploit multi-level
contextual information. In practice, our strategy (referred to
v19pUNet1-1, Fig.3) consists in combining two v19pUNet
networks with auto-context [13], i.e. using posterior prob-
abilities resulting from the first v19pUNet as features for
the second one [14]. The sigmoid activation of the first
v19pUNet used in the last 1×1 convolution layer (Fig.2c)
is replaced by a linear function to generate continuous output
maps. These maps are normalized, concatenated to source
images and given as inputs of the second v19pUNet which
is trained to provide final segmentation masks. Instead of
training both models separately [14], our pipeline is trained
end-to-end to exploit simultaneous multi-level segmentation
refinements. Making the first v19pUNet generating contin-
uous instead of binary outputs allows to propagate pixel-wise
confidence information to the second v19pUNet and post-

stack v19pUNet
– linear activation

stack v19pUNet
- sigmoid activation
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Fig. 3: Cascaded convolutional encoder-decoders with auto-
context to exploit multi-level contextual information.

pones the final segmentation decision to the pipeline ending
part (Fig.3). Contrary to [12], both networks process source
images at full-resolution. As in Sect.2.2, input images are
extended from one single greyscale channel to 3 channels as
inputs of the first v19pUNet. To feed the second network,
input images are extended to 2 channels and concatenated to
the output of the first v19pUNet. Moreover, we propose to
keep the largest connected segmented area as post-processing.

2.4. Conditional generative adversarial networks

Recent works including [15] have demonstrated the feasibility
of applying image-to-image translation approaches [16] based
on conditional Generative Adversarial Networks (cGAN) for
medical image segmentation purposes. cGAN architectures
(Fig.4) are made of a generator which provides segmentation
masks through encoding and decoding layers and a discrimi-
nator which assesses if a given segmentation mask is synthetic
or real. Thus, the adversarial network learns to discriminate
real from synthetic delineations to enforce the generative part
to create segmentation masks as realistic as possible.

In this context, we propose to use the proposed cascaded
v19pUNet1-1 model (Sect.2.3) as generatorG to improve the
automatic abdominal segmentation task with respect to tradi-
tionally employed U-Net [15]. The discriminator D (Fig.5)
consists of five 4×4 convolutional layers followed by leaky
ReLU activation functions and batch normalization. The dis-
criminator inputs are the concatenation of both sources im-
ages and groundtruth or predicted binary masks to be eval-
uated. The outputs is an array where each value is defined
between 0 (fake) and 1 (plausible or real) and corresponds
to the degree of segmentation likelihood for a given source
image and binary mask crop. Let x and y be the source
images and groundtruth segmentation masks, λ an empirical
weighting factor, G(x) and D(x,G(x)) the outputs of G and
D, lDice the Dice loss estimated by comparing predicted and
groundtruth masks. The loss function for G is defined as:

lG(G,D) = E
x,y

[−log(D(x,G(x)))] + λ E
x,y

[lDice(y,G(x))]

(1)
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Fig. 4: Conditional generative adversarial networks combin-
ing Dice and BCE losses for abdominal image segmentation.
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Fig. 5: Discriminative part of conditional generative adver-
sarial networks.

Minimizing lDice tends to provide a rough prediction of the
organ shape whereas maximizing log(D(c,G(x)) aims at
improving contour delineations. In addition, the loss function
for D is computed such that:

lD(G,D) = E
x,y

[−log(D(c,G(x)))]

+ E
x,y

[−log(1−D(x,G(x)))] (2)

The optimizer fits D by computing the Binary Cross Entropy
(BCE) using both estimated and grountruth masks. It maxi-
mizes loss values for groundtruth masks (log(D(x,G(x))))
and minimizes loss values for generated masks (−log(1 −
D(x,G(x)))). The optimization of G and D is performed
sequentially, one optimization step for both networks at each
batch. The proposed extended cGAN approach using a cas-
caded v19pUNet1-1 generator is referred to cGv19pUNet1-1.

3. PRELIMINARY RESULTS

Preliminary results are provided using a single training batch
made of 10 examinations, provided for the CHAOS challenge.
For MR (resp. CT) examinations, images {1, 3, 8, 10, 15, 20}

UNet v19pUNet v19pUNet1-1 cGv19pUNet1-1

Fig. 6: Abdominal multi-organ MR T1-DUALin/out seg-
mentation using U-Net, v19pUNet, v19pUNet1-1 and
cGv19pUNet1-1. Liver, spleen, right and left kidneys are in
yellow, cyan, blue and red, groundtruth delineations in green.

(resp. {1, 5, 8, 14, 16, 19}) are used for training whereas im-
ages {2, 5, 13, 19} (resp. {2, 6, 10, 18}) are used as test data.
Evaluated models independently process 2D axial slices and
produce 2D segmentation masks which are then stacked to-
gether to recover 3D volumes. Image size for axial slices are
256× 256 or 288× 288 pixels for MR images, 512× 512 for
CT examinations. The number of axial slices varies from 26
to 50 (resp. 81 to 107) for MR (resp. CT) images.

To assess standard CED (U-Net, Sect.2.1), deeper CED
with or without encoder pre-training (v19UNet, v19pUNet,
Sect.2.2), cascaded CED (UNet1-1, v19pUNet1-1, Sect.2.3)
as well as cGAN (cGv19pUNet1-1, Sect.2.4) with cascaded
CED as generator, the accuracy of abdominal organ seg-
mentation is quantified based on 3D Dice ( 2TP

2TP+FP+FN ),
sensitivity ( TP

TP+FN ), specificity ( TN
TN+FP ) and Jaccard

( TP
TP+FP+FN ) similarity scores where TP, FP, TN and FN

are the number of true or false positive and negative pixels.
We also exploit an absolute volume estimation error (AVE)
which compares groundtruth and estimated organ volumes in
mm2. In our experiments, a given model is dedicated to both
one single modality (T2SPIR, T1DUAL or CT) and single
organ (spleen, liver, right or left kidney). Each model thus
performs binary segmentation instead of multi-class segmen-
tation and a complete abdominal multi-organ segmentation
can be reached using 4 different models (1 for each organ). In
addition, T1DUALin and T1DUALout images are stacked
together as model inputs. When 3 channels are required, the
third channel consists of the T1DUALin image duplication.

Deep CEDs are trained using data augmentation since the
amount of available data is limited. To teach the network
the desired invariance and robustness properties [4], training
axial slices undergo random scaling, rotation, shearing and
shifting. 100 augmented images are produced for one single



organ model T1-DUALin/out T2-SPIR
dice sens spec jacc AVE dice sens spec jacc AVE

sp
le

en

UNet 86.58 82.39 99.96 76.37 19.5 83.44 74.68 99.98 72.01 55.5
v19UNet 88.06 85.80 99.96 78.67 13.0 82.58 77.79 99.95 70.52 47.8
v19pUNet 90.58 90.99 99.96 82.80 9.69 88.78 87.57 99.94 79.99 23.7
UNet1-1 89.07 85.74 99.97 80.35 14.8 85.89 82.40 99.96 75.69 38.8
v19pUNet1-1 90.93 90.06 99.96 83.39 9.90 92.07 87.12 99.99 85.34 25.5
cGv19pUNet1-1 90.97 90.38 99.96 83.43 7.39 92.35 87.58 99.99 85.84 24.4

liv
er

UNet 83.76 87.08 99.20 72.46 380.3 85.53 86.72 99.34 75.07 138.1
v19UNet 85.76 83.19 99.68 76.51 285.1 87.51 88.14 99.48 78.19 109.1
v19pUNet 91.72 91.23 99.68 84.78 139.2 91.48 90.45 99.71 84.35 98.9
UNet1-1 88.18 84.27 99.79 79.75 208.3 86.48 87.49 99.43 76.60 105.0
v19pUNet1-1 90.89 88.95 99.75 83.65 149.8 92.57 90.94 99.79 86.19
cGv19pUNet1-1 92.58 91.05 99.78 86.27 96.1 91.79 91.84 99.66 84.88 122.8

ri
gh

tk
id

ne
y UNet 88.38 83.98 99.98 79.50 18.6 92.29 89.94 99.98 85.62 9.89

v19UNet 91.03 87.83 99.98 83.64 11.5 92.04 91.65 99.97 85.40 8.42
v19pUNet 92.14 88.74 99.99 85.53 12.1 93.74 90.69 99.99 88.23 12.2
UNet1-1 91.34 90.13 99.97 84.08 8.95 93.01 89.97 99.99 86.96 12.2
v19pUNet1-1 92.29 88.94 99.99 85.76 11.8 93.63 90.20 99.99 88.03 13.6
cGv19pUNet1-1 90.80 87.95 99.98 83.29 11.9 94.32 93.08 99.98 89.26 5.26

le
ft

ki
dn

ey

UNet 90.45 90.72 99.96 82.70 18.1 81.33 85.61 99.89 69.11 40.5
v19UNet 91.80 91.42 99.97 84.88 18.3 83.84 87.96 99.89 73.13 52.8
v19pUNet 92.59 90.16 99.98 86.27 16.8 86.81 88.49 99.93 76.96 20.1
UNet1-1 89.62 92.33 99.94 81.42 20.9 85.13 85.88 99.92 74.68 37.4
v19pUNet1-1 92.76 91.70 99.98 86.54 16.8 88.42 88.45 99.94 79.75 29.0
cGv19pUNet1-1 92.41 91.05 99.98 85.95 16.9 91.24 86.46 99.99 83.92 21.2

Table 1: Quantitative assessment U-Net, v19UNet, v19pUNet, UNet1-1, v19pUNet1-1 and cGv19pUNet1-1 for abdominal
multi-organ MR (T1-DUALin/out and T2-SPIR) image segmentation. Best results are in bold.

UNet v19pUNet v19pUNet1-1 cGv19pUNet1-1

Fig. 7: Abdominal multi-organ MR T2-SPIR image seg-
mentation using U-Net, v19pUNet, v19pUNet1-1 and
cGv19pUNet1-1. Liver, spleen, right and left kidneys are in
yellow, cyan, blue and red, groundtruth delineations in green.

training slice. For MR (resp. CT) images, models are trained
with 20 (resp. 6) epochs, a batch size of 5 (resp. 3) images,
an Adam optimizer with 10−5 as learning rate for stochastic
optimization and a fuzzy Dice score as loss function. Models
were implemented using Keras and trained on a recent desk-
top PC with a single Nvidia GeForce GTX 1080 Ti GPU with
11Gb/s. Once training is performed, predictions for one sin-
gle slice take ≈10ms which is suitable for clinical practice.

Globally, for MR (Tab.1) as for CT (Tab.2) images, UNet
is outperformed by deeper (v19UNet, v19pUNet) and
cascaded (UNet1-1) architectures which indicates that better
predictive performance and model generalizability can be
reached using a more complex model. In one hand, com-
parisons between v19UNet and v19pUNet reveals that
pre-training the encoder using non-medical ImageNet data

makes the network converge towards a better solution. In
the other hand, extending UNet into a cascaded pipeline
(UNet1-1) using auto-context and end-to-end-training allows
to take advantage of multi-level context. By combining these
three contributions (deeper model, encoder pre-training and
cascaded architecture), v19pUNet1-1 discriminates more
efficiently individual organs from surrounding structures. Fi-
nally, using v19pUNet1-1 as encoder of a cGAN slightly
improves the ability of the model to provide realistic organ
delineations. All these global findings are verified with vary-
ing degrees depending on the organ concerned. Compared to
MR images (Tab.1), liver CT segmentation (Tab.2) offers a
better accuracy but fewer differences between methods.

Compared to U-Net and v19pUNet (on a lesser scale),
better contour adherence and shape consistency are reached
by v19pUNet1-1 and cGv19pUNet1-1 whose ability to mim-
mic expert annotations is notable (Fig.6 for T1DUAL, Fig.7
for T2SPIR and Fig.8 for CT). The diversity in terms of
textures is accurately captured despite high similar visual
properties with surrounding structures. Despite a satisfactory
overall quality, U-Net and v19pUNet are prone to under
or over-segmentation, sometimes combined with unrealistic
shapes. Compared to v19pUNet1-1, cGv19pUNet1-1 pro-
vides a slightly better behavior, especially for inner organ
areas. Among evaluated models, using a cascaded partially
pre-trained deep architecture embedded into a cGAN frame-
work is the most able to efficiently perform abdominal organ
segmentation from MR and CT healthy examinations.

4. CONCLUSION

This work tackles abdominal organ CT and MR segmentation
and describes our methodology employed for the Combined

101.5



UNet v19pUNet v19pUNet1-1 cGv19pUNet1-1

Fig. 8: Liver CT image segmentation using U-Net,
v19pUNet, v19pUNet1-1 and cGv19pUNet1-1. Estimated
and groundtruth liver delineations are in red and green.

model CT
dice sens spec jacc AVE

UNet 97.12 96.27 99.82 94.40 28.6
v19UNet 97.18 96.35 99.83 94.53 29.0
v19pUNet 97.62 97.02 99.85 95.36 21.5
UNet1-1 97.34 97.18 99.78 94.83 18.7
v19pUNet1-1 97.53 97.12 99.82 95.18 14.5
cGv19pUNet1-1 97.66 97.05 99.84 95.42 21.0

Table 2: Quantitative assessment U-Net, v19UNet,
v19pUNet, UNet1-1, v19pUNet1-1 and cGv19pUNet1-1

for liver CT image segmentation. Best results are in bold.

Healthy Abdominal Organ Segmentation (CHAOS) chal-
lenge. Standard pipelines are extended to cascades of partially
pre-trained deep convolutional encoder-decoders. The result-
ing model is used as generator in a conditional generative
adversarial network. Preliminary results highlight promis-
ing performance against standard encoder-decoder schemes
which suggests that further step forward can be achieved for
abdominal image interpretation and clinical decision making.
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Method 
The 3D network architecture modified from the U-Net in [1] was used in this method. 
Compared with U-Net, it uses a pre-activation residual block in each scale level in the encoder. 
Instead of max pooling, it uses convolutions with stride 2 to reduce the spatial size. Instead of 
batch normalization, it uses instance normalization [2] since instance normalization is invariant 
to linear changes of intensity of each individual image. Finally, it sums up (applies nearest-
neighbor upsampling if necessary) the outputs of all levels in the decoder as the final output to 
encourage convergence. Two networks of this architecture with different numbers of channels 
and levels were used. The first network, NET1, was used to locate an organ such as the liver. 
The whole 3D volumes of the registered multi-contrast images were concatenated together as 
the input to NET1. It outputs a mask of the organ to crop out the region of interest to reduce 
the spatial size of the input to the second network, NET2. The output of NET2 was used as the 
final segmentation of this organ. NET1 has 5 levels and the first level outputs 4 channels. NET2 
has 6 levels and the first level outputs 32 channels. Adam was used as the optimizer with initial 
learning rate. The parameters are shown below: 
 

 
 
Dice coefficient was used as the loss function. Batch size was 1. Random rotation, scaling, and 
elastic deformation were used for data augmentation during training. 
 
Preprocessing 
The images were resampled to 1.2 x 1.2 x 4.8 mm resolution and zero padded or cropped to 
384 x 384 x 64. The T2w image was rigidly registered to the T1w image. 
 
Postprocessing 
Network ouputs were binarized by thresholding by 0.5 and the largest connected component 
was used as the segmentation. This segmentation was resampled back to the original image 
space. 
 
Data augmentation 
Random rotation, scaling, and elastic deformation. 
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Synthesis." 2017 IEEE Conference on Computer Vision and Pattern Recognition (CVPR). 
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1. INTRODUCTION

Segmentation of abdominal organs helps in better visualiza-
tion and detection of abnormalities. Manual segmentation is
not always possible, as they are very time consuming. Au-
tomated segmentation would help radiologists in their daily
work, making their job easier. For creating an automated seg-
mentation model, we can first train our algorithm on the avail-
able manually segmented images and then that later can be
used to segment automatically when a manual segmentation is
not available. Deep learning approaches for segmentation [1]
have been approved by FDA [2] for clinical usage.

2. GENERAL METHODOLOGY

2.1. Pre-processing

For all of the tasks, instead of training on the full sized im-
ages, we have decreased the image size to 128x128 pixels.
This helps in decreasing the computation load. While eval-
uating the result, we directly supply full-sized images. CT
Images were subsampaled by taking every 4th pixel. For the
MR Images, first 256x256 pixels were cut out from the center
and then was subsampled by taking every 2nd pixel.

2.2. Main methodology

After experimenting with many different network architec-
tures, we have selected Attention-UNet for our approach. We
use a modified version of the network proposed in [3]. In our
modified version, instead of using rectified linear unit (ReLU)
as the activation function, we have used Parameteric ReLU
(PReLU), which are similar to Leaky ReLU, but contains a
coefficient of leakage as a parameter that is also gets learned
during training.

2.3. Post-processing

Only post-processing that have been performed is a threshold-
ing. All the values in the output mask which contains value
less than 0.5 are been treated as 0 and rest as 1.

3. TASK 2: LIVER SEGMENTATION (CT ONLY)

While training, the input image size was decreased to [FIXME]
to help in computation. While validation, the images were
supplied keeping their original size intact. Separate network
was trained for this task only.

4. TASK 5: SEGMENTATION OF ABDOMINAL
ORGANS (MRI ONLY)

Same as Task 2, the image sizes were decreased to [FIXME]
and original size kept during validation. In preliminary exper-
iments, only the In-Phase images were used. But later both
T1-weighted In-phase and Out-phase images as well as T2
weighted images will be used. For each of the organ, seperate
channels were used. The ground truth masks were converted
into four different binary masks, each of the contains the seg-
mentation of each organ. In this manner the multi-organ seg-
mentation task were treated as multi-channel binary segmen-
tation tasks, helping us to perform the thesholding operation.
At the end, those four different binary masks were combined
to obtain the final output.

5. TASK 3: LIVER SEGMENTATION (MR ONLY)

Separate network wasn’t trained for this task as liver was one
of the organs segmented in Task 5 and only the channel per-
forming the liver segmentation was used for this task.

6. FUTURE APPROACH

We plan to combine all the different trainings and try to make
our network robust to be able to perform taks in more gener-
alized manner.

7. CONCLUSION

The preliminary tests shown promising results. Further tests
would be performed before the actual challenge takes place.
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1. INTRODUCTION

Fully Connected Encoder-Decoder architectures, like the
U-Net [1], achieve State-of-the-art results at semantic seg-
mentation tasks in medical imaging. In this paper a method
building on those approaches is presented. The method
was developed for the Combined Healthy Abdominal Organ
Segmentation (CHAOS) Challenge held in conjunction with
the IEEE International Symposium on Biomedical Imaging
(ISBI) 2019. During development of the method the pri-
mary focus was liver segmentation in MRI volumes only.
Nevertheless, the presented architecture is flexible and can
be extended to as many modalities as present in the training
data. At the CHAOS challenge we will participate in the liver
segmentation on MRI task.

In this paper first the method is described, then results of
a five-fold cross validation are shown and discussed.

2. METHOD

We use a 2D encoder-decoder architecture in the proposed
approach. Data augmentation is used to enrich the training
data. We use Modality Dropout [2], as a regularization tech-
nique on modality level. We learn one network jointly for all
modalities provided for the challenge (T1 DUAL, T2 SPIR).

2.1. Encoder-Decoder Architecture

Fig. 1. Network as used in the liver segmentation task.

The network we are using is similar to the network pro-
posed for IVD-Segmentation in [3], except that we do not use

dense connections between the encoder path since doing so
did not improve the performance in preliminary experiments.
A major difference to the work in [3] is our training strategy
(see Section 3), as we do not require images of all modalities
to be fed to the network at all time.

Our network is depicted in 1 and consists of an encoder
path with N input channels, where N is the number of dif-
ferent modalities in the training set. Residual convolutional
blocks as proposed in [4] and depicted in 2 are used. The de-
coder consists of a single path, the skip connections from all
the encoder paths are connected to the block of the decoder
path at the corresponding depth of the network and summed
up.

Fig. 2. ResConv Block as used in the network proposed.

2.2. Data augmentation

Data augmentation is used to enrich the training data of the
challenge. We used affine transformations, elastic transfor-
mations in 2D, shifting the histogram, flipping and adding
Gaussian noise to the image.

An example for these augmentations is shown in Figure 3

2.3. Modality Dropout

To avoid that the network fixate on one of the provided modal-
ities, while ignoring the others we used Modality Dropout. If
multiple modalities are provided during training modalities



(a) No augmentation (b) Affine Transformation

(c) Gaussian Noise (c) Elastic Transform

Fig. 3. Examples for data augmentation on one slice. (a)
shows the slice with no augmentation as a reference. The
annotation of the liver is overlayed in red.

are dropped with a certain probability. In our experiments we
set this probability to drop either in or out phase to 0.3 when
a T1 DUAL Scan is provided.

3. TRAINING

During training we feed slices of MRI images to the network.
Those slices are drawn from the T1 DUAL phase volumes or
the T2 SPIR volumes. When a T1 DUAL phase image is fed
to the network the in phase and out phase image is processed
in separate encoder paths of the network, while the T2 SPIR
path is fed with an black image. Accordingly, when a T2 SPIR
slice is fed to the dedicated encoder path, the in phase and out
phase path are fed with black images. This strategy is similar
to modality dropout. The network learns a joint decoder path
without fixating on a specific input path.

The method is implemented in Pytorch 1.0.0 [5] and
trained on one Nvidia GeForce GTX 1080. All networks are
trained with Adam optimizer [6] with a learning rate of 0.001
for 75 epochs.

4. RESULTS

Table 1 shows the dice score results for a five-fold cross val-
idation. For the cross validation the model is trained on 16

Model Dice DUAL SPIR
U-Net (Single Modality) 0.88 0.91 0.86
Multi Inpath Model 0.90 0.91 0.89

Multi Inpath Model
with Modality Dropout 0.90 0.90 0.90

Table 1. Results for all networks trained. Dice is the dice
score over all modalities. DUAL and SPIR are the dice scores
on only T1 DUAL images and T2 SPIR images respectively

volumes, while the remaining 4 volumes are used for evalua-
tion.

The proposed method outperforms U-Net architectures
trained on a single modality, this shows that jointly training
on multiple modalities is beneficial with a limited number
of annotations per modality. Specially the dice score for on
T2 SPIR images is higher than on a single modality model.
The use of modality dropout does not significantly change
the results. This might be due to the training procedure used.
During training channels are fed with black images when a
sample of a different modality is given to the network, with
this strategy the network cannot rely on a single modality.
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ABSTRACT

This paper summarizes our contribution to the CHAOS chal-
lenge. This competition addresses the problem of generaliza-
tion of segmentation models on multiple domains. With the
intention to develop a system that would work on both CT and
MRI we study approaches of automatic liver segmentation.
The solution we came up with is based on deep learning and
explores two concepts: attention mechanism and pixel shuf-
fle as an upsampling operator. In this study, we describe our
approach in details and evaluate it with test data provided by
challenge organizers.

Index Terms— Segmentation, CT, MRI, Medical Image
Processing, Pixel Shuffle

1. OUR METHOD

1.1. Data

The dataset is split into two parts by organizers: training
and testing. Training part has 20 CT and 20 MRI images.
Ground truth labels are provided for every image in the train-
ing dataset and contain manual segmentation of liver. The
testing dataset has 20 images for each modality.

1.2. Preprocessing

Since both testing and training data has a different spatial res-
olution, as the first step in preprocessing pipeline we resample
every image to the 1.4x1.4x2 mm3 resolution. As the next
step, we normalize all images with estimated standard devia-
tion and mean.

1.3. Method

We employed fully convolutional neural network architec-
ture based on UNet, with skip connections between contract-
ing and expanding paths and exponentially growing number
of channels across consecutive spatial resolution levels. We
choose starting number of feature channels in the network to
be equal to 16.
Our architecture consists of encoding part which is a resid-
ual network [1] with the depth of 3 with 3, 4 and 6 full pre-
activation residual blocks at each level respectively. In our

experiment, we noticed that deeper networks does not im-
prove results but increase computational workload and can be
a potential source of the overfitting due to a large number of
parameters. Instead of Batch Normalization [2] we are using
Group Normalization [3] with the number of groups equals to
4. As an activation function, we use Leaky ReLU with slope
equals to 0.2.
In the expanding part of the network, we employ two consec-
utive convolutions followed by activation at each scale. As
an upsampling operator, we have adopted the pixel shuffle [4]
technique to handle three-dimensional input. The example is
illustrated in figure 1 where eight three dimensional feature
maps produce a single three-dimensional output feature map
with higher spatial resolution.
In addition to this, we employ the attention mechanism de-
scribed in paper [5].

Fig. 1. Extension of pixel shuffle for three dimensions.

1.4. Training

We uniformly sample image from CT, T1IN, T1OUT and
T2. After choosing the image, we crop region with size
192x192x64 from the input and randomly mirror it along the
first two axes. Then we randomly transpose the image and
apply intensity shift augmentation.
The loss function we are using is Dice loss function that can
be written as following:

LDice(gt, pred) = 2 ∗
∑
gt ∗ pred+ ε∑

(gt2 + pred2) + ε

where gt is ground truth one-hot encoded labels, and pred
are output logits. For optimization, we are using Adam with



initial learning rate set to 1e − 3 and decaying with a rate
of 0.1 at 7th and 9th epoch. To evaluate the performance we
are using cross-validation scheme with four splits. To train
our network we are using three NVIDIA GTX 1080TIs with
PyTorch framework [6]. The network is trained with batch
size 6 for 10 epochs. Each epoch has 3200 iterations in it.
The whole training takes approximately one day.

2. EVALUATION

For evaluation, we are using the cross-validation scheme with
the number of splits equals to 4. Since no validation dataset
was provided and the number of training samples was limited,
we decided that it was the best option for tracking the perfor-
mance of our experiments. We achieved 0.87 Dice score on
training dataset using cross-validation.
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ABSTRACT

We apply a previously developed 3D Encoder-Decoder based
deep learning architecture for semantic segmentation, that in-
corporates anatomical priors by imitating the encoder com-
ponent of an autoencoder in latent space. The autoencoder
is enhanced by means of hierarchical features, extracted by
an U-Net module. Our suggested architecture is trained in an
end-to-end manner.

Index Terms— anatomical priors, autoencoder, u-net, se-
mantic segmentation, deep learning

1. INTRODUCTION

The segmentation of abdominal organs is a crucial task for
several clinical procedures and aids in image based diagnos-
tics. Thus, research for automated segmentation approaches
that are particularly able to overcome the challenge of high
flexibility, that abdominal organs pose, is of practical impor-
tance. The Combined Healthy Abdominal Organ Segmenta-
tion (CHAOS) challenge aims at encouraging research in this
area and proposes five challenge sub-tasks:

1. Liver Segmentation (CT-MRI)

2. Liver Segmentation (CT only)

3. Liver Segmentation (MRI only)

4. Segmentation of abdominal organs (CT+MRI)

5. Segmentation of abdominal organs (MRI only)

The overall aim is to develop a cross-modality segmentation
system, that can segment both CT and MRI images. We par-
ticipated in all five tasks and applied a deep learning architec-
ture, that we developed in previous work.

2. METHODS

We make use of a 3D extension of our Imitating Encoder
and Enhanced Decoder Network (IE2D-Net) architecture [1],
namely the Imitating and Regularizing Encoders and En-
hanced Decoder Network (IRE3D-Net) [2] to solve all five

sub-tasks. Our design is motivated by Girdhar et al.’s [3] and
Oktay et al.’s work [4]. The model comprises of two con-
volutional encoders fencp , fenci , one decoder gdec and one
U-Net component hunet as depicted in Fig. 1. Combining
fencp and gdec yields a convolutional autoencoder (CAE), and
joining fenci and gdec constitutes a segmentation network. A
common U-Net module hunet enhances the decoder gdec by
skip connections to increase its localization capabilities. Fi-
nally, fencp is reused as a regularization module to ensure
shape preservation during training. The idea is to leverage
the decoder component gdec of the CAE, which is capable
to reconstruct the ground truth from a compressed feature
vector in latent space, for the segmentation task. Thus, the
encoder component fencp is able to compress information
about the anatomy in latent space, given the ground truth.
Since during inference, the ground truth is not available, the
second encoder fenci tries to imitate fencp in latent space.
This is enforced by means of an imitation loss term.

2.1. Training Details

For pre-processing we only scaled the intensity values into the
range [−1, 1]. We additionally augmented the training data by
means of translation and rotation along random axes.
Our architecture uses various loss functions that are optimized
separately, except for the shape consistency loss. The shape
consistency loss is used as a regularization term with weigh-
ing factor λ for the U-Net output loss and the IRE3D-Net out-
put loss. The remaining loss functions are optimized sepa-
rately and and only adapt specific weights. The U-Net output
loss is restricted to weight adaptation of the U-Net module
only, whereas the IRE3D-Net output loss is limited to opti-
mizing weights in fenci and gdec. The CAE output loss is
used for optimizing fencp and gdec, while the imitation loss
only effects fenci to avoid compromising the compressing ca-
pabilities of fencp .
For tasks 1-3 we trained a model that receives both MRI and
CT volumes as input returns only the liver segmentation. For
tasks 4 and 5 we did the same, except that the model is con-
figured to return a segmentation for all 4 organs.

1Figure may need to be adapted for publication, if paper gets accepted
because of possible copyright issues



Fig. 1. The network architecture consists of four modules: the U-Net module (brown), the imitating encoder (purple), the
prior encoder (yellow), and the joint decoder (blue). The prior encoder is additionally used for shape consistency of the output
segmentation and the ground truth. For inference the prior encoder is omitted. Taken from [2]1.

2.2. Implementation Details

To fit our model into memory, we had to resize the volumes
to an input size of 128 × 128 × 96, which is currently a
major drawback. Starting with 32 kernels for each convo-
lutional layer in the first resolution level, we doubled the
number of kernels for each resolution level on the contract-
ing/encoding side and halved the number of kernels on the
expansive/decoding side. We used a kernel size of 3 × 3 × 3
for every convolutional layer and 2× 2× 2 max-pooling. For
both the imitation and the shape consisteny losses we used the
Manhatten distance and for the remaining loss functions we
used the Dice Loss. The shape consistency loss is added to
the U-Net and the IRE3D-Net output losses with a weighing
factor of λ = 0.001, as suggested by Oktay et al. [4]. For
all four separate optimizations we used the Adam optimizer
with an initial learning rate of 0.001. We implemented our
architecture in Tensorflow and ran our experiments on a GTX
1080 TI GPU.
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ABSTRACT

Multi-modal image segmentation using deep neural networks
generally fuse information from different modalities by ei-
ther concatenating the images or fusing at the input. These
methods are not effective when all modalities are not present
together at the input. This necessitates building of a frame-
work which can perform segmentation on an image from any
modality. In the proposed approach, we use a multi-task ad-
versarial learning strategy to train a segmentation network
which encodes multi-modal information.

1. TEAM DETAILS

Team Name : IITKGP-KLIV
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2. METHODOLOGY

2.1. Data preprocessing

All images in the dataset were resized to 256 × 256 and nor-
malized by applying whitening transformation. We added an
additional class to represent the body in the images, resulting
in six classes. This was done by thresholding each modality
using a threshold specific to it.

2.2. Architecture

We used SUMNet [1] with batch normalization as the base
segmentation network as shown in Fig. 1. To facilitate multi-
modality segmentation using a single framework, we used
two auxillary classifiers and a discriminator network for
adversarial learning. Classifier C1 is used to predict the
modality of the input image which is used during inference
for choosing the appropriate channels from the output of the
segmentation network. This classifier takes input from the
encoder of SUMNet such that modality specific features are
learnt by the encoder. Classifier C2 is trained to predict the
classes annotated for a given input image. The input image
is concatenated with the segmented maps and given as an

Fig. 1. Overview of proposed method

input to C2. D is a relativistic discriminator which takes
concatenated segmentation maps and ground truth as input.
Additionally, these tensor pairs are shuffled to add variability.
Training: The segmentation network and classifier C2 were
trained using cross entropy loss while the discriminator D and
the auxillary classifier C1 were trained with binary cross en-
tropy loss. In addition to cross entropy loss, soft dice loss
and weighted boundary loss were used. Adam optimizer was
used for all four networks. During training, each mini-batch
of data given as input to the network had a combination of all
four modalities, viz., CT, MRI T1 DUAL In Phase, MRI T1
DUAL Out Phase and MRI T2 SPIR, chosen randomly.

3. CHALLENGE PARTICIPATION

We intend to participate in all sub-challenges using the same
methodology with minor modifications depending on the
number of modalities in the input and the number of classes
to be segmented.
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nnU-net

We ran Task 3 and Task 5 of the CHAOS challenge with an internal variant of nnU-Net [1]. These tasks need 
to process T1 in and out phase images as well as T2 images. While the T1 images are registered and can be 
used a separate color channel inputs, we did not choose to do so because this would have required 
substantial modification to nnU-Net (2 input modalities for T1, 1 input modality for T2). Instead, we treat T1 in 
and T1 out as separate training examples, resulting in a total of 60 training examples for the aforementioned 
tasks. We do not use external data. 

Task 3 is a subset of Task 5, so training was only one once and the predictions for Task 3 were generated by 
isolating the Liver label. 

The submitted predictions are a result of an ensemble of three 3D U-Nets ('3d_fullres' configuration of nnU-
Net). The five models originate from a cross-validation on the training cases. Furthermore, since only one 
prediction is accepted for both T1 image types, we ensemble the predictions of T1 in and T1 out. 

[1] Isensee, Fabian, et al. "nnU-Net: Breaking the Spell on Successful Medical 
Image Segmentation." arXiv preprint arXiv:1904.08128 (2019).



The proposed method [1] is a variant of U-Net model [2]. It learns a set of deep convolutional 

parameters by propagating the error estimated from predictions and ground-truth labels. This model 

consists of encoder and decoder modules where the encoder module extracts high-level semantic 

features from data and the decoder module fuses these features to calculate segmentation results. The 

learning step is enhanced by adding skip-connections that effectively propagate the error to the initial 

layers. However, such architecture tends to produce poor results at the edges of the object boundaries. 

To solve this problem, adversarial loss is exploited [3]. In particular, this scheme learns an auxiliary 

network that aims to distinguish the ground-truth labels and the predictions by penalizing the results at 

the borders. In addition, the proposed method is particularly specialized in solving the problems 

associated with the cross-modality data. Specifically, the method opts to achieve the best performance 

even when data from different modalities are fed to the model as input. For this purpose, the order of 

batch normalization and convolution kernels is replaced to account for the covariance shift in the model 

[4] unlike other solutions in the literature. Precisely, the covariance shift is critical for cross-modality

data to maintain distinct domain features. As explained [1], even if some weakness may be caused by

the covariance shift in the solution, this is ultimately mitigated with the adversarial loss for more

confident predictions.
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