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a b s t r a c t

Data associated with spatially contiguous small areas may be modeled via regression
on covariates, with error terms that are either independent or are spatially dependent
according to which areas are neighbors of each other. But the data may have extra
components of variability due to measurement error, which a careful statistical analysis
should filter out. The combination of these possibilities leads to fourmodels, three ofwhich
are special cases of the fourth: the spatial hierarchical model. A number of new results
are developed for the analysis of small-area data: estimation of the measurement-error
variance; diagnostics to determine which model fits and predicts better; and a sensitivity
analysis to compare an empirical-Bayesian analysis to a Bayesian analysis. A small-area
dataset of doctors’ prescription amounts per consultation is fitted to all four types ofmodels
and used to illustrate the spatial methodology.

© 2008 Elsevier B.V. All rights reserved.

1. Introduction

Aggregation of spatial data into small areas is a common occurrence, either for administrative or confidentiality reasons.
(One should interpret the term, ‘‘small areas’’, as any collection of regions whose whole makes up a larger region of interest;
e.g., Rao (2003).). Political boundaries are not always ideal delimiters but data are often collected thisway; for the datasetwe
use to illustrate our methodology, the small areas are cantons in the south-west of France that make up the Midi-Pyrénées
Region.
This article considers models for small-area data that have a deterministic mean term given by a linear regression

on covariates. The error term is then treated as either independent or as spatially dependent with dependence modeled
according to which areas are neighbors of each other. But the data may have an extra component of variability due to
measurement error, which a careful statistical analysis should filter out. The combination of these possibilities leads to four
models, three of which are special cases of the fourth: the spatial hierarchical model. The independence hierarchical model
results when the spatial-dependence parameter is set equal to zero; the spatial non-hierarchical model results when the
measurement-error variance is set equal to zero; and the independence non-hierarchical model results when both of these
parameters are set equal to zero.
In this paper, we take an empirical-Bayesian approach to the modeling. This avoids the necessity for inference based on

MCMC algorithms, where computational time and convergence of the posterior distribution can be concerns. However, the
empirical-Bayesian (EB) approach has concerns too; most notably, estimators are substituted into predictive distributions
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without accounting for the variability in those estimators. One of the contributions of this paper is to show how a sensitivity
analysis of EB predictions can be carried out.
Another contribution of this paper is to show how the measurement-error variance associated with the hierarchical

model for small areas, can be estimated using a geostatistical (continuous spatial index) method. Importantly, the small-
area data should first be transformed to have equal variability.
The thirdmain contribution of the paper is to showhowcross-validation (CV) procedures, commonly used in geostatistics

(e.g., Bradley and Haslett (1992), Christensen et al. (1992), Kitanidis (1991) and Cressie (1993), Sect. 2.6.4) can be adapted
to the analysis of small-area data. We derive new results for several different CV statistics and apply them to the dataset
referred to earlier.
Section 2 defines the spatial hierarchical model based on the CAR process and shows how three other types of models

considered are special cases. Section 3 introduces the small-area dataset of doctors’ prescription amounts per consultation
in theMidi-Pyrénées Region of south-west France; exploratory data analysis leads to a transformed (logged and reweighted)
dataset that can be fitted directly to the fourmodels. Inference (empirical Bayes), including a comparison of the fourmodels,
is presented in Section 4, and in Section 5 this is applied to the data. The smoothedmap of doctors’ prescription amounts per
consultation shows grouping that resembles some Departments in the Region. Section 6 gives a sensitivity study to show
that our EB inferences in Section 5 are accurate and precise. Finally, Section 7 gives conclusions.

2. Spatial models

In this section, we specify the four different types of statistical models under consideration. The most general type is the
spatial hierarchical (SH) model, where the spatial dependence is modeled via a conditional autoregressive (CAR) process.
Special cases of this model yield the other three types: an independence hierarchical (IH) model; a spatial non-hierarchical
(SN) model; and an independence non-hierarchical (IN) model.

2.1. CAR process

Let the region of interest D be made up of n disjoint small areas {Ai : i = 1, . . . , n}. Suppose that a variable P is
measured at locations {sij : j = 1, . . . ,Ni} in Ai; i = 1, . . . , n. We are interested in the average of these measurements,
{Pij : j = 1, . . . ,Ni}, in each small area. Define

Wi ≡ g


Ni∑
j=1
Pij

Ni∑
j=1
1

 ; i = 1, . . . , n, (1)

where g(·) is a known function. Let si denote the centroid of the small area Ai; i = 1, . . . , n.
Based on the central limit theorem and for a suitable choice of g(·), the elements of {Wi : i = 1, . . . , n} can be considered

to be approximately Gaussian. Henceforth, we assume thatW ≡ (W1, . . . ,Wn)′ can be modeled as a multivariate Gaussian
random vector with mean µ ≡ (µ1, . . . , µn)

′ and variance–covariance matrix Γ :

W ∼ Gau(µ,Γ ). (2)

The meanµ is further modeled as a linear function of covariates, throughµ = Xβ, where X is an n×pmatrix defined by
p known covariates (p < n), and β is a p-dimensional vector of unknown regression parameters. The spatial context of the
aggregated data suggests that the joint Gaussian distribution can be further specified by a conditional autoregressive (CAR)
process (e.g., Banerjee et al. (2004), Sect. 3.3), in which the variance–covariance matrix Γ takes the following form:

Γ = τ 2(I − γH)−1Φ, (3)

where γ is a spatial-dependence parameter; H ≡ (hij) is a known n × n matrix with zero diagonal elements; Φ ≡
diag(φ1, . . . , φn) is a known n× n diagonal matrix with positive diagonal elements;Φ−1/2HΦ1/2 is symmetric; and τ 2 > 0
is a scale parameter. A CAR process onW implies the following conditional distributions,

Wi|W−i ∼ Gau

(
µi +

n∑
j=1

γ hij(Wj − µj), τ 2φi

)
, (4)

whereW−i ≡ (W1, . . . ,Wi−1,Wi+1, . . . ,Wn)′; i = 1, . . . , n, and the parameters (τ 2, γ ) satisfy the conditions that τ 2 > 0
and Φ−1(I − γH) is symmetric and positive-definite; see Besag (1974). Moreover, in order for γ to be interpretable as a
unitless correlation parameter, we define H = (hij) as in Cressie et al. (2006):
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hij =
{
(φj/φi)

1/2
; j ∈ N(i)

0; otherwise, (5)

where the neighborhoods {N(i) : i = 1, . . . , n} are defined according to N(i) ≡ {j : 0 < d(si, sj) ≤ d0}; i = 1, . . . , n, d(·, ·)
is a distance function between two small areas defined in terms of their centroids, and d0 is a maximum distance beyond
which two small areas are no longer considered to be neighbors.
In summary, the CAR process used in this paper is,

W ∼ Gau(Xβ, τ 2(I − γH)−1Φ). (6)

Notice that when γ = 0,W ∼ Gau(Xβ, τ 2Φ), which results in independence of {Wi : i = 1, . . . , n}.

2.2. Hierarchical models

In the case that W is measured imperfectly, we define Yi ≡ Wi + εi, where {εi : i = 1, . . . , n} are assumed
to be independent Gaussian random variables with zero means and variances {ω2δi : i = 1, . . . , n}, such that ∆ ≡
diag(δ1, . . . , δn) is a known diagonal matrix with non-negative entries. Notice that we assume the measurement error {εi}
is additive on the scale determined by the transformation g(·).
In obvious vector notation, Y = W + ε, which can be written equivalently as a hierarchical statistical model. The

conditional distribution of Y givenW is given by

Y|W ∼ Gau(W, ω2∆), (7)

which is sometimes called the data model in the hierarchical-statistical-modeling framework. Then the process model is:

W ∼ Gau(Xβ,Γ ), (8)

whereβ is a p-dimensional vector of regressionparameters andΓ is givenby (3). In (7) and (8),we are implicitly conditioning
on the parameters θ ≡ (β′, τ 2, ω2, γ )′; recall that the parameter space for θ is P ≡ Rp × (0,∞) × [0,∞) × {γ ∈ R :
Φ−1(I − γH) is symmetric and positive-definite}.
Eqs. (7) and (8) imply that (Y′,W′)′ has a joint Gaussian distribution withmean ((Xβ)′, (Xβ)′)′, and variance–covariance

matrix,(
Σ Γ

Γ Γ

)
,

where

Σ ≡ Γ + ω2∆.

Because our interest is in making inference onW based on the data Y, we seek the posterior distribution ofW given Y.
Based on Bayes’ Theorem, the distribution ofW given Y (and given the parameters θ) is:

W|Y ∼ Gau(ΓΣ−1Y+ (I − ΓΣ−1)Xβ,Γ − ΓΣ−1Γ ). (9)

2.3. The four types of models

The most general model is the spatial hierarchical (SH) model defined by (7) and (8) in Section 2.2. The predictive
distribution ofW given Y is given by (9). The other three types of models are special cases of the SH model.
The independence hierarchical (IH)model is given by (7) and (8) with γ = 0. In this case, the predictive distribution (9)

is:

Wi|Y ∼ Gau([τ 2φi/(τ 2φi + ω2δi)]Yi + [ω2δi/(τ 2φi + ω2δi)]µi, τ 2ω2φiδi/(τ 2φi + ω2δi)),

independent of each other for i = 1, . . . , n.
The spatial non-hierarchical (SN)model is given by (7) and (8) with ω2 = 0. In this case, the predictive distribution (9) is

degenerate at Y.
The independence non-hierarchical (IN)model is given by (7) and (8) with ω2 = 0 and γ = 0. Once again, the predictive

distribution (9) is degenerate at Y.
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Fig. 1. Map of {Zi}, doctors’ prescription amounts per consultation, in the cantons of the Midi-Pyrénées Region, south-west France. Dots are located at the
centroids of the 268 cantons, and Toulouse is the canton with centroid denoted by a star. Units on the x-axis and y-axis are in kilometers. Cut-points of the
choropleth map are percentiles of {Zi}.

3. Doctors’ prescription data and exploratory data analysis

The dataset that we use for illustration has already been considered by Cressie et al. (2005, 2006). It comes from the
Union Régionale des Caisses d’Assurance Maladie (URCAM) of the Midi-Pyrénées Region in the south-west of France, during
the period January 1, 1999–December 31, 1999. This region is made up of eight Departments: Ariège, Aveyron, Gers, Haute-
Garonne, Hautes-Pyrénées, Lot, Tarn, and Tarn-et-Garonne. The public health insurance systemURCAMwould like to control
expenses, here the cost of patients’ prescriptions per general-practitioner consultation (either in the doctor’s office or in the
patient’s home). The original dataset does not record the precise locations of residences or doctors’ offices in the region, for
obvious confidentiality reasons. Instead, the data are organized by cantons in theMidi-Pyrénées; the location of the centroid
of each canton is given, and individual prescription amounts are aggregated to an average amount per doctor consultation
for each canton. After eliminating the cantons that have no data, we focus on the activity of all the general-practitioner
doctors in the remaining n = 268 cantons of the Midi-Pyrénées. Fig. 1 shows the region and the 268 cantons of interest:
Toulouse is the principal center of population. Superimposed on the region is a choropleth map of the doctors’ prescription
amounts per consultation, by canton.

3.1. Log transformation

Let Zi denote the average prescription amount (in French Francs) in the ith canton; then

Zi =
Ti
Ni
,

where Ti ≡
∑Ni
j=1 Pij is the total prescription amount and Ni is the number of consultations in canton i; i = 1, . . . , 268.

Let si = (ui, vi)′ denote the location of the centroid of the ith canton in UTF co-ordinates; in our analysis, we treat them as
Euclidean co-ordinates, since the effect of the earth’s curvature will be minimal. A logarithmic transformation is indicated
by exploratory data analysis (Fig. 2), and hence we define

Yi ≡ g(Zi) ≡ k loge(Zi) (10)

where k is a known but undeclared scaling constant that preserves data confidentiality. Equivalently, Yi ≡ log(Zi), where
the base of the logarithm is known but undeclared. (Confidentiality of individuals’ prescription amounts is preserved by
aggregation to the canton level.)



3020 E.L. Kang et al. / Computational Statistics and Data Analysis 53 (2009) 3016–3032

Fig. 2. Histograms of the original data {Zi} (left panel) and of log, to an undeclared base, of the data {log Zi} (right panel).

3.2. Trend term and weights

Using straightforward statistical data analysis, such as plots of partial residuals, Mallows’ Cp, and BIC (e.g., Cressie et al.
(2006) and Schwarz (1978)), we found that {Xi}, the percentage of patients 70 or older in canton i, and the N-S co-ordinate
{vi}, are most explanatory of {Yi}. Let X = (1,X, v) be the 268 × 3 matrix of explanatory variables with 1 = (1, . . . , 1)′,
X = (X1, . . . , X268)′, v = (v1, . . . , v268)′, and β = (β1, β2, β3)

′.
An ordinary-least-squares (OLS) regression of Y = (Y1, . . . , Y268)′ on X was fitted first, and diagnostic plots shown in

Fig. 3(a) and (c) indicate heteroskedasticity (i.e., non-constant variability across cantons), which we surmise is at least in
part due to the variability of {Ni} in the averages of the original doctors’ prescription amounts. Since Y is a smooth function
(log) of sample means, we transformed the data to try to obtain (approximately) equal variability:

Ỹ ≡ Φ−1/2Y, (11)

whereΦ = diag(N−11 , . . . ,N
−1
268). This standardization by the square root of the number of consultations,

{
N1/2i

}
, should at

least partially control the heteroskedasticity. Based on (11), we fitted an OLS regression of Ỹ on X̃ ≡ Φ−1/2X . The diagnostic
plots for the residuals from this OLS fit are shown in Fig. 3(b) and (d). They demonstrate considerable improvement in the
behavior of the residuals.
The Kantorovich inequality (e.g., Cressie (1980)) was applied to check additional heteroskedasticity and hence whether

further weighting is needed for the regression of Ỹ on X̃ . Form the residuals into groups and denote R as the ratio of the
maximum residual variance to the minimum residual variance. From the calculations leading to Fig. 3, and after forming
groups based on {logNi}, we found R ≈ 2.9. Then a bound on the inefficiency of using equalweighting is B = 1+(R−1)2/4R.
For R = 2.9, B = 1.31. Now the relative efficiency of the sample median to the sample mean for a Gaussian distribution
is π/2 ≈ 1.57. Because B < 1.57, we believe (see Cressie (1980)) that no additional weighting is needed to improve the
fitting of the regression model of Ỹ on X̃ .

4. Inference

For the doctors’ prescription data introduced in Section 3, we fitted the following spatial hierarchical (SH) model to the
transformed data Ỹ:

Ỹ|W̃ ∼ Gau(W̃, ω2I);

W̃ ∼ Gau(X̃β, τ 2(I − γ H̃)−1),
(12)

where H̃ ≡ Φ−1/2HΦ1/2, and H is defined in (5) with d0 = 30 km. It is straightforward to derive that H̃ = (h̃ij) is given by

h̃ij =
{
1; j ∈ N(i),
0; otherwise.



E.L. Kang et al. / Computational Statistics and Data Analysis 53 (2009) 3016–3032 3021

Fig. 3. Diagnostic plots: (a) Standardized OLS residuals from fitting Xβ to Y, plotted against logN . (b) Same as (a), except OLS residuals from fitting X̃β to
Ỹ. (c) Normal Q–Q plot based on residuals in (a). (d) Normal Q–Q plot based on residuals in (b).

Notice that for the conditional variances, var(W̃i|W̃−i) = τ 2, a constant. It can be seen easily that (12) is equivalent to the
following model on Y:

Y|W ∼ Gau(W, ω2Φ);

W ∼ Gau(Xβ, τ 2(I − γH)−1Φ),
(13)

where the distribution of Y|W in (13) is (7) with ∆ = Φ . Given that {Yi} is a smooth (log) transform of an average,
the hierarchical model (13) is sensible; also, our exploratory data analysis shows that it captures the trend and the
heteroskedasticity well.
Since the information content of Ỹ and Y is identical, we make inference on β, τ 2, ω2, and γ based on Ỹ. Recall that the

parameter space is P . Cressie (1993) shows that I − γ H̃ is positive-definite if λ−11 < γ < λ−1n , where λ1 < 0 and λn > 0
are the minimal and maximal eigenvalues of H̃ , respectively. Our ultimate goal in this paper is prediction of P ≡ g−1(W),
where g(·) = log(·).
Recall that the independence hierarchical (IH) model corresponds to γ = 0. Then the model (12) reduces to:

Ỹ|W̃ ∼ Gau(W̃, ω2I);
W̃ ∼ Gau(X̃β, τ 2I).

Further, recall that the spatial non-hierarchical (SN) model corresponds to ω2 = 0. Then the model (12) reduces to:

Ỹ ∼ Gau(X̃β, τ 2(I − γ H̃)−1).

Finally, recall that the independence non-hierarchical (IN) model corresponds to γ = 0 and ω2 = 0. Then the model (12)
reduces to:

Ỹ ∼ Gau(X̃β, τ 2I).

In Section 2, the parameters θ = (β′, τ 2, ω2, γ )′ were assumed fixed and known. A fully Bayesian approach would posit a
parameter model (i.e., a prior distribution) for θ. We shall take an empirical-Bayesian approach and use the data Ỹ to provide
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Fig. 4. Empirical semivariogram versus h = ‖h‖, near the origin; values are estimated robustly from {Ỹi}. A weighted-least-squares, straight-line fit is
shown, whose intercept at h = 0 is ω̂2 = 292.9.

an estimator θ̂ that can be substituted into [W|Y, θ] as if it were the true value. Further discussion of this and a sensitivity
study can be found in Section 6.

4.1. Geostatistical method to estimate ω2

Because H is zero on the diagonal, the diagonal elements of var(Y) are close to (ω2 + τ 2), which can make it difficult
to identify ω2 and τ 2, separately. In this paper, we propose a classical geostatistical method to obtain an estimator of ω2,
something that to our knowledge has not been done for CAR-based models before.
Noticing that ω2 is the measurement error, we treat it like the nugget effect found in geostatistical models. We do this

based on the following reasoning. In geostatistics for point-level data, the nugget effect might also have a component of
micro-scale variation. However, the averaging of prescription amounts over the small areas implies that this componentwill
be approximately zero. Hence, whatever nugget effect can be inferred from the small-area data will be due to measurement
error. That is, the aggregation inherent in small-area datasets acts as a filtering device on the hidden process’ micro-scale
variation, leaving behind a single variance component that is due to measurement error. Let {Di : i = 1, . . . , 268} be the
residuals from the OLS regression of Ỹ on X̃ . To see whether the magnitude of {Ni}would make a difference in our approach,
we split the residuals into 5 groups, according to the size of their {Ni}. Group 1 was all cantons such that 0 < Ni ≤ 10 000;
group 2 was all cantons such that 10 000 < Ni ≤ 20 000; group 3 was all cantons such that 20 000 < Ni ≤ 30 000; group 4
was all cantons such that 30 000 < Ni ≤ 50 000; and group 5 was all cantons such that 50 000 < Ni ≤ 80 000. This left 31
cantons with Ni > 80 000 (including Toulouse with Ni = 1784 977), which were left out of the variogram calculations for
robustness (i.e., highly variable residuals) reasons. The classical estimator of the variogram proposed by Matheron (1962) is
defined and calculated for each group as follows:

2γ̂ (h) ≡
1

|M(h)|

∑
M(h)

(
Di − Dj

)2
, (14)

whereM(h) ≡
{
(i, j) : si − sj = h

}
, |M(h)| denotes the number of distinct elements ofM(h), and h is a spatial lag inR2. The

robust variogram estimator proposed by Cressie and Hawkins (1980) is defined and calculated for each group as follows:

2γ̄ (h) ≡

{
1

|M(h)|

∑
M(h)

|Di − Dj|1/2
}4/(

0.457+
0.494
|M(h)|

)
. (15)

Both estimators for each group gave similar structure when plotted against ‖h‖ for lags h near the origin. Hence, to reduce
estimation variance and to achieve robustness, we combined all groups and used the robust estimator (15) on the combined
data to give the semivariogram plot in Fig. 4. We then fitted a straight line based on the estimated semivariogram with ‖h‖
close to zero, shown in Fig. 4; ω2 is estimated from the intercept of the fitted line:

ω̂2 = 292.9.

4.2. Estimation of parameters

Because of the problem of identifiability of ω2 and τ 2 discussed earlier,maximum likelihood estimation (MLE) for ω2 and
τ 2 together gives unstable results. Hence, we substitute ω2 = 292.9 into the likelihood and use MLE to estimate the other
parameters. This has sometimes been referred to as pseudo-MLE, which occurs when estimates of nuisance parameters are
substituted into the likelihood and the remaining parameters are estimated by maximizing this pseudo-likelihood.
For the spatial hierarchical (SH) model (13), the (pseudo)-likelihood associated with Ỹ is

lỸ(β, τ
2, γ ) ≡

{
(2π)−n/2|Σ̃(τ 2, γ )|−1/2

}
exp

{
−(1/2)(Ỹ− X̃β)′Σ̃(τ 2, γ )−1(Ỹ− X̃β)

}
,
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where Σ̃(τ 2, γ ) ≡ τ 2(I − γ H̃)−1 + ω2I and ω2 = 292.9. The negative loglikelihood for the SH model is,

LỸ(β, τ
2, γ ) ≡ − log lỸ(β, τ

2, γ ).

Let τ 2 > 0 and γ ∈ (λ−11 , λ
−1
n ) be fixed for the moment; minimizing LỸ(β, τ

2, γ )with respect to β ∈ Rp yields:

β̂(τ 2, γ ) = (X̃ ′Σ̃(τ 2, γ )−1X̃)−1X̃ ′Σ̃(τ 2, γ )−1Ỹ.

Substituting this estimate back into the negative loglikelihood LỸ, we obtain the following negative log profile likelihood:

LỸ(τ
2, γ ) ≡ LỸ(β̂(τ

2, γ ), τ 2, γ )

= (n/2) log(2π)+ 1/2 log |Σ̃(τ 2, γ )| + (1/2)
(
Ỹ− X̃ β̂(τ 2, γ )

)′
Σ̃(τ 2, γ )−1

(
Ỹ− X̃ β̂(τ 2, γ )

)
.

Optimization routines are used to minimize this with respect to τ 2 > 0 and γ ∈ (λ−11 , λ
−1
n ), which yields the maximum

likelihood estimators denoted by τ̂ 2 and γ̂ . Then the maximum (pseudo)-likelihood estimator of β is β̂(τ̂ 2, γ̂ ).
For the IH model, γ = 0. Then MLE of β and τ 2 can be obtained in closed form:

β̂ = (X̃ ′X̃)−1X̃ ′Ỹ,

τ̂ 2 =
{
(Ỹ− X̃ β̂)′(Ỹ− X̃ β̂)/n

}
− ω2.

For the SN model, ω2 = 0. In this case, there are explicit forms for MLE of β and τ 2, for γ fixed (Cressie, 1993):

β̂(γ ) = (X̃ ′(I − γ H̃)X̃)−1X̃ ′(I − γ H̃)Ỹ,

τ̂ 2(γ ) = (Ỹ− X̃ β̂(γ ))′(I − γ H̃)(Ỹ− X̃ β̂(γ ))/n,

where MLE of γ is obtained by minimizing the negative log profile likelihood:

LỸ(γ ) ≡ LỸ(β̂(γ ), τ̂
2(γ ), γ )

= (n/2)(log(2π)+ 1)− (1/2) log |I − γ H̃|

+ (n/2) log
[
Ỹ
′

(I − γ H̃)
{
I − X̃(X̃ ′(I − γ H̃)X̃)−1X̃ ′(I − γ H̃)

}
Ỹ/n

]
.

Then, the maximum (pseudo)-likelihood estimators of β and τ 2 are β̂(γ̂ ) and τ̂ 2(γ̂ ), respectively.
For the IN model, γ = 0 and ω2 = 0. Then there are closed-form estimators for β and τ 2:

β̂ = (X̃ ′X̃)−1X̃ ′Ỹ,

τ̂ 2 = (Ỹ− X̃ β̂)′(Ỹ− X̃ β̂)/n.

There is another approach to estimation of τ 2 and γ we would like to present, because it is used in the sensitivity study
described in Section 6. Restricted maximum likelihood estimation(REMLE) generally yields less biased estimators than MLE,
and it is useful to see what effect this has on prediction ofW.
The restricted negative log (pseudo)-likelihood can be written as (Harville, 1974):

RỸ(τ
2, γ ) = ((n− p)/2) log(2π)− (1/2) log(|X̃ ′X̃ |)+ (1/2) log(|Σ̃(τ 2, γ )|)

+ (1/2) log(|X̃ ′Σ̃(τ 2, γ )−1X̃ |)+ (1/2)Ỹ
′

Π̃(τ 2, γ )Ỹ,

where

Π̃(τ 2, γ ) ≡ Σ̃(τ 2, γ )−1 − Σ̃(τ 2, γ )−1X̃(X̃ ′Σ̃(τ 2, γ )−1X̃)−1X̃ ′Σ̃(τ 2, γ )−1.

Upon minimizing RỸ(τ
2, γ )with respect to τ 2 and γ , we obtain the restricted maximum (pseudo)-likelihood estimators of

τ 2 and γ , which we denote as τ̂ 2rl and γ̂rl.

4.3. Prediction of doctors’ prescriptions amounts per consultation

Inference onW is based on the conditional distribution ofW given Y (and given θ; in practice, θ̂ is substituted for θ). This
posterior distribution is given by (9). For the model of doctors’ prescription data,W|Y is Gaussian with posterior mean:

E(W|Y) = ΓΣ−1Y+ (I − ΓΣ−1)Xβ, (16)

and posterior variance:

var(W|Y) = Γ − ΓΣ−1Γ , (17)

where, in (9), Γ = τ 2(I − γH)−1Φ ,∆ = Φ , andΣ = Γ + ω2Φ .
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Recall that for the doctors’ prescription data, our interest is in making inference on

Pi ≡ g−1(Wi); i = 1, . . . , n, (18)

where g(·) = k loge(·) and k is an undeclared (for confidentiality reasons) constant. Based on the sum-of-squared-errors
loss function, the optimal predictor for

P ≡ g−1(W) ≡ (g−1(W1), . . . , g−1(Wn))′

is

P̂ ≡ (P̂1, . . . , P̂n)′ = E(g−1(W)|Y).

Then the components of P̂ are given by (e.g., Aitchson and Brown (1957) and Cressie (1993)),

P̂i = E(g−1(Wi)|Y) = E(exp(Wi/k)|Y)
= exp {E(Wi/k|Y)+ var(Wi/k|Y)/2} . (19)

Notice that the naive plug-in estimator, exp (E(W/k|Y)), is biased.
The posterior variance of g−1(Wi) is,

var(g−1(Wi)|Y) = var(exp(Wi/k)|Y)

= E(g−1(Wi)|Y)2 (exp{var(Wi/k|Y)} − 1) , (20)

where the quantities in (20) are given by (17) and (19). The mean squared prediction error is,

E(g−1(Wi)− E(g−1(Wi)|Y))2 = exp(2µi/k+ Γi,i/k2)
{
exp(Γi,i/k2)− exp(Γ ∗i,i/k

2)
}
,

where µ ≡ (µ1, . . . , µn)
′
≡ Xβ, and Γ ∗ ≡ ΓΣ−1Γ ; for i = 1, . . . , n.

The posterior covariance of g−1(Wi) and g−1(Wj) is,

cov(g−1(Wi), g−1(Wj)|Y) = E(g−1(Wi)|Y)E(g−1(Wj)|Y)
(
exp{cov(Wi/k,Wj/k|Y)} − 1

)
, (21)

where the quantities in (21) are given by (17) and (19). The mean cross-product prediction error is,

E(g−1(Wi)− E(g−1(Wi)|Y))(g−1(Wj)− E(g−1(Wj)|Y))
= exp

{
µi/k+ µj/k+ (Γi,i/k2 + Γj,j/k2)/2

} {
exp(Γi,j/k2)− exp(Γ ∗i,j/k

2)
}
.

4.4. Cross-validation

Cross-validation involves deleting one (or several) observation Yi and making inference based on the data Y−i ≡
(Y1, . . . , Yi−1, Yi+1, . . . , Yn)′. We now derive the building blocks of the cross-validation statistics.
Recall the SH model defined in Section 2:

Y|W ∼ Gau(W, ω2∆) and W ∼ Gau(µ,Γ ).

Since∆ is a diagonal matrix, it is straightforward that

cov(Wi, Y−i) = cov(Yi, Y−i); i = 1, . . . , n. (22)

Hence, for i = 1, . . . , n,

E(Wi|Y−i) = µi + d′iΣ
−1
−i (Y−i − µ−i), (23)

whereΣ = (Σij) = Γ +ω2∆, µ = Xβ = (µ1, . . . , µn)′,Σ−i is the (n− 1)× (n− 1)matrix after deleting the ith row and
the ith column fromΣ , and

di ≡ (cov(Wi, Y1), . . . , cov(Wi, Yi−1), cov(Wi, Yi+1), . . . , cov(Wi, Yn))′

= (Γi,1, . . . ,Γi,i−1,Γi,i+1, . . . ,Γi,n)
′.

For the SN model, ω2 = 0. Hence, from (4),

di = (hi,1, . . . , hi,i−1, hi,i+1, . . . , hi,n)′, and E(Wi|Y−i) = µi + γ
n∑
j=1

hij(Yj − µj);

i = 1, . . . , n. For the IH and the IN models, γ = 0. Hence,

di = 0, and E(Wi|Y−i) = µi; i = 1, . . . , n.
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For the SH model, which is the most general model,

var(Yi|Y−i) = Σi,i − q′iΣ
−1
−i qi,

where

qi ≡ (cov(Yi, Y1), . . . , cov(Yi, Yi−1), cov(Yi, Yi+1), . . . , cov(Yi, Yn))
′

= (Σi,1, . . . ,Σi,i−1,Σi,i+1, . . . ,Σi,n)
′
; i = 1, . . . , n.

The formulas for var(Yi|Y−i) for the SN, IH, and INmodels are obtainedby substituting inω2 = 0 andγ = 0, appropriately.
In what is to follow, we refer to

{Yi − E(Wi|Y−i) : i = 1, . . . , n} (24)

as the cross-validation residuals and to{
Yi − E(Wi|Y−i)
(var(Yi|Y−i))1/2

: i = 1, . . . , n
}

(25)

as the standardized cross-validation residuals. It has been shown in a geostatistical context in Bradley and Haslett (1992),
Cressie (1993) and Kitanidis (1991) that the elements of (25) can be perused for outliers, such as in a Q–Q plot or in a
histogram. (Recall that θ̂ is substituted into the quantities in (25) as if it were the true value θ.)
Define the two cross-validation-type criteria, predictive cross-validation (PCV) and standardized cross-validation (SCV), as

follows:

PCV ≡ (1/n)
n∑
i=1

(Yi − E(Wi|Y−i))2

SCV ≡ (1/n)
n∑
i=1

(Yi − E(Wi|Y−i))2/var(Yi|Y−i).

Analogous to theway it is used in Cressie (1993) for geostatistical data, SCV can be used for small-area data to check fitted
models against individual data thatmay be unusual (i.e., spatial outliers). In Christensen et al. (1992), thewhole vector given
by (24) is used in a quadratic form standardized by the generalized inverse of the vector, rather than the element-by-element
standardizations in SCV. In contrast, PCV is a direct way of determining how well the models predict.
Define

E ≡ (E(W1|Y−1), . . . , E(Wn|Y−n))′.

It is straightforward to show that

PCV = (1/n)(Y− E)′(Y− E)
= (1/n)(Y− µ)′C ′C(Y− µ),

where C ′ ≡ (c1, . . . , cn) and the n-dimensional vector ci can be defined as follows: the ith element is equal to 1 and the
remaining (n− 1)-dimensional vector is equal to−Σ−1

−i di; i = 1, . . . , n.
Further,

SCV = (1/n)(Y− E)′Λ−1(Y− E)
= (1/n)(Y− µ)′C ′Λ−1C(Y− µ),

whereΛ ≡ diag(var(Y1|Y−1), . . . , var(Yn|Y−n)).
Define A ≡ (1/n)C ′C and A∗ ≡ (1/n)C ′Λ−1C . Then PCV = Y′AY and SCV = Y′A∗Y, and hence for the SH model

(e.g., Cressie (1993), p. 74),

E(PCV) = tr(AΣ),
var(PCV) = 2tr(AΣAΣ);

(26)

and

E(SCV ) = tr(A∗Σ),
var(SCV ) = 2tr(A∗ΣA∗Σ).

(27)

The mean and variances of the cross-validation statistics are used in Section 5 to determine how well the four models fit;
Kitanidis (1991) calculates themean and variance of SCV in a geostatistical context and uses them to decide whether a given
model should be rejected.
For the SN model, ω2 = 0. Then (26) and (27) hold with

A = (1/n)(I − γH)′(I − γH), and A∗ = (1/n)(1/τ 2)(I − γH)′Φ−1(I − γH).
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Table 1
Maximum likelihood estimates of parameters: ‘‘IN’’ stands for independence, non-hierarchical,‘‘SN’’ stands for spatial, non-hierarchical, ‘‘IH’’ stands for
independence, hierarchical, and ‘‘SH’’ stands for spatial, hierarchical

Model β1 β2 β3 τ 2 ω2 γ

IN 4.628 9.098× 10−3 4.733× 10−4 367.2159 0 0
SN 4.667 7.573× 10−3 4.660× 10−4 339.6525 0 4.806× 10−2

IH 4.628 9.098× 10−3 4.733× 10−4 74.316 292.90 0
SH 4.623 8.093× 10−3 4.860× 10−4 77.469 292.90 5.248× 10−2

Table 2
PCV for the IN, SN, IH, and SH models

IN SN IH SH

PCV 367.2159 339.6573 367.2159 348.4056

For the IH model, γ = 0. Then (26) and (27) hold with

A = (1/n)I, and A∗ = (1/n)(1/(τ 2 + ω2))I.

Finally, for the IN model, γ = 0 and ω2 = 0. Then (26) and (27) hold with

A = (1/n)I, and A∗ = (1/n)(1/τ 2)I.

Once again, the parameter estimate θ̂ is substituted for θ here in the cross-validation formulas (26) and (27). To reflect
this, we use Ê(PCV), ˆvar(PCV), Ê(SCV ), and ˆvar(SCV ) to denote the empirical versions of (26) and (27), respectively. Notice
that for the independence models (IN and IH), we have E(Wi|Y−i) = E(Wi) = Xβ, and both A and A∗ are multiples of
the identity matrix. Hence, based on the formulas of maximum likelihood estimators of β and τ 2 in Section 4.2 for the
independence models, we will have PCV = Ê(PCV).
For the spatial models, we can check the difference between the PCV and its expected value by calculating:

dM = PCVM − EM(PCV),

for model M , where EM(PCV) is the expected value of PCV assuming model M . Though the distribution of PCV is a linear
combination of independent χ21 variables, we prefer to useMonte Carlo simulation to obtain its distribution and to estimate
pM ≡ PrM(|PCV− E(PCV)| ≥ |dM |). Clearly, small pM will indicate strong evidence against the model.

5. Modeling and prediction of doctors’ prescription amounts per consultation

We now put into practice the methodology developed in Section 4, based on the doctors’ prescription data introduced
in Section 3. Implementation is in R. Table 1 summarizes the maximum likelihood estimates of the parameters in each of
the four models (IN, SN, IH, and SH). Based on the MLE formulas given in Section 4.2, it is expected that the estimates of the
regression parameters in IN and IH are the same. For hierarchical models, we used the variogram-based method introduced
in Section 4.1 to obtain ω2 = 292.9.
The standardized cross-validation residuals (25) were perused for outliers; Q–Q plots were generated for each of the

four models. We conclude from these and other plots of the standardized cross-validation residuals that all four models do
a reasonable job of capturing the variability in the data and that no cantons exhibit unusual departures.
The PCV values for the four models are calculated and compared in Table 2. From the table, the spatial models are

consistently better than the non-spatial ones, with smaller values of PCV. Also from Table 2, the PCV for the SH model is
slightly larger than that for the SN model. Then we focus on comparing only the two spatial models, SH and SN.
We first checked the differences of PCV and E(PCV) for both models and calculated the probability pM defined in

Section 4.4. Based on a simulation of 1000 replications, we obtained p̂SN = 0.99 and p̂SH = 0.79, which we interpret
as not providing strong evidence to discard either model nor to prefer SH over SN. From Table 1, we see that for the SH
model, ω2/τ̂ 2 = 3.78; hence ω2 is a substantial part of the variability in the data. This provides strong evidence that the
measurement-error term not only exists, but also accounts for a large proportion of the variation in the original data. In
the presence of substantial measurement error, smoothing of the data is extremely beneficial. Hence, based on our analysis,
we prefer the spatial hierarchical (SH) model. This does not mean that the SN model is wrong; indeed, it was the model
fitted by Cressie et al. (2005, 2006). It can be seen in Table 1 that the estimates of β and γ from the SN and SH model are
very similar. If our main interest is in the relationship between the doctors’ prescription amounts and the covariates, the SN
model has the advantage of simplicity, since no extra effort is required for estimating ω2. However, in our study, smoothing
and filtering out the non-spatial variation is the main task, and thus our final choice of model is the spatial hierarchical
model.
The posterior mean and posterior variance of W given Y are obtained from (16) and (17). To make inference on

prescription amounts, P ≡ g−1(W), we use (19) and (20).
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Fig. 5. Map of posterior means of doctors’ prescription amounts per consultation.

Fig. 6. Map of posterior standard deviations of doctors’ prescription amounts per consultation.

Figs. 1 and 5 show maps of the original doctors’ prescription data, Z, and the posterior means, E(P|Y), respectively.
The cut-points that define categories for these two choropleth maps are defined based on the 20th, 35th, 65th, and 80th
percentiles of the original data. The posterior standard deviations, obtained from (20), are plotted in Fig. 6.
It can be seen from Fig. 5 that the posterior means are much smoother than the original data, and the smoothed values

show grouping that resembles several of the eight Departments in the Region. The Department of Lot, which is in the
north–west of the Midi-Pyrénées Region, contains more than half of the cantons with smoothed prescription amounts in
the top two categories, and it is also the Department with highest average smoothed prescription amounts.
In contrast, about half of the cantons with smoothed prescription amounts in the bottom two categories are in the

Department of Haute-Garonne, which includes Toulouse and is in the middle of the Midi-Pyrénées Region; the Department
of Haute-Garonne also has the lowest average smoothed prescription amounts among all the eight Departments. The
Department of Ariége, in the south-east of the Midi-Pyrénées Region, has about one third of the cantons with smoothed
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Fig. 7. Box plots of the ratios
{
var(Wi|Y, τ 2j , γk)/var(Wi|Y, β̂, τ̂

2, γ̂ )
}1/2
: (a) τ 2j = τ

2
u , (b) τ

2
j = τ

2
l , (c) τ

2
j = τ̂

2 , and (d) τ 2j = τ̂
2
rl .

prescription amounts in the bottom two categories and is the Department with the second-lowest average smoothed
prescription amounts.

6. Sensitivity study of our EB analysis

In this section, we describe a sensitivity study to demonstrate whether the spatial predictions obtained under the
empirical-Bayesian (EB) approach in Section 5 are both accurate as well as precise, when compared to other predictions.
The main criticism in the literature, of an EB approach to inference on small areas, is that their (plug-in) posterior standard
deviations are too small. From Table 1, it can be seen that β̂ is almost the same for all four models, so we exclude the trend
term (and ω2) from our sensitivity study and only consider sensitivity with regard to τ 2 and γ . That is, we fix β = β̂ from
the SHmodel andω2 = 292.9 in the rest of this section. In what is to follow, we show that the biggest source of sensitivity is
the process-variance parameter τ 2: Depending on the choice of prior, posterior standard deviations of {Wi} could be either
too small or too large. The spatial-dependence parameter γ turns out not to be a source of sensitivity, and hence the choice
of prior for it does not affect the posterior standard deviations of {Wi}.
Our sensitivity study includes two parts. The first one is to study the influences of different plug-in values based onMLE,

REMLE, and upper and lower confidence bounds of τ 2 and γ . We shall see that the choice of different values of γ make little
difference to the inferences. The second part compares EB predictions of {Wi} with an approximate Bayesian version with
prior on τ 2 only. A fully Bayesian model with priors on both τ 2 and γ is described briefly, and the inference based on this
fully Bayesian analysis with direct sampling of posterior distributions of τ 2, γ , andW is also comparedwith our EB approach
and the approximate Bayesian approach.

6.1. Sensitivity study by comparing different parameter estimates

Recall from Section 4.2 that we use MLE to obtain τ̂ 2 and γ̂ , and REMLE yields τ̂ 2rl and γ̂rl. Further, we use the marginal
profile likelihoods for τ 2 and γ to obtain approximately 90% confidence intervals (τ 2l , τ

2
u ) and (γl, γu), respectively. Fig. 7

shows box plots of the ratios:{
var(Wi|Y, β̂, τ 2j , γk)/var(Wi|Y, β̂, τ̂

2, γ̂ )
}1/2

,
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Fig. 8. Comparison of results for (τ̂ 2, γ̂ ) to those for (τ̂ 2rl , γ̂rl): (a) box plot of the standardized differences of predictions, and (b) box plot of ratios of
posterior standard deviations (REMLE divided by MLE).

where τ 2j = τ
2
l , τ̂

2, τ̂ 2rl , τ
2
u , and γk = γl, γ̂ , γ̂rl, γu. It is clear that: there is almost no sensitivity of these ratios to γ ; there is

very little sensitivity to whether MLE or REMLE is used to estimate τ 2; MLE results in posterior standard deviations that are
about 20% too conservative when the true value is τ 2l ; and MLE results in posterior standard deviations that are about 20%
too liberal when the true value is τ 2u . Thus, a prior distribution on τ

2 that puts a lot of probability near zero could result in
overly conservative credible intervals for {Wi}.
In Fig. 8, we compare our results for (τ̂ 2, γ̂ ) to those for (τ̂ 2rl , γ̂rl). The left-hand panel shows a box plot of the standardized

difference of predictions:{
E(Wi|Y, β̂, τ̂ 2rl , γ̂rl)− E(Wi|Y, β̂, τ̂

2, γ̂ )
}
/
{
var(Wi|Y, β̂, τ̂ 2, γ̂ )

}1/2
,

and the right-hand panel shows the ratio of posterior standard deviations (defined just above) for τ 2j = τ̂ 2rl and γk = γ̂rl.
Standardized differences of predictions are no more than ±0.10, and ratios of posterior standard deviations are between
1.015 and 1.019. Thus, there is very little difference between MLE and REMLE.

6.2. Sensitivity study by comparing EB with Bayesian versions

Of direct interest is a comparison of the EB quantities,

E
(
Wi|Y, β̂, τ̂ 2, γ̂

)
and var

(
Wi|Y, β̂, τ̂ 2, γ̂

)
, (28)

with their Bayesian versions, E(Wi|Y) and var(Wi|Y), respectively. We now describe a way to carry out a quick and easy
sensitivity study without having to perform a full-scale MCMC or sampling posterior distributions ofW directly. First, since
it has been shown in the sensitivity study in Section 6.1 that the choice of γ will make very little difference to the inferences,
we fix γ = γ̂ , concentrate on E(Wi|Y, β̂, τ 2, γ̂ ) and var(Wi|Y, β̂, τ 2, γ̂ ) as a function of τ 2, and compare the EB quantities
in (28), to:

W ∗i ≡ Eτ2|Y
(
E
(
Wi|Y, β̂, τ 2, γ̂

))
,

VARi ≡ Eτ2|Y
(
var

(
Wi|Y, β̂, τ 2, γ̂

))
+ varτ2|Y

(
E
(
Wi|Y, β̂, τ 2, γ̂

))
,

(29)

where Eτ2|Y(·) and varτ2|Y(·) are the mean and variance, respectively, based on the posterior distribution of τ
2 given Y (and

β = β̂, γ = γ̂ ). Because of the second term in VARi, this approximate Bayesian approach will estimate how much the
posterior variances are underestimated using the EB approach.
A uniform distribution between 0 and 380 is put on τ 2 as prior, where 380 is a value that is larger than the total variation,

ω2 + τ 2, given in Table 1. Then the posterior is proportional to the likelihood times the prior, which is just the pseudo-
likelihood of τ 2 (with β = β̂ and γ = γ̂ ) multiplied by an indicator function to constrain τ 2 in the interval (0, 380).
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Fig. 9. Standardized differences and ratios of EB versus approximate Bayesian quantities: (a) box plot of the standardized differences of predictions, and
(b) box plot of ratios of posterior standard deviations (approximate Bayesian divided by EB).

In order to evaluate (29), we use Monte Carlo integration. That is, we draw L = 2000 samples
{(
τ 2
)(1)

, . . . ,
(
τ 2
)(L)}

from the density proportional to this profile likelihood. (We did this using importance sampling, and the method is still
appropriate should other priors on τ 2 be chosen.) Then

W ∗i ≈ (1/L)
L∑
l=1

E
(
Wi|Y, β̂,

(
τ 2
)(l)
, γ̂
)
,

VARi ≈ (1/L)
L∑
l=1

var
(
Wi|Y, β̂,

(
τ 2
)(l)
, γ̂
)
+ (1/L)

L∑
l=1

[
E
(
Wi|Y, β̂,

(
τ 2
)(l)
, γ̂
)
−W ∗i

]2
,

which are used to compute the standardized differences,

(W ∗i − E(Wi|Y, β̂, τ̂
2, γ̂ ))/

{
var

(
Wi|Y, β̂, τ̂ 2, γ̂

)}1/2
; i = 1, . . . , n,

and the ratios,{
VARi/var(Wi|Y, β̂, τ̂ 2, γ̂ )

}1/2
; i = 1, . . . , n.

These are shown in Fig. 9.
The ratios of posterior standard deviations are between 1 and 1.08 for approximate Bayesian divided by EB, and 95% of

the values are between 1 and 1.05.We see that EB inference will result in credible intervals that could be too narrow, but for
almost all of the small areas, they are too narrow by factors between 0.952 and 0.980; at worst, this factor is 0.926, compared
to the approximate Bayesian version. We also plotted the ratios versus {Ni} andmade a choropleth map of them, but saw no
obvious structure (not shown). This comparison between the EB approach and the approximate Bayesian approach shows
that our EB results are accurate and precise.
To complete this sensitivity study, we fitted a fully Bayesian model with priors on τ 2 and γ (but β = β̂), and usedMCMC

algorithms to sample posterior distributions of τ 2, γ , and W directly. We compare the fully Bayesian approach with our
EB approach and the approximate Bayesian version described above. Fig. 10 shows box plots of the ratios of the posterior
standard deviations for fully Bayesian divided by EB:{

var(Wi|Y, β̂)/var(Wi|Y, β̂, τ̂ 2, γ̂ )
}1/2

,

and the ratios of the posterior standard deviations for fully Bayesian divided by approximate Bayesian:{
var(Wi|Y, β̂)/VARi

}1/2
.

From Fig. 10(a), over 60% of the ratios are above 1 which means that the EB inference could result in too narrow credible
intervals formost of the {Wi}. Specifically, most of the credible intervals from the EB approach could be too narrow by factors
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Fig. 10. Box plots of ratios of the posterior standard deviations: (a) fully Bayesian divided by EB, and (b) fully Bayesian divided by approximate Bayesian.

between 0.950 and 1. The remaining ratios in Fig. 10(a) are below 1, which results in credible intervals that are too wide
by factors between 1 and 1.047, compared to the fully Bayesian approach. This confirms again that our EB approach gives
reasonable posterior standard deviations. Fig. 10(b) compares the approximate Bayesian approach with the fully Bayesian
approach; the ratios of the posterior standard deviations of the two methods are close to 1, although the approximate
Bayesian approach is a little conservative.

7. Conclusions

In this paper, we have addressed some important practical aspects of spatial analysis of small-area data. First, the data
must be explored to see if a transformed scale would be more appropriate for modeling. Transforming the results back to
the original scale is important, since that is where the smoothed predictions have the most natural interpretation.
It is not clear a priori that, for small-area data, a spatial model is the best, nor is it clear a priori that the data have a

source of variability due to measurement error. In this paper, we have developed small-area-data methodology to estimate
the measurement-error variance, to look for spatial outliers, and to determine which models are appropriate for accurate
prediction.
Our approach is empirical-Bayesian (EB). In Section 6, we describe a sensitivity study to demonstrate whether our EB

inference is both accurate as well as precise, when parameter estimates other thanmaximum likelihood are used and when
a prior distribution is put on the process-variance parameter and an approximate (non-MCMC) Bayesian method is used. A
fully Bayesian analysis (based on MCMC) with priors on τ 2 and γ is also included, and the results not only verify that the
EB approach gives accurate predictions but also confirms that the approximate Bayesian approach can help us to determine
the precision of those predictions.
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