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Abstract

Pixel Position Regression (PPR), an automatic super-
vised method for image segmentation, is presented. The
method uses a set of corresponding points indicated in each
train image. For each point in this set, the mean position in
all train images is determined. By warping the set of corre-
sponding points to their mean positions, one can associate
with each position in each train image a reference position.
PPR estimates the reference position from a rich set of local
image features through k-nearest-neighbor regression. The
deformation field thus obtained determines the segmenta-
tion. It is demonstrated that the deformation field estimate
can be improved by (weighted) blurring and more sophisti-
cated methods such as global modeling of the deformation
field through principal component analysis and iterated re-
gression. The method is evaluated on a set of chest radio-
graphs in which the lung fields, heart and clavicles are seg-
mented.

1. Introduction & Outline

Pixel classification is a conceptually simple yet power-
ful approach to image segmentation. In pixel classification
(PC) a train set is constructed with image feature vectors
that can be computed for each location in an image, and
the corresponding segmentation labels. Any classifier from
pattern recognition theory can be trained to provide the seg-
mentation labels for a new set of features, extracted from
the pixels in a previously unseen image. Clearly the per-
formance of this method will depend critically on the set of
image features, the train set and the classifier used. Current
computer hardware allows one to use fairly large feature
sets, such as the output of filter banks, and complex, non-
linear classifiers trained on large numbers of images.

PC is a local segmentation method, in the sense that
for each pixel an independent classification is made. In
many tasks, global information is available. For example
the knowledge that an image contains exactly one connected
instance of a particular object, which has a typical shape. It

might be advantageous if PC could take such knowledge
into account. Methods such as Markov Random Field mod-
els and relaxation labelling employ contextual information
but at the expense of a big increase in complexity, forc-
ing users to resort to simple models. Other popular super-
vised segmentation methods, such as Active Shape Models
(ASM) [3] and Active Appearance Models (AAM) [2] di-
rectly employ global models of shape and appearance. They
require a set of corresponding points to be known in each
image.

The aim of this work is to modify the pixel classification
segmentation method in such a way that it estimates a point-
by-point correspondence between images, and can employ
global shape models. The key idea is to change the output
of the mapping; instead of using a classifier to estimate seg-
mentation labels, regression is used to estimate the position
of each pixel in a reference image, in which all correspond-
ing points are at their mean location.

The method will be applied to the segmentation of lung
fields, heart and clavicles in chest radiographs, an impor-
tant problem in medical image analysis. Radiographs were
obtained from the JSRT database [5], subsampled to 256
by 256 pixels (resolution 1.4 mm per pixel). All objects
were manually segmented by two trained observers. Along
the contour of each object, corresponding points were indi-
cated.

In Section 2, the PPR method will be described step by
step and illustrated with example results for this segmenta-
tion task. Experimental results and comparisons with PC,
ASM and AAM are given in Section 3. Finally, Section 4
provides discussion and conclusions.

2. Method

Let p denote a pixel in an image. With each p a K-
dimensional vector c is associated, where K is the number
of object classes we wish to segment. Each entry in c is ei-
ther 0 or 1, indicating whether p belongs to the k-th object.
If all entries in c are 0, the pixel belongs to the background.
In this way, each pixel can belong to multiple objects.

For each p an N -dimensional feature vector f can be ex-
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tracted. In this work, gray level features are obtained from
a filter bank consisting of the Gaussian filter and its deriva-
tives up to second order L, Lx, Ly, Lxx, Lxy , and Lyy , at
multiple scales σ = 1, 2, 4, 8, 16 pixels, respectively. In ad-
dition the gray level value at p is used. This makes for 31
gray level features. As position features, the (x, y) coordi-
nates of p are used. All features are scaled to zero mean and
unit variance over the train set. The method described here
is general, and one should make an appropriate choice of
features for each application.

From a set of train images, a number of pixels p can be
selected, with their associated feature vectors f and seg-
mentations c. A classifier can now be trained to estimate c
for any pixel p in a previously unseen image. This consti-
tutes the pixel classification (PC) method.

In this work, we use a k-nearest neighbor (kNN) clas-
sifier. We use an implementation developed by Arya and
Mount [1] that allows for very fast approximate neighbor
retrieval with an adjustable approximation parameter ε that
ensures that the ratio of the distance to the retrieved k-th
neighbor is at most 1 + ε. We set k = 5 and ε = 2.0 and
extract 1600 pixels from a regular grid in each train image.
A PC result is shown in Fig. 2(c).

The new framework proposed here is coined pixel po-
sition regression (PPR) where we do not estimate c but a
reference position x̃ that is determined for each p through a
warp function W (x) = x̃. This warp function is determined
for each train image from a set of n corresponding points pi,
i = 1 . . . n, which are warped to their mean position over
the train set p̄i = 1/m

∑m
j=1 pij where pij is the ith corre-

sponding point in the jth train image and the total number of
train images is m. Typically, one requires W to be continu-
ous and that W (pi) = p̄i for all i = 1 . . . n. Popular warp
functions are thin-plate splines, triangulation-based meth-
ods and interpolation from radial basis functions. We use
the latter, as described in [4].

For test images, the reference positions x̃ for all p are
determined by regression. Thus instead of a classifier, a
regressor is used. kNN can be used for regression, so we
use the same kNN technique in PPR as described above for
PC. When the corresponding points are placed on the ob-
ject boundaries and the connectivity between the points is
known, x̃ determines the segmentation c. A result is shown
in Fig. 2(d). The result of PPR prescribes how to warp the
image in the reference, and therefore segmented images can
also be elastically deformed into each other. In other words,
a deformation field has been estimated. This is additional
information that is not obtained with PC.

In PPR, local image information is used to predict a ref-
erence position. If the images are acquired with a stan-
dard protocol, as is usually the case in medical imaging,
the reference position cannot be too far of the actual posi-
tion of a pixel. It is easy to determine a maximum distance
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Figure 1. Smoothing the deformation field re-
duces the segmentation error (smoothing =
thick line, weighted smoothing - thin line).

dmax between the reference position and the actual position
for the samples in the train set. We can consider neigh-
bors obtained by kNN beyond this distance outliers, and
ignore them when averaging the reference positions. In-
cluding this outlier rejection mechanism in PPR leads to the
result shown in Fig. 2(e). Effectively, this removes some
segmentation artifacts near the border of the image.

Note that PPR and PC so far are comparable, but not
identical approaches to segmentation. PPR uses the mean
reference position over the k neighbors to determine the
class label, while in PC c is averaged over k neighbors.
In practice, both approaches produce grainy and irregular
object borders. Even if the error is low, the result is of-
ten not considered visually pleasing, and the shape of the
objects produced by the segmentation method may be un-
realistic. To alleviate these problems we investigated sev-
eral approaches to improve upon the estimated deforma-
tion field. Most of the operations described below have no
equivalent for PC. Some operations, like the outlier rejec-
tion mechanism described above, use references to neigh-
bors and thus requires kNN regression, but for other regres-
sion techniques similar techniques could be designed.

The simplest approach is to blur the deformation field.
This was implemented by repeatedly taking the average de-
formation in a 3 by 3 neighborhood for a number of itera-
tions. In all our experiments, this reduced the segmentation
error, unless too much structure is smoothed away. From
train images, an optimal number of iterations can be esti-
mated.

Additionally, for each pixel the average distance d to the
reference position among the neighbors can be computed.
If d is large, this indicates that the estimates produced by
the different neighbors are not very consistent, and that typi-
cally indicates that the estimate is not very accurate. We use
d to weigh the smoothing, with a factor exp(−d/w)where
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Figure 2. Segmentation results for one test image. Below each image, the error is listed. Completely
correctly segmented pixels (all objects correctly classified) are in gray. Incorrectly classified pixels
are displayed in black (false positives) and white (false negatives). Errors are plotted on top of each
other in the order right/left lung, heart, right/left clavicle. (a) Input image with manual segmentation of
lungs, heart and clavicles from the first human observer, used as golden standard. (b) Segmentation
by the second observer. (c) Pixel classification. (d) Pixel position regression. (e) PPR with outlier
rejection. (f) PPR with outlier rejection and weighted smoothing. (g) PPR after fitting the PCA shape
model. (h) Final PPR result, after repeated regression and smoothing. (i) ASM result. (j) AAM result.

w is weight factor. Fig. 1 shows the effect of smoothing and
weighted smoothing with w = 28 mm on the segmentation
error for one test image. Fig. 2(f) shows the segmentation
result after weighted smoothing. Clearly the raggedness of
the borders has been reduced substantially. Moreover, the
segmentation error has been decreased.

In ASM and AAM a global model of the shape of the
object(s) is constructed by stacking the set of corresponding
points in “shape” vectors for each train image and perform-
ing principal component analysis on these vectors. The po-
sitions of the points in a new image can now be updated by
projecting the shape vector on the principal components and
truncating the projections to a predefined number of times
the standard deviation in that direction. See [3] for details.

The corresponding points can directly be retrieved from
the PPR result. If the shape model is fitted, and all points
in the image are warped according to the new set of corre-
sponding points, a new segmentation is obtained, shown in
Fig. 2(g). Note that the shape of the objects is now more
plausible; the protuberance in the lower medial part of the
right clavicle has vanished. Unfortunately, the segmentation
error has increased. The deformation error, defined as the
average distance between the estimated and true reference

position, typically greatly decreases by fitting the global
shape model and warping. (Which is not surprising as the
true reference positions have been defined by a warp func-
tion determined from the same set of corresponding points.)

Thus we now have a fairly accurate estimate of the ref-
erence position of each pixel. This can be used to run the
PPR algorithm again, this time replacing the position fea-
tures with the estimated reference positions. Smoothing the
deformation field yields the result shown in Fig. 2(h). Note
that the error decreased, which is typical for all experiments
we performed. Obviously this procedure can be iterated, but
in our experiments this did not significantly improve results
further.

3. Experiments & Results

Segmentation experiments were performed on a test set
of 30 radiographs. The train set consisted of 124 other ra-
diographs. Two PPR systems are compared. The first one
estimates the pixel positions with outlier rejection (dmax =
84 mm, found to be the maximum displacement occurring
in the train set), as described above, followed by 15 itera-
tions of weighted smoothing (w = 28 mm). An example of
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this system is given in Fig. 2(f). The second PPR system
continues by finding the landmark positions, fits the shape
model to these positions and warps every point according
to the fitted shape. This is taken as input for a second pixel
position regression, as explained above, with dmax = 14
mm. Finally, that result is smoothed for 5 iterations. An
example of this system is given in Fig. 2(h). The results
were compared with pixel classification using the same set-
tings (Fig. 2(c)), ASM (Fig. 2(i)), AAM (Fig. 2(j)) and the
segmentations of a second human observer (Fig. 2(b)).

To obtain good results with ASM, the algorithm’s inter-
nal parameters were optimized exhaustively on a small test
set, different from the one used here. For AAM segmenta-
tion, the publicly available FAME implementation [6] was
used. The AAM was extended with areas outside the objects
(“whiskers”) and a general nonlinear optimization scheme
was employed. Addition of the whiskers greatly improved
results in comparison with standard AAM.

The result on the complete test set are given as box plots
in Figure 3. Clearly, none of the systems can compete with
a second human segmentation (median error 0.028). Of
all computer systems, the second PPR system achieves the
lowest median error (0.036). The difference with the other
systems is significant (P < 0.05 in a paired T-test), except
for ASM (P = 0.099).

4. Discussion & Conclusions

We have presented a new general supervised segmenta-
tion algorithm, PPR, that appears to outperform pixel classi-
fication, active shape models, and active appearance model
in a complex multi-class medical segmentation task. How-
ever, none of these methods performs poorly in this task,
and since each method contains several internal parameters,
one should be careful in drawing strong conclusions about
the superiority of any of these techniques over others.

One could view upon PPR as a combination of PC and
ASM/AAM. Like PC, it is based on local operations, it is
conceptually simple, and it is formulated purely as a pat-
tern recognition problem. Therefore all tools from pattern
recognition theory can be applied to further improve perfor-
mance. PPR segmentation does not, like ASM/AAM and
a variety of related segmentation methods that have been
proposed in the literature, require an initialization and an
iterative optimization scheme. As in ASM/AAM, a set of
corresponding points is obtained, so the position of anatom-
ical landmarks is known and the result can be used for im-
age analysis and registration. The possibilities for process-
ing the estimated deformation field set PPR apart from PC.
They are not limited to the techniques investigated here, and
have been shown to decrease segmentation error for this
task. One of the processing steps considered is the appli-
cation of a global shape model to the deformation field; in
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Figure 3. Box plots for segmentation errors
of the 2nd observer, PC, PPR system 1 and 2,
ASM and AAM.

this way local and global models are combined into a sin-
gle method. For other applications, more iterations in the
regression process may further improve the results.

The required computation time for the method is in the
order of one minute on standard PC hardware for the data
and settings used here and is dominated by the kNN re-
trieval. However, any (small) number of pixels suffices to
produce a deformation field through warping and for seg-
mentation only the location of the borders of objects are of
interest. This may be exploited to significantly reduce the
computational burden of PPR.

References

[1] S. Arya, D. Mount, N. Netanyahu, R. Silverman, and
A. Wu. An optimal algorithm for approximate nearest neigh-
bor searching in fixed dimensions. Journal of the ACM,
45(6):891–923, 1998.

[2] T. Cootes, G. Edwards, and C. Taylor. Active appearance
models. IEEE Transactions on Pattern Analysis and Machine
Intelligence, 23(6):681–685, 2001.

[3] T. Cootes, C. Taylor, D. Cooper, and J. Graham. Active shape
models – their training and application. Computer Vision and
Image Understanding, 61(1):38–59, 1995.

[4] D. Ruprecht and H. Müller. Image warping with scattered
data interpolation. Computer Graphics and Applications,
15(2):37–43, 1995.

[5] J. Shiraishi, S. Katsuragawa, J. Ikezoe, et al. Development
of a digital image database for chest radiographs with and
without a lung nodule. American Journal of Roentgenology,
174:71–74, 2000.

[6] M. B. Stegmann, B. K. Ersbøll, and R. Larsen. FAME – a
flexible appearance modelling environment. IEEE Transac-
tions on Medical Imaging, 22(10):1319–1331, 2003.

Proceedings of the 17th International Conference on Pattern Recognition (ICPR’04) 
1051-4651/04 $ 20.00 IEEE 


	footer1: 


