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Inter Process Communication and Synchronization 
      The application program interface to UDP provides a message passing abstraction the 
simplest form of inter process communication. This enables a sending process to transmit a 
single message to a receiving process. The independent packets containing these messages are 
called datagrams. In the Java and UNIX APIs, the sender specifies the destination using a socket 
an indirect reference to a particular port used by the destination process at a destination 
computer. The application program interface to TCP provides the abstraction of a two-way 
stream between pairs of processes. The information communicated consists of a stream of data 
items with no message boundaries. Streams provide a building block for producer-consumer 
communication. A producer and a consumer form a pair of processes in which the role of the 
first is to produce data items and the role of the second is to consume them. The data items sent 
by the producer to the consumer are queued on arrival at the receiving host until the consumer is 
ready to receive them. The consumer must wait when no data items are available. The producer 
must wait if the storage used to hold the queued data items is exhausted.                       
 
API for Internet Protocol-  The java API for inter process communication in the internet provides both datagram and 

stream communication. 
 The two communication patterns that are most commonly used in distributed programs: 

 Client-Server communication:-The request and reply messages provide the 
basis for remote method invocation (RMI) or remote procedure call (RPC). 

 Group communication:-The same message is sent to several processes. 

 
Fig.1 Middleware 

 Remote Method Invocation (RMI) 
 It allows an object to invoke a method in an object in a remote process. 

 E.g. CORBA and Java RMI 
 Remote Procedure Call (RPC) 

 It allows a client to call a procedure in a remote server. 
 The application program interface (API) to UDP provides a message passing abstraction. 

 Message passing is the simplest form of inter process communication. 

Unit-3 
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 API enables a sending process to transmit a single message to a receiving process.  
 The independent packets containing the messages are called datagrams. 
 In the Java and UNIX APIs, the sender specifies the destination using a socket. 
 Socket is an indirect reference to a particular port used by the destination process 

at a destination computer. 
 The application program interface (API) to TCP provides the abstraction of a two-way 

stream between pairs of processes.  
 The information communicated consists of a stream of data items with no message 

boundaries.  
 Request-reply protocols are designed to support client-server communication in the form 

of either RMI or RPC. 
 Group multicast protocols are designed to support group communication. 
 Group multicast is a form of inter process communication in which one process in a 

group of processes transmits the same message to all members of the group.  
 
The API for the Internet Protocols 
 
 The CHARACTERISTICS of INTERPROCESS COMMUNICATION 

Synchronous and asynchronous communication 
 In the synchronous form, both send and receive are blocking operations. 
 In the asynchronous form, the use of the send operation is non-blocking and the 

receive operation can have blocking and non-blocking variants. 
Message destinations 

 A local port is a message destination within a computer, specified as an integer.  
 A port has an exactly one receiver but can have many senders. 

Reliability 
 A reliable communication is defined in terms of validity and integrity. 
 A point-to-point message service is described as reliable if messages are 

guaranteed to be delivered despite a reasonable number of packets being dropped 
or lost. For integrity, messages must arrive uncorrupted and without duplication. 

Ordering 
 Some applications require that messages be delivered in sender order. 

 
 SOCKET  Internet IPC mechanism of Unix and other operating systems (BSD Unix, Solaris, 

Linux, Windows NT, Macintosh OS) 
 Processes in the above OS can send and receive messages via a socket. 
 Sockets need to be bound to a port number and an internet address in order to  send 

and receive messages. 
 Each socket has a transport protocol (TCP or UDP). 
 Messages sent to some internet address and port number can only be received by a 

process using a socket that is bound to this address and port number. 
 Processes cannot share ports (exception: TCP multicast). 
 Both forms of communication, UDP and TCP, use the socket abstraction, which 

provides and endpoint for communication between processes. 
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 Inter process communication consists of transmitting a message between a socket in 
one process and a socket in another process. 

 
Fig 2: Sockets and ports 

 UDP DATAGRAM COMMUNICATION 
UDP datagram properties 

 No guarantee of order preservation 
 Message loss and duplications are possible 

Necessary steps 
 Creating a socket 
 Binding a socket to a port and local Internet address 

o A client binds to any free local port 
o A server binds to a server port 

Receive method 
 It returns Internet address and port of sender, plus message. 

           Issues related to datagram communications are: 
Message size  IP allows for messages of up to 216 bytes. 
 Most implementations restrict this to around 8 kbytes. 
 Any application requiring messages larger than the maximum must 
fragment. 
 If arriving message is too big for array allocated to receive message 
content, truncation occurs. 

Blocking  Send: non-blocking 
upon arrival, message is placed in a queue for the socket that is bound to 

the destination port. 
 Receive: blocking 

Pre-emption by timeout possible 
If process wishes to continue while waiting for packet, use separate thread 

The Java API provides datagram communication by two classes:  Datagram Packet  
 It provides a constructor to make an array of bytes comprising: 

• Message content  
• Length of message 
• Internet address  
• Local port number  
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 It provides another similar constructor for receiving a message. 
 Datagram Socket  

 This class supports sockets for sending and receiving UDP datagram. 
 It provides a constructor with port number as argument. 
 No-argument constructor is used to choose a free local port. 
 Datagram Socket methods are: 

• send and receive 
• set So Timeout 
• connect 

 
 TCP STREAM COMMUNICATION 

The API to the TCP protocol provides the abstraction of a stream of bytes to be written to 
or read from. 

 Characteristics of the stream abstraction: 
 Message sizes 
 Lost messages 
 Flow control 
 Message destinations 

Use of TCP  Many services that run over TCP connections, with reserved port number are: 
 HTTP (Hypertext Transfer Protocol) 
 FTP (File Transfer Protocol) 
 Telnet 
 SMTP (Simple Mail Transfer Protocol) 

Java API for TCP streams 
The Java interface to TCP streams is provided in the classes: 

 Server Socket   It is used by a server to create a socket at server port to listen for 
connect requests from clients. 

 Socket  It is used by a pair of processes with a connection. 
 The client uses a constructor to create a socket and connect it to the 

remote host and port of a server. 
 It provides methods for accessing input and output streams 

associated with a socket. 
 
External Data Representation  The information stored in running programs is represented as data structures, whereas the 

information in messages consists of sequences of bytes. 
 Irrespective of the form of communication used, the data structure must be converted to a 

sequence of bytes before transmission and rebuilt on arrival. 
Marshalling  Marshalling is the process of taking a collection of data items and assembling 

them into a form suitable for transmission in a message. 
      Unmarshalling  Unmarshalling is the process of disassembling a collection of data on arrival to 

produce an equivalent collection of data items at the destination. 
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Note:  
 Marshalling and unmarshalling activities is usually performed automatically by 

middleware layer. 
 Marshalling is likely error-prone if carried out by hand. 

 
Two approaches to external data representation and marshalling are: 

 CORBA Common Data Representation (CDR)  CORBA CDR  is the external data representation defined with CORBA 2.0. 
 It consists 15 primitive types: 

 Short (16 bit) 
 Long (32 bit) 
 Unsigned short 
 Unsigned long  
 Float(32 bit) 
 Double(64 bit) 
 Char 
 Boolean(TRUE,FALSE) 
 Octet(8 bit) 
 Any(can represent any basic or constructed type) 

Composite types are (CORBA CDR for constructed types)- 

 
Message in CORBA CDR that contains the three fields of a struct whose respective types 

are string, string, and unsigned long. 
For Example: struct with value {„Smith‟, „London‟, 1934} 
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 Java’s object serialization  In Java RMI, both object and primitive data values may be passed as 
arguments and results of method invocation. 

 An object is an instance of a Java class. 
 
Group Communication  The pairwise exchange of messages is not the best model for communication from one 

process to a group of other processes. 
 A multicast operation is more appropriate.   
 Multicast operation is an operation that sends a single message from one process to each 

of the members of a group of processes. 
 The simplest way of multicasting, provides no guarantees about message delivery or 

ordering.  
 Multicasting has the following characteristics: 

 Fault tolerance based on replicated services 
 A replicated service consists of a group of servers. 
 Client requests are multicast to all the members of the group, each of 

which performs an identical operation. 
 Finding the discovery servers in spontaneous networking 

 Multicast messages can be used by servers and clients to locate available 
discovery services in order to register their interfaces or to look up the 
interfaces of other services in the distributed system.  

 Better performance through replicated data 
 Data are replicated to increase the performance of a service. 

 Propagation of event notifications 
 Multicast to a group may be used to notify processes when something 

happens. 
Client-Server Communication 

 The client-server communication is designed to support the roles and message exchanges 
in typical client-server interactions. 
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 In the normal case, request-reply communication is synchronous because the client 
process blocks until the reply arrives from the server.  

 Asynchronous request-reply communication is an alternative that is useful where clients 
can afford  to retrieve  replies later.    

 Often built over UDP datagrams 
 Client-server protocol consists of request/response pairs, hence no acknowledgements at 

transport layer are necessary 
  Avoidance of connection establishment overhead 
  No need for flow control due to small amounts of data are transferred 

The request-reply protocol 

  The designed request-reply protocol matches requests to replies.  
 If UDP datagrams are used, the delivery guarantees must be provided by the request-

reply protocol, which may use the server reply message as an acknowledgement of the 
client request message. 
 
RPC-  
A remote procedure call (RPC) is an inter-process communication that allows a computer 
program to cause a procedure to execute in another address space (commonly on another 
computer on a shared network) without the programmer explicitly coding the details for 
this remote interaction. 

 It further aims at hiding most of the intricacies of message passing and is idle for 
client-server application. 

 RPC allows programs to call procedures located on other machines. But the 
procedures „send‟ and „receive‟ do not conceal the communication which leads to 
achieving access transparence in distributed systems. 

 Example: when process A calls a procedure on B, the calling process on A is 
suspended and the execution of the called procedure takes place. (PS: function, 
method, procedure difference, stub, 5 state process model definition) 

 Information can be transported in the form of parameters and can come back in 
procedure result. No message passing is visible to the programmer. As calling and 
called procedures exist on different machines, they execute in different address 
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spaces, the parameters and result should be identical and if machines crash during 
communication, it causes problems. 

 
Implementing RPC Mechanism- 
To achieve the goal of semantic transparency, the implementation of an RPC mechanism 
is based on the concept of stubs, which provide a perfectly normal (local) procedure call 
abstraction by concealing from programs the interface to the underlying RPC system. We 
saw that an RPC involves a client process and a server process. Therefore, to conceal the 
interface of the underlying RPC system from both the client and server processes, a 
separate stub procedure is associated with each of the two processes. Moreover, to hide 
the existence and functional details of the underlying network, an RPC communication 
package (known as RPC Runtime) is used on both the client and server sides. Thus, 
implementation of an RPC mechanism usually involves the following five elements of 
program  
1. The client 
2. The client stub 
3. The RPC Runtime 
4. The server stub 
5. The server 
The interaction between them is shown in Figure 3. The client, the client stub, and one 
instance of RPC Runtime execute on the client machine, while the server, the server stub, 
and another instance of RPC Runtime execute on the server machine. The job of each of 
these elements is described below. 

 
Fig 3. Implementing RPC Mechanism 
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Stub Generation:- 
 
Stubs can be generated in one of the following two ways: 
1. Manually: In this method, the RPC implementer provides a set of translation functions from 
which a user can construct his or her own stubs. This method is simple to implement and can 
handle very complex parameter types. 
2. Automatically: This is the more commonly used method for stub generation. It uses Interface 
Definition Language (IDL) that is used to define the interface between a client and a server. An 
interface definition is mainly a list of procedure names supported by the interface, together with 
the types of their arguments and results. This is sufficient information for the client and server to 
independently perform compile-time type checking and to generate appropriate calling 
sequences. However, an interface definition also contains other information that helps RPC 
reduce data storage and the amount of data Transferred over the network. For example, an 
interface definition has information to indicate whether each argument is input, output, or both – 
only input arguments need be copied from client to server and only output arguments need be 
copied from server to client. Similarly, an interface definition also has information about type 
definitions, enumerated types, and defined constants that each side uses to manipulate data from 
RPC calls making it unnecessary for both the client and the server to store this information 
separately. A server program that implements procedures in an interface is said to export the 
interface and a client program that calls procedures from an interface is said to import the 
interface. When writing a distributed application, a programmer first writes an interface 
definition using the IDL. He or she can then write the client program that imports the interface 
and the server program that exports the interface. The interface definition is processed using an 
IDL computer to generate components that can be combined with client and server programs, 
without making any changes to the existing compliers. In particular, from an interface definition, 
an IDL complier generate a client stub procedure and a server such procedure for each procedure 
is the interface, the appropriate marshaling and un-marshaling operations in each stub procedure, 
and a header file that supports the data types in the interface definition. The header file is 
included in the source files of the client and server programs, the client stub procedures are 
compiled and linked with the client program, and the server stub procedures are compiled and 
linked with the server program. An IDL compiler is designed to process interface definitions for 
use with different languages, enabling clients and servers written in different languages, to 
communicate by using remote procedure calls. 
 
RPC Messages:- 
Any remote procedure call involves a client process and a server process that are possibly 
located on different computers. The mode of interaction between the client and server is that the 
client asks the server to execute a remote procedure and the server returns the result of execution 
of the concerned procedure to the client. Based on this mode of interaction, the two types of 
messages involved in the implementation of an RPC system are as follows : 
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1. Call messages that are sent by the client to the server for requesting execution of a particular 
remote procedure. 
2. Reply messages that are sent by the server to the client for returning the result of remote 
procedure execution. 
 
Call message is used to request execution of a particular remote procedure the two basic 
components necessary in a call message are as follows : 
1. The identification information of the remote procedure to be executed. 
2. The arguments necessary for the execution of the procedure. 
         In addition to these two fields, a call message normally has the    following fields. 
3. A message identification field that consists of a sequence   number. This field is useful of two 
ways – for identifying lost messages and duplicate messages in case of system failures and for 
properly matching reply messages to outstanding call messages, especially in those cases when 
the replies of several outstanding call messages arrive out of order. 
4. A message type field that is used to distinguish call messages from reply messages. For 
example, in an RPC system, this field may be set to 0 for all call messages and set to 1 for all 
reply messages. 
5. A client identification field that may be used for two purposes – to allow the server of the RPC 
to identify the client to whom the reply message has to be returned and to allow the server to 
check the authentication of the client process for executing the concerned procedure. 
  

Message 
Identifier 

Message 
Type 

Client 
Identifier 

Remote Procedure Identifier Arguments 

Program 
Number 

Version 
Number 

Procedure 
Number 

 
Reply Messages 
When the server of an RPC receives a call message from a client, it could be faced with one of 
the following conditions. In the list below, it is assumed for a particular condition that no 
problem was detected by the server for any of the previously listed conditions: 

                 
Fig 4: (a) a successful reply message format; (b) an unsuccessful reply message format 
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Synchronization:-  
 
Clock synchronization deals with understanding the temporal ordering of events produced by 
concurrent processes. It is useful for synchronizing senders and receivers of messages, 
controlling joint activity, and the serializing concurrent access to shared objects. The goal is that 
multiple unrelated processes running on different machines should be in agreement with and be 
able to make consistent decisions about the ordering of events in a system. For these kinds of 
events, we introduce the concept of a logical clock, one where the clock need not have any 
bearing on the time of day but rather be able to create event sequence numbers that can be used 
for comparing sets of events, such as a messages, within a distributed system. Another aspect of 
clock synchronization deals with synchronizing time-of-day clocks among groups of machines. 
In this case, we want to ensure that all machines can report the same time, regardless of how 
imprecise their clocks may be or what the network latencies are between the machines. 
 

A computer clock usually consists of three components – a quartz crystal that oscillates at 
a well – defined frequency, a counter register, and a holding register. The holding register is used 
to store a constant value that is decided based on the frequency of oscillation of the quartz 
crystal. That is, the value in the counter register is decremented by 1 for each oscillation of the 
quartz crystal. When the value of the counter register becomes zero, an interrupt is generated and 
its value is reinitialized to the value in the holding register. Each interrupt is called clock tick. 
The value in the holding register is chosen 60 so that on 60 clock ticks occur in a second. 
 

 The time difference between two computers is known as drift. Clock drift over time is 
known as skew. Computer clock manufacturers specify a maximum skew rate in their 
products. 

 Computer clocks are among the least accurate modern timepieces.  

 Inside every computer is a chip surrounding a quartz crystal oscillator to record 
time. These crystals cost 25 seconds to produce.  

 Average loss of accuracy: 0.86 seconds per day 
 This skew is unacceptable for distributed systems. Several methods are now in use to 

attempt the synchronization of physical clocks in distributed systems: 
Physical Clocks –Christian’s Algorithm 
Assuming there is one time server with UTC: 

 Each node in the distributed system periodically polls the time server. 
 Time(T1) is estimated as Stime + (T1 –T0)/2 

 This process is repeated several times and an average is provided. 
 Machine T1 then attempts to adjust its time. 

Disadvantages: 

 Must attempt to take delay between server T1 and time server into account 
 Single point of failure if time server fails 
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Physical Clocks –Berkeley Algorithm 
One daemon without UTC: 

 Periodically, the daemon polls all machines on the distributed system for their times.  

 The machines answer. 
 The daemon computes an average time and broadcasts it to the machines so they can 

adjust. 
Physical Clocks –Decentralized Averaging Algorithm 

 Each machine on the distributed system has a daemon without UTC. 

 Periodically, at an agreed-upon fixed time, each machine broadcasts its local time. 
 Each machine calculates the correct time by averaging all results. 

 
 
Mutual Exclusion:-  
There are several resources in a system that must not be used simultaneously by multiple 
processes if program operation is to be correct. For example, a file must not be simultaneously 
updated by multiple processes. Similarly, use of unit record peripherals such as tape drives or 
printers must be restricted to a single process at a time. Therefore, exclusive access to such a 
shared resource by a process must be ensured. This exclusiveness of access is called mutual 
exclusion between processes. The sections of a program that need exclusive access to shared 
resources are referred to as critical sections. For mutual exclusion, means are introduced to 
prevent processes from executing concurrently within their associated critical sections. 
 
Election Algorithms:- 
Several distributed algorithms require that there be a coordinator process in the entire system that 
performs some type of coordination activity needed for the smooth running of other processes in 
the system. Two examples of such coordinator processes encountered in this chapter are the 
coordinator in the centralized algorithm for mutual exclusion and the central coordinator in the 
centralized deadlock detection algorithm. 

 Since all other processes in the system have to interact with the coordinator, they all must 
unanimously agree on who the coordinator is. Furthermore, if the coordinator process 
fails due to the failure of the site on which it is located, a new coordinator process must 
be elected to take up the of the failed coordinator. 

 Election algorithms are meant for electing to take coordinator process from among the 
currently running processes in such a manner that at any instance of time there is a single 
coordinator for all processes in the system. 

 
Election algorithm are based on the following assumptions : 
1. Each process in the system has a unique priority number. 
2. Whenever an election is held, the process having the highest priority number among the 
currently active processes is elected as the coordinator. 
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3. On recovery, a failed process can take appropriate actions to rejoin the set of active processes. 
Therefore, whenever initiated, an election algorithm basically finds out which of the currently 
active processes has the highest priority number and then informs this to all other active 
processes. Different election algorithms differ in the way they do this.  
 
Two such election algorithms are described below- 
When any process notices that the coordinator is no longer responding to the requests, it asks for 
the election. Example: A process P holds an election as follows 
1) P sends an ELECTION message to all the processes with higher numbers. 
2) If no one responds, P wins the election and becomes the coordinator. 
3) If one higher process answers; it takes over the job and P‟s job is done. 
At any moment an “election” message can arrive to process from one of its lowered numbered 
colleague. The receiving process replies with an OK to say that it is alive and can take over as a 
coordinator. Now this receiver holds an election and in the end all the processes give ok except 
one and that one is the new coordinator. The new coordinator announces its new post by sending 
all the processes a message that it is starting immediately and is the new coordinator of the 
system. If the old coordinator was down and if it gets up again; it holds for an election which 
works in the above mentioned fashion. The biggest numbered process always wins and hence the 
name “bully” is used for this algorithm. 

 

                
Fig 5: Bully Election Algorithm 
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Ring Algorithm: 
 
It is based on the use of a ring as the name suggests. But this does not use a toke. Processes are 
physically ordered in such a way that every process knows its successor. 
When any process notices that the coordinator is no longer functioning, it builds up an 
ELECTION message containing its own number and passes it along the to its successor. If the 
successor is down, then sender skips that member along the ring to the next working process. 
At each step, the sender adds its own process number to the list in the message effectively 
making itself a candidate to be elected as the coordinator. At the end, the message gets back to 
the process that started it. 
That process identifies this event when it receives an incoming message containing its own 
process number. Then the same message is changed as coordinator and is circulated once again. 
Example: two process, Number 2 and Number 5 discover together that the previous coordinator; 
Number 7 has crashed. Number 2 and Number 5 will each build an election message and start 
circulating it along the ring. Both the messages in the end will go to Number 2 and Number 5 
and they will convert the message into the coordinator with exactly the same number of members 
and in the same order. When both such messages have gone around the ring, they both will be 
discarded and the process of election will re-start. 

         
Fig. 6 Ring Algorithm 
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