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Motivation

T Y
W=1
T Y
W=0

M

I M =“Mediator”
I W =“Moderator”
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Motivation

I Analysis of “moderators” = characterizing effect heterogeneity.
I Useful for

I Adjudicating between rival explanations/theories of an effect.
I Defining optimal treatment regimes.
I Assessing generalizability to other contexts.
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Motivation

I Essentially we are talking about interaction effects:

“Yi = α +ρDi + γWi +λDiWi + εi”

I If W binary or otherwise has a linear moderating effect, this
specification is adequate and can test for moderator effects with
usual test on λ .

I But if W is not binary, then we need to consider possible
non-linearities.
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Nonlinear Moderator Effects

46
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Figure A.1: E↵ect of an Increase in Detection Probability on the Decision to Work or Shirk

in the outside option (i.e., Q may also be a function of ✓). More generally, ✓ might not

only capture the single-dimensional productivity gains to personality traits. It may also

capture heterogeneity in workers’ outside options, in workers’ cognitive ability, in workers’

ability to mitigate political pressure from outside their o�ce, and so on. We could deal

with this in two ways. Most simply, we could redefine �(✓) to include the all of these

personality trait-dependent costs and benefits. Then the simple model would encapsulate a

richer understanding of these costs and benefits of personality traits, but it would be unable

to di↵erentiate these costs and benefits. Second, we could enrich the model by, for example,

modeling Q as a function of ✓. Without additional and somewhat implausible assumptions,

doing so immediately expands the set of predictions to the point where the model is no

longer falsifiable. We will now demonstrate this.

A.1.3 Extending the Model

Let us extend the model to now assume that the outside option is a function of ✓. Thus we

have the following updated indi↵erence condition:

W � �(✓) = (1 � p)W � pc + Q(✓) (8)

Though it is still straightforward to see here that an increase in p weakly increases

(Callen et al. 2018)
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Nonlinear Moderator Effects
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A.1.3 Extending the Model

Let us extend the model to now assume that the outside option is a function of ✓. Thus we
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Nonlinear Moderator Effects
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Figure 8: Nonparametric treatment e↵ects

Notes: This figure plots a kernel-weighted local polynomial regression of whether a clinic had a health inspection in the last
two months on every 5th percentile of baseline Big Five index separately for treatment and control districts, as well as the
di↵erence at each 5th percentile of baseline scores. The confidence intervals of the treatment e↵ects are constructed by drawing
1,000 bootstrap samples of data that preserve the within-district correlation structure in the original data and plotting the 95
percent range for the treatment e↵ect at each 5th percentile of baseline scores.

in Appendix Table A.13, personality does at least as much to predict the response to increased

monitoring as all of the other covariates that we record for health inspectors. Completion

of higher education is slightly higher and more significant predictor, but it predicts more-or-

less separately from personality. Second, these correlations are of a meaningful magnitude.

Increased inspections may not lead to an overall increase in doctor attendance, but they

generate information that is helpful in the case that a health inspector or more likely a

senior health o�cial is interested in enforcing attendance. We will see this directly in the

next subsection.

(Callen et al. 2018)
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Nonlinear Moderator Effects
I Hainmueller et al. (2018) discuss estimation with interflex

package for Stata and R:
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Extended applications

I But there is more we can do than just test for interaction effects.
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Extended applications

1

American Economic Journal: Applied Economics 2013, 5(4): 1–27 
http://dx.doi.org/10.1257/app.5.4.1

Explaining Charter School Effectiveness†

By Joshua D. Angrist, Parag A. Pathak, and Christopher R. Walters*

Lottery estimates suggest Massachusetts’ urban charter schools boost 
achievement well beyond that of traditional urban public schools stu-
dents, while nonurban charters reduce achievement from a higher 
baseline. The fact that urban charters are most effective for poor 
nonwhites and low-baseline achievers contributes to, but does not 
fully explain, these differences. We therefore link school-level charter 
impacts to school inputs and practices. The relative efficacy of urban 
lottery sample charters is accounted for by these schools’ embrace of 
the No Excuses approach to urban education. In our Massachusetts 
sample, Non-No-Excuses urban charters are no more effective than 
nonurban charters. (JEL H75, I21, I28)

A growing body of evidence suggests that urban charter schools have the poten-
tial to generate impressive achievement gains, especially for minority students 

living in high-poverty areas. In a series of studies using admissions lotteries to iden-
tify causal effects, we looked at the impact of charter attendance in Boston and at a 
Knowledge is Power Program (KIPP) school in Lynn, Massachusetts (Abdulkadiro  ̆    g lu  
et al. 2009, 2011; Angrist et al. 2010, 2012). Boston and Lynn charter middle schools 
increase student achievement by about 0.4 standard deviations (σ) per year in math 
and about 0.2σ per year in English Language Arts (ELA). Among high school stu-
dents, attendance at a Boston charter school increases student achievement by about 
0.3σ per year in math and 0.2σ per year in ELA. Lottery studies of charter schools 
in the Harlem Children’s Zone (Dobbie and Fryer 2011a) and a Washington, DC 
charter boarding school (Curto and Fryer 2011) find similarly large gains. Studies 
of Chicago and New York charter schools also report positive effects (Hoxby and 
Rockoff 2004; Hoxby, Murarka, and Kang 2009; Dobbie and Fryer 2011b).

* Angrist: Department of Economics, Massachusetts Institute of Technology and NBER, E52-393, 50 Memorial 
Drive, Cambridge, MA 02142 (e-mail: angrist@mit.edu); Pathak: Massachusetts Institute of Technology, E52-
391C, 50 Memorial Drive, Cambridge, MA 02142 (e-mail: ppathak@mit.edu); Walters: University of California, 
Berkeley, 530 Evans Hall #3880, Berkeley, CA 94720 (e-mail: crwalters@econ.berkeley.edu). Special thanks 
go to Carrie Conaway, Sarah Cohodes, Jon Fullerton, Harvard’s Center for Education Policy Research, and the 
Massachusetts Department of Education for assistance and data, and to our charter team collaborators, Sue Dynarski 
and Tom Kane for their valuable input. Seminar participants at Boston College, Columbia University, Harvard 
University, HEC Montreal, Miami Ohio, The University of Trento, The University of Virginia, Wharton School 
of Business, the Society for Research on Educational Effectiveness Spring 2012 conference in Washington, DC, 
and the August 2011 Impact Evaluation Network meeting in Buenos Aires provided extensive helpful comments. 
This work was funded by Institute for Education Sciences award number R305A120269 and the Massachusetts 
Department of Elementary and Secondary Education. Pathak gratefully acknowledges support from National 
Science Foundation grant SES-1056325. The views expressed here are those of the authors alone.

† Go to http://dx.doi.org/10.1257/app.5.4.1 to visit the article page for additional materials and author  
disclosure statement(s) or to comment in the online discussion forum.

—————————————————————

Advance Access publication December 1, 2010 Political Analysis (2011) 19:1–19
doi:10.1093/pan/mpq035

Estimation of Heterogeneous Treatment Effects from
Randomized Experiments, with Application to the Optimal

Planning of the Get-Out-the-Vote Campaign

Kosuke Imai
Department of Politics, Princeton University, Princeton, NJ 08544

e-mail: kimai@princeton.edu (corresponding author)

Aaron Strauss
The Mellman Group, 1023 31st St NW, 5th Floor, Washington, DC 20007

e-mail: aaronbs@gmail.com

Although a growing number of political scientists are conducting randomized experiments, many of them only

report the average treatment effects and do not systematically explore the variation in treatment effects across

subpopulations. This is unfortunate from a scientific point of view because heterogeneous treatment effects

can provide additional substantive insights. This current state of affairs is also problematic from a policy

makers’ perspective since such studies do not identify subgroups for which treatments are effective. In this

paper, we propose a formal two-step framework that first identifies heterogeneous treatment effects from a

randomized experiment and then uses this information to derive an optimal policy about which treatment

should be given to whom. Our proposed method avoids the risk of false discoveries that are likely in post hoc

subgroup analysis routinely conducted in the discipline. We discuss our methodology in the context of get-

out-the-vote randomized field experiments and show how the proposed two-step framework can be applied

in real-world settings.

1 Introduction

Over the last decade, political scientists have shown renewed interests in randomized experiments that are
conducted in the field as well as in the laboratory (Druckman et al. 2006; Morton and Williams 2010).
Despite the accumulating empirical evidence through these experiments, political science articles, which
report the results of randomized experiments, have a strong tendency to focus on the statistical significance
of the estimated overall average treatment effect (ATE) of each treatment rather than systematically study
the variation in treatment effects across subpopulations. In addition, many researchers implicitly assume
the constant additive treatment effect across units when employing regression models for statistical
analysis. This leads to the standard practice of reporting a single estimate (or at most a small number
of estimates) summarizing the efficacy of each treatment.

This current state of affairs is unfortunate for both academic and policy-making perspectives. The
heterogeneity of treatment effects, if successfully identified, can provide additional insights for the validity
of theories under consideration. Moreover, policy makers can take advantage of such information to iden-
tify subgroups for which treatments are effective, thereby enabling them to derive an optimal policy of
which treatment should be given to whom. Recognizing this problem, a growing number of methodol-
ogists are beginning to propose various statistical methods that enable the estimation of heterogeneous
treatment effects from randomized experiments (e.g., Horiuchi, Imai, and Taniguchi 2007; Feller and
Holmes 2009; Nickerson and Arceneaux 2009; Green and Kern 2010b). This is the literature to which
we contribute.

Authors’ note: The first version of this paper was circulated in December 2008 under the title of ‘‘Planning the Optimal Get-out-the-
vote Campaign.’’ We thank useful comments from seminar participants at Columbia University and the University of Wisconsin,
Madison, as well as three anonymous reviewers and the editor. Supplementary materials for this article are available on the Political
Analysis Web site.

! The Author 2010. Published by Oxford University Press on behalf of the Society for Political Methodology.
All rights reserved. For Permissions, please email: journals.permissions@oup.com
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American Economic Journal: Applied Economics 2013, 5(4): 1–27 
http://dx.doi.org/10.1257/app.5.4.1

Explaining Charter School Effectiveness†

By Joshua D. Angrist, Parag A. Pathak, and Christopher R. Walters*

Lottery estimates suggest Massachusetts’ urban charter schools boost 
achievement well beyond that of traditional urban public schools stu-
dents, while nonurban charters reduce achievement from a higher 
baseline. The fact that urban charters are most effective for poor 
nonwhites and low-baseline achievers contributes to, but does not 
fully explain, these differences. We therefore link school-level charter 
impacts to school inputs and practices. The relative efficacy of urban 
lottery sample charters is accounted for by these schools’ embrace of 
the No Excuses approach to urban education. In our Massachusetts 
sample, Non-No-Excuses urban charters are no more effective than 
nonurban charters. (JEL H75, I21, I28)

A growing body of evidence suggests that urban charter schools have the poten-
tial to generate impressive achievement gains, especially for minority students 

living in high-poverty areas. In a series of studies using admissions lotteries to iden-
tify causal effects, we looked at the impact of charter attendance in Boston and at a 
Knowledge is Power Program (KIPP) school in Lynn, Massachusetts (Abdulkadiro  ̆    g lu  
et al. 2009, 2011; Angrist et al. 2010, 2012). Boston and Lynn charter middle schools 
increase student achievement by about 0.4 standard deviations (σ) per year in math 
and about 0.2σ per year in English Language Arts (ELA). Among high school stu-
dents, attendance at a Boston charter school increases student achievement by about 
0.3σ per year in math and 0.2σ per year in ELA. Lottery studies of charter schools 
in the Harlem Children’s Zone (Dobbie and Fryer 2011a) and a Washington, DC 
charter boarding school (Curto and Fryer 2011) find similarly large gains. Studies 
of Chicago and New York charter schools also report positive effects (Hoxby and 
Rockoff 2004; Hoxby, Murarka, and Kang 2009; Dobbie and Fryer 2011b).

* Angrist: Department of Economics, Massachusetts Institute of Technology and NBER, E52-393, 50 Memorial 
Drive, Cambridge, MA 02142 (e-mail: angrist@mit.edu); Pathak: Massachusetts Institute of Technology, E52-
391C, 50 Memorial Drive, Cambridge, MA 02142 (e-mail: ppathak@mit.edu); Walters: University of California, 
Berkeley, 530 Evans Hall #3880, Berkeley, CA 94720 (e-mail: crwalters@econ.berkeley.edu). Special thanks 
go to Carrie Conaway, Sarah Cohodes, Jon Fullerton, Harvard’s Center for Education Policy Research, and the 
Massachusetts Department of Education for assistance and data, and to our charter team collaborators, Sue Dynarski 
and Tom Kane for their valuable input. Seminar participants at Boston College, Columbia University, Harvard 
University, HEC Montreal, Miami Ohio, The University of Trento, The University of Virginia, Wharton School 
of Business, the Society for Research on Educational Effectiveness Spring 2012 conference in Washington, DC, 
and the August 2011 Impact Evaluation Network meeting in Buenos Aires provided extensive helpful comments. 
This work was funded by Institute for Education Sciences award number R305A120269 and the Massachusetts 
Department of Elementary and Secondary Education. Pathak gratefully acknowledges support from National 
Science Foundation grant SES-1056325. The views expressed here are those of the authors alone.

† Go to http://dx.doi.org/10.1257/app.5.4.1 to visit the article page for additional materials and author  
disclosure statement(s) or to comment in the online discussion forum.
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Unpacking effect heterogeneity

I Angrist et al. study the puzzle of the urban/non-urban gap in
charter school effectiveness.

I They use a variety of techniques:
1. Plot potential outcome means.
2. Decompose effects by student characteristics.
3. Study moderating effects of school characteristics.
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The puzzle
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The puzzle

I Differences due to differences in types of students served?
I That is, maybe we’re just talking about radically different

potential outcome distributions:

outcomes, or both. The second is variation in Y0i across charter and non-charter students

within each area. This tells us whether lottery compliers are unusual in either setting. Finally,

we decompose the di↵erence in charter e↵ectiveness across urban and non-urban areas into a

component due to di↵erences in student populations and a component due to di↵erences in

e↵ectiveness conditional on characteristics.

The Urban Gap in Treatment and No-Treatment Counterfactuals

The urban charter advantage can be broken down into two parts, the first capturing di↵erences in

potential outcomes in the treated state (di↵erences in Y1i) and the second capturing di↵erences

in potential outcomes in the non-treated state (di↵erences in Y0i). Specifically, we have

⌧u � ⌧n = Eu[Y1i|D1i > D0i] � En[Y1i|D1i > D0i]| {z }
�1

(5)

� (Eu[Y0i|D1i > D0i] � En[Y0i|D1i > D0i])| {z }
�0

.

Here, �1 measures the di↵erence in treated outcomes for compliers at urban and non-urban

charter schools, while �0 measures the di↵erence in non-treated outcomes between these two

groups.

Pooling urban and non-urban charter applicants, we estimate �0 using

Yi(1 � Di) =  (1 � Di) + �0(1 � Di) · 1{Ui = u} +
X

j

�jdij + ✏i, (6)

with first stage

1 � Di =
X

j

jdij +
X

j

⇡jdijZi + ⌘i. (7)

The first stage equation for the interaction between 1 � Di and urban status uses the same

specification as equation (7).8 For a model without covariates, Abadie (2003) shows that 2SLS

estimation of this type of system produces estimates of marginal mean counterfactuals for com-

pliers; in this case, the 2SLS estimate is the mean of Y0i for compliers. (We estimate �1 using

a model that replaces (1 � Di) with Di in equations (6) and (7).) Our parameterization di↵ers

from Abadie’s in two ways. First, we are interested in the di↵erence in marginal mean outcomes

between urban and non-urban compliers:  equals the average of Y0i for lottery compliers in

non-urban areas, while  + �0 is the average of Y0i for compliers in urban areas. Second, our

estimating equation includes a saturated model for risk sets. In this case, the 2SLS estimands

are weighted averages of mean Y0i for compliers across risk sets, with weights proportional to

8Since applicants to urban and non-urban charter schools are disjoint sets, the main e↵ect for urban status is

collinear with the dij and therefore omitted.
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Potential outcome differentials

I In the IV setting, we can estimate γ0:

outcomes, or both. The second is variation in Y0i across charter and non-charter students

within each area. This tells us whether lottery compliers are unusual in either setting. Finally,

we decompose the di↵erence in charter e↵ectiveness across urban and non-urban areas into a

component due to di↵erences in student populations and a component due to di↵erences in

e↵ectiveness conditional on characteristics.

The Urban Gap in Treatment and No-Treatment Counterfactuals

The urban charter advantage can be broken down into two parts, the first capturing di↵erences in

potential outcomes in the treated state (di↵erences in Y1i) and the second capturing di↵erences

in potential outcomes in the non-treated state (di↵erences in Y0i). Specifically, we have

⌧u � ⌧n = Eu[Y1i|D1i > D0i] � En[Y1i|D1i > D0i]| {z }
�1

(5)

� (Eu[Y0i|D1i > D0i] � En[Y0i|D1i > D0i])| {z }
�0

.

Here, �1 measures the di↵erence in treated outcomes for compliers at urban and non-urban

charter schools, while �0 measures the di↵erence in non-treated outcomes between these two

groups.

Pooling urban and non-urban charter applicants, we estimate �0 using

Yi(1 � Di) =  (1 � Di) + �0(1 � Di) · 1{Ui = u} +
X

j

�jdij + ✏i, (6)

with first stage

1 � Di =
X

j

jdij +
X

j

⇡jdijZi + ⌘i. (7)

The first stage equation for the interaction between 1 � Di and urban status uses the same

specification as equation (7).8 For a model without covariates, Abadie (2003) shows that 2SLS

estimation of this type of system produces estimates of marginal mean counterfactuals for com-

pliers; in this case, the 2SLS estimate is the mean of Y0i for compliers. (We estimate �1 using

a model that replaces (1 � Di) with Di in equations (6) and (7).) Our parameterization di↵ers

from Abadie’s in two ways. First, we are interested in the di↵erence in marginal mean outcomes

between urban and non-urban compliers:  equals the average of Y0i for lottery compliers in

non-urban areas, while  + �0 is the average of Y0i for compliers in urban areas. Second, our

estimating equation includes a saturated model for risk sets. In this case, the 2SLS estimands

are weighted averages of mean Y0i for compliers across risk sets, with weights proportional to

8Since applicants to urban and non-urban charter schools are disjoint sets, the main e↵ect for urban status is

collinear with the dij and therefore omitted.

12

I Similar for γ1.
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Potential outcome differentials
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DYHUDJH�QRQ�WUHDWHG�RXWFRPHV�EHWZHHQ�XUEDQ�DQG�QRQ�XUEDQ�FRPSOLHUV��FRPSXWHG�DV�GHVFULEHG�LQ�WKH�WH[W���&ROXPQ�����VKRZV�DQ�HVWLPDWH�
RI�WKH�GLIIHUHQFH�LQ�WUHDWHG�RXWFRPHV�EHWZHHQ�WKHVH�WZR�JURXSV�

'LIIHUHQFHV�LQ�SRWHQWLDO�RXWFRPHV
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Potential outcome differentials
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Effect decomposition

How much of the urban/non-urban gap in effect sizes is due to urban/non-
urban differences in student characteristics?

I Oaxaca-Blinder linear decomposition.
I Start with model that interacts student characteristics with

treatment in each location type:

Accounting for Student Demographics

We explore the role of student demographics in generating the urban charter advantage with

the help of a decomposition in the spirit of Blinder (1973) and Oaxaca (1973). The first step

uses the methods of Abadie (2003) to identify a linear local average response function for lottery

compliers conditional on a vector of observable demographic variables, Xi. Specifically, we have

El[Yi|D1i > D0i, Di, Xi, dij ] = X 0
i✓l + !lDi + DiX

0
i⇢l +

X

j

�jdij , l 2 {u, n}. (10)

This equation has a causal interpretation because conditional on being a complier, treatment

(charter enrollment) is ignorable. Abadie (2003) shows that 2SLS using Bernoulli instruments

for a Bernoulli treatment consistently estimates this sort of linear model for local average causal

response.

Equation (10) generates the following parameterization of the urban/non-urban di↵erence

in charter school attendance e↵ects:

⌧u � ⌧n = (!u � !n) + X̄ 0
n(⇢u � ⇢n) + (X̄ 0

u � X̄ 0
n)⇢u, (11)

where

X̄l ⌘ El[Xi|D1i > D0i].

The last term in equation (11) captures the part of the urban charter advantage explained by

di↵erences in demographics. In particular, this term tells us how much smaller the e↵ects of

urban charter schools would be if they served the same mix of students as do non-urban schools.

The first two terms capture the component of the urban advantage attributable to di↵erences

in e↵ects within demographic groups.

Here, as always, Blinder-Oaxaca decompositions can be presented in two ways. In this case,

the urban/non-urban di↵erence in charter school e↵ects can be decomposed with di↵erences in

means weighted by non-urban charter impacts instead of urban. Specifically, we can write

⌧u � ⌧n = (!u � !n) + X̄ 0
u(⇢u � ⇢n) + (X̄ 0

u � X̄ 0
n)⇢n. (12)

Like equation (11), this expression includes components associated with di↵erences in demo-

graphics and di↵erences in e↵ectiveness conditional on demographics. The last term measures

how much more e↵ective non-urban charter schools would be if their students were demograph-

ically similar to the urban charter population.

We construct these decompositions by estimating

Yi = X 0
i✓l + !lDi + DiX

0
i⇢l +

X

j

�jdij + ✏i

16

⇒ τl = ωl +E [Xl|D1i > D0i]
′
ρl

Then,
τu− τn = (ωu−ωn)+(X̄′uρu− X̄′nρn),

where X̄l = E l[Xi|D1i > D0i] (complier means in l = u,n).
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Effect decomposition

How much of the urban/non-urban gap in effect sizes is due to urban/non-
urban differences in student characteristics?

I Now, ρu = ρn +(ρu−ρn) and X̄u = X̄n +(X̄u− X̄n).
I By substitution,

X̄′uρu = [X̄n +(X̄u− X̄n)]
′[ρn +(ρu−ρn)].

= X̄′nρn + X̄′n(ρu−ρn)+(X̄u− X̄n)
′
ρn

+(X̄u− X̄n)
′
ρu− (X̄u− X̄n)

′
ρn,

I And so,

τu− τn = (ωu−ωn)︸ ︷︷ ︸
A

+ X̄′n(ρu−ρn)︸ ︷︷ ︸
B

+(X̄u− X̄n)
′
ρu︸ ︷︷ ︸

C
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Effect decomposition

I

τu− τn = (ωu−ωn)︸ ︷︷ ︸
A

+ X̄′n(ρu−ρn)︸ ︷︷ ︸
B

+(X̄u− X̄n)
′
ρu︸ ︷︷ ︸

C

I A = unexplained differences in charter effectiveness.
I B = differences in effectiveness due to urban students

responding or being treated differently than non-urban students.
“If non-urban students were treated as if they were in an urban
school, how would their results differ?”

I C = differences in effectiveness due to differences in measured
characteristics of urban students relative to non-urban students.
“If urban schools were to serve the non-urban instead of urban
population, how would the results differ?”

I Decomposition is with respect to urban schools (ρu).
I Can also do it with respect to non-urban schools.
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Effect decomposition

I Estimation follows these steps:
I Estimate coefficients in interacted model via 2SLS.
I Estimate X̄l via kappa-weighting.
I Xi includes sex, race, special ed. status, English proficiency, free

lunch status, and baseline test scores.
I See Ding et al. (2017) for related methods and

randomization-based tests.
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Effect decomposition
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Meta-regression
How much of the urban/non-urban differential is due to differences in
school characteristics?

I Angrist et al. expand the dataset to non-lottery schools.
I Pair-match each charter school student to a non-charter school

student. Estimate charter-school-specific effects, τs:

τs = E s[Y1i−Y0i],

where E s[Y0i] given by matched pair outcomes.
I Then regress these effect estimates on school characteristics:

using the following school-level regression:

⌧̂s = �0 + �1Us + �2Ls + �3Hs + P 0
s�4 + us, (15)

where ⌧̂s is an observational estimate of the e↵ect of charter school s, Us is an urban dummy,

Ls is a lottery sample dummy, Hs is a high school dummy, and Ps is a vector of school policies

and characteristics measured in our survey. The estimates of this equation are weighted by

the reciprocal of the standard error of the estimated treatment e↵ect. Standard errors are

clustered at the school level to account for the fact that some schools contribute both middle

and high-school estimates to the sample.

Not surprisingly given our earlier findings, estimates of equation (14) show substantially

larger treatment e↵fects at urban and lottery sample schools. These e↵ects are reported in

columns (1) and (5) of Table 13, which show estimates of equation (15) including only Us,

Ls, and Hs on the right-hand side. Eligible urban schools produce achievement gains that are

0.20� and 0.12� larger than the e↵ects of non-urban schools in math and ELA; lottery-sample

schools generate gains that are 0.15� and 0.10� larger than the e↵ects of non-lottery schools.

Columns (2) and (4) add instruction time (minutes per day and in the relevant subject) and per-

pupil expenditures to the model. Increased time in the classroom is increasingly promoted as a

means of increasing student achievement; in 2006, the Massachusetts state legislature approved

a program to extend the school day by two hours in a small set of schools, motivated in part

by the long days at successful charter schools (Pennington, 2007). The achievement e↵ects of

per-pupil expenditures are of longstanding interest to researchers and policy-makers; increasing

per-pupil expenditures in regular public schools is often seen as an alternative to more structural

reforms (Hanushek, 1997). School-environment variables can indeed account for a substantial

fraction of the larger treatment e↵ects produced by urban and lottery sample charter schools:

urban and lottery coe�cients fall substantially for both subjects, though the urban ELA and

lottery math coe�cients remain statistically significant. On the other hand, only the total time

variable generates a marginally significant e↵ect, while the expenditure coe�cient is essentially

zero.

Extended learning time is one of a number of features of the No Excuses approach. The

estimates in columns (3) and (7) of Table 13 come from models that swap a dummy for schools

that subscribe to No Excuses for the school environment variables used to construct the esti-

mates reported in columns (2) and (6).14 No Excuses status fully accounts for the urban and

lottery advantages in both math and ELA, without controlling for other features of the school

environment. No Excuses charter schools generate math and ELA gains that are 0.31� and

14The No Excuses variable used for this exercise is coded as one for schools described by survey respondents as

fully or somewhat No Excuses. Results using a dummy for full No Excuses status only are similar.

20

I First estimate baseline model with urban, lottery, and high school
dummies.

I Introduce school-level policy variables.
I Interpret with caution (remember last week...)
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Meta-regression
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Unpacking effect heterogeneity

I Thus, urban charter schools have a much larger impact than
non-urban charter schools.

I The nature of the urban charter schools impact is to bring
students who would otherwise perform very poorly up toward
the average performance of students elsewhere.

I Thus, much of this effect differential can be associated with
student demographics,

I Differences in disciplinary practices also seem to play an
important role.
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Although a growing number of political scientists are conducting randomized experiments, many of them only

report the average treatment effects and do not systematically explore the variation in treatment effects across

subpopulations. This is unfortunate from a scientific point of view because heterogeneous treatment effects

can provide additional substantive insights. This current state of affairs is also problematic from a policy

makers’ perspective since such studies do not identify subgroups for which treatments are effective. In this

paper, we propose a formal two-step framework that first identifies heterogeneous treatment effects from a

randomized experiment and then uses this information to derive an optimal policy about which treatment

should be given to whom. Our proposed method avoids the risk of false discoveries that are likely in post hoc

subgroup analysis routinely conducted in the discipline. We discuss our methodology in the context of get-

out-the-vote randomized field experiments and show how the proposed two-step framework can be applied

in real-world settings.

1 Introduction

Over the last decade, political scientists have shown renewed interests in randomized experiments that are
conducted in the field as well as in the laboratory (Druckman et al. 2006; Morton and Williams 2010).
Despite the accumulating empirical evidence through these experiments, political science articles, which
report the results of randomized experiments, have a strong tendency to focus on the statistical significance
of the estimated overall average treatment effect (ATE) of each treatment rather than systematically study
the variation in treatment effects across subpopulations. In addition, many researchers implicitly assume
the constant additive treatment effect across units when employing regression models for statistical
analysis. This leads to the standard practice of reporting a single estimate (or at most a small number
of estimates) summarizing the efficacy of each treatment.

This current state of affairs is unfortunate for both academic and policy-making perspectives. The
heterogeneity of treatment effects, if successfully identified, can provide additional insights for the validity
of theories under consideration. Moreover, policy makers can take advantage of such information to iden-
tify subgroups for which treatments are effective, thereby enabling them to derive an optimal policy of
which treatment should be given to whom. Recognizing this problem, a growing number of methodol-
ogists are beginning to propose various statistical methods that enable the estimation of heterogeneous
treatment effects from randomized experiments (e.g., Horiuchi, Imai, and Taniguchi 2007; Feller and
Holmes 2009; Nickerson and Arceneaux 2009; Green and Kern 2010b). This is the literature to which
we contribute.

Authors’ note: The first version of this paper was circulated in December 2008 under the title of ‘‘Planning the Optimal Get-out-the-
vote Campaign.’’ We thank useful comments from seminar participants at Columbia University and the University of Wisconsin,
Madison, as well as three anonymous reviewers and the editor. Supplementary materials for this article are available on the Political
Analysis Web site.
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All rights reserved. For Permissions, please email: journals.permissions@oup.com

1

 by guest on January 12, 2011
pan.oxfordjournals.org

D
ow

nloaded from
 

27 / 37



Optimal treatment regimes

I Field experimental studies show modest effectiveness of various
get-out-the-vote strategies.

I A campaign manager with a limited budget may want to know
how to get the most out of these strategies.

I Imai & Strauss address this problem.
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Optimal treatment regimes

Strategy:
I Characterize effect heterogeneity agnostically but not

statistically recklessly.
I Determine for whom treatment is most effective.
I Use that to determine optimal treatment regime for situations

when you can’t treat everyone.
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Optimal treatment regimes

I Simple example: Text-message mobilization. If we can only
send a limited number of messages, to whom should we send so
as to maximize impact on voter turnout?

I (Paper explains how to generalize to multiple treatment options
and partisan campaigns,)
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Optimal treatment regimes
Formal set-up (simplified relative to paper):

I Population of size N.
I We have at our disposal information on covariates, Xi.
I δ (x) is probability that people with Xi = x are assigned to

treatment (1−δ (x) is prob. to control). Choice variable.
I ρ(t,x) is probability that people with Xi = x vote when assigned

to t = 0,1. Needs to be estimated.
I We want to maximize expected turnout:

g(δ ,ρ) = NE X {[δ (x)ρ(1,x)+(1−δ (x))ρ(0,x)]}

I Subject to budget constraint:

B≡ 1(max
x∈X
{δ (x)}> 0)κ +NE X [δ (x)ξ (x)]≤ C

where κ is a fixed cost, and ξ (x) are incremental costs.
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Optimal treatment regimes

I Imai & Strauss use a Bayesian decision framework. (See Athey
& Wager, 2018, for a non-Bayesian approach that uses a “regret”
loss criterion.)

I Select δ ∗, accounting for uncertainty about ρ(.):

δ
∗ = arg max

δ∈∆

∫
g(δ ,ρ)dπ(ρ|D) s.t. B≤ C,

where ∆ are available treatment regimes and π(ρ|D) is the
estimated (posterior) distribution of ρ(t,x) given the data (D)
available.

I To compute a posterior distribution for ρ(t,x), they use a
standard beta-binomial (conjugate) model:

I Beta distribution prior,
I ρ(t,x) point estimates using a tree classifier.

32 / 37



Optimal treatment regimes

Much of the heterogeneous treatment effect can be explained by the voters’ ages. Potential voters
between the ages of 20 and 24 are very responsive to the treatment. In the control group (left panel
of Fig.2), these individuals vote at a rate of 62%. In contrast, the classification tree for the treatment group
gives them a predicted probability of voting of 66% (the right branch of the right panel of Fig. 2)—a 4
percentage–point increase, larger than the ATE of 3 percentage points. Also, the treatment model predicts

Maximum Proportion of Voters Contacted

esaercnI tuonruT llarev
O

0% 20% 40% 60% 80% 100%

00.0
10.0

20.0
30.0

ATE Strategy

Optimal Strategy

Fig. 3 Empirical evaluation of the performance of the proposed method for the text messaging experiment. The figure
displays the overall turnout increase that results from two campaign strategies as a function of the maximum
proportion of voters contacted. The first strategy is the ATE strategy (solid line), which contacts randomly selected
voters. The second strategy is an optimal approach based on the methodology outlined in this paper, which uses
covariate characteristics of voters to determine which voters receive the treatment. Solid circles represent the
estimated optimal turnout using the difference-in-means estimator. The estimator is applied to test data that are not
used for the derivation of the optimal strategy.

|
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0.42
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Fig. 2 Final classification trees for the control group (left panel) and treatment group (right panel). The complexity
parameters are chosen from 10-fold cross validation using the algorithm described in Section 3.1 so that the resulting
optimal turnout is maximized on the validation set. In this example, the planner budget allows treatment of at most
10% of the population. At each node, subjects who meet the node’s criterion are filtered through the left branch of the
tree. The leaves show the predicted probability of voting conditional on the leaves’ covariates. Covariate
abbreviations: age is the age in years of the subject, age.missing is whether the age of the participant is unknown, and
lg.dens is the log of the subject’s county population density.
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Optimal treatment regimes

Much of the heterogeneous treatment effect can be explained by the voters’ ages. Potential voters
between the ages of 20 and 24 are very responsive to the treatment. In the control group (left panel
of Fig.2), these individuals vote at a rate of 62%. In contrast, the classification tree for the treatment group
gives them a predicted probability of voting of 66% (the right branch of the right panel of Fig. 2)—a 4
percentage–point increase, larger than the ATE of 3 percentage points. Also, the treatment model predicts
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Fig. 3 Empirical evaluation of the performance of the proposed method for the text messaging experiment. The figure
displays the overall turnout increase that results from two campaign strategies as a function of the maximum
proportion of voters contacted. The first strategy is the ATE strategy (solid line), which contacts randomly selected
voters. The second strategy is an optimal approach based on the methodology outlined in this paper, which uses
covariate characteristics of voters to determine which voters receive the treatment. Solid circles represent the
estimated optimal turnout using the difference-in-means estimator. The estimator is applied to test data that are not
used for the derivation of the optimal strategy.
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Optimal treatment regimes

I Imai & Strauss find substantial relative gains of targeting via this
algorithm when budget constraints are very tight.

I Gains diminish as constraints loosen.
I They also present cases with multiple possible treatments and

partisan campaigns.
I May be possible to improve on the selection of prescriptive

covariates. Open question for future research.
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Related approaches

I Manski (2004) provides more theory on welfare-maximizing
treatment rules.

I Bhattacharya & Dupas (2012) analyze welfare-maximizing
treatment allocation applied to the case of bed nets.

I Athey & Imbens (2015), Wager and Athey (2015), and Green &
Kern (2012) examine tree-based methods for characterizing
effect heterogeneity, Imai & Ratkovic (2012) use a
LASSO-constrained support vector machine to hunt out
interactions, and Grimmer et al. (2014) use a machine learning
ensemble to estimate interaction effects.

I Athey & Wager (2017) develop methods for efficiently
estimating optimal treatment regimes.
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Discussion

I Characterizing effect heterogeneity aids in interpreting ATEs:

I Theories/explanations suggest predictions about types of units for
which effects should be larger.

I Exploratory analysis along the lines of Angrist et al.
I Characterizing effect heterogeneity allows for optimal treatment:

I Find out for whom effects are large and concentrate treatment on
them.

I Figure out whether a new person should be treated based on
covariate profile.

I Some caveats:
I Characterizing effect heterogeneity is predictive/descriptive.

Randomization or natural experiments do not identify moderator
effects (unless you also have identification for the moderator).

I Effect heterogeneity within an experiment is one thing, but
experiment-level or context-level moderators require having
experiments across contexts.
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