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Chapter 1

ClickHouse
Introduction



ClickHouse is a open source column-oriented database management 

system designed primarily for the use of online analytical processing 

(OLAP).

In June 2016, the project was made available as open-source software 

under the Apache 2 license.

What is ClickHouse good for?

You might be wondering what ClickHouse is good for and why use a 

column-oriented database?

Column-oriented databases are more suited to OLAP applications since 

only a limited number of table columns must be read for an analytical 

query. You only read the data you need in a column-oriented database.

Companies like Uber, eBay, Spotify enhanced query 
performances and significantly reduced costs.

ClickHouse Introduction



Data is simpler to compress since it is read in packets. It's also easier to 

compress data in columns. This decreases the I/O volume even further. 

More data fits in the system cache as a result of the decreased I/O.

ClickHouse works 100-1000x faster than traditional approaches, according 

to ClickHouse's official data. And, it can process over a billion rows and 

tens of gigabytes of data per server per second.

When to use ClickHouse

As a typical OLAP engine with column-based storage, ClickHouse is 

suitable for scenarios that satisfy the following requirements::

● Large amount of batch insertions

● Little or no modification on existing data

● Wide table with lots of columns

● Aggregation computation on selected columns

● Fast SELECT queries

You need to be cautious when it involves the following:

Figure 1: ClickHouse is using shared-nothing architecture

Dear Struggling Marketer – Still Trying To ‘Crack’ The
 Make Money Online Code With No Success At All?

https://jvz8.com/c/2462835/377793/


● OLTP usage, which UDPATE and Transaction support is a must

● Key-Value like storage and single row query

● Over-normalized data, which requires many JOIN operations during 

query

● Blob or document storage

ClickHouse Architecture

Let's take a look at the architecture of ClickHouse.

ClickHouse is using shared-nothing architecture in which the computing 

resource and the storage resource are tightly coupled as shown in Figure 1:

Figure 1: ClickHouse is using shared-nothing architecture



Each machine has its own data and the data are not shared across different 

servers. The shared-nothing architecture has its pros and cons.

The advantage is that it's super fast because of local access. In theory the 

limitation can only be the hardware resource of servers. However, this 

architecture has two major disadvantages because the computing resource 

and the storage resource are tightly coupled.

First, shared-nothing architecture limit the elasticity since the computing 

resource and storage resource cannot be scaled independently.

For example, when we don't need some computing resources, we still need 

keep these servers on in order to make the data on them available unless 

we copy that data to other servers. The data copy cost can not be ignored 

which prevents the system from scaling according to the demand.

Second, the data cannot be shared among servers, which leads to bad 

scalability as shown in Figure 1. If the data of one query only exists in one 

server, the query performance can not be further improved even if we add 

more servers.
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Challenges



Let's go deeper into some problems we encountered at ByteDance.

In ByteDance, applications are constantly expanding and updated. This 

leads to the issue of requiring cluster scaling. Let's take a look at two 

cases. 

Figure 2: server movement

In the scenario seen in Figure 2, Cluster 2 requires significantly more 

resources than Cluster 1. Cluster 2 wants to borrow some resources from 

Cluster 1 by moving Servers C and D over.

Challenges



However, servers C and D have their own data that must be transferred to A 

and B before being moved to Cluster 2. Thus, the rebalancing of data must 

be performed in Cluster 2. This has a high cost on server movement, which 

results in a lot of overhead on data movement or rebalancing.

At times, it is difficult to predict the right moment for cluster scaling. Let's 

take a look at the second case shown in Figure 3. Sometimes instead of 

migrating servers, we might want to migrate applications to a different 

cluster. 

Figure 3: data movement

As a results, we have to move its own data and utilise extra tools for 

migration. The migration cost on shared-nothing architecture ends up being 

very high. Can we utilise the shared storage architecture to solve this 

problem? Can we support the shared-nothing architecture natively? By 

keeping these questions in mind, we start to explore shared storage 

architecture.



We start to consider the shared storage architecture which is also called 

the disaggregated compute and storage architecture as shown in Figure 4.

Figure 4: Disaggregated compute and storage architecture

As seen in the figure above, the computing resources are isolated from the 

data storage. This opens up a lot of resources and creates a global shared 

pool, which is the data storage layer. This means that all of the data in this 

pool can be shared across all computing resources.

Under this architecture it has three major advantages.

 

Firstly, this architecture allows for better elasticity as the computing 

resources and storage are isolated. They can be scaled independently 

based on the demand for the resources .

Shared storage architecture
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If more resources are required, more computing can be added. For instance, 

if we need more data storage, we can expand the data storage layer 

volume.

Secondly, it has better scalability. As the data can be shared, we can scale 

out to utilise as much computing resources as possible. 

Lastly, it's more user friendly for the cluster managers as they don't need to 

worry about the data consistency, the data replica, and the data charging; 

and all of these can be delegated to the data storage. For example, 

companies can utilize the Amazon S3 to store the data. 

However, this disaggregated computing architecture does have its 

disadvantages. Because the computing and the data storage are separated, 

it has extra latency for the remote access. 

As each architecture has its pros and cons, how do we choose one that 

suits your company's needs? Let us compare based on four criteria in the 

Table 1.

Environment. For “shared-nothing” architecture,the on-premise hardware 

resources are relatively stable as you cannot change the volume of your 

hardware resource very frequently. For Shared-Everything architecture, the 

cloud infrastructure allows for much higher degree of flexibility based on

Figure 3: data movement

As a results, we have to move its own data and utilise extra tools for 

migration. The migration cost on SN architecture ends up being very high.

Can we utilise the shared storage architecture to solve this problem? Can 

we support the shared-nothing architecture natively? By keeping these 

questions in mind, we start to explore shared storage architecture.



the users' demand.

Table 1: Share-nothing architecture vs. Shared-everything architecture

Performance: Both architectures have relatively efficient performances. 

However the Shared-Everything architecture might cause minor 

downgrades for cold data access.

Workload. Shared-nothing architecture works best with evenly distributed 

workload, where resources are fully utilised and there are no wastage. 

If there are peak and off-peak spikes in your workload, you should consider 

the Shared-Everything architecture. Scaling up and down is necessary to 

ensure efficient resource utilisation, which can significantly reduce costs. 

Experience. Using ClickHouse requires some expertise with a strong 

background or terminology on the operation or maintenance of this cluster. 

In the shared-everything architecture, because you can delegate some 

challenges to the existing system, it doesn't require strong domain 
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knowledge.

These are some basic principles for how to choose different architecture. 

Now let's take a look at Cloud ClickHouse and how we implement it at 

ByteDance.

Do you want to increase your Business (Click here)
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Cloud-Native 
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We have three main objectives for cloud-native ClickHouse.

Firstly, it would be to support the disaggregated compute and storage 

architecture so that we can efficiently utilise resources. This then leads to a 

reduction in usage cost.

Secondly, it would be containerisation. We want to separate our computing 

resources into separate containers. This allows us to utilise container 

separation platforms like Kubernetes which helps to manage clusters. This 

also helps with promoting a good ecosystem.

Imagine if we want to extend the system to different cloud providers like 

AWS or Azure, we don't have to be concerned about the lower level 

environment of this system. We can easily extend our system to different 

environments.

Lastly, we want to optimize our system to be more user friendly. Now, let's 

see how we implement our system.

Figure 2: server movement

In the scenario seen in Figure 2, Cluster 2 requires significantly more 

resources than Cluster 1. Cluster 2 wants to borrow some resources from 

Cluster 1 by moving Servers C and D over.

Cloud-Native ClickHouse



Multi-layer Abstraction

Figure 5. Disaggregated Compute and Storage

Firstly, we do some abstraction on our system to three layers.

The first layer is a cloud service that users directly communicate with. We 

must ensure that it is always up so that users can collect data at any time.

The second would be a virtual warehouse layer. This layer is responsible for 

computing and functions based on demand. Thus, we can always scale 

according to the users' requirements or demands.

Free Traffic Generate Tools
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The last layer is data storage and it should be expanded according to the 

data volume. Now, let us delve deeper into ByteHouse Cloud ClickHouse 

platform's components. 

Figure 6: Cloud Native ClickHouse Overview

The computing resources include the servers and the workers. The users 

will directly send queries to the server.  After the server accepts the queries, 



the server is responsible for scheduling the queries and assign the tasks to 

different workers. 

There are two different kinds of workers: the READ worker and the WRITE 

workers. The READ worker is mainly responsible for SELECT and the WRITE 

worker is mainly responsible for INSERT. By having this disaggregated 

architecture, we can even have more kinds of workers, such as dedicated 

workers for background tasks.

We manage the metadata in the distributed key-value store. The data is 

stored in the shared storage. The shared storage in Figure 6 can be like 

HDFS, S3, and other distributed storage systems. Now let's take a look how 

a select query is executed in cloud-native ClickHouse (CNCH) . It mainly 

consists of 3 steps as shown in Figure 7 below:

Figure 7: SELECT Execution in Cloud ClickHouse



● When CNCH server receives the query from the client, it will get part 

metadata from the catalog.

● The server distributes queries and metadata to different workers for 

execution

● After the worker receives the subquery from the server, READ is 

performed from the Virtual File System (VFS) and computed.

● After it finishes the computation, it will pass the results to the server

● The server will do a final aggregation and send the final results to the 

client

For the write query, it's the opposite process of select query which is shown 

in Figure 8:

● When the server receives the INSERT SQL, it directly forwards to the 

write worker.

● The write worker writes the data to the virtual file system (VFS).

● Once the data is written to the VFS successfully, server commits 

those part to the catalog side and notify the client when finishes.

In CNCH, users don't need to be aware of how the metadata or data are 

managed. All of these are transparent and CNCH automatically handles 

everything for the users. So users only need to send the query to the CNCH 

and CNCH will be responsible for scheduling, allocation, execution and 

storage for this query. 

Figure 7: SELECT Execution in Cloud ClickHouse



Figure 8: INSERT execution in Cloud-native ClickHouse

Challenges Introduced by The New Architecture

Remote access. I mentioned the new architecture disadvantages such as 

performance downgrade caused by remote data access. For this issue, we 

leverage cache to solve it. We have metadata cache on the server side and 

data cache on the worker side.

Virtual filesystem abstraction. In order to support different underlying data 

storage systems in different clouds. We proposes a virtual filesystem layer 

on top of the underlying storage systems. 

Metadata Management. In order to manage our metadata more efficiently 

and properly, we introduce transaction semantic in cloud-native ClickHouse 



and provide ACID guarantee in the metadata management.

As shown in Figure 9, we have a large amount of data and all data will be 

translated to multiple parts. 

Figure 9: Transaction Support

We manage the parts in a global shared metadata storage layer. How we 

make sure all the parts can be seen at the same time is quite challenging. 

After we have the transaction support, we can guarantee the atomic 

properties. We also provide concurrency control and read committed 

isolation level to guarantee the data correctness under the concurrent read 
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and write scenarios. To further improve the performance for concurrent 

read and write, cloud-native ClickHouse leverages multi-version (MVCC) in 

metadata management. 

To learn more about Traffic generation Visit our website
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On top of the new disaggregated compute and storage architecture, 

cloud-native ClickHouse can utilise resources more efficient and reduce the 

monetary cost. 

Cloud-native ClickHouse performs query scheduling automatically to 

different virtual warehouse and leverage Kubernetes to manage the 

clusters, it significantly reduces the operation and maintenance cost. 

By leveraging cache, efficient metadata and data management, cloud-native 

ClickHouse achieves competitive performance as ClickHouse.

Conclusion

Thank you for reading
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