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Abstract— In highly dynamic tasks that involve moving
targets, planning is necessary to figure out when, where
and how to intercept the target. In robotic table tennis in
particular, motion planning can be very challenging due to
time constraints, dimension of the search space and modelling
uncertainties. To simplify the problem, conventional planning
algorithms often rely on a fixed virtual hitting plane to construct
robot striking trajectories. These algorithms however generate
restrictive strokes and can result in unnatural strategies when
compared with human playing. In this paper, we introduce a
new trajectory generation framework for robotic table tennis.
We use a free-time optimal control approach to construct
a novel planning algorithm that does not involve a fixed
hitting plane. Furthermore, we estimate the parameters of our
prediction models using human demonstrations. The resulting
trajectories have lower accelerations while the joint constraints
are enforced at all times. Our algorithm returns the balls with
a higher probability to the opponent’s court in our realistic
simulation environment when compared with a virtual hitting
plane based method.

I. INTRODUCTION

Table tennis is a challenging game for humans to master.
For robots it also serves as a testbed to study and validate the
effectiveness of different movement generation algorithms.
Combining different estimation, movement generation and
execution schemes and studying how close they come to im-
itating expert human behaviour will yield important insights
for robotics research.

Optimality plays an important role in the search for effi-
cient and feasible striking trajectories. However, so far most
of the research in robotic table tennis were based on special-
ized systems, such as Cartesian coordinate robots [6], [2],
that eliminate great part of the difficulties in trajectory
generation. Furthermore, most algorithms for robotic table
tennis focused on simplifications of the game that reduced
the dimensions of the search space [7] in order to quickly
come up with a movement plan. In this paper, we show the
advantages of incorporating optimality in trajectory genera-
tion to create more flexible movement.

Our robotic setup with an anthropomorphic seven degree
of freedom Barrett WAM arm is shown in Figure 1. The
redundant arm can achieve high speeds and accelerations.
It is a good platform to study different movement gener-
ation schemes. Optimal control based approaches have the
potential to make use of all degrees of freedom in planning,
contributing to more natural and efficient generation of
strikes.
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Fig. 1: Robotic table tennis setup with four cameras on
the corners of the ceiling tracking the ball at 60 Hz. We
filter the raw ball data provided from the cameras with an
Extended Kalman Filter and predict the ball trajectory well in
advance of the trajectory generation. A constrained nonlinear
optimization problem is solved to find an optimal striking
trajectory as well as an optimal striking time.

The contributions of this paper are two-fold. First, we
introduce an optimal control framework where the generation
of striking trajectories are the result of an optimization
problem. As opposed to previous works, we do not use
any inverse kinematics or any fixed plane when computing
joint trajectories. Second, we do not rely on purely physical
modeling to compute desired racket velocities and orien-
tations. Instead, we learn the parameters of our prediction
models based on human ball-racket demonstrations and use
our learned models to calculate strategies for returning the
ball.

One of the most popular frameworks in table tennis is
the Virtual Hitting Plane (VHP) method, which is based on
the virtual hitting point hypothesis [10]. In this approach,
the trajectory of the incoming ball is estimated and filtered
from a stream of ball position estimates. Usually a physical
flight model is used to predict the intersection point of the
ball trajectory with an appropriately chosen plane along the
vertical axis. This procedure determines the striking time
as well as the striking point. The remaining task-space
parameters, the desired racket velocity and normal at striking
time, are determined by running the physical flight model
backwards from a desired ball landing position and velocity
and inverting the ball-racket contact model.

For safety reasons, a minimum hitting time Tmin is also
specified in addition to the coordinates of the hitting plane.
The estimation process has to be terminated at least Tmin

before the expected hitting time, to give the robot enough
reaction time. This prevents high accelerations and any risk
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Fig. 2: Fixing a virtual hitting plane (VHP) can make
the generated trajectories unnecessarily restrictive and the
resulting inverse kinematics may be infeasible. We instead
consider the whole ball trajectory in our trajectory generation
framework and optimize for the hitting time as well as the
hitting point. Racket trajectory and the mean of the ball
trajectory are shown in black and red, respectively. VHP is
shown as a dotted gray line, the workspace of the robot is
shown as an ellipsoidal light blue region.

of damage to the robot. For a more general discussion, see
[7] and [6]. A clear limitation of the method is shown in
Figure 2. A player fixing the VHP may not generate feasible
trajectories for some ball trajectories. By means of trajectory
optimization we generate trajectories that are not constrained
to a hitting plane.

A related dynamic framework involving moving targets
is the ball catching robot of [1] where a computationally
demanding optimization problem is solved online. It includes
also the catching time as another parameter to be opti-
mized. The framework of [3] considers generating catching
movements for more general objects. Another application
of optimal control showing the benefits of spatio-temporal
optimization is given in [8] on a brachiating robot. The
computed solutions require much less control commands
when compared with traditional optimal control approaches
fixing the time interval.

In the remainder of this paper, we describe the trajectory
generation framework in detail. In Section II we formalize
robot trajectory generation as a specific optimal control
problem and incorporate physical modeling based on actual
data. In Section III we introduce an optimization approach
for optimizing the previously introduced cost functional
under additional constraints. In Section IV we evaluate the
performance of this approach and compare it with previous
inverse kinematics (IK) approaches. Detailed verifications in
our realistic simulated table tennis platform are given. We
discuss how we can extend our simulations to actual experi-
ments in our robotic platform. Finally, in the conclusions we
mention several promising extensions in this regard, which
might be necessary for successful table tennis performance.

II. TRAJECTORY GENERATION

In table tennis, one generally needs to specify when, where
and how to intercept the incoming ball trajectory b(t). So
far, most of the algorithms for robotic table tennis [6], [7]

calculate the intersection point of an estimated ball trajectory
best(t) with a virtual hitting plane y = yVHP to determine
the space and time coordinates of the hitting point. It is
possible to eliminate this plane altogether and include the
striking time as another parameter to be determined in an
optimization problem.

A. Optimal Control for Trajectory Generation

When generating striking trajectories for a robot with n
degrees of freedom, trajectories with minimal acceleration
can be preferred for safety and efficiency reasons. We
therefore consider the following free-time optimal control
problem [5]

min
q̈,T

T∫
0

q̈(t)TRq̈(t) dt, (1)

s.t. Kp(q(T )) = best(T ), (2)
Kn(q(T )) = ndes(T ),

J(q(T ))q̇(T ) = vdes(T ), (3)
q(0) = q0,

q̇(0) = q̇0,

where the final time T of the racket trajectory is an additional
variable to be optimized along with the joint accelerations
q̈(t) ∈ Rn. The vector-valued functions Kp(·),Kn(·) ∈
R3×1 are the relevant submatrices of the direct kinematics
function [13] giving the racket center position r(T ) and the
racket normal n(T ) at striking time T respectively1. The
Jacobian J(q(T )) ∈ R3×n for the linear velocities gives
the condition for the desired racket velocities vdes. The
weighting matrix R for the accelerations is positive definite.
Initial conditions for the robot are the joint positions q0 and
joint velocities q̇0.

Solutions of (1) can be found using Pontryagin’s maximum
principle [9]. In the appendix we show that the optimal q(t)
is a third degree polynomial for each degree of freedom, with
the equality constraints (2) – (3) imposing a transversality
condition on the Hamiltonian and the momenta to satisfy at
striking time [11].

When given only boundary equality constraints, the strik-
ing time T , the joint position and velocity values at striking
time qf and q̇f fully parametrize this problem. The optimal
trajectory qstrike(t) can then be determined by solving a
2n + 1 nonlinear equations simultaneously. Inspired by the
simplicity of this solution we extend the same parametriza-
tion to inequality-constrained optimization. In addition to the
equality-constraints we consider joint position, velocity and
acceleration limits imposed throughout the whole trajectory.

After computing the optimal values for T,qf , q̇f , we
generate also a returning trajectory qreturn(t) to the same
initial posture q0 with an appropriately chosen return time
Treturn to guarantee feasibility. Initially the robot is not
moving, q̇0 = 0.

1To maximize the probability of hitting the ball, we set the desired
racket center at hitting time equal to the mean ball position estimate, i.e.
r(T ) = best(T ).
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Fig. 3: A schema for a three dimensional table tennis model.
Ball is shown as an orange blob and the racket, in resting
state, is shown in red. We predict the path of the ball using
the ballistic flight model, the rebound model and the racket-
ball contact model respectively. The trajectory generation
framework takes as input a desired racket trajectory calcu-
lated using these models. The predicted ball path and the
generated robot trajectory are shown in gray and purple,
respectively.

B. Predicting with Table Tennis Models

In this framework, we require three models to determine
the equality constraints (2) - (3) for the trajectory generation
process. We first need to predict the ball trajectory best(t)
for the ball b = (bx, by, bz)

T in midair from noisy ball
observations. Table tennis balls are very light, a standard
ball weighs about 2.7 grams, which makes nonlinear effects
due to air drag noticeable especially when the ball speed
v = ‖ḃ‖2 is high. We use the ballistic flight modelb̈xb̈y

b̈z

 =

 −Cvḃx−Cvḃy
g − Cvḃz

 , (4)

which is a nonlinear dynamics model that incorporates air
drag C as well as gravity g.

Formally, rebound is a discrete event which reflects the
ball when the ball is touching the table. The incoming
velocities ḃin at bouncing time are transformed to outgoing
velocities ḃout. We use the linear rebound model

ḃout = Eḃin. (5)

Matrix E in (5) is a diagonal matrix with entries ε =
[εx, εy,−εz]T. The coefficient of restitution εz ∈ (0, 1)
accounts for the reflection of velocity in the vertical direction
z and εx, εy ∈ (0, 1) are the coefficients of friction along the
planar x, y directions. See Figure 3 for a table tennis schema.

The accuracy of the rebound model (5) clearly depends
on that of the flight model (4), so we first estimate the
parameters of the flight model using nonlinear least squares
on ball data before rebound. We then use the learned flight
model to smoothen the ball path before rebound and after
rebound. Using an Extended Kalman Smoother [12], we
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Fig. 4: Using Extended Kalman Smoothing (EKS) to esti-
mate the parameters of a linear rebound model from actual
noisy ball data during a demonstration recording. Ball ob-
servations are acquired from two different sets of cameras
on opposite sides of the table, shown as red and blue circles
respectively. They are then smoothened with the EKS, shown
in yellow, to obtain velocity estimates before rebound and
just after rebound.

(a) X direction (b) Y direction (c) Z direction
V
e
l.

 
a
ft

e
r 

re
b
o
u
n
d-0.7

-0.9

-1.1

2.9

2.4

2.6

Vel. before rebound
-1.1-1.3-1.6 3.73.4 4.1 -3.2 -3.0 -2.8

2.3

2.45

2.6

Vel. before rebound

V
e
l.

 
a
ft

e
r 

re
b
o
u
n
d

V
e
l.

 
a
ft

e
r 

re
b
o
u
n
d

Vel. before rebound

Fig. 5: The plots show the relationship between the velocities
before and after rebound. Estimating rebound model param-
eters from data with linear regression, we see that especially
in the X and Y directions the linear model seems to be quite
faithful to data. The estimated coefficients are εx = 0.82,
εy = 0.70 and εz = 0.68. When we increase the topspin
setting in the ballgun to 3000 rpm, the estimated coefficients
increase to εx = 0.96, εy = 1.18 and εz = 1.20.

calculate the ball velocities before and after rebound and use
linear least squares to estimate the rebound parameters. See
Figures 4 and 5 for an illustration. The estimated rebound
parameters can compensate for the effects of spin, assuming
that the spin is approximately the same throughout the
demonstrations.

During test time we use an Extended Kalman Filter
(EKF) [12] to perform prediction on the filtered ball state.
Using an EKF for our nonlinear model (4) generates at each
time instant t a multivariate normal distribution pt(b, ḃ) of
incoming ball states parameterized by time,

b(t), ḃ(t) ∼ pt(b, ḃ) = N (µest(t),Σest(t)),

where µest(t) = (best(t), ḃest(t)) is the mean ball position
and velocity estimates.

In previous works [7], the outgoing velocity of the ball as
a result of contact is calculated using a mirror law

on − vn = −εR(in − vn), (6)

with vn the speed of the racket along its normal n(t) and
εR ∈ (0, 1) the coefficient of restitution of the racket. Scalars
on and in are the outgoing and incoming ball speeds along
the racket normal, respectively. This model (6) assumes
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an elastic momentum exchange and it is quite inaccurate,
especially at high ball velocities. Strategies to calculate
ndes(t),vdes(t) that use such simplistic modeling can render
any trajectory generation framework claiming to be optimal,
ineffective. Instead we estimate the parameters of a more
general linear model

ḃout = F [ḃT
in,v

T
des,n

T
des]

T. (7)

Given a noisy dataset of human table tennis demonstrations
D = {ti,bi,qi}Ni=1 of N trials where each trial contains
Mi ball and Ki joint values ordered by time, i.e. bi =
{bij}j=Mi

j=1 ,qi = {qij}
j=Ki

j=1 , we can estimate the parameters
of (7) using linear regression. First we estimate the striking
times Ti by considering the minimum distance between the
ball samples and the demonstrated robot trajectories

j∗ = argmin
j
‖bij −Kp(qij)‖2,

Ti ≈ tij∗ , (8)

for each i = 1, . . . N . Then as in estimating the rebound
model, we use the Extended Kalman Smoother and smoothen
the ball demonstrations before and after the striking time.
This procedure results in estimating the incoming and out-
going ball velocities at striking time.

III. ALGORITHM

In this section we give the details of the nonlinear con-
strained optimization (1). We include additionally the joint
position constraints qmax,qmin, as inequality constraints in
the optimization.

As explained in the previous section, we parametrize third
order polynomials in joint-space for each degree of freedom
of the robot. That is, along with the striking time T as a
free parameter, we have a 2n+1 dimensional problem with
nonlinear equality and inequality constraints. Rewriting (1) in
terms of these free parameters with R as the identity matrix,
we get the following optimization problem

min
qf ,q̇f ,T

3T 3aT
3 a3 + 3T 2aT

3 a2 + TaT
2 a2 (9)

s.t. Kp(qf ) = best(T ),

Kn(qf ) = ndes(T ),

J(qf )q̇f = vdes(T ),

qmin ≤ qf ≤ qmax,

qmin ≤ qext ≤ qmax,

where the coefficients of the polynomials qstrike(t) = a3t
3+

a2t
2 + q̇0t+ q0 are related to the parameters as

a3 =
2

T 3
(q0 − qf ) +

1

T 2
(q̇0 + q̇f ),

a2 =
3

T 2
(qf − q0)−

1

T
(q̇f + 2q̇0). (10)

For the return polynomials qreturn(t) = ã3t
3+ ã2t

2+ q̇0t+
q0 the coefficients ã3, ã2 are as in (10) but with q0,qf and
q̇0, q̇f reversed.

Inequalities in (9) are enforced for each component. The
last inequality constraints correspond to the condition that

Algorithm 1 OPTIMAL PLAYER (TT-OPT)

1: Input: Tmax, Treturn,q0

2: Estimate model parameters from demonstrations
3: Move to q0

4: loop
5: Initialize EKF
6: Predict best(t) with EKF till Ttable < Tmax

7: Compute vdes(t),ndes(t) using racket model
8: Compute optimal qf , q̇f , T with SQP
9: Form polynomials qdes(t) = [qstrike(t),qreturn(t)]

10: Execute with InvDyn τ = f(qdes, q̇des, q̈des)
11: end loop

the strike and returning polynomials should be feasible at
all times. Third order polynomials can each have at most 2
extrema qext in the interior of their domains, corresponding
to the conditions q̇strike(t) = 0, q̇return(t) = 0, j =
1, . . . , n. Therefore, checking the joint extrema candidates
at times

υ1,2j =
−a2,j ±

√
a22,j − 3a3,j q̇0,j

3a3,j
,

υ3,4j =
−ã2,j ±

√
ã22,j − 3ã3,j q̇f,j

3ã3,j
,

for each j = 1, . . . , n as well as qf for feasibility is enough
to make sure that we satisfy the joint limits both for the
striking trajectory (i = 1, 2) and for the return trajectory
(i = 3, 4). We clamp the values υ1,2 to the interval [0, T ]
and υ3,4 to [0, Treturn] if they are imaginary or outside
their corresponding intervals. Joint velocity and acceleration
constraints q̇max, q̈max, although not shown in (9), can be
enforced in a similar way.

Gradients of the cost function (9) can be easily calculated
and fed to a constrained nonlinear optimizer, e.g. a sequential
quadratic programming (SQP) based solver. We can run this
optimizer whenever we have enough ball samples available
to estimate the ball coming towards the robot. One simple
heuristic that we adopt is to stop the estimation procedure
whenever the expected time to pass over the table Ttable
is less than a maximum threshold Tmax. The full trajectory
generation framework and the resulting table tennis playing
algorithm is summarized in Algorithm 1.

The Extended Kalman Filter is initialized in line 5 using
the first 10 ball position estimates. We compute the racket
parameters in line 7 by inverting the racket model (7). See
Section IV for the details. Feasible striking and return trajec-
tories are computed in line 8− 9 in Algorithm 1, which are
then executed with an existing inverse dynamics controller
(InvDyn) in line 10. In actual table tennis experiments, high
gain PD-control is typically applied whenever the inverse
dynamics models are not very precise.

IV. EXPERIMENTS

In this section, we compare in simulation the ball returning
performance of our new approach against the virtual hitting
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plane (VHP) method.

A. Comparison with the Virtual Hitting Plane method

The VHP method that we implement is a close variant
of [7]. In this approach, the specification of the VHP fixes
the hitting time T as well as the hitting point best(T ) for
the racket trajectory. The remaining parameters, the desired
racket velocity vdes(T ) and the desired racket normal at
hitting time ndes(T ) are found by using the models (4) and
(6). First, a desired landing point bland and a desired time
duration Tland are specified. A desired ball outgoing velocity
is then found by solving the boundary value problem for the
flight model (4) with the boundary values

b(T ) = best(T ),

b(Tland) = bland. (11)

Afterwards, vdes(T ) and ndes(T ) are calculated by inverting
the reflection model (6). The inversion results in the desired
racket velocity along the normal vn and the desired normal.
Racket velocity along the other two directions are fixed to
zero to minimize any accidental generation of spin. In our
method, we repeatedly solve (11) for different T and invert
the model (7) to acquire vdes(t),ndes(t), t > Ttable.

To run inverse kinematics (IK) on the desired hitting point,
one needs to additionally specify a desired racket slide [13].
An easy and convenient way to generate a desired racket
slide at hitting time is to rotate the initial racket slide until
the initial racket normal aligns with the final desired racket
normal. This procedure determines the full orientation of
the final robot posture at hitting time, running IK then will
specify the final joint positions. To make IK more robust,
we provide initial estimates from a lookup table. We look
up the Cartesian and joint position values reached at the
striking time estimates (8) during our demonstrations.

Final joint velocities are found after running IK by using
the Jacobian at hitting time and the desired racket velocities
as in (3). After generating a third degree polynomial in
joint space, we check for joint limitations, and the Cartesian
constraints due to the table.

When the ball is coming close to the robots initial posture,
this complicated procedure results in feasible trajectories
if the VHP is chosen appropriately. However, it is very
inflexible and the IK procedure can easily fail to find good
configurations.

To make a fair comparison between the VHP approach and
our algorithm TT-OPT, in our simulation environment2 we
fix the initial ball state variance such that most balls end up
close to the initial robot posture. This ensures that we make
a fair evaluation between the two algorithms. Both methods
filter the incoming stream of ball position estimates with the
same EKF and equally predict the time to pass over the table
Ttable. If this value is less than Tmax = 0.6 sec, trajectory
generation is launched. This occurs generally after the ball
passes the net.

2Code for our simulation platform is available in our git repository:
https://github.com/RobotLearning/traj-gen-and-tracking.git
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Fig. 6: For simulating the performance of the VHP method
in a fair way, we average the results over four different
VHP locations. The first and third plane locations are shown
in the figure. Out of 50 balls each, the VHP methods
with y = −0.7,−0.6,−0.5,−0.4 return 31, 37, 28, 29 balls
respectively.

We summarize our evaluations in Table I. A total of
200 balls are launched towards the robot in single-ball solo
trials from varying initial positions and velocities. The initial
ball mean µinit is fixed at a sensible value and the initial
covariance matrix is diagonal with a standard deviation of
σinit = 0.1, i.e. binit ∼ N (µinit,Σinit), Σinit = σ2

initI.
Some balls are illegal, for example they might not bounce
on the robot’s court. Such balls are detected with our ball
prediction models and they are not considered for strike
generation. They are marked as Not Valid in Table I. The
attached video shows example solo trials in our simulation
platform with both methods.

Comparing with the VHP method, we see that TT-OPT is
able to return more balls to the other side, with 26 more balls
returned to the opponent’s court. One of the main reasons for
this increase in performance is the fixed location of the VHP.
Depending on the incoming ball velocity, trajectories gener-
ated using a fixed VHP can result in joint limit violations or
infeasible solutions. They are marked as Limits Violated in
Table I. A second reason is the explicit incorporation of joint
limits both for the striking trajectory and the return trajectory
in our optimization problem. See Figure 6 for an illustration.
Out of 50 balls each, the VHP methods with the planes fixed
at y = −0.7,−0.6,−0.5,−0.4 locations return 31, 37, 28, 29
balls respectively. For this particular ball distribution, the
plane at y = −0.7 seems to be the most robust option.

B. Discussion

Two example Cartesian trajectories computed by our
method are shown in Figure 7 and Figure 8. The figures
are snapshots of our realistic simulation platform. Resulting
trajectories naturally incorporate a swingback motion when-
ever needed, without explicit programming. More natural
strikes can be computed in our framework. In the case
shown in Figure 7 for example, setting a VHP in front of
the robot would result in very high accelerations, whereas

TABLE I: Results comparing TT-OPT and VHP-method

Returns Not Valid Limits Violated Miss/Out
TT-OPT 151 24 19 6

VHP 125 24 45 6
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Fig. 7: An example trajectory generated by our optimal
control based framework. The resulting trajectory, minimiz-
ing the accelerations throughout, incorporates naturally a
swingback pattern that may not be included in other methods
fixing a virtual hitting plane (VHP).
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Fig. 8: Another computed optimal trajectory. In this case,
there is less swingback and the alignment with the ball
trajectory is higher.

the computed optimal trajectory intercepts with the ball
trajectory behind the initial pose of the robot.

The realistic simulation platform is designed to imitate the
features of our robotic table tennis setup, see Figure 1. All
the specifications in the robotic the same as in our simulation
environment. Our robot is a seven degree of freedom Barrett
WAM arm that can easily reach 10g m/s2 accelerations. It is
torque-controlled and cable-driven. A standard size racket
(8 cm radius) is attached to the end-effector. Our vision
system tracks the balls at a rate of 60 Hz and consists of four
cameras on the corners on the ceiling. See [4] for platform
details. Each camera provides raw blob data which is first
fused together and then filtered with an Extended Kalman
Filter (EKF). The table and the tennis balls are standard
sized, the balls have a radius of 2 cm, the table geometry is
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Fig. 9: Performance of our trajectory generation framework
using a lookup table constructed offline. Results are averaged
over 5 different runs. As the number of stored lookup table
samples increase, the performance approaches that of the
online trajectory generation. One should bear in mind that
illegal balls (12-13 % on average) are counted as unsuccess-
ful trials.

approximately 276× 152× 76 cm.
In our robot experiments, we can use a ball-launcher (see

Figure 1) to throw balls to the right hand side of the robot.
The ball generally comes with a high variance, especially
the velocities are quite unpredictable even without oscillating
the ball-launcher. The robot base is at a distance of 115
cm to the end of the table and 95 cm above the table.
The robot’s forehand posture q0 can be chosen the same
as in our simulations. We think that the new trajectory
generation framework offers a promising solution for robotic
table tennis.

Unfortunately, our optimization takes currently about two
seconds on our system on average. One of the ways to
show its performance in the table tennis setup is to use a
lookup table. In Figure 9 we evaluate the performance of
the lookup table, measured in terms of the percentage of
incoming balls returned successfully to the opponent’s court.
The same initial ball distribution with the same µinit,Σinit

values is used as before. Whenever a strike is successful in
returning the ball in simulation offline, we store in the lookup
table ball positions, velocities at the start of the movement,
i.e., Ttable < Tmax, and the optimized parameters qf , q̇f , T .
We can then at runtime simply lookup the optimized param-
eters that have the closest stored ball position and velocity
estimates. As the number of lookup table samples increase,
the performance in simulation approaches that of the online
trajectory generation. We already incorporate the estimated
parameters of our physical models in our offline computa-
tions, hence we expect that the lookup table with sufficient
sample size will be able to play table tennis in our robotic
setup. See Figure 5 for rebound model estimation results.

V. CONCLUSION

In this paper we have presented a new optimal-control
based approach for generating table tennis striking trajec-
tories. The striking and return trajectories are third order
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polynomials that intercept at the optimized hitting point at
the optimized hitting time. Unlike previous approaches, our
optimization based framework respects the joint limitations
and any velocity or acceleration safety limits imposed on
the robot. Furthermore by varying the hitting time T we
simplify the problem of finding feasible joint trajectories.
Further constraints can be easily imposed on the system.

Our optimization currently cannot be run online in our
robotic setup shown in Figure 1 due to computational con-
straints. One way to overcome this limitation is to use a
lookup table. However, if we can push the optimization
down to millisecond range, we can also use nonlinear model
predictive control (MPC) to optimize (12) repeatedly given
new joint position and ball position measurements. MPC-like
approach involving repeated optimization has the potential
to make the method more robust to both execution errors
and inaccuracies in ball estimation. Lastly, we think that
reinforcement learning [14] using observed ball landing
positions as rewards, provides another suitable framework
to tune the computed trajectory parameters online.
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G. Hirzinger. Catching flying balls with a mobile humanoid: System
overview and design considerations. In Humanoid Robots (Hu-
manoids), 2011 11th IEEE-RAS International Conference on, pages
513–520, Oct 2011.

[2] Y. Huang, D. Xu, M. Tan, and H. Su. Adding active learning to lwr
for ping-pong playing robot. IEEE Transactions on Control Systems
Technology, 21:1489–1494, 2013.

[3] S. Kim, E. Gribovskaya, and A. Billard. Learning motion dynamics to
catch a moving object. In Humanoid Robots (Humanoids), 2010 10th
IEEE-RAS International Conference on, pages 106–111, Dec 2010.

[4] Christoph H. Lampert and Jan Peters. Real-time detection of col-
ored objects in multiple camera streams with off-the-shelf hardware
components. J. Real-Time Image Process., 7(1):31–41, March 2012.

[5] Daniel Liberzon. Calculus of Variations and Optimal Control Theory:
A Concise Introduction. Princeton University Press, Princeton, NJ,
USA, 2011.

[6] M. Matsushima, T. Hashimoto, M. Takeuchi, and F. Miyazaki. A
learning approach to robotic table tennis. Robotics, IEEE Transactions
on, 21(4):767–771, Aug 2005.

[7] K. Muelling, J. Kober, and J. Peters. A biomimetic approach to robot
table tennis. Adaptive Behavior Journal, (5), 2011.

[8] Jun Nakanishi, Andreea Radulescu, David J. Braun, and Sethu Vi-
jayakumar. Spatio-temporal stiffness optimization with switching
dynamics. Autonomous Robots, pages 1–19, 2016.

[9] L. S. Pontryagin, V. G. Boltyanskii, R. V. Gamkrelidze, and E. F.
Mishchenko. The Mathematical Theory of Optimal Processes. Inter-
science (English translation), 1962.

[10] M. Ramanantsoa and A. Durey. Towards a stroke construction model.
Int. Journal of Table Tennis Science, 2:97–114, 1994.

[11] Heinz Schättler and Urszula Ledzewicz. Geometric optimal control :
theory, methods and examples. Interdisciplinary applied mathematics.
Springer, New York, Heidelberg, Dordrecht, 2012.

[12] H. W. Sorenson. Kalman filtering: theory and application. IEEE Press,
Los Alamitos, CA, 1985.

[13] Mark W. Spong, Seth Hutchinson, and Mathukumalli Vidyasagar.
Robot modeling and control. John Wiley & Sons, Hoboken (N.J.),
2006.

[14] Richard S. Sutton and Andrew G. Barto. Introduction to Reinforcement
Learning. MIT Press, Cambridge, MA, USA, 1st edition, 1998.

VI. APPENDIX

Here we briefly show that the solution q(t) to the optimal
control problem posed in (1) is a third order polynomial for

each degree of freedom, i = 1, . . . , n. Consider the following
optimal control problem

min
u,T

T∫
0

uTRu(t) dt, (12)

s.t. q̈(t) = u(t), (13)
Kp(q(T )) = best(T ),

Kn(q(T )) = ndes(T ),

J(q(T ))q̇(T ) = vdes(T ),

q(0) = q0, q̇(0) = q̇0,

The differential equation (13) can be written in first order
form as

˙̃q(t) =

[
0 I
0 0

]
︸ ︷︷ ︸

A

q̃ +

[
0
I

]
︸︷︷︸
B

u,

for q̃ = [qT, q̇T]T ∈ R2n. Using the maximum principle,
the Hamiltonian

H(u, q̃, t) = uTRu(t) + λT(t)
(
Aq̃ + Bu),

for the momenta λ(t) = [λT
1 (t),λ

T
2 (t)]

T, λ1,λ2 ∈ Rn is
minimized at

u∗(t) = −1

2
R−1BTλ∗(t). (14)

Costate equation for the momenta gives

λ̇
∗
(t) = ATλ∗(t),

or in other terms, λ̇
∗
1 = 0, λ̇

∗
2 = λ∗

1(t). Plugging it into (14)
and using the state equation (13) we get

q̈∗(t) = −1

2
R−1

(
a3t+ a2),

which shows that the optimal accelerations are linear func-
tions of time. The joint positions q(t) are then third order
polynomials with 4n coefficients to be determined using
q0, q̇0 and ndes(T ),best(T ),vdes(T ) at free final time T as
another variable. The transversality condition resulting from
the joint position, velocity and time boundary constraints can
be written as[
H(T )
−λ(T )

]
= DΨTµ =

[
DTΨ DqΨ Dq̇Ψ

]T [ 0
µ1:9

]
,

Ψ =


0

Kp(q(T ))− best(T )
Kn(q(T ))− ndes(T )

J(q(T ))q̇(T )− vdes(T )

 , (15)

for some µ ∈ R10. (15) supplies the additional 4n + 1 −
2n− 9 = 2n− 8 equations to determine all the variables. A
nonlinear equation solver, e.g. fsolve in MATLAB can be
used for this purpose. The optimization (9) can be seen as a
direct way to solve this problem when inequality constraints
are additionally imposed.
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