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Overview

Examples of “enhanced” design for
I IV: Baiocchi et al. (2011, 2012).
I DID: Zhang et al. (2011).
I RD: Keele & Titiunik (2012).
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Designing an IV study

Building a Stronger Instrument in an Observational
Study of Perinatal Care for Premature Infants

Mike BAIOCCHI, Dylan S. SMALL, Scott LORCH, and Paul R. ROSENBAUM

An instrument is a random nudge toward acceptance of a treatment that affects outcomes only to the extent that it affects acceptance of the
treatment. Nonetheless, in settings in which treatment assignment is mostly deliberate and not random, there may exist some essentially
random nudges to accept treatment, so that use of an instrument might extract bits of random treatment assignment from a setting that is
otherwise quite biased in its treatment assignments. An instrument is weak if the random nudges barely influence treatment assignment or
strong if the nudges are often decisive in influencing treatment assignment. Although ideally an ostensibly random instrument is perfectly
random and not biased, it is not possible to be certain of this; thus a typical concern is that even the instrument might be biased to some
degree. It is known from theoretical arguments that weak instruments are invariably sensitive to extremely small biases; for this reason,
strong instruments are preferred. The strength of an instrument is often taken as a given. It is not. In an evaluation of effects of perinatal
care on the mortality of premature infants, we show that it is possible to build a stronger instrument, we show how to do it, and we show
that success in this task is critically important. We also develop methods of permutation inference for effect ratios, a key component in an
instrumental variable analysis.

KEY WORDS: Design sensitivity; Effect ratio; Instrumental variable; Nonbipartite matching; Observational study; Optimal matching;
Sensitivity analysis.

1. INTRODUCTION: MOTIVATION,
EXAMPLE, AND DATA

1.1 Regionalization of Intensive Care for Premature
Infants: Does It Save Lives?

Hospitals vary in their ability to care for premature infants.
The American Academy of Pediatrics recognizes six levels of
neonatal intensive care units (NICUs) of increasing technical
expertise and capability: 1, 2, 3A, 3B, 3C, 3D, and regional cen-
ters, 4. The term “regionalization of care” refers to a policy that
suggests or requires that high-risk mothers deliver at hospitals
with greater capabilities. In other words, within a region, moth-
ers are to be sorted into hospitals of varied capability based on
the risks faced by the newborn, rather than on haphazard cir-
cumstances, such as affiliation or proximity. Regionalized peri-
natal systems were developed in the 1970s, when NICUs began
to save infants with birth weight <1500 g. In the 1990s, how-
ever, NICU services began to diffuse from regional centers to
community hospitals. Regionalization might reduce infant mor-
tality by bringing together the sickest babies and the most capa-
ble hospitals; however, regionalization might not reduce infant
mortality because the sorting by risk might be too inaccurate to
affect health, or the capabilities of high-level NICUs might fail
to deliver better outcomes.

In the current paper, we focus on whether delivering high
risk infants at more capable NICUs reduces mortality. This is
one key component in the evaluation of regionalized perina-
tal systems. More precisely, if a high-risk mother delivers at
a less capable hospital, is her baby at greater risk of death? In
a highly abstract world remote from the world that we inhabit,
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a randomized experiment could settle that question, with high-
risk mothers assigned at random to hospitals of varied capabil-
ities. In the world that we actually do inhabit, in which medical
decisions are happily constrained by considerations of sound
judgment, ethics, and patient preferences, such an experiment
is not possible. We need to make some reasonable sense of the
data that we can obtain. There is a basic difficulty, however,
that arises in many contexts in which the most intense and ca-
pable care is given to the sickest patients. If regionalization suc-
ceeded in sorting mothers by risk, then the highest-risk moth-
ers would deliver at the most-capable hospitals. The mortality
rates at the more-capable hospitals might be higher, not lower,
than those the less-capable hospitals because their patient pop-
ulations were sicker, even if the more-capable hospitals were
saving lives. A naïve comparison of mortality rate by level of
NICU would do little or nothing to clarify whether regional-
ization is or is not effective, because it would not estimate the
effect on mortality of delivery at a more-capable hospital.

Here we take an old tactic and improve it. The old tactic ex-
ploits proximity. A high-risk mother is more likely to deliver at
a hospital with a high-level NICU if such a hospital is close to
home. A pregnancy may conclude with a certain urgency, and
awareness of this possibility may lead the mother to want to
avoid a long trip. If travel time to a hospital with a high-level
NICU affected risk only if it altered whether the baby received
care at that hospital, then the so-called “exclusion restriction”
would be plausible. (See Angrist, Imbens, and Rubin 1996 for a
discussion of the exclusion restriction.) If it were also true that
the mother’s risk was unrelated to geography, then proximity
would be an instrument for care at a hospital with a high-level
NICU. In point of fact, the mother’s risk is related to geography,
largely through socioeconomic factors that vary with geogra-
phy; however, we attempted to control for this and other issues
by matching for measured covariates.
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Abstract Classic instrumental variable techniques involve the use of structural equation
modeling or other forms of parameterized modeling. In this paper we use a nonparametric,
matching-based instrumental variable methodology that is based on a study design
approach. Similar to propensity score matching, though unlike classic instrumental vari-
able approaches, near/far matching is capable of estimating causal effects when the out-
come is not continuous. Unlike propensity score matching, though similar to instrumental
variable techniques, near/far matching is also capable of estimating causal effects even
when unmeasured covariates produce selection bias. We illustrate near/far matching by
using Medicare data to compare the effectiveness of carotid arterial stents with cerebral
protection versus carotid endarterectomy for the treatment of carotid stenosis.
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Designing an IV study

Recall basic IV principles:
I Identifying assumptions:

1. No confounding (back door)
2. Exclusion (front door)
3. Valid first stage

I Estimation:

ρC =
E [Yi|Zi = 1]−E [Yi|Zi = 0]
E [Di|Zi = 1]−E [Di|Zi = 0]

,

where Zi is instrument, Di endogenous treatment, Yi outcome.
I Under monotonicity, ρC is “complier ATE” (Angrist et al. 2006).
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Designing an IV study

I Precision & sensitivity to hidden bias depends strongly on the
strength of the instrument.

I Following MHE presentation, we have

ρC =
E [Yi|Zi = 1]−E [Yi|Zi = 0]
E [Di|Zi = 1]−E [Di|Zi = 0]

= E [Y1i−Y0i|D1i > D0i]+
bias

E [Di|Zi = 1]−E [Di|Zi = 0]

(cf. Bound et al., 1995; Small & Rosenbaum, 2008).
I The question is whether there is anything you can do in the

design to shrink that latter term.
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Designing an IV study

I Biaocchi et al. use “near/far matching” to make “no
confounding” and “exclusion” more convincing and to
strengthen the “first stage.”

6 / 31



Designing an IV study

I Baiochhi et al. (2012) study comparative effectiveness of stents
(CAS) versus surgery (CEA) for treating blocked arteries.

I Instrument for whether a patient receives a stent is the health
referral region (HRR) in which a patient is embedded.

I HRRs vary somewhat in rates of stent use.
I Reasons for such variation are idiosyncratic.
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Designing an IV study

interventional treatment for severe carotid stenosis. However, in late 2004 based on the
result of a randomized clinical trial (Yadav et al. 2004), the FDA approved CAS for
use in patients with severe carotid stenosis who were deemed ‘‘high risk’’ for CEA.
Utilization of CAS in many U.S. hospitals grew rapidly in 2005–2006, yet uncertainty
about the comparative effectiveness of the two treatment options was heightened by the
publication of additional clinical trials with results that questioned the efficacy of CAS
(Mas et al. 2006, 2008). The real-world comparative effectiveness of CAS versus CEA
remains uncertain.

Use of CAS remains highly variable geographically, suggesting a lack of uniformity in
which patients are being treated with CAS versus CEA nationwide. See Fig. 1 for a
histogram of the rates of CAS utilization by hospital referral regions (HRRs). Figure 2 is a
map of the HRRs and their CAS utilization. As with any new technology, there are early
adopters and late adopters, resulting from a complicated process involving factors such as
the number of teaching hospitals in a region, professional and institutional relationships
between advocates of the new technology and those who are willing to try it, as well as
logistical issues such as a hospital’s existing stock of the old technology and the difficulties
involved in updating to the new technology, all of which may impact the rates of use of a
new technology. Many of the factors which go into determining the treatment selection
occur as a process which is unrelated to patient-level covariates. We will exploit geo-
graphic variation in the design of our study.

Fig. 1 A histogram of the percent of CAS utilization in the 306 hospital referral regions. The median value
is 10.2 %. The mean is 11.6 %. The interquartile range goes from 4.9 % up to 15.4 %. Thirty-two of the
HRRs (slightly more than 10 % of the HRRs) had a CAS utilization of 1 % or less

Health Serv Outcomes Res Method (2012) 12:237–253 239
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Designing an IV study

3 Description of data

Using health care utilization and outcomes data from the Medicare program for fee-
for-service beneficiaries over age 65, we compared the effectiveness (i.e., mortality rate at
180 days following the procedure) of CAS to CEA for the treatment of carotid stenosis.
The data includes patients treated from the years 2005–2008, during the period where both
CAS and CEA were in use. In addition to those years, we used 2004 utilization data for
CEA (i.e., pre-CAS), which we will make use of during our analysis to control for pre-
existing patterns of care. The data set has information on approximately 325,000 patients
treated with either CAS or CEA (approximately 13 % of were CAS recipients). These data
indicate each patient’s demographic information, the date and location of procedure
receipt, the presence of important comorbid conditions, and subsequent major clinical
outcomes such as stroke or death.

We use the geographic variation in the uptake of CAS after 2004 FDA approval as an
instrumental variable. Using the geographical conventions established by the Dartmouth
Atlas for Health Care, we use HRRs (n = 306) as our geographical unit of analysis. Our
outcome of interest is mortality 90 days after intervention.

3.1 The instrument

An instrument is a random influence towards acceptance of a treatment which affects
outcomes only to the extent that it affects acceptance of the treatment. Even in settings in
which treatment assignment is mostly deliberate, there may nonetheless exist some
essentially random influences to accept treatment, so that treatment assignment retains a

Fig. 2 This is a heath map of CAS utilization in the HRRs. To aid visualization, the HRRs have been color
coded by quintiles with the HRRs with the highest rates of CAS utilization colored a deep blue and those
HRRs with the lowest rates of CAS utilization colored a light gray (Color figure online)

240 Health Serv Outcomes Res Method (2012) 12:237–253
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Designing an IV study

random component. An instrument is weak if the random influences barely affect treatment
assignment, or strong if they are decisive in influencing treatment assignment.

In this paper we use the HRR where the patient received care as the instrument. The
patients sort themselves into different geographic areas for a variety of reasons: socio-
economic, familial and cultural. These imbalances are evident in Table 1. From Table 1
we can see that the patients in our data set which are treated in high utilization HRRs tend
to be more racially diverse, have higher incomes and the HRRs tend to have higher medical
expenditure per patient and have more beds available per capita at academic institutions.
We attempt to control for these measured socioeconomic differences by matching on these
variables at the HRR level (see methods below). Regional variation will function properly
as an instrument if it is uncorrelated with the unmeasured patient-level confounders of
concern after the measured confounders have been controlled for.

The usual argument for the validity of regional variation as an instrument is: Though we
note patients sort themselves based on socioeconomic differences across regions, it is
unlikely that they sort themselves into different regions based on their medically relevant
covariates. See Table 4 which shows the patient-level medically relevant covariates across
the instrument. Note that they are quite similar, with standard differences of the means
across the quartiles of the instrument which are all lower than 0.11. In fact, we will go to
great lengths to control for all of the medically relevant covariates we have in our data set
by pair matching at the patient-level. But we will also make use of which region the patient
was from and therefore which treatment was more likely to be assigned for reasons that are
extraneous to the particulars of the patient’s medical history. In the example at hand we
should be a bit cautious, environmental factors such as dietary habits, levels of physical
fitness and exertion and other culturally influenced behaviors may have an impact on
medically relevant, patient-level covariates. This would imply that HRR may be correlated
with unobserved patient-level covariates. In this paper we are using this example as an
illustration of the methodology so we will not delve further into this issue; a more complete
investigation of CAS versus CEA would need to engage this issue. We do point the
interested reader to Sect. 8 and the brief discussion of sensitivity analysis for one potential
statistical approach for addressing imperfect instruments.

Table 1 Prematch HRRs

1st Quartile means 4th Quartile means |St-dif|

Instrument

% CAS utilization 1.8 % 23.8 % 2.32

Covariates

% Age over 65 in HRR 14.5 % 12.3 % 0.66

% White in HRR 84.1 % 75.0 % 0.71

% Urban in HRR 63.9 % 75.8 % 0.64

Median income in HRR 38,683 43,212 0.49

Mean education 12.8 12.8 0.27

Medicare spend 11,463 13,935 0.76

Academic beds per 1000 1.44 4.00 0.64

2004—death within 90 day 2.46 % 2.00 % 0.35

Comparing the means of the 76 HRRs in the lowest quartile of the instrument (lowest rates of CAS
utilization) to the 76 HRRs in the highest quartile. Median income in the HRR and the average Medicare
spend in the last 6 months of the patients’ month (both measured in dollars). Mean education in the HRR is
measured as an ordinal variable

Health Serv Outcomes Res Method (2012) 12:237–253 241
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Designing an IV study

I First step of near/far matching: find HRR pairs for which CAS %
varies a lot but covariates do not.

I Non-bipartite matching (aka, 2-clustering) algorithm:
I Penalize pairs in covariate Mahalanobis distance.
I Penalize pairs in similarity in CAS %.
I Form pairs based on minimum penalty.
I Tweak penalties until satisfactory solution.
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Designing an IV study

of these tradeoffs are driven by the specifics of the problem being analyzed. Further
research is required to formalize a structure for determining optimal values for K.

See Table 1 to see prematch differences between HRRs and Table 2 to see post-
match differences. The tables summarize match quality by showing means and absolute
standardized differences in means, that is, the absolute value of the difference in means
divided by the standard deviation before matching. We started with 306 HRRs and
constructed 76 pairs of HRRs. By using sinks (Lu et al. 2001) we excluded from our
study some HRRs which were quite different from other HRRs. By excluding some
HRRs we improved the overall quality of the matches between those HRRs with high
CAS usage and those HRRs with low CAS usage. Once we have constructed pairs of
HRRs which are similar in covariates, but dissimilar in CAS usage, we can now move
on to patient-level matching.

After the first stage, we have a list of HRR pairs. Within a given pair, one HRR has
higher usage of CAS and the other HRR within the pair has lower levels of CAS usage. For
the second stage of our analysis we look at people within the HRRs. First we select a given
pair of HRRs. For example, in the first stage the algorithm matched San Francisco and San
Luis Obispo. San Francisco has high usage of CAS and San Luis Obispo has low usage.
We now consider patients treated in San Francisco as being randomly encouraged to take
the CAS and those in San Luis Obispo as encouraged to take CEA. This is now a bipartite
matching problem, matching patients treated in San Francisco to patients treated in San
Luis Obispo. See Tables 3 and 4 for results. We used the package optmatch in R to perform
this matching (Hansen and Klopfer 2006). We summarized 27 covariates by calculating the
Mahalanobis distance and using this to populate the discrepancy matrix for the function
fullmatch(). Within any given HRR we allowed patients to be matched to sinks in order to
improve the quality of the covariate balance between the encouraged and unencouraged
groups. Out of a population of approximately 325,000 patients, our analysis was run on
85,284 patients because we were able to obtain a good study design which had (1) good
covariate balance between the groups, as measured by the standardized difference column
in Table 4 and (2) modest separation in the instrument between the encouraged and
unencouraged groups.

Table 2 Postmatching HRRs

The ‘‘Encouraged Means’’
column summarizes the 76 HRRs
within a match which had the
higher rate of CAS utilization. In
contrast to Table 1, the
standardized differences for the
covariates show the two groups
have comparable means

Unencouraged
means

Encouraged
means

|St-dif|

Instrument

% CAS utilization 2.9 % 14.5 % 1.23

Covariates

% Age over 65 in HRR 13.6 % 13.2 % 0.12

% White in HRR 81.7 % 79.8 % 0.15

% Urban in HRR 68.3 % 71.6 % 0.18

Median income in HRR 40,792 41,862 0.11

Mean education 12.9 12.8 0.06

Medicare spend 12,470 12,861 0.12

Academic beds per 1000 2.23 2.97 0.18

2004—death within 90 day 2.36 % 2.26 % 0.08

Health Serv Outcomes Res Method (2012) 12:237–253 247
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Designing an IV study

I In each HRR pair, designate low CAS % HRR as
“unencouraged” and high CAS % as “encouraged.”

I Next, collect data in patients in matched HRRs.
I Pair match patients on individual characteristics across

encouraged and unencouraged status in each HRR pair.
I Estimation with IV methods.
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Designing an IV study
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Designing an IV study

6 Analyzing the near/far matching design

6.1 Notation

We follow the notation and motivation from Baiocchi et al. (2010).
There are I matched pairs i = 1,…, I, with 2 subjects, j = 1, 2, one encouraged subject

and one unencouraged, or 2I subjects in total. If the jth subject in pair i receives the
encouragement, write Zij = 1, whereas if this subject receives the control, write Zij = 0, so
1 = Zi1 ? Zi2 for i = 1,…, I. In our study, the matched pairs consist of one patient from a
high-CAS HRR, the other from a low-CAS HRR.

Table 3 Individual level matching

Matches 42,642 Type Encouraged mean Unencouraged mean |St-dif|

CAS utilization (1/0) Instrument 0.13 0.06 0.21

Age (years) Covariates 74.56 74.58 0.00

Female (1/0) 0.42 0.42 0.00

CHF (1/0) 0.09 0.09 0.00

Cardiac arrhythmia (1/0) 0.18 0.18 0.00

Cardiac valvular disease (1/0) 0.08 0.08 0.01

Pulmonary circulation disease (1/0) 0.01 0.01 0.00

Peripheral vascular disease (1/0) 0.25 0.24 0.02

Paralysis (1/0) 0.02 0.03 0.01

Neurologic disorder (1/0) 0.02 0.02 0.01

Chronic pulmonary disease (1/0) 0.25 0.24 0.02

Diabetes uncomplicated (1/0) 0.29 0.29 0.00

Diabetes w/complication (1/0) 0.04 0.04 0.01

Hypothyroidism (1/0) 0.10 0.10 0.01

Renal disease (1/0) 0.08 0.08 0.01

Liver disease (1/0) 0.00 0.00 0.01

AIDS (1/0) 0.00 0.00 0.01

Lymphoma (1/0) 0.00 0.00 0.01

Metastatic cancer (1/0) 0.00 0.00 0.00

Tumor no met (1/0) 0.02 0.02 0.00

Rheumatoid arthritis (1/0) 0.02 0.02 0.01

Coagulopathy(1/0) 0.01 0.01 0.00

Obesity (1/0) 0.05 0.05 0.00

Weight loss (1/0) 0.01 0.01 0.00

Depression (1/0) 0.04 0.05 0.01

Hypertension (1/0) 0.83 0.83 0.01

Acute myocardial infarction (1/0) 0.03 0.03 0.00

Coronary artery disease, no AMI (1/0) 0.51 0.50 0.01

Death within 90 days (1/0) Outcome 0.0202 0.0189 0.01

The ‘‘Encouraged Mean’’ column summarizes the means of the 42,642 individuals within a pair who were
treated in a high-CAS HRR and were matched to an individual wish similar observed covariates who
received treatment in a low-CAS HRR

248 Health Serv Outcomes Res Method (2012) 12:237–253
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Designing an IV study

i under treatment, Zij = 1, while rCij and dCij are observed from this subject under control,
Zij = 0. In our example, (rTij, rCij) indicates death in the 90 days following intervention, 1 for
dead, 0 for alive, and (dTij, dCij) indicates whether the patient was treated with CAS, 1 if yes, 0
if no. For instance, if (rTij, rCij) = (0; 1) with (dTij, dCij) = (1; 0) then: (i) if a patient lived in a
high-CAS HRR (Zij = 1), he/she would be treated with CAS (dTij = 1) and would live
(rTij = 0), but (ii) if the patient had lived in a low-CAS HRR (Zij = 0), then he/she would
have been treated with CEA instead of CAS (dCij = 0) and he/she would have died (rCij = 0).

A word on notation: To maintain consistency with the prior literature we use notation
which the subscripts on the potential outcomes which contain a capital ‘‘C’’ and ‘‘T.’’
These do not refer to control (i.e., CEA) and treatment (i.e., CAS), but rather map onto the
encouragement levels from the instrument.

The effects of the treatment on a subject, rTij - rCij or dTij - dCij, are not observed for
any subject; that is, each patient received treatment in either a high or a low CAS HRR,
and the outcome under the opposite circumstance is not observed. However, Rij =
ZijrTij ? (1 - Zij)rCij, Dij = ZijdTij ? (1 - Zij) dCij and Zij are observed from every subject.

Fisher’s sharp null hypothesis of no treatment effect on (rTij, rCij) asserts that H0:
rTij = rCij, for i = 1,…, I, j = 1, 2. In our example, this says that receiving treatment in a
low-CAS HRR does not change the outcome compared to if the patient had received care
in a high-CAS HRR, even if where the patient received care changes which kind of
treatment the patient receives. If Fisher’s null hypothesis were plausible, it would be
difficult to argue that CAS and CEA produce different outcomes.

The exclusion restriction asserts that dTij = dCij implies rTij = rCij, see Angrist et al.
(1996). In our example, the exclusion restriction says that patient outcomes are only
affected by receiving care in a high-CAS HRR if receiving care in a high-CAS HRR
changes the type of treatment the patient receives. This assumption may be dubious if we
believe that there is a benefit to treating more patients; perhaps the surgeons become more
skilled at performing the procedure meaning receiving CAS in a high-CAS region is
different than receiving CAS in a low-CAS region. This is an important challenge to this
study. If the analysis we are presenting was more than for illustrative purposes the dis-
cussion of the exclusion restriction would need to be carefully considered.

A patient with (dTij, dCij) = (1, 0) is said to be a complier, in the sense that he/she would
receive CAS if he lived in a high-CAS HRR (dCij = 0), but he/she would receive CEA if
he/she lived in a low-CAS HRR (dTij = 1).

6.2 The effect ratio

The effect ratio, k, is the parameter

k !
PI

i!1

P2
j!1 rTij " rCij

! "
PI

i!1

P2
j!1 dTij " dCij

! " ;

where it is implicitly assumed that the instrument does influence the treatment,

0 6!
PI

i!1

P2
j!1 dTij " dCij

! "
. Because (rTij, rCij) and (dTij, dCij) are not jointly observed, k

cannot be calculated from observable data so inference is required. Notice that under
Fisher’s sharp null of no effect, H0:rTij = rCij for all individuals ij, implies that k = 0.

The effect ratio is the ratio of two average treatments effects. In a paired, randomized
experiment the mean of the treated-minus-control difference provides unbiased estimates of
numerator and denominator effects separately, and under mild conditions as I !1, the ratio

250 Health Serv Outcomes Res Method (2012) 12:237–253
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Designing an IV study

I Small & Rosenbaum (2008): “smaller study with strong
instrument preferable to larger study with weak instrument”

I Design has implications for external validity, but without internal
validity, external validity is irrelevant.

I IV studies identify local effects anyway. Might as well make
them as credible internally as possible.

I Another good example: Zubizarreta et al. (2013, AoAS).
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Designing a DID study

Using Split Samples and Evidence Factors in an
Observational Study of Neonatal Outcomes

Kai ZHANG, Dylan S. SMALL, Scott LORCH, Sindhu SRINIVAS, and Paul R. ROSENBAUM

During a few years around the turn of the millennium, a series of local hospitals in Philadelphia closed their obstetrics units, with the
consequence that many mothers-to-be arrived unexpectedly at the city’s large, regional teaching hospitals whose obstetrics units remained
open. Nothing comparable happened in other United States cities, where there were only sporadic changes in the availability of obstetrics
units. What effect did these closures have on mothers and their newborns? We study this question by comparing Philadelphia before and
after the closures to a control Philadelphia constructed from elsewhere in Pennsylvania, California, and Missouri, matching mothers for
59 observed covariates including year of birth. The analysis focuses on the period 1995–1996, when there were no closures, and the
period 1997–1999 when five hospitals abruptly closed their obstetrics units. Using a new sensitivity analysis for difference-in-differences
with binary outcomes, we examine the possibility that Philadelphia mothers differed from control mothers in terms of some covariate not
measured, and perhaps the distribution of that unobserved covariate changed in a different way in Philadelphia and control–Philadelphia in
the years before and after the closures. We illustrate two recently proposed techniques for the design and analysis of observational studies,
namely split samples and evidence factors. To boost insensitivity to unmeasured bias, we drew a small random planning sample of about
26,000 mothers in 13,000 pairs and used them to frame hypotheses that promised to be less sensitive to bias; then these hypotheses were
tested on the large, independent complementary analysis sample of nearly 240,000 mothers in 120,000 pairs. The splitting was successful
twice over: (i) it successfully identified an interesting and moderately insensitive conclusion, (ii) by comparison of the planning and analysis
samples, it is clearly seen to have avoided a exaggerated claim of insensitivity to unmeasured bias that might have occurred by focusing
on the least sensitive of many findings. Also, we identified two approximate evidence factors and one test for unmeasured bias: (i) factor 1
compared Philadelphia to control before and after the closures, (ii) factor 2 focused on the years 1997–1999 of abrupt closures and compared
zip codes with closures to zip codes without closures, (iii) and the test for bias focused on the years 1995–1996 prior to closures and
compared zip codes which would have closures in 1997–1999 to zip codes without closures in 1997–1999—any ostensible effect found in
that last comparison is surely bias from the characteristics of Philadelphia zip codes in which closures took place. Approximate evidence
factors provide nearly independent tests of a null hypothesis such that the evidence in each factor would be unaffected by certain biases that
would invalidate the other factor.

KEY WORDS: Design sensitivity; Difference-in-differences; Evidence factor; Optimal matching; Sensitivity analysis; Test for bias.

1. INTRODUCTION: BACKGROUND;
METHODOLOGICAL OUTLINE

1.1 A Wave of Closures of Hospital Obstetrics Units

Beginning in 1997, a series of community hospitals in
Philadelphia closed their obstetrics units, so mothers who
would normally have delivered at these hospitals had to seek
care at the city’s large regional hospitals whose obstetrics units
remained open. Between 1997 and 2007, 12 of 19 hospitals in
the city closed their obstetrics units. Nothing similar happened
at this time in other major cities, which experienced only spo-
radic changes in the availability of obstetrics units. For instance,
in Pittsburgh, Los Angeles, San Diego, and San Francisco less
than 5% of the deliveries in 1995 and 1996 were in obstet-
ric units that subsequently closed between 1997–2005. Babies
born in these and other cities will serve as controls. By con-
trast, in Philadelphia, over 30% of the deliveries in 1995 and
1996 occurred at obstetrics units that subsequently closed be-
tween 1997 and 2005. It is not entirely surprising that a hospital
facing competitive or financial pressures would consider clos-
ing its obstetrics and neonatal units: these fields have unusually
high costs associated with malpractice litigation and malprac-
tice insurance (Kirby et al. 2006). Why closures should have

Kai Zhang is a Ph.D. Student (E-mail: zhangk@wharton.upenn.edu), Dy-
lan S. Small is Associate Professor, and Paul R. Rosenbaum is Professor,
Department of Statistics, The Wharton School, University of Pennsylvania,
Philadelphia, PA 19104-6340. Scott Lorch is Assistant Professor of Pedi-
atrics and Sindhu Srinivas is Assistant Professor of Obstetrics and Gynecology,
School of Medicine, University of Pennsylvania, Philadelphia, PA 19104. This
work was supported by grants SES-0849370 and SES-0961971 from the U.S.
National Science Foundation.

concentrated in Philadelphia is less clear. In its densely urban
center, Philadelphia is home to several large hospitals associ-
ated with major medical schools, but beyond its urban center,
Philadelphia sprawls at considerable distance into a variety of
diverse neighborhoods served by smaller community hospitals;
the closures occurred here.

Of 19 Philadelphia hospitals with obstetrics units in 1995, 12
closed their obstetrics units between 1997 and 2007; see Fig-
ure 1. In part based on a split sample analysis described be-
low, the analysis presented here focuses on five hospitals that
abruptly closed in 1997–1999, before the City of Philadelphia
intervened in 2000 to organize and slow the pace of subsequent
closures and to offer strategies to allow for the remaining hos-
pitals to accommodate the increased obstetric volume. It is in-
teresting to note that four of the five closures during 1997–1999
were geographically close, suggesting a cascade in which each
successive closure increased the stress on nearby units that re-
mained open, perhaps leading to their closure. Conceivably, the
geography of Philadelphia’s closures explain why there was a
wave of closures in Philadelphia with no similar pattern in other
cities.

What was the effect of the 1997–1999 hospital closures on
the health of mothers and their newborn babies? Stories were
told—perhaps some were even true—of women in labor being
delivered by ambulance to a hospital that had closed its ob-
stetrics unit the previous week. Other stories were told—more
likely true—of women in labor, some of them poor, travelling
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Designing a DID study

Recall DID basics:
I Identifying assumption is that average trends in treated and

control are equivalent.
I Estimation:

δ =(E [Yit|Ti = 1, t = 2]−E [Yit|Ti = 1, t = 1])

− (E [Yit|Ti = 0, t = 2]−E [Yit|Ti = 0, t = 1]),

where t is period index, i is group index, Ti is indicator for being
in group that is treated when t = 2.

I Can use repeated cross-sections (don’t need repeated observation
on i necessarily).
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Designing a DID study

I DID identification can be made more convincing by conditioning
on covariates or constructing synthetic comparisons (Abadie,
2005; Adabie & Gardeazabal, 2003).

I Zhang et al. do just that, studying the effect on neonatal health of
shutting down community hospitals and forcing patients to go to
regional hospitals.

I They leverage a natural experiment in which a set of community
hospitals in Phila. between 1997 to 1999 shut down their
obstetrics units. Nothing like this happened in other major cities.
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Designing a DID study
Zhang et al.: Observational Study of Neonatal Outcomes 513

Table 1. Covariate balance before and after matching. For zip code data, zip-fr means the fraction of the zip code with this attribute.
An absolute standardized difference in mean of 0.2 or greater is in bold

Sample size: 5,998,111 132,786 132,786 Absolute
Potential Philadelphia Matched standardized
controls births controls difference

Covariate Covariate mean or proportion Before After

Mom’s neighborhood (zip code)
Income (K$) 46 30 30 1.16 0.04
Income missing 0.00 0.00 0.00 0.06 0.00
Poverty (zip-fr) 0.15 0.25 0.23 0.91 0.13
Poverty missing 0.00 0.00 0.00 0.06 0.00
High school (zip-fr) 0.74 0.68 0.69 0.37 0.07
HS missing 0.00 0.00 0.00 0.06 0.00
College (zip-fr) 0.22 0.15 0.15 0.51 0.01
College missing 0.00 0.00 0.00 0.06 0.00

Mom
Mom’s age 28 26 26 0.21 0.01
Parity 2.10 2.20 2.20 0.07 0.03
Parity missing 0.00 0.01 0.01 0.09 0.04
Prenatal care (month started) 2.40 2.70 2.60 0.22 0.04
PC missing 0.02 0.11 0.08 0.37 0.11

Mom’s education
Below 8th grade 0.10 0.02 0.02 0.32 0.02
Some high school 0.17 0.21 0.20 0.11 0.04
HS graduate 0.30 0.38 0.40 0.17 0.05
Some college 0.20 0.19 0.19 0.02 0.01
College graduate 0.13 0.09 0.10 0.11 0.01
More than college 0.09 0.06 0.06 0.11 0.00
Missing 0.01 0.04 0.04 0.17 0.04

Mom’s race
White 0.71 0.31 0.32 0.87 0.03
Black 0.07 0.42 0.46 0.88 0.11
Asian 0.07 0.03 0.03 0.18 0.03
Other 0.12 0.06 0.05 0.20 0.05
Missing 0.02 0.17 0.14 0.52 0.13

Mom’s health insurance
Government 0.40 0.40 0.39 0.01 0.02
Other insurance 0.57 0.58 0.60 0.02 0.04
Uninsured 0.03 0.01 0.01 0.11 0.04
Missing 0.00 0.01 0.00 0.11 0.06

Baby
Birth weight (grams) 3345 3179 3189 0.26 0.02
Birth weight missing 0.00 0.00 0.00 0.04 0.03
Gestational age (weeks) 39 38 38 0.14 0.01
Gestational age missing 0.05 0.01 0.01 0.22 0.02
Small at gestational age 0.09 0.14 0.12 0.16 0.05

(Rosenbaum 2004, 2010a, part III, 2010b), but most of these
issues are difficult to appraise in the absence of data. Heller,
Rosenbaum, and Small (2009) made a formal argument for
splitting the sample at random into a small planning sample of
perhaps 10% and a large analysis sample of perhaps 90%. The
planning sample is used to design the study—to frame ques-
tions and guide the analytical plan—whereupon the planning
sample is discarded; then, all conclusions are based on the un-
touched, unexamined, untainted analysis sample. If one were
to perform several or many analyses of a single dataset, noting
that a particular conclusion was insensitive to unmeasured bi-
ases, then one would not know whether this judgement about

sensitivity to bias was distorted by capitalizing on chance in
picking the most favorable of these analyses. In contrast, the
use of a split sample permits exploration of unlimited scope in
a planning sample, and an independent, untainted, highly fo-
cused analysis of the analysis sample. Cox (1975) evaluated
splitting to control for multiple testing in randomized experi-
ments, but Heller, Rosenbaum, and Small (2009) find that split-
ting is even more useful in sensitivity analyses in observational
studies because the biases from unmeasured covariates do not
diminish as the sample size increases. If one could make deci-
sions that would make the study less sensitive to unmeasured
biases by sacrificing a small portion of the sample, then that
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Designing a DID study

Design steps:

1. For 1995, prior to shutdowns, data on mothers, births, neonatal
outcomes, and neighborhood trends in Phila. neighborhoods and
neighborhoods from other cities obtained.

2. A synthetic Phila. was constructed by matching 1995 data from
other cities’ neighborhoods to 1995 Phila. data.

Procedure is similar to Abadie & Gardeazabal (2003) and Abadie et
al. (2010), except that Zhang et al. had more micro data to use in
constructing the synthetic Phila. (that is, they could match not only
neighborhoods, but also babies within matched neighborhoods).
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Designing an RD study

Geography as a Causal Variable⇤
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Abstract

Political scientists often use natural experiments to estimate causal e↵ects. We
explore how variation in geography can be exploited as a natural experiment and
review the assumptions that must hold for geographic natural experiments to yield valid
causal estimates. In particular, we focus on cases where a geographic or administrative
boundary splits units into treated and control areas, and it is plausible to assume that
units sort around the boundary with error or the boundary is drawn arbitrarily. We
derive the identification assumptions behind this geographic natural experiment, and
show that they redefine the estimand in a counterintuitive fashion. These assumptions
suggest testable implications, and we develop an estimation framework that is faithful
to the spatial qualities of the design. Our methods are illustrated with an original study
of whether ballot initiatives increase turnout in Wisconsin and Ohio that highlights
the strengths and weaknesses of causal inferences based on geography.
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Designing an RD study
Recall the basics of RD:

I Identifying assumptions:
1. Discontinuity in assignment probability at cut point, c.
2. Smoothness in potential outcome trends around c.

I Estimation for sharp RD:

E [Y1i−Y0i|Xi = c] = lim
x↓c

E [Yi|Xi = x]− lim
x↑c

E [Yi|Xi = x]

I Common approach is kernel-weighted local linear approx.
(Imbens & Lemieux, 2008; Imbens & Kalyanaraman, 2010).

I Fuzzy RD uses IV.
I Power & consistency depends on mass near cut point.
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Designing an RD

I Keele & Titiunik consider geographic RD (GRD).
I Treatment varies discontinuously at a boundary
I Assume smoothness in potential outcomes at any point on the

boundary, B, a coordinate line:
I Random placement of boundary and no sorting.
I Random sorting around boundary.

I Where usual RD identifies effect at cut point, GRD identifies
effect along B. Effect may vary over points in B.

I Implies that spatial information is important.
I Declaring units with same minimum distance to B as equivalent

may be problematic.
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Designing an RD study

Treatment area (At)

Control area (Ac)

Boundary

●i

●j

● kd

Figure 1: Failure of one-dimensional distance to identify boundary points

In some geographic natural experiments, analysts exploit distance to the boundary be-

tween Ac and At but the score is defined as the shortest (perpendicular) distance between

unit i and the boundary of interest. In these cases, individual i is said to have distance

Si = d, a scalar, if the distance from i’s location to the point on the boundary that is closest

to i is equal to d. Defining the score in this manner has serious limitations, since it ignores

the spatial nature of geographic locations. As illustrated in Figure 1, the shortest distance

from individual i’s location to the boundary does not determine the exact location of i on

the map, since two individuals i and j in di↵erent locations can both have Si = Sj = d.

That is, this spatially naive distance does not account for distance along the border between

Ac and At. As one can see in Figure 1, using this naive version of S treats units i and j in

the control area as equally distant from individual k in the treatment area, when in fact j is

much closer to k than i. This phenomenon will be exacerbated when the boundary is long:

as the boundary becomes longer, the distance between control unit i and treated unit k can

8
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Designing an RD study

I For analysis, this implies estimation for all points in B.
I So, you want to design your study to allow for good estimation

over B, and be sure to record precise spatial information.
I Generalization of local linear approx. would use kernel

weighting with respect to all points in B, rather than merely with
respect to a single cut point.

I Keele & Titiunik use a grid of points inside B.
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Designing an RD study

I Application is effect of ballot initiatives on turnout in Milwaukee
County, Wisconsin, and Garfield Heights, Ohio.

I They identified segments of boundaries for these communities
for which communities on other side of boundary were
comparable.

I Identification of comparable segments based on “placebo maps”:
estimate GRD effect on available covariates, and locate segments
where the effect is 0.
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Designing an RD study
Placebo map:
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# Difference in Housing Values is Statistically Significant at .05 Level

! Difference in Housing Values is Statistically Insignificant

Figure 5: Estimated Treated-Control Di↵erences in Housing Prices along Milwaukee City
Limit Note: All p-values corrected for false discovery rate.
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Designing an RD study
Results map:
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! Estimate is Statistically Significant and Fails Housing Value Placebo
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Figure 6: Estimated Di↵erences in Turnout for 2008 Election along Milwaukee City Limit
Note: All p-values corrected for false discovery rate.
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