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Abstract. A supervised method is presented for the detection and seg-
mentation of ribs in computed tomography (ct) data. In a first stage
primitives are extracted that represent parts of the centerlines of elon-
gated structures. Each primitive is characterized by a number of features
computed from local image structure. For a number of training cases, the
primitives are labeled by a human observer into two classes (rib vs. non-
rib). This data is used to train a classifier. Now, primitives obtained from
any image can be labeled automatically. In a final stage the primitives
classified as ribs are used to initialize a seeded region growing process to
obtain the complete rib cage.
The method has been tested on 20 images. Of the primitives, 96.9% is
classified correctly. The results of the final segmentation are satisfactory.

1 Introduction

The latest generation of ct-scanners produces data with slice thickness and slice
gaps of size similar to the in plane resolution. As a consequence, radiologists are
at risk of being overwhelmed by the amount of data they have to examine. To
overcome this problem computerized postprocessing methods are being devel-
oped. In [1] numerous examples are given, of which automated rib segmentation
is one. The ribs are always depicted in chest ct, so they should be reported on.
In practice, rib anomalies and fractures are frequently missed [2]. Therefore, we
focus in this paper on the segmentation of ribs in ct-images of the thorax. Au-
tomated rib segmentation can be used for effective visualizations of the rib cage.
It is also a first step for computerized detection of bone abnormalities. And, the
segmented ribs can act as reference objects to segment other structures.

The method consists of the following steps. First, as ribs appear as bright
elongated structures in ct-images, a technique is developed to extract 1D ridges
(centerlines) in 3D data. Then, the ridge pixels are grouped together based on
similarity measures to form straight line elements. The straight line elements
form primitives on which the supervised part of the algorithm is based. For
every primitive a set of features is computed, based on the local image structure
around the primitive.

To construct a training set, a human observer divided the primitives of twenty
images into ribs and non-ribs, so that every feature vector can be labeled accord-
ing to its corresponding class. With the training set a knn-classifier is trained,
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that is used to classify the primitives obtained from other images. Finally, the
primitives classified as rib are used as initialization for a seeded region growing
process in the image to segment the rib cage.

Several methods have been implemented that can be used to segment the
rib cage, or, more generally, segment elongated structures in ct data. None of
these methods is completely automatic. In [3,4] centerlines are extracted from
which the widths of the objects are estimated. In [5] a tracking algorithm is
described, that proceeds from one 2D slice to the next. The method uses seeded
region growing, for which the seeds must be supplied manually. The work in [6]
is based on 3D region growing using locally adaptive thresholds. Segmentation
based on watersheds [7] is another interesting approach.

This paper is organized as follows. In Section 2 our method is described in
detail. Section 3 discusses the images that are used. Results are presented in
Section 4. The paper ends with a discussion in Section 5.

2 Method

Because ribs are elongated structures, we develop a method to extract their
centerlines. The intensity values of ct data are related to the density of the
imaged tissue. Therefore, as a first step, the image is thresholded to obtain the
bone structures. Next the thresholded (and now binary) image is blurred with a
Gaussian kernel. As a result, there will be a local maximum at the centerline in
the plane perpendicular to the rib, see Fig. 1. In the blurred image the centerlines
are extracted as described in the following subsection.

(a) (b)

Fig. 1. (a) An elongated structure in 3D. Along the planes perpendicular to its
centerline (subdimensional) maxima are found. (b) Image intensities in a plane
perpendicular to the centerline.

2.1 Ridge Detection in 3D

To detect the local maximum in the (2D) plane perpendicular to the centerline,
we must first estimate the direction of the plane at every voxel. For this purpose
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the eigenvectors vi, i ∈ {1, 2, 3} of the Hessian matrix H can be used. The
Hessian matrix is given by

H =




Ixx Ixy Ixz

Iyx Iyy Iyz

Izx Izy Izz


 , (1)

where Iij , i, j ∈ {x, y, z} represents the second order derivative of the intensity
with respect to the coordinates. The derivatives are taken in the scale space
sense, i.e.

Iij = Iij(x; σ) =
∫

IR3
I(x)Gij(x − x′; σ)dx′ , (2)

with x = (x, y, z)T , σ the scale and

G(x; σ) =
1

(2πσ)
3
2

exp
(
−x · x

2σ2

)

the Gaussian kernel. For more information on scale space the reader is referred
to [8] and references therein.

It is assumed that the vi are ordered in decreasing magnitude of their cor-
responding eigenvalues λi, i.e. |λ1| ≥ |λ2| ≥ |λ3|. The eigenvectors point in the
principal directions of the intensity curvature, i.e. v1 points in the direction of
largest curvature and v3 in the direction of smallest curvature. The vector v2 is
perpendicular to the other two vectors. The plane we are looking for is defined
by the first two eigenvectors of H. Now, the detection of the 1D ridges boils down
to checking at every voxel whether there is a local maximum of the intensity in
the plane defined by v1 and v2. Note that the vector v3 is tangential to the ridge.

The detection of the maximum in the 2D plane is done as follows. Around
the voxel x, the circle

c(θ) = x + ρ(v1 cos θ + v2 sin θ) , θ ∈ [0, 2π) ,

is defined, with ρ the radius of the circle. The image has a point on a 1D ridge if

I(x) − I(c(θ)) > 0 , for all θ .

Of course, in the mathematical continuous world, the limit of ρ towards zero
would be taken. On the discrete image lattice, a choice of ρ = 1.0 voxel seems
natural. Furthermore, the polar angle θ must be discretized. In this paper we
have chosen to use 8 different angles, corresponding to an eight-connected neigh-
borhood in 2D images. Finally, note that in general c(θ) will fall in between
gridpoints. To evaluate I at those points, linear interpolation has been used.

2.2 Convex Sets

The next step is the construction of line elements from the set of 1D ridges. A
local grouping process is used that takes into account the local orientation of the
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Fig. 2. The dark curved lines are two ridges. The diameter of the disk is εc. vg

is the eigenvector belonging to a grouped pixel, v1 and v2 are the eigenvectors
of still ungrouped pixels. The vectors r1 and r2 are unit vectors pointing from
the grouped pixels to the ungrouped pixels. The pixel that belongs to the same
ridge will be added to the group, because it satisfies the conditions in (3)-(5).
The pixel on the parallel ridge does not satisfy condition (5) and will not be
grouped.

ridge. The idea is to investigate the local neighborhood around a ridge voxel and
to add those ridge voxels in the neighborhood that adhere to some conditions.
The first condition is that the candidate ridge voxel at xc is in the neighborhood
of the seed voxel xs

‖xc − xs‖ ≤ εc , (3)

where εc ∈ [0,∞) is the connectivity radius. The size of the radius determines
the size of small gaps that can be closed. A second test investigates the similarity
of the local orientation

|v3,c · v3,s| ≥ εo , (4)

with εo ∈ [0, 1] a threshold that determines the orientation sensitivity. A higher
threshold means stricter selectivity. Finally, it could happen that a candidate
ridge voxel obeys the connectivity and orientation demands, but that it is located
on a parallel ridge (see Fig. 2 as well). To prevent this, a final test is applied.
The unit vector r̂ that points from xc to xs is compared to the local orientation
vector at the seed

|̂r · v3,s| ≥ εp . (5)

The threshold εp ∈ [0, 1] sets the parallellity sensitivity. Again, higher threshold
means stricter selectivity. The sets that are found with these constraints are
coined (affine) convex sets. Convex, because they approximate straight lines (the
only 1D convex sets in 3D) and affine because Euclidean distance is replaced with
geodesic distance (i.e. distance along the set).

In this work, εc = 5.0, εo = 0.9 and εp = 0.9 have been used. Furthermore, a
threshold can be set on the maximum size of a convex set; here a maximum of
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εm = 20 voxels is used. Figure 3 shows a visualization of the convex sets of one
of the test datasets.

2.3 Feature Extraction, Feature Selection, and Rib Classification

From Fig. 3 it is clear that the convex sets that belong to the ribs are a subset of
all the detected convex sets. In this subsection it is shown how a knn-classifier
can be used to divide the rib convex sets from the non-rib convex sets.

A classifier maps a feature vector extracted from the subject under investi-
gation to class numbers or to a vector of probabilities, where each element in
the vector represents a class. The mapping must be learned from example data.
The learning for a knn-classifier is trivial, because a knn-classifier just stores its
training samples. A sample that must be classified is compared to the k nearest
neighbors in feature space and the probability that the sample belongs to class
i is approximated by [9]

pi =
ni

k
, (6)

where ni is the number of neighbors that have class number equal to i. There
exist optimized implementations for knn-classifiers and the one used in this
paper can be found in [10].

In our case the input for the classifier is a vector with representative features
of a convex set and its output the chance that the input belongs to the class rib.
The feature vector has been built from information on the local image structure
around every convex set. For every voxel belonging to a convex set, the im-
age derivatives upto and including second order have been computed at various
scales, using Gaussian derivatives (cf. eq. (2)). The feature vector of a convex set
consists of the mean of the feature vectors for every voxel in that convex set. We
used 4 scales (σ = 1.0, 2.0, 4.0 and 8.0 voxels), resulting in 4 × (1 + 3 + 6) = 40
features. Furthermore, because knn-classifiers are sensitive to scaling of the fea-
tures, each feature has been linearly transformed to zero mean and unit variance.
This transformation is deduced from the training data.

Beforehand, it is unknown which features produce good results and which
features deteriorate the classification process. A means to determine the appro-
priate features is to conduct feature selection [9]. But before feature selection is
discussed, a measure for good results must be defined.

Because the knn-classifier can give as output a posterior probability, we have
chosen to quantify the results of the classification process with roc-curves [11].
An roc-curve plots the fraction of pixels that is falsely classified as vessel against
the fraction that is correctly classified as vessel. The fractions are determined by
setting a threshold tp on the posterior probability. The closer a curve approaches
the top left corner, the better the performance of the system. A single measure
to quantify this behavior is the area under the curve, Az , which is 1 for a perfect
system. A system that makes random classifications has an roc-curve that is a
straight line through the origin with slope 1 and Az = 0.5.

The feature selection method that has been applied is sequential forward
selection [12]. This algorithm starts with a null feature set and, for each step,
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Fig. 3. Two views of the convex sets of a ct-scan of the thorax. Every set has
its own color. Not only the centerlines of the ribs are detected, but also parts
of the aorta, some other vessels, the spine, the shoulder blades, the lower jaw
and some other bone structure. The vessel structure is detected because in this
particular scan the patient was administered an intravenous contrast agent.
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the best feature according to some criterion function is included with the current
feature set. In this work, Az is taken as the criterion function. If a feature
is included, the performance of the current set of features is stored. After all
features have been included, the subset that gives the best overall performance
is chosen.

After training and feature selection, new data can be classified. However,
since the output of the classifier is a probability, we must set a threshold to get
a hard classification in rib and non-rib. In the ideal situation, the choice would
be tp = 0.5, however, it is observed from our experiments that another threshold
might give higher accuracy, where the accuracy is defined as the ratio of the
number of correctly classified convex sets (both rib and non-rib) divided by the
total number of convex sets. For every tp that is set for producing the roc-curve,
the accuracy can also be computed. Therefore, we have chosen to estimate the
optimal threshold tp,opt from the training set.

2.4 Seeded Region Growing

After classification of the convex sets, the centerlines of the ribs have been es-
timated, and as a final step they are used to start a seeded region growing
algorithm as described in [13]. At the start of the algorithm, the mean gray val-
ues of the image per convex set are computed. Then a list is initialized to which
all the neighboring voxels of all convex sets are added. The voxel in this list that
has the smallest difference in gray value as compared to the mean of its neigh-
boring convex set is removed from the list and added to the convex set. Next,
the mean of the convex set is updated and the neighbors of the added voxel,
if not already present, are added to the list of boundary voxels. The algorithm
continues until the list of boundary voxels is empty. To circumvent leaking in
non bone structures, only voxels above a gray level threshold tb and and closer
than a distance dmax to the centerline are added to the boundary list.

The ribs may leak into bone structures that are not rib. For that reason the
region growing is done on all convex sets, including the non-rib sets.

3 Material

In this study, 40 ct-scans of the thorax of different patients were used. The set
contained both normal cases and pathology. The scans were randomly divided
in two sets of 20 images so that a training set and a test set could be formed.
The image sizes range from 512× 512× 407 to 512× 512× 706 voxels. Such high
resolution is not needed for the detection of the centerlines of the ribs. Therefore,
all images were downsampled with a factor 2 in all directions, resulting in sizes
of 256 × 256 × 203 to 256 × 256 × 353 voxels.

The images are thresholded at a Hounsfield unit of 1100 and blurred with a
Gaussian of σ = 2.0 voxels. The blurred images are used for the ridge detection,
followed by the convex sets formation. In the training set 9,455 convex sets were
found, in the test set 10,016. Manual labeling was done by clicking in a 3D
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Fig. 4. The roc-curve for the test set. Az = 0.988 and the accuracy for tp,opt =
0.6 is 0.961. The point at the roc-curve for this threshold is marked with a dot.

visualization like the one in Fig. 3. The observer had the opportunity to view
slices of the original ct-scan together with the convex set. In the training set
3,290 convex sets were labeled as rib (35%), in the test set this number is 3,208
(32%).

The final seeded region growing has been applied on the full size images.

Table 1. Confusion matrix for the convex sets in the test set consisting of 20
scans for tp,opt = 0.6.

gold standard
rib non-rib total

computer
rib 3061 (30.6%) 248 (2.4%) 3309 (33.0%)

non-rib 147 (1.5%) 6560 (65.5%) 6707 (67.0%)

total 3208 (32.1%) 6808 (67.9%) 10016

4 Results

4.1 Feature Selection

For the feature selection the training set is divided in two sets, one for training
the classifier, the other for measuring the performance. Optimal classification
was found for a feature set consisting of 25 features. The knn-classifier was used
with k = 21 nearest neighbors. The value of Az for the determined set of features
is 0.996. The optimal threshold is tp,opt = 0.6, at which the accuracy is 0.969.
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Fig. 5. The convex sets that are classified as rib for two datasets. The upper
image contains the classified ribs of Fig. 3. Note that a few errors are made
in the upper image. Some convex sets that are part of the sternum have been
incorrectly classified. Note also the abnormalities in the 6th and 7th left rib (rib
number 1 is not present in the scan). In the lower image one convex set that is
near the throat and one that belongs to the shoulder blade have been incorrectly
classified.
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4.2 Classification

The results of the feature selection are biased, because the optimal features were
determined for the subdivided training set. An independent classification was
performed with the selected features on the convex sets of the test set with a
knn-classifier trained on the training set. The roc-curve is shown in Fig. 4. The
area under the curve is Az = 0.988, the accuracy at tp,opt is 0.961. Figure 5
shows two example cases. In Table 1 the confusion matrix is given.

4.3 Seeded Region Growing

The final step in the segmentation algorithm is the seeded region growing. As
a lower threshold a value of tb = 1100 Hounsfield units is used. The maximum
distance a voxel is allowed to be away from a convex set is set to dmax = 40
voxels. In Fig. 6 the surface renderings of the ribs from Fig. 5 are shown.

5 Discussion

In this paper a method has been presented for the segmentation of ribs based
on classification of properly chosen image primitives. The primitives give a more
global description of the data than the voxels do. For example, the ct-scans in
this paper contain about 107 voxels, opposed to 500 convex sets on average. As
a consequence, the size of the problem is reduced enormously.

Another advantage of the convex sets is that the construction of a large
training set is possible, on average 160 convex sets had to be clicked per image.
Manually labeling the convex set of one image takes about 5 minutes.

We have fixed the maximum size of the convex sets to be εm = 20 voxels. If
εm is made smaller the number of convex sets that has to be classified increases.
If it is made larger, centerlines which belong to rib and other structures will
merge. So, clearly there is a tradeoff.

In certain images, the centerlines of some of the vessels are detected by the
convex sets because the patient was administered an intravenous contrast agent.
However, the use of a classifier enables the discrimination between vessels and
ribs.

The method’s computation time is in the order of a few minutes. Computing
the features for an image takes about 1 minute, the detection and classification
of the convex sets about 2.5 minutes and the region growing about 3 minutes.
All computations were done on a PC with an AMD Athlon XP 1800+ processor
and 1 GB memory. The code used for this algorithm has not been optimized.

Despite small errors, the results are satisfying. Some of the errors are at the
end of the ribs, as can be observed from Figs. 5 and 6, where the region growing
leaks sometimes into the sternum or into the spine. A postprocessing step will
be able to improve the results. Also, some convex sets are disconnected from the
rib case and incorrectly classified as rib. A connectivity test should be able to
remove those parts that are not connected.
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Fig. 6. Result of the seeded region growing on the convex sets of Fig. 5. In the
upper image a few sets have grown into the sternum. Near the second left rib a
part of the first rib (that is not completely scanned) has been found. The third
and fourth rib have been connected via the sternum. In the lower image a convex
set has grown into the spine. Another convex set near the throat was incorrectly
classified.



204 J. Staal, B. van Ginneken, and M.A. Viergever

At this moment an evaluation of the quality of the final segmentation is lack-
ing. Manual segmentation of the complete rib cage in all the datasets seems not
feasible in a fair amount of time. One option is to ask radiologists to qualitively
rate the results, another is to compare the automatic segmentation with an in-
teractive segmentation result. The methods described in [6] and [7] could be used
for this purpose.

A further segmentation of the convex sets into labeled ribs (i.e. all convex
sets belonging to a specific rib number) is currently under investigation. It is
expected that such a scheme can reduce the number of false positives and false
negatives as well.
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