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ABSTRACT
To improve the detection of nodules in chest radiographs, large databases of chest radiographs with annotated,
proven nodules are needed for training of both radiologists and computer-aided detection systems. The construc-
tion of such databases is a laborious and time-consuming task. This study presents a novel technique to produce
large amounts of chest x-rays with annotated, simulated nodules. Realistic nodules in radiographs are generated
using real nodules segmented from CT images. Results from an observer study indicate that the simulated
nodules can not be distinguished from real nodules. This method has great potential to aid the development of
automated detection systems and to generate teaching files for human observers.
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1. INTRODUCTION
Lung cancer is the second most common cancer among both men and women. In the Cancer Facts and Figures
2005 report,1 the American Cancer Society estimated that in 2005, lung cancer would account for about 13%
of all cancer diagnoses and 29% of all cancer deaths. The combined five-year survival rate of lung cancer for all
stages is only 15%. If the disease is detected while it is still localized, this rate increases to 49%. However, only
16% of diagnosed lung cancers are at this early stage.

Although not yet proven, it seems that early detection is the most promising strategy to enhance a patient’s
chance of survival. Early detection can be achieved in a population screening; the most common screenings for
lung cancer make use of chest projection radiography, or low-radiation dose Computer Tomography (CT) scans.
It has been shown in the Early Lung Cancer Action Project that low-dose CT is more effective than conventional
chest x-ray for the detection of pulmonary nodules.2

However, the traditional, low-cost chest study is still by far the most common type of radiological procedure.
Studies have shown that on radiographs radiologists routinely miss 20–30% of cancers present.3 Moreover, it was
found in a lung cancer screening for heavy smokers, that when radiographs were checked in retrospect, 90% of
peripheral lung cancers nodules were visible.4 This means that these cancers could have been diagnosed, giving
plausible grounds for litigation. In fact lung cancer missed on chest radiographs is the second most common
reason for litigation against radiologists in the United States.5

For these reasons there is a large incentive to improve upon the detection of nodules in chest radiographs.
This can be achieved by extensive training of radiologists and by the development of computer aided detection
(CAD) algorithms that can act as a single reader or serve as a second reader. In the latter case the CAD
algorithm highlights suspicious regions in the radiographs that have to be judged by a radiologist. For both
observer training and CAD development, accurately annotated databases of cases with proven lung nodules are
needed. In practice the construction of such databases is a very precise and time-consuming task: Nodules have
to be detected on CT (or by pathology) and a team of radiologists has to reach consensus as to where the nodule
was located on a previously acquired radiograph. At present only one database of annotated radiographs is
publicly available: the JSRT database.6 The size of this database is modest; it contains 154 radiographs with
a solitary nodule and 93 normal cases. It has been shown that CAD performance increases as a function of
training examples,7 which makes the need for large annotated databases even greater.

In this paper we present an effective way to generate large databases of annotated cogent nodules in chest
radiographs for the purposes of teaching and aiding development of CAD systems. These annotated radiographs
are generated using real pulmonary nodules from CT data and normal chest radiographs.
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Figure 1. Generating a radiograph with a nodule from a segmented real CT nodule and a normal radiograph.

2. PREVIOUS WORK

Early attempts to generate chest radiographs with nodules resorted to acquiring real x-rays from chests or chest
phantoms on which small objects were placed, such as plastic beads,8 paraffin spheres,9 Teflon phantoms,10

etc. The resulting images looked rather unrealistic, since they lacked all the intrinsic variations of nodule shape
and density inhomogeneity; a further shortcoming of using chest phantoms was that they provided only a very
limited variation of the background.

As an alternative, radiographs with simulated nodules can be generated by using computer algorithms to
superimpose artificial nodules on normal chest x-rays. These computer generated images generally look much
more like real nodule images than the ‘hardware’ generated images. Sherrier et al.11 let operators draw a two-
dimensional shape, which was later filled with a nodule-like texture with smoothened edges. Next the operator
scaled the size and intensity of the nodule object which was then linearly added to a digitized radiograph. Samei
et al.12 used a database of real nodules to model radially symmetrical nodules which were added to normal
radiographs. For both methods, observer studies showed that experts could not distinguish real nodules from
simulated ones.

3. METHODS

In the present study nodules in radiographs are generated by superimposing real nodules on radiographs. This
method is preferred over previous methods, because it guarantees that generated nodules —effectively being
real nodules— exhibit all the characteristics of real nodules. The nodules that are to be superimposed on chest
x-rays can be obtained from either other x-rays, or from CT data. For the first approach, it is still necessary
to have quite a large number of original nodule cases in which the nodule can be accurately segmented from
the background. This limits the actually usable cases to only those ones where the nodule is located completely
between ribs. For our study we choose to focus on using CT data as a source for nodules.

Using CT data has large benefits over using x-ray data. Firstly it is much easier to locate and isolate nodules
in CT data; of course finding all nodules in CT scans is still quite hard, but for the purpose of this article only
a representative set of well described nodules are needed. Also, nodules on CT can often be segmented from the
background with good accuracy, while this is seldom the case for radiographs. And finally, having fully 3D CT
nodules allows for 3D transformations (like scaling and rotation) before projecting it onto a radiograph, so that
a large and relevant variation of nodules that are to be added is available, even with a small number of distinct
source nodules.

The steps involved in generating nodules on chest x-rays from normal x-rays and CT nodules are drawn
schematically in Fig. 1. A short description of the algorithm is the following; the individual steps are covered
in detail below. The process starts with a digital (or digitized) radiograph and a segmented CT nodule. First,
the nodule is resampled to an object of equal resolution in all directions. Next, the nodule is transformed by a
random 3D rotation, and it is isotropically scaled to a desired size. Then the nodule is positioned in a box filled
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with air (i.e. -1000HU) after which the nodule is flattened to a 2D object by means of a orthogonal projection,
averaging over all voxels along a line. Before the 2D nodule is added to the radiograph, the radiograph is
converted into an image that might have been obtained by orthogonally projecting a whole CT scan. The result
of the addition is converted back into a radiograph.

3.1. 3D CT nodules

The CT nodules used in the algorithm have to be segmented carefully from CT data, taking care to include all
nodule tissue, but to exclude nearby (or attached) other structures like vessels and the mediastinum. Manual
segmentation of nodules is a time-consuming task with a high inter-observer and intra-observer variability.
Alternatively, one could use a previously developed automatic nodule segmentation algorithm; a lot of research
has been devoted to producing automatic nodule segmentation methods, and although they are not perfect
yet, they are at least consistent and far less time-consuming. The CT nodules in the present research were
automatically segmented from the CT data using the method proposed by Wiemker et al.13

3.2. Isotropic resampling

Presently, multi-slice CT scanners produce images with nearly isotropic resolution (typically 0.6 mm in-plane
resolution and 0.7 mm between slices). To prevent the creation of artificially flattened nodules, the segmented
CT nodules are resampled to isotropic resolution by 3D cubic interpolation.

3.3. Rotate and scale

Having true 3D nodules has the advantage that it is possible to generate a large variety of real, but different
looking, 2D nodules from only one 3D nodule, by three-dimensionally rotating the nodule prior to projecting it.
Additionally, the nodule can be scaled isotropically to the desired size. Other transformations at this stage are
also possible (but not pursued in this study), like intensity scaling to mimic denser or less dense nodules.

3.4. 2D projection

Radiographs are essentially projection images, measuring the total x-ray attenuation along the line of sight. CT
images measure the x-ray attenuation at 3D positions. In principle, an x-ray can be constructed from a CT
image by integrating the CT values along the lines of sight in an orthogonal projection. In our method the x-ray
image is constructed by orthogonally averaging. Adding a nodule to a CT volume prior to projecting it has the
same effect as adding the projection of the nodule to the projection of the CT image. If orthogonal averaging
is used, the nodule needs to be embedded in a box of air (i.e. voxels in the bounding box of the nodule, but
outside the nodule itself should be set to -1000HU) before projecting. At this point adding a little bit of blurring
can prevent the creation of a too sharp interface between the nodule and the background. If it is known that
the inspected radiographs are edge enhanced, a similar post-processing step can be added to this stage of the
algorithm too.

3.5. Converting between radiograph and 2D projection

In reality, radiographs are not just projected CT images. The x-ray spectrum of the radiation sources of a
CT scanner and a radiographic device are not exactly the same, and since attenuation is a function of x-ray
frequency, the attenuations measured by both devices are not identical. Moreover, real radiograph images are
post-processed to emphasize certain structures in the image, for example by using an algorithm as described in
Ref..14 Commonly, these post-processing operations are proprietary black boxes, which are mostly irreversible.
However this post-processing is done on the raw attenuation data (which is most like the projected-CT-like
images), so the generated nodules should also be added to radiographs before post-processing is done. Rather
than attempting to construct a (theoretically correct) model for the relation between projection CT attenuation
and radiograph attenuation, and to learn the exact post-processing routines of a specific x-ray machine, we
propose to empirically approximate the conversion between radiographs and CT projections. An added bonus
that comes with this solution is that the method is generically applicable: Different clinical environments use
different CT scanners, different acquisition protocols, and different radiography machines; this way each institute
can use this algorithm and adjust it for their specific setup.
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Figure 2. Empirical relation between intensities in radiographs and projected CT images. Circles are measured data
points and the solid line is the third-order polynomial fit through the data points.

The simplest way to empirically construct the relation between radiograph and CT projection is to assume
that this relation is a simple intensity mapping F :

Ixr = F [Ict] , (1)

where Ixr and Ict indicate the intensities in a radiograph and a projected CT image, respectively. Although
this simple mapping cannot capture the specifics of often used post-processing filters like edge enhancement or
unsharp masking, it turns out to be adequate for our purposes. The mapping F can be found by measuring
the intensities in similar areas in radiographs and projected CT images and fitting a function through the
data points. In our experience it is sufficient to use about 10 radiographs and 10 projected CT images. The
radiographs should be typical images that are to be expected in daily practice. Similarly, the CT images should
be acquired with the same protocol that was used for the scans from which the segmented nodules originated.
In each image, the minimal intensity is measured along with the intensity ranges in the spine, the heart, and the
(non-pathological) lung fields, giving 7 data points per image. A typical example of the resulting graph is shown
in Fig. 2. The mapping F is solved by fitting a third-order polynomial through the data points. To ensure that
the transformations F and the inverse mapping F−1 do not alter the original parts of the radiograph, F−1 is not
fitted to the data but defined by cubic interpolation through points sampled from the fitted mapping F . The
validness of the inverse mapping can be checked by investigating if the radiograph obtained by first applying
F to an original x-ray and then applying F−1 to the result is indeed equal to the original image; if there are
differences, F−1 should be redetermined using more sampled points. As an alternative procedure, one could
construct a look-up table from a monotonically increasing fitted mapping F .

Figure 3 shows an example of a real x-ray image, and an x-ray image that is generated with the procedure
described above: A CT image is orthogonally projected and the resulting intensities are mapped by the function
shown in Fig. 2.
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Figure 3. (a) Example of a real radiograph from the JSRT database; (b) A radiograph generated from a CT image by
averaging orthogonal projection (b); (c) The same image as in (b) now after the intensity mapping of Fig. (2). For the
renderings here the window-level is set per image to display the whole range of intensity values present in each image.
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3.6. Nodule placement

Nodules are randomly positioned on locations such that they are completely within the lung fields, not attaching
to the pleura, the mediastinum, or the diaphragm. To that end, the lung fields of the radiographs are segmented
with an Active Shape Model (ASM).15 The ASM segmentation scheme requires manually segmented training
images, for which we used a set of 230 chest radiographs obtained from a tuberculosis study. The settings of the
ASM scheme are those used in Ref..16

4. MATERIALS

As a source of chest radiographs the 93 non-nodule cases from the JSRT database were used. These images are
digitized conventional chest radiographs, with a resolution of 0.175 mm per pixel.

Real nodules were taken from CT scans from the Dutch/Belgian lung cancer screening study NELSON, for
which our hospital is one of the screening centers. The CT images were acquired with a 16-slice Philips Brilliance
CT scanner (1 mm thick slices, 0.7mm between slices, 0.6–0.8 mm in-plane resolution, 30 mAs). A set of 200
nodules in the range 50–500 mm3 was selected from the available data and segmented with the algorithm of
Wiemker et al.13 All selected nodules were solid, unattached nodules and appeared to be correctly segmented.

5. EXPERIMENT

An observer study was carried out to investigate if the simulated nodules resemble real nodules. CT nodules were
randomly picked from the database, randomly rotated, randomly scaled to lie in the range of sizes of nodules
present in the JSRT database, and randomly positioned in the lung fields. A set of 32 real nodule cases from
the JSRT database was taken and a set of 31 simulated nodules cases was generated. Nodule locations were
marked on the radiographs and an expert observer had to indicate on a five-point probability scale whether the
indicated nodule was real or simulated.

6. RESULTS

Figure 4 shows four examples of nodules generated with our method, displaying a variety of nodule appearances.
The results of the observer study are given in Table 1; statistical analysis showed that the expert could not
distinguish between real nodules and simulated nodules.

Table 1. The percentages of cases assigned a particular label by an expert observer. The scores for real and simulated
cases are statistically not significantly different.

Verdict Real Nodules Simulated Nodules All Cases
Definitely Fake 6.25% 3.23% 4.26%
Probably Fake 31.25% 19.35% 23.40%
Don’t Know 37.50% 54.84% 48.94%
Probably Real 25.00% 22.58% 23.40%
Definitely Real 0.00% 0.00% 0.00%

7. DISCUSSION AND CONCLUSIONS

In this research we have demonstrated a flexible an effective way to generate large, annotated databases of chest
radiographs with nodules. Because real 3D nodules are used to generate nodules on 2D images, a limited set
of source nodules can be used to generated a vast amount of different looking 2D nodules which have all the
intrinsic details of real nodules. With the presented method, any clinical environment can acquire a database of
chest radiographs containing annotated nodules which is optimally relevant for that specific practice; the only
requirement is the availability of two sets of scans which are typical for the given environment: one set of CT
scans with nodules and one set of radiographs. This would allow for in situ training of people and CAD systems.
The validity and impact of thus constructed training databases remains to be investigated, and will be subject
of a future research.
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Figure 4. Four examples of generated nodules in radiographs. The dimensions of the images are 5.5 × 5.5 mm.

Proc. of SPIE Vol. 6144  614456-7



REFERENCES
1. American Cancer Society, “Cancer facts and figures 2005,” tech. rep., American Cancer Society, Inc., At-

lanta, GA, 2005.
2. C. I. Henschke, D. I. McCauley, D. F. Yankelevitz, D. P. Naidich, G. McGuinness, O. S. Miettinen, D. M.

Libby, M. W. Pasmantier, J. Koizumi, N. K. Altorki, and J. P. Smith, “Early lung cancer action project:
Overall design and findings from baseline screening,” Lancet 354, pp. 99–105, 1999.

3. J. V. Forrest and P. J. Friedman, “Radiologic errors in patients with lung cancer,” Western Journal of
Medicine 134, pp. 485–490, 1981.

4. J. R. Muhm, W. E. Miller, R. S. Fontana, D. R. Sanderson, and M. A. Uhlenhopp, “Lung cancer detected
during a screening program using four-month chest radiographs,” Radiology 148, pp. 609–615, 1983.

5. C. S. White and C. A. Meyer, “Missed lung cancer: Medicolegal implications,” Applied Radiology 27(8),
1998.

6. J. Shiraishi, S. Katsuragawa, J. Ikezoe, T. Matsumoto, T. Kobayashi, K. Komatsu, M. Matsui, H. Fujita,
Y. Kodera, and K. Doi, “Development of a digital image database for chest radiographs with and without
a lung nodule: receiver operating characteristic analysis of radiologists’ detection of pulmonary nodules,”
American Journal of Roentgenology 174, pp. 71–74, 2000.

7. A. Schilham, B. van Ginneken, and M. Loog, “Influence of the number of training samples for computer-
aided detection of lung nodules in chest radiographs,” in Radiological Society of North America, pp. 523–524,
2003.

8. J. A. Sorenson, J. A. Nejson, L. A. Niklason, and M. R. Klauber, “Simulation of lung nodules for nodule
detection studies,” Investigative Radiology 15, pp. 490–495, 1980.

9. C. Schaefer, M. Prokop, J. Oestmann, W. Wiesmann, B. Haubitz, A. Meschede, S. Reichelt, E. Schirg,
H. Stender, and M. Galanski, “Impact of hard-copy size on observer performance in digital chest radiogra-
phy,” Radiology 184(1), pp. 77–81, 1992.

10. E. Samei, M. J. Flynn, and W. R. Eyler, “Simulation of subtle lung nodules in projection chest radiography,”
Radiology 202(1), pp. 117–124, 1997.

11. R. H. Sherrier, G. A. Johnson, S. A. Suddarth, C. Chiles, C. Hulka, and C. E. Ravin, “Digital synthesis of
lung nodules,” Investigative Radiology 20, pp. 933–937, 1985.

12. E. Samei, M. J. Flynn, and W. R. Eyler, “Detection of subtle lung nodules: Relative influence of quantum
and anatomic noise on chest radiographs,” Radiology 213(3), pp. 727–734, 1999.

13. R. Wiemker, P. Rogalla, T. Blaffert, D. Sifri, O. Hay, E. Shah, R. Truyen, and T. Fleiter, “Aspects of
computer-aided detection (CAD) and volumetry of pulmonary nodules using multislice CT,” British Journal
of Radiology 78, pp. S46–56, 2005.

14. M. Stahl, T. Aach, and S. Dippel, “Digital radiography enhancement by nonlinear multiscale processing,”
Medical Physics 27, pp. 56–65, 2000.

15. T. F. Cootes, C. J. Taylor, D. Cooper, and J. Graham, “Active shape models – their training and applica-
tion,” Computer Vision and Image Understanding 61(1), pp. 38–59, 1995.

16. B. van Ginneken, S. Katsuragawa, B. M. ter Haar Romeny, K. Doi, and M. A. Viergever, “Automatic
detection of abnormalities in chest radiographs using local texture analysis,” IEEE Transactions on Medical
Imaging 21(2), pp. 139–149, 2002.

Proc. of SPIE Vol. 6144  614456-8


	SPIE Proceedings
	MAIN MENU
	Table of Contents
	Search
	Close




