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Measuring the effect strategic choices have on electoral outcomes is problematic, since this

requires an assessment of the outcome under a counterfactual that is not observed. To

overcome this problem we extend the synthetic control approach for causal inference to cir-

cumstances with multiple treated cases, and use it to estimate the effect of vice-presidential

candidates on their home states’ vote. Existing research has concluded that vice-presidential

candidates have little effect on the outcome of elections in their home states. However, our

results from elections spanning 1884-2012 suggest that vice-presidential candidates increase

their tickets’ performance in their home states by 2.67 percentage points on average - con-

siderably higher than previous studies have found. Additionally, our results suggest that

the vice-presidential HSA could have swung four presidential elections since 1960, if presi-

dential candidates had chosen running mates from strategically optimal states.
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Political actors involved in presidential election campaigns make a variety of strategic

choices with the hope that these will help them win the White House.1 Although political

scientists have shown that the ‘fundamentals’ (e.g., the state of the economy, whether

the country is at war, etc.) are the strongest predictor of the outcome of an election

(see, for example, Sides and Vavreck 2013), there is evidence that campaign strategy

can be important, particularly in close elections (Shaw 2006; Erikson and Wlezien 2012).

Among the many different strategic choices made in presidential election campaigns is

the selection of a vice-presidential candidate. One key question in this regard that has

puzzled political strategists is whether there is any electoral benefit to selecting a vice-

presidential candidate from a particular state.2

A series of studies devoted to this question have concluded that running mates generally

do not improve the ticket’s chance of winning in their home states. Attempts to measure

the vice-presidential home state advantage (HSA) —the number of points of the two-

party vote a vice-presidential candidate adds to her party’s performance in her home

state—have consistently shown that vice-presidential candidates do not have much impact

(see, e.g., Dudley and Rapoport 1989; Devine and Kopko 2011; 2013). The most recent

estimate of the average vice-presidential HSA is a mere 0.69 percentage points, a number

statistically indistinguishable from zero (Devine and Kopko 2013).3 Importantly, this

conclusion has not gone unnoticed outside the realm of political science: Republican

strategist Karl Rove cited Devine and Kopko’s 2011 article as evidence that Mitt Romney

should base his 2012 running mate selection on the candidates’ experience and potential

1It should be noted that this represents a phenomenon that is largely a product of the Progressive
Era: as American election campaigns became more candidate centered and less susceptible to fraud after
the introduction of the Australian ballot in the late 19th century (Carson and Jenkins 2011), strategic
considerations in campaigns became important ways for political actors to influence results (see, e.g.,
Carson and Roberts 2007; Kolodny 1998; Jacobson and Kernell 1981).

2Note that studies on vice-presidential selection have identified several variables unrelated to geo-
graphic balancing that influence this process of selection (see Sigelman and Wahlbeck 1997).

3Devine and Kopko argue the vice-presidential HSA is conditional on state size and the candidate’s
experience in state-wide office. Specifically, HSAs are higher in smaller states with candidates who have
held state-wide office longer. However, this does mean that “selecting a vice presidential candidate in
the hope of winning his or her home state seems ill advised, unless the state is relatively small and highly
competitive” (2011, 16) since smaller states also have fewer electoral votes.
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strengths as vice-president post-inauguration, rather than seek out a viable running mate

with roots in a battleground state (Rove 2012).

In this paper, we question the validity of the formula most commonly used to measure

the vice-presidential HSA, and propose an alternative measure relying on the synthetic

control method. Our suspicions of the traditional formula are founded on a series of

individual VP HSA measurements that appear to be implausible estimates of the actual

effect these vice-presidential candidates had on their home state’s vote based on historical

assessments of the relevant elections and candidates. For example, while Lyndon John-

son’s selection by John F. Kennedy in 1960 is frequently described as a clever tactical

move to gain support in an increasingly less Democratic Southern state, the HSA mea-

sured by Devine & Kopko puts Johnson’s contribution at -14.72. If correct, this effect

would indicate that Johnson cost Kennedy votes in Texas and that JFK would have in-

creased his vote share by nearly 15 percentage points in Texas by not selecting Johnson.

This case, and other individual measurements which seem unrealistic based on historical

assessments, suggest that there is a serious flaw in the current measurement of the vice-

presidential HSA.4 We argue that this flaw stems from the formula’s failure to account

for the fact that vice-presidential candidates are often selected from states in which their

party has recently seen a decline in support (see Figure 1). In other words, a number of

vice-presidential candidates violate the parallel trends assumption on which inference in

the difference-in-differences framework the current literature relies on is based. In these

cases, the HSA measure compares realized vote totals to an artificially high “expected” or

counterfactual result, and therefore underestimates the effect vice-presidential candidates

have on the vote in their home states.

We propose a new approach to estimating the vice-presidential home state advantage

4Other results that seem unlikely based on case-specific details include a mere 0.83 HSA for the pop-
ular Massachusetts governor Calvin Coolidge (R-MA, 1920), a -3.97 HSA for incumbent Vice-President,
and first Texan on a national ticket, John Nance Garner (D-TX, 1936) and a -7.16 effect for Senator
John Sparkman (D-AL, 1952) who won his own Senate reelections in 1948 and 1954 with more than 80%
of the vote. The electoral history of each of these candidates is such that it seems highly implausible
that their presence on a national ticket would have a negative effect on the ticket’s performance in their
home state.
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which applies the synthetic control method (Abadie, Diamond and Hainmueller 2010;

2015). Using this method allows us to estimate the vice-presidential home state advantage

without the bias that would otherwise be caused by time-varying heterogeneity across

states. Our approach produces an average vice-presidential home-state effect of 2.67

percentage points—a number that is statistically distinguishable from zero and close

to the average 3.61 percentage point increase presidential candidates are purported to

produce in their home states (Devine and Kopko 2013). Substantively, a 2.67 percentage

point increase in a ticket’s share of the 2-party vote—ceteris paribus—would be enough

to swing nearly 20 percent of state-years in our data from one party to another. These

results indicate that vice-presidential candidates, while on average less influential than

presidential candidates in their home states, can in fact affect election outcomes and that

the commonly accepted narrative that running mates lack the capacity to add to their

ticket’s performance in their home state is incorrect. Indeed, we show that a carefully

chosen vice-presidential candidate from an important battleground state could plausibly

have altered the outcome of four presidential elections in our sample period.

Localism and the Vice-Presidential Home State Advantage

The hypothesis that candidates for elective office should perform better in their home

state is derived from V.O. Key’s concept of ‘localism.’ Key noted that in the South

“candidates for state office tend to poll overwhelming majorities in their home counties

and to draw heavy support in adjacent counties” (1949, 37-38). Early quantitative tests of

Key’s theory of localism include Black and Black (1973), who found that George Wallace

performed better in his home county than should be expected based on levels of black

and working class voters, and Tatalovich (1975), who found that candidates in local races

in Mississippi received a higher percentage of the vote in counties closer to the county in

which they reside.

On a national level, Brogan (1954) argued that “state pride and the interests of the

state machine” produce a presidential home state advantage (Brogan 1954, 197). Lewis-
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Beck and Rice (1983) were the first to measure this presidential HSA, relying on the

following formula:

H = (Sa − Se) − (Na −Ne), (1)

in which Sa is the presidential candidate’s actual popular vote in her home state; Se

the average popular vote percentage for the candidate’s party in her home state over

the five previous presidential elections; Na the presidential candidate’s national popular

vote percentage; and Ne the average national popular vote percentage for the candidate’s

party over the last five presidential elections. This measurement produced an average

presidential HSA of 4 percentage points.

Dudley and Rapoport (1989) and Devine and Kopko (2011; 2013) use the same formula

to measure the vice-presidential home state advantage. Using the 2008 election as an

example, the vice-presidential HSA for Joe Biden can be calculated as

(62.64 − 53.62) − (53.69 − 50.67) = 6, (2)

suggesting that the Democratic ticket received a six-point bump in Delaware, relative to

a counterfactual Democratic ticket in which Joe Biden retained all of his experience and

characteristics but was not from Delaware.

By Lewis-Beck and Rice’s measure, however, Biden appears to be an anomaly. Both

Dudley & Rapoport and Devine & Kopko find a very small average vice-presidential HSA

(0.3 and 0.69 points, respectively). Almost without exception, other attempts to measure

the effect of vice-presidential candidates on election outcomes have come to similar con-

clusions.5 However, while the vice-presidential HSA appears inconsequential, this average

5Romero (2001) finds that vice-presidential candidates have no direct influence on individual votes
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hides a wide spread of results, ranging from Ed Muskie’s (D-ME) 13.32 point increase in

1968 to Lyndon Johnson’s (D-TX) 14.72 point decrease. While variation across candi-

dates is to be expected, some of these individual measurements are unlikely to be correct

representations of the actual HSA produced by vice-presidential candidates. Indeed,

politicians that were widely regarded as popular in their home states are, in the Lewis-

Beck and Rice HSA measurement, argued to have produced negative (Johnson, John

Nance Garner (D-TX), John Sparkman (D-AL)) or surprisingly low (Calvin Coolidge

(R-MA)) effects. Each of these vice-presidential candidates had a substantial voting base

and a proven record of winning state-wide elections by landslide margins in their home

states.6 As such, it is unlikely that presidential candidates would have performed better

without these highly popular running mates.

Home State Advantage as Difference-in-Differences

We argue that the Lewis-Beck and Rice measurement, when used to estimate the vice-

presidential HSA, requires onerous assumptions that are unlikely to be met in practice. To

start, consider Equation 1 above: a slight rearrangement of terms reveals that Lewis-Beck

and Rice’s measure is precisely the difference in two differences: the difference between

Sa and Na, and the difference between Se and Ne.
7 Two assumptions are required to

but may affect the way voters evaluate the presidential candidates that selected them, though he argues
that this effect is minimal. Grofman and Kline (2010) test the vice-presidential effect by focusing on
voters who prefer the VP on the ticket of the presidential candidate they prefer less, concluding that 11
percent of voters have an incompatible preferred ticket combination but that only 1.4% of voters vote
for the less preferred presidential candidate. Holbrook (1991) finds small and statistically insignificant
effects for vice-presidential candidates’ HSA. Two other studies (Garand (1988); Rosenstone (1983))
report larger, but still statistically insignificant, average effects.

6Johnson won his 1954 Senate election with 84.7% of the vote and was also on the ballot as a
senatorial candidate in 1960, receiving 58% of the vote, in comparison to the Kennedy-Johnson ticket’s
vote share of 50.5%. Garner had been the first Speaker of the House to hail from Texas, had enjoyed a
modest presidential boom in 1932 based on strong support from his home state, and remained popular
throughout the first New Deal term. Sparkman had won his 1948 reelection to the Senate with 84.5%
of the vote and would win reelection again in 1954 with 82.5% of the vote. Calvin Coolidge had won
reelection as governor of Massachusetts by 60.9% of the vote in 1919, the year before he was selected as
Warren G. Harding’s running mate, and remained popular due to his successful handling of the Boston
police strike of 1918 (CQ Press 2010).

7Unlike difference-in-differences estimated via regression, this formula cannot incorporate control
variables. Nonetheless, the inferential logic is identical.
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return an unbiased estimate of the vice-presidential home state advantage in a difference-

in-differences framework, neither of which are satisfied in this application.

First, previous researchers assume that an appropriate control group for states “treated”

with a vice-presidential candidate selection consists of an average of all other US states.

Second, they assume that any difference between treated and control units are time-

invariant.8 These two assumptions are related: comparing treated states to national

averages is sensible only insofar as treated states’ pre-treatment trends closely track the

pre-treatment trends in the national average. Figure 1 provides evidence that this is not

true, by plotting the share of the two-party vote in treated states versus the U.S. average

in the pre-treatment and treated periods. Figure 1 demonstrates that vice-presidential

candidates often come from states whose support for their party was on a downward

trajectory. Thus, the pre-treatment trends in treated states are not well-approximated

by all other U.S. states over the same period.9 If treatment and control groups do not

share parallel trends in the outcome variable prior to treatment, there is no reason to

believe that they would share parallel trends post-treatment, in a counterfactual world

where the treated group went untreated. Without satisfying this assumption, inferences

based on difference-in-differences—even the informal versions employed by researchers in

the HSA literature—are biased.

Previous researchers amplify both problems by aggregating results from five prior elec-

tions into a single pre-treatment period. This not only assumes that the difference be-

tween, for instance, Texas and the remaining U.S. states will stay constant from one

election to the next; it also assumes that the average difference between Texas and the

other U.S. states over the past five elections will remain in the treated election, obscuring

shifts in vote totals that differentially affect treated units. The logic of combining several

elections is that it reduces the effect of idiosyncratic events on estimates of HSA. In prac-

8The assumption of no time-variant heterogeneity between treated and control groups—also known
as the parallel trends assumption—specifies that, in the absence of treatment, the trends in the treatment
and control groups—with respect to the outcome variable over time—would have been parallel.

9As Abadie, Diamond and Hainmueller (2015) find, using a group-level aggregate as a counterfactual
for a single treated case is rarely ideal.

7



tice, though, combining election results going back 20 years into a single pre-treatment

level ignores seismic shifts in American politics that affect states in different ways.10

To illustrate the problem, Figure 2 graphs the Democrats’ Texas and national vote

share, respectively, from 1928 to 1960. When calculating Lyndon Johnson’s HSA in

1960, Dudley & Rapoport and Devine & Kopko combine elections from 1940 to 1956

into a single pre-treatment level. By including 1940, 1944 and 1948 in the term Se from

Equation 1, the expected Democratic performance in Texas in the absence of treatment

is overestimated: scholars who rely on the Lewis-Beck and Rice formula assume that—in

a counterfactual world where Johnson is not from Texas—Democrats would continue to

best their national vote shares in Texas by roughly 25 points. Devine and Kopko estimate

that Johnson cost the Democratic ticket 14.72 percentage points in Texas, but this figure

is an artifact of Texas’ prior position as a Democratic stronghold.11

A Synthetic Control Approach

Our alternative to the current HSA measurement is to apply the synthetic control method

developed by Abadie, Diamond and Hainmueller (2010) to a situation with many treated

units. The synthetic control method was designed for the purposes of estimating causal

effects in comparative case studies where only a single unit was treated.12 By weighting

a set of control units—in this case, states—to closely follow the pre-treatment outcomes

10In addition, Dudley & Rapoport and Devine & Kopko erroneously include “treated” elections in the
five pre-treatment elections. For instance, when calculating Dick Cheney’s HSA in 2004, they average
the Republican vote share in Wyoming over the prior five elections. To the extent that Cheney improved
the ticket’s performance in Wyoming in 2000, this biases the estimated 2004 HSA toward zero.

11The HSA for John Sparkman (D-AL) is similarly distorted by the southern realignment of the time:
Devine and Kopko calculate that he cost the Democratic ticket 7.2 points of the vote in 1952 in a state
that overwhelmingly re-elected him to the Senate for the next 20 years. Even winning 65 percent of the
vote in 1952 appeared to be a major decrease, compared to the 86 and 85 percent of the Alabama vote
Democrats had won in 1936 and 1940.

12Other researchers have used the synthetic control method to study phenomena with multiple treated
cases (see, e.g., Liou and Musgrave 2014; Kreif et al. 2015). For a unifying approach to the synthetic
control method, see (Xu 2015). The primary difference between our method and that of Liou & Musgrave
is that we pool multiple synthetic control cases to perform statistical inference at an aggregate level.
Unlike Kreif et al. (2015), who pool units and use placebo tests to estimate uncertainty, we perform
statistical inference within Fisher’s (1935) randomization framework, a small but notable departure from
other studies using the synthetic control method.
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of a single treated unit, we are able to approximate the key counterfactual for causal

inference: what the treated state would have looked like in the absence of treatment.

In the case of Texas in 1960, we seek a weighted combination of control states whose

Democratic vote shares most closely match that of Texas prior to 1960. Assuming that

a set of control states and weights exists that approximates pre-treatment Texas well, we

can use the actual Democratic vote share in that “synthetic Texas” in 1960 as an estimate

of what the Democratic vote share in Texas in 1960 would have been in the absence of

treatment.

Consider the simplest case with 50 states, indexed by i, over t time periods or elections.

Y N
it is the potential outcome of state i in election t in the absence of treatment. In our

context this refers, for illustration, to the Democratic share of the two-party vote in state

i and election t when no individual from state i is on the Democratic ticket. We define

Y I
it as the potential outcome for state i in election t if it is treated. Yit is the observed

outcome, and combines the potential outcome for Yit under the non-treated condition,

and the unit-specific treatment effect (or HSA) ait,

Yit = Y N
it + aitDit

where Dit is an indicator variable for treatment. Given this setup, the unit-specific

treatment effect for state i in time t is ait = Y I
it–Y

N
it . We observe Y I

it for the treated unit;

our goal is to estimate Y N
it using a weighted combination of available control states.

The primary improvement Abadie, Diamond and Hainmueller (2010) offer over the

standard difference-in-differences model is to allow for the effect of unobserved con-

founders to vary over time.13 A set of control units and weights which satisfies two

conditions is an unbiased estimate Y N
it : first, it should match the treated unit on a set of

observable covariates. Second, over a set of pre-treatment periods, it should closely match

the treated unit’s values of the outcome variable. When a synthetic control unit meets

these two conditions, it will account for unobserved, time-varying confounders and for

13See Eq. 1 in Abadie, Diamond and Hainmueller (2010)
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heterogeneous responses to both observed and unobserved factors (Abadie, Diamond and

Hainmueller 2010, p. 495 and 503-505). When this condition holds, the simple difference

in outcomes between the synthetic control and the treated unit in time t,

ait = Y I
it − Y N

it = Y I
it −

49∑
j=1

wjYjt,

where Wj is a vector of weights for each possible control unit in the donor pool and Yjt

is the observed outcome for unit j in time t, is an unbiased estimate of the unit-specific

treatment effect.

In practice, small amounts of noise remain between the treated and synthetic control

units even in very well-matched cases. Figure 3 shows this problem in the case of Maine:

prior to the treated election in 1968, Maine’s Democratic vote share was slightly higher

than that of “synthetic Maine.” This pre-treatment difference would bias our result

upward if it remained constant into the treatment period. Correcting for such noise is

possible by differencing out the pre-treatment difference from time t − 1. In sum, we

use the synthetic control method as a form of data pre-processing akin to matching (e.g.

Ho et al. 2007), creating well-balanced treatment and control groups prior to performing

our analysis.14 After constructing synthetic control units for each treated state-year,

we average the unit-specific treatment effect for each to calculate the Sample Average

Treatment Effect on the Treated (SATT), our quantity of interest.15

Note that, by differencing out pre-treatment noise, we reintroduce the assumption that

there is no time-varying heterogeneity between treated and control groups. Therefore,

if the treatment group is subject to idiosyncratic shocks between times t − 1 and t, our

approach will yield biased estimates. However, we derive significant benefits by trimming

the control group using the synthetic control approach prior to estimating difference-

14Fowler employs a similar logic in his study of the electoral consequences of compulsory voting (2013).
One alternative method would be to pre-process our data with standard matching methods (e.g. Ladd
and Lenz 2009). Unfortunately, none of the available methods allow researchers to match units based on
trends over the pre-treatment period in the way that the synthetic control method does.

15Using a difference-in-differences estimator does not resolve all inferential pitfalls, including treated
units that fall outside the convex hull of available control states. Nonetheless, by removing the noise
that is inevitable when matching in small samples, we are able to draw more credible inferences in cases
that fall within the convex hull.
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in-differences. For example, Texas and a set of states weighted to resemble Texas have

pre-treatment trends that are demonstrably closer than an aggregate of all other US

states (see Figure 2). Our choice of “synthetic Texas” is based almost precisely on its

satisfaction of the criterion that it has shared a parallel trend with Texas in pre-treatment

elections.16 Optimizing our control unit selection to match pre-treatment trends gives us

much greater confidence that our key identifying assumption is met: a control unit that

has parallel trends in the pre-treatment period is more likely to have parallel trends in

the treated period, under the counterfactual.17

We apply Abadie, Diamond and Hainmueller’s (2010) method by constructing synthetic

control units for each of our 53 treated cases individually, restricting the set of possible

control units to states which were not treated during the pre-treatment period under

consideration. For instance, in the case of Delaware in 2008, we seek to construct a

synthetic control unit that closely matches Delaware over the period 1976-2004. The

donor pool excludes any states treated by a presidential or vice-presidential candidate

in 2008 (Illinois, Alaska, Arizona). We eliminate a further set of states (14 in total)

because they had major-party candidates during the pre-treatment period 1976-2004.18

Each match in our sample can be judged for quality visually or by using the metric Mean

Squared Prediction Error (MSPE) during the pre-treatment period.19 To illustrate the

high quality of matches that we generate, we ranked our 53 cases on MSPE and plotted

16The precise criterion is to minimize the difference in pre-treatment vote share between Texas and
its synthetic control. In well-matched cases, this will result in pre-treatment trends that are essentially
parallel.

17We also improve on existing empirical studies by imposing the parallel trends assumption over a
shorter time period. Other scholars in this literature (e.g. Dudley and Rapoport 1989; Devine and Kopko
2011) have implicitly assumed parallel trends between the average of elections in t-5 through time t-1
and the treated election in time t. In contrast, we assume parallel trends only between the election in
time t-1 and the treated election in time t.

18The rules governing inclusion in our sample are provided in the Supplemental Appendix.
19The MSPE can be calculated over 8 pre-treatment elections as

MSPEi =

8∑
t=−8

(Y I
it − [

49∑
j=1

wjYjt])
2

8

where t takes the value 0 for the treated election.
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the pre-treatment trends for the case that fell at the 25th percentile. Figure 3 shows that

even a synthetic control on the lower end of the range (25th percentile) is well-matched.

This matching strategy—which combines fractions of different control states to compose

a single synthetic control “state” for each treated state—may appear non-intuitive or even

objectionable. Our comparison, in the case of a single treated state, is no longer between

two actual states; rather, it is between a treated state that exists and a conglomeration of

one or more existing states. We note that other empirical methods are equally susceptible

to such critiques, including workhorse methods like cross-sectional matching and linear

regression. The synthetic control method makes weighting explicit and transparent—

indeed, by reviewing the Supplemental Appendix, one can see the precise weights that our

method generated for each case—in contrast to many common alternative methodologies.

Overall, our empirical strategy deals with each of the major criticisms of existing

studies we leveled in the previous section. We minimize assumptions about temporal

changes, inherent in prior studies, by using a single pre-treatment election in calculating

the difference-in-differences estimate, rather than five. More importantly, we are able to

offer close pre-treatment matches between treated units and their respective synthetic

control units, which prior studies that use all untreated states as a control group cannot.

This increases the probability of satisfying the key identifying asumption required for

difference-in-differences.

Politicians Playing at Home

Our outcome variable is the two-party vote share for Republicans and Democrats in each

state, over Presidential elections from 1872 to 2012.20 Our quantity of interest is the

SATT, which we calculate by averaging the unit-specific effects of 53 treated cases. We

also discuss alternative estimators, including the simple difference between treated and

synthetic control units, and the MSPE ratio proposed by Abadie, Diamond and Hain-

20We estimate models for elections from 1884 to 2012. We gathered state returns from the American
Presidency Project (Woolley and Peters 2013).
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mueller (2010). We prefer the post-processing difference-in-differences on both theoreti-

cal and substantive grounds, but report inferences from alternatives in the Supplemental

Appendix—in short, our conclusions are unchanged.

As discussed in Abadie, Diamond and Hainmueller 2010, we choose a set of predictor

variables based on their power to predict vote share. Importantly, predictor variables are

distinct from control variables in regression models or even matching variables in standard

matching models. Unlike propensity score or other forms of matching, which generally

maximize balance between treated and control groups on a set of covariates thought to

influence selection into treatment, synthetic control methods maximize balance on pre-

treatment values of the outcome variable itself. Predictor variables are balanced only to

the extent that they are good predictors of the outcome variable, and are also used to

check fit between the treated and synthetic control units.21

We emphasize this point because the conditions for credible identification are distinct

from those that apply to cross-sectional matching models. Our approach does not re-

quire us to assume away selection on unobservables, and the predictor variables are not

included to adjust for confounding. Rather, predictor variables provide the synthetic

control algorithm more information to use in its minimization function, and provides a

second check on the quality of matches produced.22

Data covering the long time-series that we study is sparse. Even attempts to forecast

modern Presidential elections use spartan models (see, e.g., Lewis-Beck 2005). Our inclu-

sion of the late 19th century and early 20th century means that our choice of predictor

21To be clear: the synthetic control algorithm chooses weights, V and W respectively, for both the
predictor variables that the researcher selects, and for the units that comprise the synthetic control unit.
In a nested optimization routine, the weights V are chosen to minimize distance between the treated
and synthetic control units on pre-treatment values of the outcome variable. Meanwhile, the weights W
are chosen to minimize this same distance for pre-treatment values of the outcome variable and other
pre-treatment observable characteristics, while weighting these variables by V . As a result, observable
characteristics that are poor predictors of the outcome variable are systematically downweighted, such
that they do not influence the weights W and the synthetic control unit itself. For detailed discussions,
see Abadie, Diamond and Hainmueller (2010, 496) and, especially, Abadie, Diamond and Hainmueller
(2011, 4-5).

22For instance, inclusion helps guard against interpolation biases by ensuring that treated and syn-
thetic control units are balanced on variables other than the outcome itself.
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variables is necessarily constrained. We use a set of demographic controls constructed

from U.S. Census records, as well as Census variables that capture the economic structure

of individual states. We include the percentage of African-Americans and the percent-

age of the population that was foreign-born, since these groups have historically voted

differently from Caucasians and the native-born. We also include the percentage of rural

inhabitants, the total acreage employed in agriculture and the average acreage of farms,

as rural states often have interests distinct from urban, industrialized states. The number

of manufacturing establishments in each state further captures economic structure. For

political variables, we include the two-party vote share in gubernatorial elections, since

swings in pre-treatment Presidential vote share may not reflect the actual partisanship

of a state (CQ Press 2010). Finally, we also include indicator variables for census region

and division, as regional differences are particularly pronounced throughout our sample

period.23 As mentioned previously, the particular set of predictor variables is less im-

portant in synthetic control models, relative to matching models. Nonetheless, in the

Supplemental Appendix we report results from several alternative specifications; our re-

sults are robust—indeed, virtually unchanged even at the level of individual cases—to

alterations in the set of predictor variables used. Balance plots for our predictor variables

are similarly available in the Appendix.

We show our primary results visually in Figure 4, which plots the gap in two-party

vote share between the treatment group and their synthetic control units over time. We

estimate that vice-presidential candidates increase their tickets’ 2-party vote share by 2.67

percentage points in their home states measured across this entire period, demonstrated

by the substantial jump in the gap between treated and synthetic control units at time

t. Informally, the large size of the jump at time t, relative to the pre-treatment fit from

t− 8 to t− 1, suggests that our results are unlikely to arise by chance.

In Figure 5 we report these primary results and a series of subgroup analyses as point es-

timates, separating our treated cases by the party of the candidate, by the size of the state,

23In alternative specifications we tested other regional classifications, including contiguity; none of
the alternative measures had any substantive impact on our results.
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and providing estimates for cases where the treated state is electorally competitive—the

effect size does not vary appreciably when we limit the analysis to competitive elections.24

When aggregating cases matched individually, it is possible that our results could be

driven primarily by those cases which are poorly matched. To ensure that our results

are not an artifact of merely poorly-matched cases, we divided the sample and recalcu-

lated the sample average treatment effect on the treated among only well-matched cases.

These results also appear in Figure 5, which shows that our estimated effect size actually

increases when we limit the analysis to the half of the sample with the best pre-treatment

matches. Our estimate is also not driven by large positive outliers: the median effect size

is 2.43 percent.

As Wawro and Katznelson (2014) have pointed out, averaging effects over long histor-

ical stretches runs the risk of obscuring crucial temporal changes that influence political

outcomes over time. To study the effect of the vice-presidential home state advantage

over time, we present the average HSA over each of the “party systems” covered in our

sample in the bottom portion of Figure 5.25 As the results illustrate, HSA varies across

time periods, with the lowest and highest average HSA in the sectional party and New

Deal party systems, respectively. However, much of this variation may be an artifact of

small sample sizes, since we estimate effects for just three sectional period elections.

Another possible cause for concern is strategic allocation of campaign resources by

opposing campaigns. In cases in which vice-presidential candidates were selected with

the specific intent of helping their ticket win their home state, the opposing ticket might

counter by increasing their campaign activities in the run-up to the election, eliminating

or reducing the VP HSA in such cases. If true, this would mean that the average HSA

we find—while substantial—would only apply in cases where this advantage is not par-

ticularly relevant—that is, states that are either safe for one or the other party or that do

24As we noted earlier, our choice of estimator has little effect: using the “simple difference” in place
of the difference-in-differences results in an aggregate effect of 2.49 percentage points instead of 2.67.

25Party systems are historical eras in which a power balance between American political parties can
be identified that is distinctly different from that of the previous and subsequent historical periods. We
use the division presented by Silbey (2010).
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not carry many electoral votes.26 To provide a rough check of this argument, we include

HSA estimates for states that could reasonably be considered safe or competitive at the

time, and states that that had a higher-than-average number of electoral votes.27 As can

be seen in Figure 5, candidates from states that both carried many electoral votes and

were competitive—the combination most likely to include those candidates selected with

the HSA in mind—do, indeed, have a slightly lower average effect, but the effect is still

substantial.

As with traditional matching (Abadie and Imbens 2008), the proper method for con-

ducting statistical inference in synthetic control models is unknown. Abadie, Diamond

and Hainmueller suggest using a series of placebo tests to calculate non-standard p-values

for inference; this same idea has been used in recent working papers to calculate non-

standard confidence intervals in the case of multiple treated units (see, e.g., Acemoglu

et al. 2013). While using methods like those of Acemoglu et al. (2013) produces very

similar conclusions regarding uncertainty, we prefer to situate inference within the ran-

domization inference framework pioneered by Ronald Fisher, as applied to observational

studies by Rosenbaum (2002).28

Fisher’s framework has several advantages. First, its properties under a variety of dis-

tributional assumptions and in varying sample sizes are well-understood.29 More impor-

tantly, Fisher’s framework utilizes the control group that is best justified by our research

design. Abadie, Diamond and Hainmueller’s (2010) suggestion differs in that it relies

on placebo tests among the entire sample of possible control units (i.e. the entire donor

pool), implicitly assuming that all units in the donor pool are equally suitable counter-

factuals for the treated unit. This assumption is violated in practice—as we showed in

26We thank an anonymous reviewer for raising this concern.
27States in which a party won between 46 and 54 percent of the two-party vote in the prior election

are considered competitive, states in which one party received more than 58 percent of the vote are
considered safe.

28Placebo-based estimates of uncertainty which aggregate all of our treated units and use all possible
control cases as placebo units—as in Acemoglu et al. (2013)—result in a p-value of 0.0008 in a simulation
with 20,000 draws. Full results and code are available upon request.

29It also has the advantage of producing exact inferences without reference to large-sample asymp-
totics.

16



Figure 1. Not all states are good counterfactuals for our treated states, illustrated by

the fact that pre-treatment trends in our treated units are poorly approximated by the

pre-treatment trends in an average of all available control units.

In contrast, we apply randomization inference among the treated and synthetic control

units only, since the latter are the best counterfactuals for their respective treated units.

Treatment assignment is plausibly ignorable between these two groups, but not between

the treated and all possible control units. As a result, our approach to inference should

be more conservative and more accurate than that advocated by Abadie et al. (2010).30

Fisher’s approach to inference is straightforward.31 Consider inference as a missing

data problem under the potential outcomes framework. We know the realized potential

outcomes for treated and control units, because they are observed. We do not know

the potential outcomes for those same units under the counterfactual condition. Under

a sharp null hypothesis of no treatment effect for any unit, we can fill in the missing

potential outcomes under the counterfactual, since they are assumed to be precisely the

same as the realized, observed potential outcomes.

What is the distribution of possible treatment effects under such a null hypothesis? We

can calculate the randomization distribution (or empirical null distribution) by randomly

assigning units to placebo-treatment and control conditions and calculating the treatment

effect obtained. By repeating this process for many possible realizations of randomization,

we obtain the empirical null distribution. Then, a comparison between our treatment

effect estimate and the distribution allows us to perform statistical inference by asking

how likely our result is under the null—how far into the right or left tail of the empirical

null distribution does our result fall?

30Fisher’s method is most often applied in experimental settings, since the approach uses the physical
act of randomization as justification. Rosenbaum has shown, however, that randomization inference
is valid for observational studies in which there are no unobserved confounders (2002). Our matching
procedure is designed to account for both observed and unobserved confounders (Abadie, Diamond and
Hainmueller 2010); thus, by restricting our comparison to treated units and their synthetic control units,
we mimic the essential properties that allow valid inference in Fisher’s framework.

31For an overview of the method tailored toward political scientists, see Keele, McConnaughy and
White (2012).
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Our research design mirrors a matched-pair design discussed by Rosenbaum (2002).

We have 53 matched pairs, each consisting of a treated and synthetic control unit, with

treatment assigned within each pair. To calculate the randomization distribution, we

randomly assign placebo-treatment within each pair, assigning each unit probability of

treatment equal to 0.5. For each iteration, we calculate the difference-in-differences test

statistic. A paired design with 106 cases produces 106!
(53!)(53!)

possible permutations of

treatment assignment. To make computation feasible, we draw 20,000 such permutations

to approximate the randomization or empirical null distribution. Our treatment effect

estimate of 2.67 percent is larger than that calculated from all but two of the permutations

(p = 0.0001).32 Such a large treatment effect, relative to the randomization distribution,

is extremely unlikely to arise by chance.

One advantage that we derive by using the synthetic control method is that the esti-

mated effect from each case is individually meaningful; in expectation, each is an unbi-

ased estimate of the unit-specific treatment effect. As one would expect, these estimates

vary—from -12 points to as high as 16 points. We report each candidate’s estimated

treatment effect in Table 1.33

Despite our earlier objections to the method for statistical inference proposed by

Abadie, Diamond and Hainmueller (2010), it has the significant advantage of being es-

timable for singular cases. Because any approach to inference at an aggregate level—

including our own—assumes that treated and non-treated cases across different years are

drawn from the same “treated distribution” and “non-treated distribution,” respectively,

we use Abadie, Diamond and Hainmueller’s (2010) method to provide estimates of “ex-

tremeness” for each individual case, relative to untreated cases in the same election year.

Again, we note objections to this approach, particularly that unit-specific p-values are

underestimated, since treatment is not ignorable across units in the same election year.

This objection motivated our decision to use randomization inference, but we report p-

32Note that this p-value is associated with a restrictive or sharp null hypothesis of “no effect for all
units,” as opposed to “no average effect across all units.”

33Due to space limitations, we report the quality of fit and donor states for each treated unit in Table
A.1 of the Supplemental Appendix.
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values calculated using Abadie, Diamond and Hainmueller’s (2010) method in the interest

of estimating case-level uncertainty, despite its drawbacks.

We rank each treated case compared to all non-treated cases on the basis of effect size

in the same election year and calculate the p-value as the rank over the total number

of cases in that year, applying Abadie, Diamond and Hainmueller’s (2010) method to

each treated case in our sample. Under the null hypothesis of no effect, the distribution

of p-values calculated in this way should be uniform on the unit interval. Figure 6

plots our 53 effect estimates and their p-values and shows that the distribution is heavily

skewed toward positive effect estimates and small p-values—highly suggestive of a positive

average effect.34

Falsification and Robustness Checks

Our investigation shows a positive and substantial effect of vice-presidential candidates

on the two-party vote share in their home states. Our conclusions differ markedly from

past findings. To increase confidence in our results and guard against specific threats to

inference, we subject our findings to a series of falsification tests and robustness checks.

In our first falsification test, we exploit the fact that a state’s treatment in our study

is time-limited. Vice-presidential candidates are on the ticket for one or two terms and

then either exit the ticket or run as presidential candidates themselves. If a state is

represented on the ticket in just one election, any increase we observe from the home

state advantage should dissipate in the next election. Among our sample, there are 25

such cases, in which a state was represented on one of the major-party tickets in precisely

one consecutive election. In Figure 7, we restrict the sample to these “singletons” and

plot the gap in two-party vote share in times t− 2 through t + 2 between the 25 treated

cases and their synthetic control units.35 The effect size estimated in this sub-sample

is dramatically smaller than our main result—unsurprising, given that these 25 vice-

34As noted previously, we report aggregate and case-specific results of alternative estimators in the
Supplemental Appendix.

35Unfortunately, outside of these bounds, the sample becomes small and noisy.
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presidential candidates were almost uniformly on losing tickets. The key result is clear,

however: vote share in the home state, relative to the synthetic control unit, spikes

during the treated election and then falls back to normal as soon as the state is no longer

treated.36

An additional threat to valid inference comes from interpolation biases. In practice,

a synthetic control unit could be composed of highly dissimilar states that, when com-

bined, mimic the pre-treatment outcomes in the treated unit. A simple example of such

a phenomenon would be to combine highly-Democratic Washington, D.C. and highly-

Republican Utah to create a synthetic control unit for Wisconsin in 2012. Abadie, Di-

amond and Hainmueller’s suggestion in this regard is to trim the pool of donor units,

limiting the pool to those states that would provide sensible matches to the treated unit

(2010). We trim on the basis of vote share in t − 1, limiting the pool of possible donor

units for each treated case to those states which most closely match the treated unit’s

vote share in the prior election. Because there is little guidance on this topic in the liter-

ature, we experimented with three alternatives. We trimmed the pool of donor states to

increasingly dramatic degrees, alternately dropping 10, 25 and 50 percent of the donor

pool for each treated unit.37 These approaches generate poorer-quality matches on av-

erage, but do not have significant effects on our main findings: when we trim the donor

pool by 10 percent and 50 percent, our effect estimates change from 2.67 to 2.78 and

2.20 percentage points, respectively. These results are shown in Figure 5 and additional

details are provided in the Supplemental Appendix.

A further source of potential bias in our results arises from the regional appeal a

running mate might have. For instance, those who argue LBJ was selected as a running

36Additional confidence in our results stems from estimating similar models of presidential HSA. While
we do not report the results in this article, analogous methods applied to presidential candidates yield a
plausible estimate of 4.4 percentage points, in line with past research. Since our methodological critique
regarding differential trends is unlikely to apply to presidential candidates, our results should—and
do—roughly match those of previous studies.

37In our example of Wisconsin in 2012, whose two-party vote share in 2008 was 57.1 percent, this
would mean eliminating states from the donor pool whose two-party vote share in 2008 (t−1) fell outside
the ranges [39.11,72.99] (10%), [43.33,68.90] (25%), and [49.93,62.93] (50%), respectively.
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mate who could deliver Texas often suggest this was part of a larger strategy by the

Kennedy campaign to improve the ticket’s chances across the South, violating the no-

spillover assumption needed for valid inference. However, to the extent that the states

which make up our synthetic control units are often geographically proximate to the

treated unit, this possibility would only serve to reduce the estimated advantage vice-

presidential candidates provide in their home states. If, for example, Johnson improved

the Democrats’ performance in Mississippi and Florida—the two states which comprise

our synthetic control unit for Texas—then our results actually underestimate the vice-

presidential home state advantage.

The results we have presented are both substantively meaningful and statistically sig-

nificant according to our permutation tests. We have also shown that the treatment

effect is temporally bound in cases in which treatment lasts for a single electoral period,

and that our results are robust to—or even underestimated because of—the most likely

sources of bias. As a final check on our results, in the next section we investigate several

cases in which our results diverge most dramatically from the findings of past studies.

Sensitivity Analysis of Divergent Cases

How do our individual estimates compare to those of previous studies? As would be

expected, in several cases there are sizable differences between our estimates and those

of Devine and Kopko (2011). To further check the quality of our estimates, we subjected

our results to two additional tests concerning “divergent cases”—those cases in which our

estimates differ most dramatically from those of past studies. For eight divergent cases,

we employ a simple sensitivity analysis suggested by Abadie, Diamond and Hainmueller

(2015). For each case, we take the list of states that were included in the synthetic

control, iteratively drop two at a time, and re-estimate the unit treatment effect.38

Consider Massachusetts in 1920, whose synthetic control unit consists of New Hamp-

38Additionally, we present detailed case studies of five divergent cases in our sample: Texas in 1960,
Texas in 1936, Kansas in 1932, Nebraska in 1924 and Massachusetts in 1920. Due to space constraints,
these case studies are included in the Supplemental Appendix.
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shire, Rhode Island, Vermont and North Carolina, in order of decreasing weight. In a

first iteration, we remove New Hampshire and Rhode Island from the pool of possible

donor states to the synthetic control and re-estimate; our effect estimate drops from 8.2

points to 5.6 points and the synthetic control is constructed from Connecticut, Vermont,

Texas and Georgia, respectively. In a second iteration, we remove New Hampshire and

Vermont from the analysis, and allow Rhode Island to return to the donor pool. We

repeat this process, removing two states at a time from the pool, until we have exhausted

all possible combinations.

In general, the primary synthetic control units that we report in our main results are

prima facie logical. Arbitrary limitations on the states included in the donor pool, by

design, never improve the pre-treatment fit between treated and control units.39 But

our confidence in this formal approach to donor selection is buttressed by the fact that

we generally prefer our primary synthetic control unit to the available alternatives on

qualitative, case-specific grounds as well.

The results from our sensitivity analysis are summarized in Figure 8, which—for each

of the eight cases—plots our primary estimate in a gray circle and each alternative esti-

mate in hollow circles versus estimates generated by Devine and Kopko (2011) in gray

squares. We find very few substantively important differences in estimates across avail-

able alternatives. In most cases the alternatives return effect sizes similar to the primary

results we report; more importantly, there does not appear to be any systematic bias in

our primary estimates toward a larger-than-normal effect size.

Conclusions and Implications

In this paper, we have attempted to solve a problem common to the study of strategic

choices in electoral campaigns: estimating the counterfactual outcome in a world where

the strategic choice was not made. Our assessment of the vice-presidential home state

39This is true by definition, since the synth algorithm minimizes mean squared prediction error among
all possible weighted combinations of donor states.
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advantage shows the limitations of existing approaches in this regard. Our solution is

to apply the synthetic control method for comparative case studies to an instance with

multiple treated units. We argue that this approach allows us to estimate the vice-

presidential home state advantage without biases that plagued earlier studies.

In academic literature, as well as in assessments of modern presidential campaigns

by politicians and members of the media, it has become conventional wisdom that vice

presidential candidates are, electorally speaking, nearly irrelevant—generally unable even

to affect the vote in their own home states. We argue that this viewpoint is partly based

on an HSA measurement with considerable inherent flaws. In contrast, our results suggest

that the average vice-presidential candidate improves their tickets’ performance in their

home state by 2.67 points of the two-party vote.

The effect size we estimate is close to that attributed to presidential candidates, and

can have substantial consequences for electoral outcomes within particular states. From

our sample of 1,524 total state-year elections, a 2.67 percentage point improvement in

vote-share would have swung the outcome to the opposing party in 294 elections, or 19.3

percent of state-years. While most presidential elections are not decided by a single state,

a 2.67 point swing in a single state can still affect the outcome of the presidential election

as a whole. For example, had a strategically optimal running mate been available and

selected, and had she produced at least a 2.67 point effect, such a choice would have swung

the 1960 and 1976 elections to the Republican side, and the 2000 and 2004 elections to

the Democrats. Specifically, a 2.67 point bump in New York in either 1960 or 1976 would

have resulted in a Republican electoral college win. An increase of 2.67 points in any of

six states (Florida, Missouri, Nevada, New Hampshire, Ohio or Tennessee) in 2000 or two

states (Florida or Ohio) in 2004 would have resulted in Democratic victories.40

While there is broad consensus among political scientists that the ‘fundamentals’ are

mostly responsible for shaping the outcomes of presidential elections, strategic choices are

40This assessment controls for any losses in VP effects in the home states of the actual running mates
that would have been caused by such a change. Of course, we cannot control for any other effects
vice-presidential candidates may have had on voting behavior in groups outside of their home state.
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still ubiquitous in election campaigns. These include the type of choices campaigns make

on a day-to-day basis, from having candidates hold campaign appearances in specific

locations to buying advertisements in specific media markets. Studying the effect these

choices have on electoral outcomes presents a minefield of inferential problems. We believe

our use of the synthetic control method to estimate the vice-presidential HSA can serve

as a blueprint for investigating the impact of many other strategic choices in election

campaigns. Strategic choices are unlikely to single-handedly change the winner of most

elections. However, strategic decisions aggregate over the life of a campaign. Indeed,

even taken in isolation, we have shown that the choice of a vice-presidential running

mate could have altered the outcome in several key elections over the last 60 years.
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Democratic Cases Republican Cases

Treated Treatment Treated Treatment

Year State Candidate Effect Year State Candidate Effect

1884 Indiana Hendricks – 1884 Illinois Logan -0.03

1888 Ohio Thurman -0.93 1888 New York Morton –

1892 Illinois Stevenson 2.31 1892 Ohio Reid –

1896 Maine Sewall -12.41 1896 New Jersey Hobart 10.77

1900 Illinois Stevenson 0 1900 New York Roosevelt –

1904 West Virginia Davis 1.68 1904 Indiana Fairbanks 1.7

1908 Indiana Kern 2.48 1908 New York Sherman –

1912 Indiana Marshall 0.88 1912 New York Sherman / Butler –

1916 Indiana Marshall – 1916 Indiana Fairbanks –

1920 New York Roosevelt – 1920 Massachusetts Coolidge 8.18

1924 Nebraska Bryan 11.13 1924 Illinois Dawes -4.51

1928 Arkansas Robinson -4.07 1928 Kansas Curtis 16.3

1932 Texas Garner 7.53 1932 Kansas Curtis 10.5

1936 Texas Garner 10.72 1936 Illinois Knox 1.77

1940 Iowa Wallace -1.38 1940 Oregon McNary 9.2

1944 Missouri Truman 1.52 1944 Ohio Bricker 0.65

1948 Kentucky Barkley 6.27 1948 California Warren 6.38

1952 Alabama Sparkman -1.58 1952 California Nixon 2.33

1956 Tennessee Kefauver 3.91 1956 California Nixon 2.17

1960 Texas Johnson 5.08 1960 Massachusetts Cabot Lodge –

1964 Minnesota Humphrey 2.15 1964 New York Miller -4.9

1968 Maine Muskie 7.17 1968 Maryland Agnew 1.05

1972 Maryland Shriver – 1972 Maryland Agnew –

1976 Minnesota Mondale -0.86 1976 Kansas Dole -6.33

1980 Minnesota Mondale -0.65 1980 Texas Bush -3.52

1984 New York Ferraro 2.43 1984 Texas Bush 2.82

1988 Texas Bentsen – 1988 Indiana Quayle 5.7

1992 Tennessee Gore 3.87 1992 Indiana Quayle 3.05

1996 Tennessee Gore 3.59 1996 New York Kemp -4.91

2000 Connecticut Lieberman 4.7 2000 Wyoming Cheney 5.46
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Democratic Cases Republican Cases

Treated Treatment Treated Treatment

Year State Candidate Effect Year State Candidate Effect

2004 North Carolina Edwards 3.72 2004 Wyoming Cheney 6.4

2008 Delaware Biden 4.25 2008 Alaska Palin 4.04

2012 Delaware Biden 1.36 2012 Wisconsin Ryan 2.53

Table 1: Unit-specific estimates of the vice-presidential home state advantage. State-
years with no treatment effect were excluded from the analysis based on our sample
inclusion rules.
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Figure 1: Treated states’ average two-party vote share in comparison to the U.S. average
over nine pre-treatment and treated elections. If all heterogeneity between treated states
and the U.S. aggregate were time-invariant, the two trends would be parallel; instead,
the trend in treated states is downward relative to the U.S. control group.
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Figure 2: Democratic performance in Texas and the United States in the run-up to
the 1960 election (1928-1960). Texas goes from being a Democratic stronghold in 1932
through 1948 to a genuine swing state in 1952. By averaging five pre-treatment elections
(1940-1956) as part of a counterfactual for Lyndon Johnson’s influence on the election, re-
searchers dramatically overstate how well the Democratic ticket was expected to perform
in Texas in 1960.
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Figure 3: Democratic performance in Maine relative to a “synthetic Maine,” 1936-1968.
The vertical dotted line denotes the immediate pre-treatment election, prior to Edmund
Muskie’s (D-ME) vice-presidential run. Despite a generally close match between Maine
and “synthetic Maine,” small differences remain between the two in the election prior
to treatment. For comparison, the Democrats’ overall U.S. performance is also plotted.
This synthetic control unit represents the 25th percentile of pre-treatment match quality.
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Figure 4: The gap in two-party vote share between the treatment group and their syn-
thetic control units (solid line). The solid line represents our synthetic control approach,
the jump at time t over time t−1 is our estimate of the treatment effect. The gap between
the treatment group and their synthetic control units is very close to zero from t− 8 to
t−1. In contrast, the gap between the treatment group and an aggregate of all untreated
US states (dashed line) is large and declines over the pre-treatment period, illustrating
that the synthetic control approach generates a better counterfactual for treated states.
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Figure 5: Aggregate and subgroup estimates of the vice-presidential home state advan-
tage using synthetic controls. Each subgroup’s sample size is indicated in parentheses.
Safe states fall above or below 58 percent and 42 percent in the prior election, respectively;
competitive states fall in the 46-54 percent range in the prior election; high EV states are
those with 10 or more electoral votes. Treatment effect estimates are largely stable and
substantively significant across time periods, state size, state-level competitiveness and
synthetic control specification choices.
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Figure 6: Distribution of effect estimates and p-values for each treated case. P-values
are based on one-sided tests of significance, where cases were compared to untreated cases
within the same election year. Under the null hypothesis of no vice-presidential home
state advantage, the distribution of p-values should approximate a uniform distribution.
Instead, effect estimates are skewed toward positive values and p-values are concentrated
in the zero to 0.15 range.
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Figure 7: The gap in vote share between treated and synthetic control units, among
those treatment cases which lasted a single election cycle. When a state is treated in
precisely one consecutive election, the treatment effect observed in the treatment period
disappears in the next election.
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Figure 8: Primary models, alternative models and a comparison to Devine and Kopko’s
model for “divergent cases.” For the eight cases in which our estimates diverge most from
those of Devine and Kopko, we plot our primary model, their model and a set of leave-
two-out alternative models using the synthetic control method. The alternative estimates
were generated by iteratively removing two of the donor states from our main model and
re-estimating the treatment effect in their absence, for every possible combination of
two states. Small amounts of noise are artificially introduced to the figure to enhance
readability.
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