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Abstract. Many computer aided diagnosis schemes in chest radiography start
with preprocessing steps that try to remove or suppress normal anatomical struc-
tures from the image. Examples of normal structures in posteroanterior chest radi-
ographs are bony structures. Removing these kinds of structures can be done quite
effectively if the right dual energy images—two radiographic images from the
same patient taken with different energies—are available. Subtracting these two
radiographs gives a soft-tissue image with most of the rib and other bony structures
removed. In general, however, dual energy images are not readily available.

We propose a supervised learning technique for inferring a soft-tissue image
from a standard radiograph without explicitly determining the additional dual
energy image. The procedure, called dual energy faking, is based on k-nearest
neighbor regression, and incorporates knowledge obtained from a training set
of dual energy radiographs with their corresponding subtraction images for the
construction of a soft-tissue image from a previously unseen single standard chest
image.

1 Introduction

One of the major difficulties in interpreting projection chest radiographs stems from
the fact that many normal anatomical structures are shown superimposed on possibly
abnormal structures. For this reason, many computer aided diagnosis (CAD) schemes
in projection chest radiography may benefit from the suppression of as much of the
normal structures as possible. In the ideal case this would mean that, after processing a
chest radiograph, one obtains an image depicting only the abnormalities present in the
original radiograph. In practice however, the output will be an image that contains less
of the normal structures and hopefully stronger responses to the abnormalities.

Especially the suppression of the bony structures that overlay the lung fields, e.g.
clavicles, ribs, and scapulae, is interesting because in many detection tasks it would
lead to a reduction in the number of false positives. For instance, a recent study showed
that most lung cancer lesions that are missed on frontal chest radiographs are located
behind the ribs and that the inspection of a soft-tissue image can improve detection
performance [1]. In addition, we note that obtaining a bone dual energy (DE) image
would also be interesting in its own respect. It enables, for example, a better detection
of calcified (benign) nodules [2].

In many digital chest units, it is technically feasible to acquire two radiographs with
different energies (kVs) at the same time: The DE images (see Figure 1). These im-
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ages can then be used to obtain a subtraction image1 in which bony structures are al-
most entirely invisible (see Figure 1, refer to [3] for more on the technical and physical
background of this technique). However, most of the time, DE images are not readily
available and one may attempt to construct such a subtraction image in a different way.

Fig. 1. Top row: An instance of DE images. On the left is the original PA chest radiograph and
on the right the image containing the bony structures. Bottom row: The left image shows the
soft-tissue image associated with the DE images which is obtained through subtraction. On the
right is the corresponding manual lung field segmentation.

Here we propose the suppression of bony structures from the lung fields of standard
posteroanterior (PA) chest radiographs by estimating a soft-tissue image using regres-
sion (see also [4]). This soft-tissue image should be similar to what would normally be
obtained by subtracting a pair of DE images. Here, an attempt is made to infer the (high
energy level) bone image from the original radiograph. The pair obtained can then be
used to construct a subtraction image with much of the bony structures suppressed. This
method is referred to as explicit dual energy faking (explicit DEf). A different approach
pursued is the direct prediction of a soft-tissue image from a PA chest radiograph with-
out explicitly determining the bone image. This method is referred to as implicit dual
energy faking (implicit DEf).

The approach to the problem is supervised and uses a number of actual PA radi-
ographs and their corresponding soft-tissue images. These training images are used to

1 Although we refer to these kind of images as subtraction images, they are not necessarily
obtained from the raw dual energy pair by mere subtraction. Pre- and postprocessing of the
images may be needed for this, which makes it in fact a nonlinear operation.
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model the mapping we are looking for, i.e, the one used to predict bone or soft-tissue
subtraction images from conventional radiographs. The mapping is formulated in terms
of a k-nearest neighbor regression (kNNR) in which a nonparametric k-nearest neigh-
bor procedure is employed to predict the pixel values in the subtraction image from per-
pixel gray value measurements (features) in the original radiograph. Other approaches
to normal structure suppression from chest radiographs are based on temporal [5,6,7]
or contralateral subtraction [8].

For the temporal technique, an earlier radiograph of the patient must be available. If
there is, attempts can be made to register this image to the radiograph currently being
analyzed and then subtract these images to remove the normal structures. This technique
has the potential of not only removing the bony structures, but to remove all normal
structures from the image. On the other hand however, if there are already abnormalities
in the earlier radiograph, it is of course also possible that abnormalities are removed
completely or in part in the subtraction image. Another crucial step in the procedure,
also causing problems, is the registration of both images: If the registration is not done
properly, we might even create suspect artifacts in the subtraction image.

For the contralateral technique, one does not need a previous image of the patient.
In this case, the symmetry of the lung fields and rib cage are used for the removal of
these normal structures. The subtraction is obtained by subtracting a mirrored version
of the original radiograph and the original itself after they have been registered in the
appropriate way [8]. In several cases this contralateral subtraction technique has proven
to be powerful, however the actual asymmetry of the lung regions may cause problems
and a misregistration may cause suspect artifacts in the image, as is the case with the
temporal subtraction technique.

2 Materials and Methods

PA dual energy radiographs and JSRT data. The materials used for training the map-
ping are eight pairs of standard PA chest radiographs together with their corresponding
DE and soft-tissue images. These images were obtained from the University of Chicago,
IL, Department of Radiology. The images used in the tests have dimensions 512 by 512
and were obtained by linearly subsampling the original 1760 by 1760 images. See Fig-
ure 1 for an example of a PA and a soft-tissue image. The evaluation is carried out using
the Chicago data as well as two radiographs taken from the JSRT (Japanese Society of
Radiological Technology) database [9]. The latter images are used to inspect the per-
formance of the scheme when training is performed on radiographs coming from one
unit and used to infer soft-tissue images on radiographs coming from another unit (e.g.
coming from a different manufacturer, using different post-processing methods, etc.). In
addition, both these images contain a lung nodule enabling us to check how the system
behave on such abnormalities.

Because we are interested in the performance of the scheme within the lung fields,
in addition to the radiographs, manual delineations were obtained and employed in the
experiments to indicate the regions of interest (see Figure 1 for an example). This step
can be automated, see, for example, [10].



Bony Structure Suppression in Chest Radiographs 169

Processing prior to regression. The PA—both from the Chicago and the JSRT data-
bases—and soft-tissue images are six times locally normalized on a very large scale
σ equal to 128 pixels. This is done to remove possible image dependent near-global
offsets and intensity variations.

A locally normalized form L̄ of an original image L is defined as

L̄ =
L − Lσ√

(L2)σ − (Lσ)2
,

where Lσ defines a Gaussian blurred [11,12] version of L at scale σ. The DE images
used in the training phase are constructed from the normalized PA and soft-tissue image
by subtracting the one from the other (this latter image is what is actually depicted in
the upper-right corner of Figure 1).

Additionally, the normalization also aids the possibility of inferring soft-tissue im-
ages from radiographs coming from a different unit. With respect to this point, we
should remark that it is not clear that carrying out a local normalization multiple times
makes it generally possible to switch between units and still use the same faking scheme
for inferring soft-tissue or bone images from a standard PA image. In our current exper-
iments, normalizing the images turns out to work reasonably well and so no additional
image processing or unit-dependent feature transformations are applied. However, to
finally make DEf schemes broadly applicable, it may be necessary to apply more elab-
orate processing techniques first.

k-Nearest neighbor regression. The method used for predicting a soft-tissue image
from a standard chest radiograph is per-pixel k-nearest neighbor regression (kNNR)
[13]. The most well-known method to perform regression is simple linear regression,
which aims to optimally predict the output values in terms of a linear combination of
its associated inputs [14]. However, for the current purpose, linear regression is too
rigid to perform well and therefore the nonparametric k-nearest neighbor method is
employed. This type of regression has a strong theoretical basis and many results are
known concerning its convergence properties and consistency characteristics [13].

Finally, experiments were also conducted with kNNR in conjunction with the linear
dimension reduction technique presented in [4].

3 Pilot and Leave-One-Out Experiments

In order to test the DEf techniques, leave-one-out experiments were conducted. That
is, mappings based on kNNR were trained using seven pairs of images—which consti-
tutes the training set, and tested on the remaining PA image. The performance of the
DEf methods is measured by means of the standard correlation, i.e., Pearson’s r [15],
between the target image and the inferred image.

Predictors/features. Before one can actually perform kNNR, however, one has to de-
cide on the features to use as predictor variables. In addition, it has to be decided if—
and if so, which—linear dimension reduction should be performed. In order to do so
for DEf, a small pilot experiment was run on a single fold from the leave-one-out pro-
cedure in which several combinations of Gaussian kernel-based n-jets [11,12] over sev-
eral scales were examined. That is, at every pixel position, on several scales, features



170 M. Loog and B. van Ginneken

obtained using up to nth order derivatives of Gaussian filters are included. For im-
plicit DEf, the final set of features used for every pixel position consists of all Gaussian
kernel-based features up to order 3 at scales 1, 2, 4, 8, 16, and 32. In addition to these
60 features, the raw pixel value was included, resulting in 61 input variables. The fea-
tures for explicit DEf are all Gaussian features up to order 2 at 6 scales logarithmically
distributed between 1 and 64 plus the raw gray value which results in 37 features.

Dimension reduction. It should be noted that for the initial regression step, the exact
choice of features appears not to be really critical. The system does not seem to behave
significantly different over a range of settings. Most notable is that the order is more of
an influence than the size and number of scales. Linearly transforming the input features
using common techniques, like normalization (or standardization) of the features or
global whitening of the input, did have a clear, but detrimental effect on the performance
of the system. However, whitening the data in combination with nonparametric local
linear dimension reduction (see [4]) seems to give a substantial improvement in case of
performing explicit DEf. A dimension reduction, after whitening, also seems to give a
moderately improved implicit DEf. Based on our findings in the pilot experiments, we
decided to compare 4 different schemes in the leave-one-out experiments: Two implicit
and two explicit schemes and two schemes with and two schemes without dimension
reduction. Table 1 gives an overview of settings used in this comparison. Two of these
schemes are also used in the additional experiments on the two JSRT radiographs.

Table 1. Settings employed in the regression schemes used for performing implicit and explicit
dual energy faking. One implicit DEf scheme uses the full predictor vector, while the other em-
ploys an additional linear dimension reduction (LDR) for which the target dimension d and the k
defining the neighborhood are also provided. The same holds for the explicit scheme.

Gaussian predictors
k

LDR
(features) d

implicit DEf
up to order 3, scales

51
—

1,2,4,8,16,32 15

explicit DEf
up to order 2, scales

51
—

1,2.30,5.28,12.13,27.86,64 18

k (in the kNNR). The number of neighbors used in the regression, k, was set to 51 for
all schemes. Again, not much difference in performance was visible for a wide range of
ks. Only when k becomes too low (e.g. k < 10) or to high (e.g. k > 100), the resulting
soft-tissue image significantly deteriorates. In the former case it becomes much more
noisy and in the latter case the output image tends to be oversmoothed.

4 Experimental Results

The Chicago data set. Table 2 gives the leave-one-out results over all eight images in
the Chicago data set. The predicted image is compared to the soft-tissue image. Com-
parison is based on the standard parametric correlation, Pearson’s r, of the gray values
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Table 2. Average correlation over the eight instances from the Chicago data set obtained from
the leave-one-out experiments are provided together with the p-values based on a paired t-test
by which means the several schemes are compared to each other. Note the improvements ob-
tained using the schemes employing dimension reduction. Note also the high correlation the
unprocessed PA radiographs already attain with the soft-tissue images.

implicit DEf explicit DEf
PA full LDR full LDR

average 0.965 0.983 0.985 0.983 0.987
PA

p-value

— 2.8 · 10−6 3.4 · 10−6 4.5 · 10−7 4.3 · 10−8

implicit full 2.8 · 10−6 — 3.5 · 10−3 7.6 · 10−1 4.3 · 10−4

implicit LDR 3.4 · 10−6 3.5 · 10−3 — 2.8 · 10−2 2.5 · 10−2

explicit full 4.5 · 10−7 7.6 · 10−1 2.8 · 10−2 — 6.3 · 10−6

explicit LDR 4.3 · 10−8 4.3 · 10−4 2.5 · 10−2 6.3 · 10−6 —

Fig. 2. On the left an example of a target bone image, which is also depicted in Figure 1. On
the right is the explicitly faked bone image which is obtained using the explicit DEf scheme in
combination with dimension reduction.

within the regions of interest, i.e., the lung fields. The same measure is determined be-
tween the soft-tissue image and the original PA radiograph. The latter is done to put
the obtained correlations between soft-tissue and implicit DEf prediction in a better
perspective. From the table it is clear that explicit DEf in conjunction with the dimen-
sion reduction scheme performs significantly better than the other schemes. Although
in comparison with the implicit scheme in combination with LDR this significance is
only moderate.

In addition to the results in the table, we report that for the full and the LDR-based
explicit DEf schemes, the average correlations between the inferred bone image and the
target bone image are 0.747 and 0.805, respectively (p-value for the difference equals
2.4·10−4). Note that the difference in correlation, 5.8·10−2 in this case, is considerably
larger than when measured using the inferred soft-tissue images in which case it is
4.0 · 10−3.

Clearly, the correlation between original PA radiograph and target soft-tissue image
is generally already very large: Larger than 0.960 over all eight images. For this reason
comparing of the outcomes of the experiments may not be obvious and, in addition,
the improvements the schemes attain may not be well appreciated. Therefore, a second
evaluation is provided in which for every image the correlation score between the PA
image and the soft-tissue image was set to zero and perfect correlation was set to 1.
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Table 3. Average normalized correlation over the eight instances from the Chicago data set ob-
tained form the leave-one-out experiments are provided together with p-values based on a paired
t-test by which means the several schemes are compared to each other. Note the improvements
obtained using the schemes employing dimension reduction. The explicit DEf scheme using LDR
provides the best performance overall.

implicit DEf explicit DEf
full LDR full LDR

average 0.513 0.558 0.518 0.621
implicit full

p-value

— 1.8 · 10−3 6.1 · 10−1 8.4 · 10−4

implicit LDR 1.8 · 10−3 — 2.2 · 10−2 2.5 · 10−2

explicit full 6.1 · 10−1 2.2 · 10−2 — 4.6 · 10−5

explicit LDR 8.4 · 10−4 2.5 · 10−2 4.6 · 10−5 —

Based on this the original correlations are ‘normalized’. That is, if rPA is the correlation
between the PA and the soft-tissue image, the correlation score r of a DEf scheme is
normalized to (r−rPA)/(1−rPA): 0 means no improvement with respect to the original
PA chest radiograph, while 1 means a perfect reconstruction of the soft-tissue image.
Table 3 gives the outcome in terms of this normalized measure. In this table the results
when using explicit DEf for inferring soft-tissue images are included and compared to
implicit DEf. Again, the results indicate that the explicit scheme using LDR is better
than all other schemes.

Fig. 3. In the top left-hand corner is the PA radiograph from Figure 1. In the lower right-hand
corner its corresponding soft-tissue image, which is depicted in Figure 1 as well. The top right-
hand image gives the implicit DEf image obtained employing dimension reduction and in the
lower left-hand corner is the soft-tissue image obtained by subtracting the explicit DEf image
from Figure 2 from the original PA chest radiograph in the top left-hand corner.
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Fig. 4. Details taken from the images shown in Figure 3. The patch is taken from the right lung
and contains part of the hilum. The figures are presented in the same order as in Figure 3. Top left-
hand: PA, top right-hand: Implicit DEf, bottom left-hand: Explicit DEf, and bottom right-hand:
Target soft-tissue. The explicit DEf scheme performs better than the implicit one. Furthermore,
the image obtained using explicit DEf seems to be sharper than the actual ground, preserving
non-bony details slightly better.

Figure 2 shows the target bone image and the inferred bone image using the best
performing explicit DEf scheme. In Figures 3 and 4, the best performing implicit DEf
and the best performing explicit DEf schemes are compared to the original PA radi-
ograph and the target image. From these images it appears that explicit DEf performs
better than implicit DEf. Moreover, using explicit DEf, detailed structures seem to be
better preserved than in the target soft-tissue image. However, it is also obvious that
ribs are also not completely filtered out using explicit DEf, leaving quite some room for
improvement.

JSRT data. To see to what extent the trained DEf schemes can be used on PA chest
radiographs obtained from other machines (which is, by the way, a nontrivial task),
the performance of two best performing explicit and implicit schemes (see Table 2)
is further examined using two radiographs from the JSRT database. Both images are
shown in Figure 5. In both images a lung nodule is present in the lower part of the right
lung. The training of the schemes is now carried out using all eight images from the
Chicago data set.

Figures 6 and 7 present—going from left to right in the figures—the original image,
the result obtained using implicit DEf, and the resulting soft-tissue image employing
the explicit DEf scheme, both using dimension reduction.



174 M. Loog and B. van Ginneken

Fig. 5. Two chest radiographs from the JSRT database, both containing an obvious lung nodule
in the right lung field

Fig. 6. Top row: Illustration of the results obtained using DEf on an image from the JSRT data-
base. On the left is the original, in the center is the implicit DEf result, and the right image shows
the result employing the explicit scheme. Bottom row: Details from the images in the top row:
The nodule and an area surrounding it. On the left is a patch from the original PA radiograph, in
the center is the implicit DEf result, and the right image shows the result employing the explicit
scheme. (See also Figure 7.)

With respect to filtering out bony structures, both schemes perform rather well. Much
of the rib structures present in the original PA image are completely filtered out or, at
least, removed to a large extent. Again, the explicit scheme provides sharper images
than the implicit one. On the other hand, the latter scheme seems to preserve nodules
better than explicit DEf, which is most apparent from Figure 7.

5 Discussion and Conclusions

The methods proposed, tested, and exemplified in this paper—explicit and implicit dual
energy faking—aim at filtering out bony structures from standard PA chest radiographs
and attempts to infer a soft-tissue image from the latter. The main reason for developing
such schemes is their applicability in computer-aided detection of abnormalities, e.g.
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Fig. 7. Top row: Illustration of the results obtained using DEf on an image from the JSRT data-
base. On the left is the original, in the center is the implicit DEf result, and the right image shows
the result employing the explicit scheme. Bottom row: Details from the images in the top row:
The nodule and an area surrounding it. On the left is a patch from the original PA radiograph, in
the center is the implicit DEf result, and the right image shows the result employing the explicit
scheme. (See also Figure 6.)

nodules or interstitial disease [16,17,18,19], as filtering out bony structures may result
in significant performance improvement.

As illustrated by Figures 3 to 7, the method performs promising on data similar to
the training data but also on radiographs taken from a different data set. The visibility
of the ribs and the clavicle in the lung fields has been reduced considerably in most
parts of the lung fields while other structures have been preserved to a large extent.
Moreover, the correlation between the solutions obtained by kNNR and the soft-tissue
images is very high: Around 0.985 on average (see Table 2). It is noted, however, that
the correlation between the soft-tissue and the PA images is also rather high (0.965),
but the increase in correlation using our technique is obviously significant.

The performance is more clearly illustrated in Table 3 in which the correlation scores
are normalized per image, based on the original PA radiograph. The explicit DEf scheme
which employs the dimension reduction technique is the overall best performing system,
when measured in a leave-one-out experiment on the Chicago data. This latter scheme
preserves image details to a great extent, surprisingly, even more that the target soft-
tissue image. In an attempt to substantiate this observation, correlation scores between
soft-tissue and slightly blurred explicit DEf images were calculated, which indeed led to
a consistent, and (moderately) significant, improvement in average correlation over all
eight Chicago radiographs (p-values around 3 ·10−2 in a paired t-test for scales around
0.45). However, the tests on the JSRT data showed inferior performance on preservation
of lung nodules in comparison with the best implicit scheme.

We notice that a drawback of soft-tissue images, and therefore also of the method
presented, is that they are rather noisy [3]. However, a strong feature of the kNN method
employed is that it could easily incorporate some form of denoising. One of the most
powerful ways to accomplish this is to provide high-dose, and therefore less noisy,
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soft-tissue subtraction images as training material together with the standard PA chest
images. If training is then based on these image pairs, one may be able to learn how
to obtain soft-tissue images from standard radiographs in which, in addition, noise re-
moval has taken place.

A further possibility is to direct research towards using different (more to human
vision related, see [20]) performance measures to optimize the DEf schemes. Agreeing
that in estimating a soft-tissue image from a standard PA chest radiograph, one will
inevitably make errors, the basic idea behind using some other measure to optimize
the schemes is that other errors than the current ones would be made. As an example,
an error measure that would allow for a large amount of noise in the faked image,
but penalizes the presence of large scale edges (i.e., coming from the ribs) might be
preferable over the currently used correlation measure.

While even further improvements of the scheme are probably possible, we may con-
clude that the presented qualitative and quantitative results show that this approach is
able to perform the highly nontrivial separation of bone and tissue components in chest
radiographs. The method is completely automatic and yields satisfying results, even on
data coming from a different source.
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