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Subsolid pulmonary nodules occur less often than solid pulmonary nodules, but show a much higher
malignancy rate. Therefore, accurate detection of this type of pulmonary nodules is crucial. In this work,
a computer-aided detection (CAD) system for subsolid nodules in computed tomography images is pre-
sented and evaluated on a large data set from a multi-center lung cancer screening trial. The paper
describes the different components of the CAD system and presents experiments to optimize the perfor-
mance of the proposed CAD system. A rich set of 128 features is defined for subsolid nodule candidates. In
addition to previously used intensity, shape and texture features, a novel set of context features is intro-
duced. Experiments show that these features significantly improve the classification performance. Opti-
mization and training of the CAD system is performed on a large training set from one site of a lung
cancer screening trial. Performance analysis on an independent test from another site of the trial shows
that the proposed system reaches a sensitivity of 80% at an average of only 1.0 false positive detections
per scan. A retrospective analysis of the output of the CAD system by an experienced thoracic radiologist
shows that the CAD system is able to find subsolid nodules which were not contained in the screening
database.

� 2013 Elsevier B.V. All rights reserved.
1. Introduction

Lung cancer is the most deadly cancer in both men and women.
The American Cancer Society estimates that lung cancer will ac-
count for 28% of all cancer-related deaths in the United States in
2012 (American Cancer Society, 2012). This can be largely attrib-
uted to the fact that at present, the 5-year survival rate for all
stages combined is only 16% (American Cancer Society, 2012).
The 5-year survival rate is 52% for cases detected when the disease
is still localized, but only 15% of lung cancers are diagnosed at this
early stage (American Cancer Society, 2012). Therefore, early
detection of lung cancer, in which it is still treatable, is of major
importance to reduce lung cancer mortality.

In the last decade, many screening trials have been initiated to
investigate the potential of early detection of lung cancer with low-
dose chest computed tomography (CT). Lung cancer in an early
stage manifests itself as a pulmonary nodule. Thin-slice helical
chest CT scans have a sub-millimeter resolution at which very pul-
monary nodules can be detected and therefore, this exam is able to
show early stage lung cancer (Henschke et al., 1999). In November
2010, the National Lung Screening Trial (NLST) published a 20%
lung cancer mortality reduction in their study group which re-
ceived 3 annual rounds of low-dose CT screening in comparison
to their control group, which received 3 annual rounds of chest
X-ray screening (Aberle et al., 2011). This was the first study which
showed clear scientific evidence that screening for lung cancer re-
duces lung cancer mortality.
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Pulmonary nodules are described as round opacities, well or
poorly defined, measuring up to 3 cm in diameter (Hansell et al.,
2008). Pulmonary nodules can be differentiated into subsolid and
solid nodules (Hansell et al., 2008). Solid nodules have homoge-
neous soft-tissue attenuation on CT scans. Subsolid nodules can
be further differentiated into non-solid nodules (synonym: ground
glass nodules) and part-solid nodules (synonym: semi-solid nod-
ules). Non-solid nodules manifest as focal areas of hazy increased
attenuation that do not obliterate the bronchial or vascular mar-
gins. Areas of hazy increased attenuation are called ground glass
opacity and therefore, these nodules are also referred to as ground
glass nodules. Part-solid or semi-solid nodules contain both ground
glass and solid components. In the Early Lung Cancer Action Project
(ELCAP), 81% of all positive findings at baseline were solid nodules
and 19% were subsolid nodules, which indicates that subsolid nod-
ules are less common in screening (Henschke et al., 2002). How-
ever, this study published a significantly larger malignancy rate
of 34% for subsolid nodules, compared to 11% for solid nodules
(Henschke et al., 2002). Consequently, about half of the lung can-
cers found in this study originated from subsolid nodules. There-
fore, early detection of subsolid nodules is of major importance.

Computer-aided detection (CAD) of lung nodules in chest CT
scans is an extensively researched area in medical research.
Although many systems have been proposed for detection of solid
nodules (e.g.Tan et al., 2011; Messay et al., 2010; Murphy et al.,
2009; Sousa et al., 2009; Ye et al., 2009; Li et al., 2008; Retico
et al., 2008; Bellotti et al., 2007; Dehmeshki et al., 2007; Enquobah-
rie et al., 2007; Marten and Engelke, 2007), only few studies have
focused on detection of subsolid nodules (Jacobs et al., 2011; Tao
et al., 2009; Ye et al., 2007; Zhou et al., 2006; Kim et al., 2005).
In a study by Beigelman-Aubry et al. (2009), it was shown that
both a CAD system designed for solid nodules, and radiologists
have difficulties in detecting subsolid nodules. Therefore, dedi-
cated CAD algorithms for subsolid nodules are needed.

A few papers have been published on computerized detection of
subsolid nodules. Kim et al. (2005) described a slice-based CAD
system using texture and intensity features. The system classified
regions of interest (ROI) on manually chosen slices from CT exam-
inations of 14 patients into ground glass opacity (GGO) or
non-GGO. Performance was measured using receiver operating
characteristic (ROC) analysis on all ROIs and showed an area under
the ROC curve of 0.92. Zhou et al. (2006) developed an automatic
scheme for both detection and segmentation of subsolid nodules
based on vessel suppression, intensity and texture analysis. They
reported good performance but the test data set contained only
10 subsolid nodules. Ye et al. (2007) presented a voxel-based
method with rule-based filtering that was tested on 50 CT examin-
ations with 52 subsolid nodules. They reported a high sensitivity of
92.3% but also a high false positive (FP) rate of 12.7 per scan.
Tao et al. (2009) developed a multi-level detection scheme with
classification at voxel-level and object-level. They focused on
small volumes of interest (VOIs) generated by a candidate detector
algorithm which was not otherwise specified. The method
was tested on a set of 1100 VOIs including 100 positive ones, from
153 healthy and 51 diseased patients. Results were provided
for VOIs only, and neither the FP rate per scan nor the total num-
ber of VOIs per scan were reported. Finally, we published a
preliminary version of our subsolid nodule CAD system which
we trained and evaluated on a data set of 140 scans from one
site of a large lung cancer screening trial. In this study, we
reported promising results as we reached 73% sensitivity on the
independent test set at an average of 1.0 FP/scan (Jacobs et al.,
2011).

In this work, a novel automatic computer-aided detection sys-
tem for subsolid nodules is presented and evaluated on a large
database of a multi-center lung cancer screening trial.
The first algorithms for subsolid nodule detection have been
evaluated on rather small amounts of data ranging from 10 to 50
thoracic CT scans containing between 10 and 52 subsolid nodules
in total (Kim et al., 2005; Zhou et al., 2006; Ye et al., 2007). The
most recent study used 1100 subvolumes from CT scans from
around 200 subjects of which 100 subvolumes contained subsolid
nodules (Tao et al., 2009). In this study, we collected cases from
two sites of a large lung cancer screening trial and included all
CT examinations in which subsolid nodules were annotated, lead-
ing to a larger database than presented by prior studies. Data col-
lection is described in detail in Section 2.

The different components of the proposed CAD system, includ-
ing candidate detection, feature calculation and classification, are
described in Section 3. In comparison to the publication by Tao
et al. (2009), which is the most recent publication on subsolid nod-
ule detection, we describe a full CAD system including the candi-
date detection step, which was not specified in the publication
by Tao et al. (2009). Different classes of features have been utilized
in previous publications. The first work by Kim et al. (2005) and
Zhou et al., 2006 only used texture and intensity features. In the
publications by Ye et al. (2007) and Tao et al. (2009), shape features
are added to the feature set. In this work, we add another class of
features by including context features which are calculated at the
image-level, describing the relation of an area of ground glass
opacity to its surroundings such as the lung, airways, vessels and
other nodule candidates. We performed an experiment to show
that these type of features benefit the classification performance.
Experiments to optimize the configuration of the CAD system are
also explained in Section 3. We experiment with many different
classifiers to find the optimal classifier for this classification task.
This is an important optimization of the CAD system which has
also been mentioned as future work by prior publications (Tao
et al., 2009).

Section 4 outlines the results of the CAD system on the indepen-
dent test set. This section also reports the performance of a solid
nodule CAD system on our database with many subsolid nodules
and how the combination with a subsolid nodule CAD would ben-
efit the detection performance for detection of subsolid nodules. At
the best of our knowledge, we believe this has not yet been done in
any publication to date.

In order to get a good insight into the performance of the CAD
system and its potential to be applied in a clinical setting, an expe-
rienced thoracic radiologist reviewed the CAD marks of the CAD
system on the independent test set and the results of this investi-
gation are presented in Section 5. Finally, we discuss the perfor-
mance and limitations of the proposed CAD system and
opportunities for future work in Section 6 and conclude in
Section 7.
2. Materials

Data for this study was collected from the NELSON trial, a large
multi-center lung cancer screening trial, organized in the Nether-
lands and Belgium (van Klaveren et al., 2009). NELSON is an ongo-
ing randomized control trial established to test if screening for
lung cancer by low-dose CT in high-risk (ex-)smokers will lead to
a 25% mortality reduction in lung cancer mortality.

In total, the trial includes 7557 participants who receive multi-
ple rounds of screening with low-dose CT. All pulmonary nodules
which were found during visual reviewing of the CT scans were re-
corded in the trial database. Among other characteristics, the
screening radiologists indicated the location, diameter and nodule
type of all detected pulmonary nodules; calcified, solid, part-solid
or non-solid (van Klaveren et al., 2009). This database served as ref-
erence standard for our CAD analysis. We collected all thin-slice,
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low-dose CT examinations from two sites of the NELSON trial in
which at least one subsolid (part-solid or non-solid) nodule was
annotated. In total, the data set from which the scans were selected
consisted of around 20,000 scans from around 4500 subjects. All
subsolid nodule annotations with a diameter smaller than 5 mm
were discarded because current clinical guidelines state that these
nodules do not require follow-up CT (Naidich et al., 2013; Godoy
and Naidich, 2009). It has to be noted that in this work, solid nod-
ule annotations were not included in the analysis.

The first site was the University Medical Center in Utrecht, The
Netherlands. Screening CT examinations were made with a 16-
detector row CT scanner (MX8000 IDT or Brilliance 16; Philips
Medical Systems, Cleveland, Ohio) using a moderately soft recon-
struction kernel (B; Philips Medical Systems). The second site
was the Haarlemmer Kennemer Gasthuis in Haarlem, The Nether-
lands. At this site, CT examinations were made using a Somatom
Sensation 16 (Siemens Medical Solutions) and reconstructed using
a B30f kernel. All CT examinations at both sites were acquired in
helical mode with 16 � 0.75 mm collimation. Exposure settings
were 30 mAs at 120 kVp for patients weighing less than 80 kg
and 30 mAs at 140 kVp for those weighing more than 80 kg. Axial
images of 1.0-mm thickness were reconstructed at a 0.7-mm incre-
ment with a 512 � 512 matrix. In-plane voxel sizes varied from
0.53 mm to 0.89 mm.

After removal of the annotations of the subsolid nodules smaller
than 5 mm, 209 scans from 103 patients were collected from the
first site. In these patients, 122 subsolid nodules (63 part-solid,
59 non-solid) were found. Note that a pulmonary nodule can be
annotated in multiple scans because follow-up examinations of a
patient were included. Consequently, 225 annotations in 209 scans
were found. This data set was solely used for training and optimi-
zation of the CAD system.

At the second site, 109 scans from 56 patients were collected
after removal of the small subsolid nodules. In these patients, 60
subsolid nodules (32 part-solid, 28 non-solid) were found, which
led to 114 annotations in the 109 scans. This data set, acquired
with a different type of scanner from a different manufacturer,
was used for independent evaluation of the CAD system.

The effective diameter of the nodules in both data sets varied
between 5 and 34 mm, with a median of 10.7 mm.
3. Methods

This section describes the different steps of the CAD system.
Prior to the detection pipeline, previously published lung, airway
and vessel segmentation algorithms were applied (van Rikxoort
et al., 2009; van Ginneken et al., 2008; Dongen and Ginneken,
2010). An initial detection stage including nodule segmentation
generates a set of candidates. A rich set of features was defined
for subsolid nodule candidates. Previous publications on subsolid
nodule CAD have used intensity, shape and texture features (Kim
et al., 2005; Zhou et al., 2006; Ye et al., 2007; Tao et al., 2009). In
this paper, we add another class of features by including context
features. We performed classification experiments excluding and
including context features to show the additional value of these
features. We experimented with different classification schemes
and different classifiers to investigate their influence on the classi-
fication performance. Previous publications already expressed the
optimization of the classification as future work (Tao et al.,
2009). In this paper, we present an extensive and structured eval-
uation to select the best classification scheme. Based on the results
of these experiments, the optimal configuration of the CAD system
is chosen and this final system was evaluated on the independent
test set. Finally, we combined our subsolid CAD system with a pre-
viously published solid nodule CAD system (Murphy et al., 2009).
3.1. Candidate detection

3.1.1. Coarse candidate detection
The candidate detection procedure is started by applying a dou-

ble-threshold density mask within the lung regions to obtain a
mask of voxels with attenuation values commonly observed in
ground glass opacities. A range between �750 and �300 Houns-
field units (HU) is used, similar to previous studies (Heitmann
et al., 1997; Kauczor et al., 2000). Partial volume effects at the
edges of the lungs, vessels and airways can also give rise to atten-
uation values in the defined range. To remove these voxels, a mor-
phological erosion operation using a spherical structuring element
with a diameter of 3 voxels is applied. After this step, a connected
component analysis is performed to cluster all voxels into candi-
dates. Since subsolid nodules with a diameter smaller than 5 mm
do not require follow-up CT (Godoy and Naidich, 2009), all candi-
dates which have a volume smaller than 34 mm3 (corresponding to
the volume of an ideal sphere with a diameter of 4 mm are re-
moved). Subsequently, a morphological dilation operation with
the same structuring element is applied to undo the shrinking in-
duced by the erosion operation. Finally, the volume and center of
mass of all candidates are computed and candidates for which
the centers of mass are within 5 mm of each other are merged. This
merging procedure is applied to ensure that a nodule is covered by
only one candidate.
3.1.2. Nodule segmentation
The candidate detection procedure described above generates

clustered regions, but these are not an accurate segmentation of
the subsolid nodules. Therefore, a previously published robust
pulmonary nodule segmentation algorithm is used to acquire
accurate nodule segmentations (Kuhnigk et al., 2006). This algo-
rithm works on a cubic volume of interest and applies an effi-
cient combination of morphological operations to acquire a
robust nodule segmentation. Automatic chest wall removal and
separation from attached vasculature are incorporated into the
algorithm. This method has been extensively evaluated for solid
nodules and showed excellent results (Kuhnigk et al., 2006). We
slightly adjusted the segmentation algorithm to work for subsol-
id nodules. The algorithm described in the paper by (Kuhnigk
et al., 2006) used a global lower threshold of �450 HU. In order
to get good segmentation results for subsolid nodules (both part-
solid and non-solid), the lower threshold is changed to �750 HU.
The volume-of-interest for the segmentation algorithm is created
around the center of mass of the candidate and the size of the
VOI is set to 1.5 times the equivalent diameter of the initial can-
didate. In this way, accurate segmentations for all candidates are
created and this forms the final set of candidates which go into
the classification process.

3.2. Features

A rich set of features to describe the candidates is computed
which can be subdivided into four categories: intensity, texture,
shape features and context features.

3.2.1. Intensity features
Intensity features are calculated on four different sets of voxels:

� segmentation, voxels inside the candidate segmentation,
� boundingBox, voxels inside a bounding box defined around the

candidate segmentation,
� surrounding3, voxels inside the surrounding of the candidate

segmentation, created by dilating the candidate segmentation
with a rectangular structuring element of size 3 � 3 � 3 voxels,



C. Jacobs et al. / Medical Image Analysis 18 (2014) 374–384 377
� surrounding5, voxels inside the surrounding of the candidate
segmentation, created by dilating the candidate segmentation
with a rectangular structuring element of size 5 � 5 � 5 voxels.

An example of these regions is depicted in Fig. 1. These four re-
gions are defined to extract features from the intensity profiles of
the inner and the surrounding of a candidate. For each set of voxels,
a normalized histogram is computed using a bin size of 50 HU. The
bin size has been empirically determined such that the histograms
are not too sparse, but still contain the necessary information to
describe the underlying intensity distribution. For each normalized
histogram, the following statistics are computed: entropy, mean,
height of mean bin, mode (position of maximum peak), height of
mode bin and value of the bins of the quantiles 5%, 25%, 50%,
75% and 95%. Furthermore, the standard deviation, minimum,
maximum value and the first 7 Hu moments (Hu, 1962) are com-
puted for voxel set segmentation. The Hu moments are translation,
scale and rotation invariant and used to describe the underlying
intensity profile. Finally, the maximum vesselness (Frangi et al.,
1998) over multiple scales (1.0, 1.77, 3.16, 5.62 and 10.0 voxels)
is computed and the minimum, maximum, mean and standard
deviation of the maximum vesselness in voxel set segmentation
are used as features. Partial volume effects can create areas of
ground glass opacity close to vessels or on vessel walls and by
including these features, we capture information whether the can-
didate is in vicinity to or at a vessel wall.

In total, 54 intensity features are collected.

3.2.2. Texture features
For texture analysis, local binary patterns (LBP) and 2D Haar

wavelets are used (Ojala et al., 2002). Both are commonly used tex-
ture descriptors to describe localized spatial texture information
and have been used for parenchymal texture analysis in CT images
(Sörensen et al., 2008). These features for example help to exclude
false positive candidates in regions of homogeneous ground glass
opacity caused by motion artifacts. A VOI is created from the
bounding box around the candidate segmentation and this volume
is resampled (Lanczos resampling, a ¼ 3) to two cubic volumes of
interest of 16� 16� 16 and 32� 32� 32 voxels, respectively. Sub-
sequently, 2D local binary patterns using a neighborhood of 3� 3
(P = 8, R = 1) are computed for every slice of the resampled vol-
umes. Then, a normalized histogram with bin size 1 is computed
of the LBP output for each volume and the same histogram statis-
tics as mentioned in paragraph 3.2.1, except the quantiles, are used
as texture descriptors.

Furthermore, 2D Haar wavelets are applied on the 32� 32� 32
resampled volume. Each slice of the resampled volume is decom-
posed into four bands. Four volumes are constructed from the four
bands from every slice. Three normalized histograms are computed
from the three volumes built from the high-frequency bands. The
volume built from the low-frequency band is not used. Again, the
same histogram statistics are used as texture descriptors.

This leads to 40 texture features in total.
Fig. 1. Four different sets of voxels on which features are calculated. Left: segmenta
3.2.3. Shape features
The third group of features consists of shape features, which are

computed from the candidate segmentation. Segmentation on
other structures than nodules can create odd shapes and therefore,
shape is an important feature to discriminate true positive from
false positive samples. First, the following features are calculated:
sphericity, compactness1, compactness2 and guessRadius. In order
to calculate the sphericity, a sphere S is defined at the center of
mass of the candidate region with the same volume as the candi-
date segmentation. Then, sphericity is defined as the ratio between
the volume of the voxels of the candidate segmentation within
sphere S and the total volume of sphere S. Then, in order to calcu-
late compactness1, compactness2 and guessRadius, the bounding box
around the candidate segmentation is used and the dimensions are
named dimx, dimy and dimz. To calculate compactness1, the number
of voxels of the candidate cluster is divided by the total number of
voxels within the bounding box. Compactness2 is calculated by
dividing the number of voxels in the candidate cluster by the num-
ber of voxels in a cube for which the size is defined by the largest
dimension of the bounding box (maxðdimx; dimy; dimzÞ). The fea-
ture guessRadius is calculated by dividing the volume of the bound-
ing box by 6. In case of a perfect spherical nodule, this will produce
the exact radius of the sphere. Secondly, the number of voxels and
the cluster size in mm3 are computed to describe the size of the
candidate. These two features are almost identical, but the cluster
size takes the resolution of the CT scan into account. Finally, the
same set of 7 invariant Hu moments are computed from the candi-
date mask voxels to describe its shape. Note that in contrast to the
previous calculation of Hu moments for the intensity features, the
voxels are in this case set to 1 inside the segmentation and 0 out-
side the segmentation.

In total, 13 shape features are computed.
3.2.4. Context features
Finally, a novel group of context features is defined, which de-

scribe the location of the candidate region in respect to the lung
boundary, the airway tree, the vessels and other subsolid nodule
candidates. The location of the candidate with respect to the lungs,
vessels and airways is important for multiple reasons. For example,
larger areas of ground glass opacity can be seen at the gravity
dependent portions of the lung (base of the lung when CT is per-
formed supine) due to microatelectasis. This will result in a candi-
date which has an elongated shape along the boundary of the lung.
A combination of shape and context features is able to capture this.
Another example is airways filled with mucus, which can manifest
in the intensity range of ground glass opacities. These candidates
will show an overlap with the airway segmentation and this can
be used to classify them as false positive. Furthermore, the relation
of candidates to other candidates is relevant contextual informa-
tion. For example, a small candidate which is surrounded by many
other candidates is more likely to be originating from an area of
microatelectasis than to be a subsolid nodule.
tion, Middle left: boundingBox, Middle right: surrounding3, Right: surrounding5.
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First, two distance transforms are calculated within the lung re-
gions; the first using the lung segmentation and the second using
the airway tree. The distance to the lung boundary and distance
to the closest airway is extracted from the distance transforms
for all voxels inside the candidate segmentation. The mean, stan-
dard deviation, minimum and maximum distance to the lung
boundary and airways are computed and used as context features.

Secondly, a bounding box is defined around the lungs and this is
used to compute relative position features; relative X; Y and Z po-
sition, and distance to left bottom corner of the bounding box are
computed. Furthermore, the distance to the center of mass of both
lungs is calculated.

Thirdly, the absolute and relative airway and vessel overlap are
computed. To calculate this, we count the number of voxels within
voxel set boundingBox which are part of the airway segmentation
or the vessel segmentation. The exact number of voxels is the abso-
lute overlap and the relative overlap is calculated as the number of
voxels inside the segmentation divided by the total number of vox-
els in boundingBox.

Finally, the relation of a candidate with respect to other candi-
dates is described. First, we use the total amount of candidates
within the scan as a feature. This provides information about the
number of ground glass areas in the lung. Secondly, we calculate
the number of candidates within a distance of 30 mm and
50 mm of the candidate and the distance to the closest other
candidate.

In total, this sums up to 21 context features.
3.3. Classification

In this section, the experiments to optimize the classification
performance are described. Furthermore, we describe the evalu-
ation of the CAD system on the independent test set. During
evaluation of the system, a nodule is marked as detected when
the center of mass of the candidate is within a distance R of
the center of the nodule. In order to ensure that the CAD mark
is displayed within the nodule on the CT scan, we set R to be
the radius of the nodule size. This radius is half of the diameter
which is reported by the radiologist during reading of the CT in
the screening.
3.3.1. Optimization of the classification scheme
In order to select the best classification scheme, several classifi-

cation experiments are conducted. These experiments are per-
formed in 10-fold cross-validation on the training set. Since
patients can have multiple scans of the same pulmonary nodule,
the folds are created by splitting at a patient level to prevent bias.
Candidates are classified into two classes: nodule or false-positive
(FP), and the final performance of the CAD system is evaluated
using free-response operating characteristic (FROC) analysis.

Classification of candidates is tested using a single versus a two-
stage classification scheme. The one-stage classification scheme
computes the complete set of features for all candidates and uses
one supervised classifier to classify all candidates into the two clas-
ses. In contrast, the two-stage classification scheme utilizes only
five features in the first stage to perform a first-stage classification.
This first-stage classification is aimed at removing as many false-
positive candidates as possible. Then, the complete set of features
is only calculated for all remaining candidates. This two-stage ap-
proach has two advantages. Firstly, the computation time of the
CAD system for the two-stage classification scheme will be shorter
since the complete set of features does not have to be calculated for
all candidates. Secondly, the first-stage classification could make
the data set more balanced, which could be beneficial for the clas-
sifiers tested in the second stage. Both approaches are tested to
evaluate which classification scheme is optimal in terms of classi-
fication performance.

The first stage classification of the two-stage classification
scheme is performed using a Linear Discriminant Classifier (LDC)
(Fukunaga, 1990) because of its simplicity and speed. The optimal
set of five features for this first-stage classification is determined
using three approaches. In the first two approaches, a sequential
forward floating selection (SFFS) procedure (Pudil et al., 1994) is
used to select 5 features. The SFFS procedure uses a random 50%
of the training fold as training data and the other 50% as testing
data. In the first approach, accuracy is used as optimization crite-
rium for the SFFS procedure.

In the second approach, the partial area under the FROC curve
between 0 and 3 FP/scan is used as optimization criterium. Finally,
in the third approach, the Fisher’s linear discriminant ratio (Jobson,
1992) is calculated for all features and the five features with the
highest ratio are selected. Note that this approach does not con-
sider feature combinations. Three different LDC classifiers are
trained using these three different sets of five features and this pro-
duces a likelihood for all candidates for each classifier. The likeli-
hood threshold for stage one for each classifier is determined by
sorting all likelihoods of the positive samples and selecting the
lowest likelihood. Consequently, no true positives are removed in
the training set. All candidates with a likelihood below this thresh-
old are removed. In this way, we obtain the set of five features
which removes the most false positive candidates without remov-
ing true positives.

For the one-stage classification scheme and the second stage of
the two-stage classification scheme, a k-nearest neighbor classifier
(kNN) (Cover and Hart, 1967), random forest classifier (RF) (Brei-
man, 2001), GentleBoost classifier (GB) (Friedman et al., 2000),
nearest mean classifier (NM) (Fukunaga, 1990), support vector ma-
chine using radial basis function kernel (SVM-RBF) (Vapnik, 1995),
and LDC are tested in order to find the optimal classifier for this
classification task. Parameters of the different classifiers were also
optimized in cross-validation on the training set. In the kNN clas-
sifier, K was set to the square root of the number of positive sam-
ples. The random forest classifier was trained with 100 trees with a
maximum tree depth of 20. For the GentleBoost classifiers, regres-
sion stumps were used as weak classifiers and 250 weak classifiers
were used to train the classifier. Next to these classifiers, a combi-
nation of 10 GentleBoost classifiers, referred to as GB10, is used.
This classifier consists of 10 GentleBoost classifiers, which are all
separately trained using a random 75% of the training set. The final
output of the GB10 classifier is the median of the 10 different clas-
sifier probabilities. In pilot experiments, this classifier produced
improved performance compared to a single GentleBoost classifier.
For the GB10, we also used 250 regression stumps in each separate
GB classifier. The C and gamma parameter of the SVM-RBF classi-
fier were optimized in an inner 5-fold cross-validation loop within
the training fold of the 10-fold cross-validation loop. As an optimi-
zation criterium, the partial area under the FROC curve between 0
and 3 FPs/scan was used. All features are normalized to zero mean
and unit variance.
3.3.2. Evaluation of benefit of the context features
We hypothesize that the presented context features contribute

to a significantly better classification performance. We conducted
an experiment on the training set using the final system with
and without the context features to test this hypothesis. The boot-
strap method is used to test statistical significance. Scans were
sampled with replacement from the cross-validation set 5000
times. Every bootstrap sample had the same number of scans as
the original data set. Classification performance is measured by
the partial area under the FROC curve between 0 and 8 FPs/scan.



Fig. 2. FROC curves of the different classifiers in a single stage classification scheme
tested in 10-fold cross-validation on the full training set. The horizontal axis is
logarithmic. The dotted line indicates the maximal sensitivity which can be reached
due to the candidate detection sensitivity. GB10: combination of 10 GentleBoost
classifiers, as explained in Section 3.3.1, GB: GentleBoost classifier, SVM-RBF:
support vector machine with radial basis function kernel, LDC: linear discriminant
classifier, kNN: k-nearest neighbor classifier, NM: nearest mean classifier.

Table 1
Performance of the first-stage LDC classifier for different feature groups selected by:
(a) sequential feed-forward selection (SFFS) using accuracy as optimization criterium,
(b) SFFS using partial area under the FROC curve between 0 and 3 FPs/scan as
optimization criterium, (c) Fisher’s linear discriminant ratio (FLDR). Right column
shows the reduction ratio: the percentage of remaining candidates after removal of
candidates below the likelihood threshold.

Feature set Reduction ratio (%)
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3.3.3. Evaluation of the optimal classification scheme on independent
test set

The optimal classification scheme, one-stage or two-stage clas-
sification, and the optimal classifier was chosen based on FROC
analysis of the cross-validation results on the training set. Then,
the optimal classification scheme was trained using the complete
training set and tested on the independent test set to evaluate
the performance of the CAD system. Note that this test set has
not been used in any way during the optimization of the classifica-
tion scheme.

3.4. Combination with solid nodule CAD

In clinical practice, the subsolid nodule CAD system will operate
in combination with a solid nodule CAD system. Although solid
nodule CAD algorithms are not optimized and trained for detection
of subsolid nodules, they may still detect a fraction of all subsolid
nodules. In particular, they may be sensitive to detecting the solid
core of part-solid nodules. Therefore, the combination of a solid
nodule CAD and the proposed subsolid nodule CAD may increase
the overall detection sensitivity of subsolid nodules. To evaluate
this, a previously published nodule CAD system (Murphy et al.,
2009) is applied to all cases in the test set. This CAD system
reached an excellent sensitivity in a large comparative study of
nodule CAD algorithms, the ANODE09 study (van Ginneken et al.,
2010). In this work, the CAD system was set to operate at an aver-
age of 4 false positives per scan. Note that this operating point has
been determined on an independent data set so the system is not
guaranteed to generate precisely this false positive rate on our test
set.
SFFS – accuracy 68
SFFS – partial area under FROC curve 79
Fisher linear discriminant ratio 59

Fig. 3. FROC curves of the different classifiers in a two-stage classification scheme
tested in 10-fold cross-validation on the full training set after first stage classifi-
cation. The horizontal axis is logarithmic. The dotted line indicates the maximal
sensitivity which can be reached due to the candidate detection sensitivity. GB10:
combination of 10 GentleBoost classifiers, as explained in Section 3.3.1, GB:
GentleBoost classifier, SVM-RBF: Support vector machine with radial basis function
kernel, LDC: linear discriminant classifier, kNN: k-nearest neighbor classifier, NM:
nearest mean classifier.
4. Results

4.1. Candidate detection

The candidate detection step generated 237 ± 267 candidate re-
gions per scan in the training set and 109 ± 127 candidate regions
per scan in the test set. In the training set, the candidate detection
sensitivity was 84% for all subsolid nodules, where the sensitivity
for part-solid nodules and non-solid nodules separately was 81%
and 87%, respectively. In the test set, the sensitivity was 88% for
all subsolid nodules, and 85% and 90% for part-solid and non-solid
nodules, respectively.

4.2. Classification

4.2.1. Optimization of the classification scheme
The FROC curves of the different classifiers in the single stage

classification scheme on the full training set in 10-fold cross-vali-
dation are depicted in Fig. 2. This figure shows that the GB10 clas-
sifier performs best and reaches 69% sensitivity at 1 FP/scan and
74% sensitivity at 2 FPs/scan. Note that the candidate detection
sensitivity is 84%, which means that the classification sensitivity
cannot be higher than this value. This is indicated by the dotted
line in Fig. 2.

The goal of the first stage classification is to reduce the amount
of FPs in the set of candidate regions. Using the three approaches
explained in Section 3.3.1, three different sets of five features for
stage 1 classification are constructed and their performance is
tested in 10-fold cross-validation. Table 1 shows the amount of
samples which are removed when a posterior probability threshold
T is used which removes no true positives in the training set. This
table shows that the feature set based on Fisher’s linear discrimi-
nant ratio removes the most samples and therefore, this feature
set is selected for the first stage of CAD system.
The performance of the different classifiers in the second stage
is depicted in Fig. 3. Comparable to Fig. 2, the GB10 classifier also
performs best in this second-stage classification. Again, note that
the candidate detection sensitivity is 84%, which means that the
classification sensitivity cannot be higher than this value.
4.2.2. Evaluation of the optimal classification scheme on independent
test set

The performance of the best classifier for the single stage clas-
sification scheme, GB10, is compared to the best configuration



Fig. 5. FROC curves of the CAD system on the independent set for all subsolid
nodules, part-solid nodules only and non-solid nodules only. The horizontal axis is
logarithmic. The dotted lines indicate the maximal sensitivity which can be reached
due to the candidate detection sensitivity for the different nodule groups.

Fig. 6. FROC curves of the CAD system with and without context features. In
addition, the FROC curves when the CAD system is trained with only one single
feature group are depicted. The FROC curves are obtained by a 10-fold cross-
validation on the full training set. The horizontal axis is logarithmic.
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for the two-stage classification scheme; LDC with the FLDR fea-
tures and the GB10 for the second stage. There is no significant dif-
ference between the two classification schemes.

Computation time of the system with different classification
schemes was measured on a Dell laptop using 1 core with a proces-
sor speed of 2.70 GHz. Using the one-stage classification scheme,
the average computation time per case was 129 s. Using the two-
stage classification scheme, the average computation time per case
was 122 s. These results exclude the computation time of the lung,
airway and vessel segmentation. Although the computation time
difference is small, the two-stage classification scheme is selected
as the final classification scheme. The complete configuration of
the CAD system is depicted in Fig. 4.

Finally, Fig. 5 shows the FROC curve of the performance of the
final configuration of the CAD system on the test set. This system
has a two-stage classification scheme using a LDC and GB10 classi-
fier, is trained on the complete training set and tested on the test
set. Furthermore, FROC curves for part-solid nodules only and for
non-solid nodules only are displayed. This figure shows that the fi-
nal configuration of the CAD system reaches 80% sensitivity at 1 FP/
scan and 83% sensitivity at 2 FPs/scan. Note that the candidate
detection sensitivity on the test set was 88% (85% for part-solid
nodules and 90% for non-solid nodules). After the first stage classi-
fication, three true-positives (TP) were removed from the test set.
These were all non-solid nodules. Consequently, the maximal clas-
sification sensitivity in this graph is 85% (97 out of 114) for all sub-
solid nodules, 85% (46 out of 54) for part-solid nodules and 85% (51
out of 60) for non-solid nodules. Note that the CAD system is able
to detect all subsolid nodules when the system is set to operate at
4 FPs/scan.

4.2.3. Evaluation of benefit of the context features
Fig. 6 shows the FROC curves of the performance of the CAD sys-

tem on the training set with and without context features. In addi-
tion, to get an impression of the value of each feature group, we
also added the FROC curves of the system when only one of the fea-
ture groups is used. The performance of the CAD system, measured
by the partial area under the FROC curve between 0 and 8 FPs/case,
is significantly increased when the context features are added to
the system (p ¼ 0:001). The FROC curves of the single feature
groups also confirm the value of the context features as they are
the most important feature group after the intensity features.

4.3. Combination with solid nodule CAD

The complete test set has been processed using the solid nodule
CAD system, which was set to operate at an operating point of 4
false positives per scan. At this operating point, the solid nodule
CAD detected of 55% of all subsolid nodules in the test set. The
Fig. 4. Schematic diagram o
detection rate for part-solid nodules and non-solid nodules was
71% and 42%, respectively. Furthermore, the solid nodule CAD de-
tected 9 (6 part-solid and 3 non-solid) of the 23 subsolid nodules
which were missed by the subsolid CAD system when operating
at 1.0 FP/scan. Consequently, adding the solid nodule CAD system
to the subsolid nodule CAD system increased the detection sensi-
tivity for subsolid nodules from 80% to 88%.
f proposed CAD system.
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5. Observer study

In this section, we describe an analysis of the output of the CAD
system using an independent experienced chest radiologist as ref-
erence. Prior publications have shown that databases used for eval-
uation of CAD have its limitations (van Ginneken et al., 2010;
Armato et al., 2011). Although the process of obtaining a reliable
reference standard is a widely known problem when evaluating
CAD systems, it is important to investigate the output of a CAD sys-
tem and evaluate whether additional lung lesions are detected
(Peldschus et al., 2005). The annotations of the database used for
this study were obtained without the support of CAD and there-
fore, it is likely that CAD identified lesions not annotated in the
screening trial. It remains open whether these nodules have been
overlooked by the radiologists during screening or whether they
were deemed not suspicious enough to be annotated, for example
in case of small subsolid nodules. In order to see if CAD find addi-
tional lesions and to get an idea of the nature of false positives
which were generated by the CAD system, all false positives of
the CAD system when set to operate at an average of 1 FP/scan
are selected for evaluation by the radiologist.

Prior research has shown that there is a lot of debate among
radiologists as to what constitutes a pulmonary nodule. This is
clearly illustrated by the study of the Lung Image Database Consor-
tium (LIDC) (Armato et al., 2011). The database of this study is pub-
licly available and contains 1018 thoracic CT scans. In this study,
four experienced thoracic radiologists first independently re-
viewed the CT cases and recorded the nodules they found; the ini-
tial blinded-read phase. They categorized the nodules into three
categories: ‘‘nodule P 3 mm’’, ‘‘nodule < 3 mm’’, ‘‘non-nod-
ule P 3 mm’’. Then, in a second session, the radiologist could see
the anonymized annotations of the other three radiologists and
gave a final opinion about the nodules in the CT case. After both
sessions, 2669 lesions were marked as ‘‘nodule P 3 mm’’. Of these,
only 34.8% were marked by all radiologists and 29.1% were marked
by a single radiologist only. Since the investigators of LIDC did not
force consensus, they were able to show that radiologists disagree
considerably about what constitutes a pulmonary nodule. In order
to test whether there are debatable subsolid nodules within the
annotated nodules of the test set, the independent radiologist
was also confronted blindly with all subsolid nodules from the ref-
erence standard.

In total, the radiologist was thus confronted with 223 marks in
random order; 109 false positives and 114 nodule annotations
from the reference standard. An in-house developed, dedicated
reading workstation was used in which the radiologist could easily
navigate from mark to mark and inspect findings in all orthogonal
planes simultaneously. All reading facilities of a usual reading
workstation were present. Note that the radiologist read these
marks in a blinded fashion. Based on experience from prior exper-
iments, the following categories were defined: subsolid nodule,
subsolid nodule <5 mm, solid nodule, scar, acute inflammation,
interstitial lung disease (ILD), motion/pulse artifacts and other
FP. The last category contains everything not belonging to the first
groups and the radiologist could provide a comment with the
mark. In addition, when a subsolid nodule was marked, the radiol-
ogist was also asked to indicate whether it was a part-solid or non-
solid nodule. The results from this observer study are presented in
Table 2.
6. Discussion

A fully automatic CAD system for automatic detection of subsol-
id nodules was described and extensively evaluated. The data set
used in this work was collected from two sites of a large multi-cen-
ter lung cancer screening trial and was considerably larger than the
data sets used by previous publications (Zhou et al., 2006; Ye et al.,
2007; Tao et al., 2009). CAD systems trained and tested on data
from the same scanner may show better performance than the ac-
tual performance of the CAD system on data from different scan-
ners. To circumvent this problem, we decided to test the CAD
system on data from a different site, which was acquired with a
different scanner.

The CAD system is initiated with a lung, airway and vessel seg-
mentation algorithm. These algorithms were successful on all
scans from the training set and failed on only one scan of the test
set. Consequently, no marks were generated on this scan in the test
set and lesions on this scan were missed. Evaluation and improve-
ment of these algorithms is beyond the scope of this paper.

The candidate detection procedure is started in the next step in
which a robust and accurate nodule segmentation algorithm is
integrated. As a basis for a robust performance of the CAD system,
a sensitive candidate detection step is essential. As the results in
Section 4.1 show, the sensitivity of the candidate detection step
is high; 84% on the training set and 88% on the independent test
set. We believe this is a sufficiently high sensitivity for the candi-
date detection step.

Subsequently, a rich set of features is defined for the candidate
regions. In addition to intensity, shape and texture features, we
added a novel group of context features. Contextual information
is commonly used in classification problems in many fields. How-
ever, despite the large number of publications on CAD, contextual
information is barely used in this area, with few exceptions such as
the work of Sánchez et al. (2012), Song et al. (2012) and Hupse and
Karssemeijer (2009). Hupse and Karssemeijer (2009) and Song
et al. (2012) used specific contextual features for detection of
masses in mammograms and detection of tumors and lymph nodes
in thoracic images, respectively. Sánchez et al. (2012) presented a
general framework for including contextual information and
showed that this significantly improved the classification of two
CAD applications: identification of exudates and drusen in 2D ret-
inal images and coronary calcifications in 3D computed tomogra-
phy scans. The contributions of our paper in terms of contextual
classification are twofold. Firstly, we introduced novel context fea-
tures dedicated to subsolid nodules and their relation to vascula-
ture, pleural surface and the bronchial tree. We show that these
features significantly increase the classification performance
(p ¼ 0:001). Secondly, compared to Sánchez et al. (2012) we intro-
duced a new class of context features which take the context of the
complete image into account instead of only the context of individ-
ual candidates. The rationale behind this new class of features is
that in a scan with many subsolid nodule candidates, it is more
likely that the high number of candidates is caused by other factors
such as interstitial lung disease, low inspiration level or poor image
quality than that there are actually many subsolid nodules present
within the scan.

In order to get the best performance out of all features, two dif-
ferent classification schemes and several different classifiers have
been tested. To prevent a positively biased performance on the test
set, the complete optimization of the CAD system is performed in
10-fold cross-validation on the training data. The FROC curves in
Fig. 2 and Fig. 3 show that classification of candidate regions using
all features achieves the best performance when the GB10 classi-
fier is used. Therefore, this classifier was used in the final configu-
ration of the CAD system. There was no clear difference in
performance between the two classification schemes. Since the
two stage classification scheme reduces the computation time of
the CAD system, this is used in the final system. Although the
reduction in computation time is only minor at this point, the ben-
efit of the two stage approach might increase when the feature set
is extended.



Table 2
Analysis of the true positives, false negatives and false positives of the CAD system at 1FP/scan by an experienced thoracic radiologist. All marks are categorized into one of the 8
categories, represented by 8 columns in the table.

Mark type Subsolid
nodule

Subsolid
nodule < 5 mm

Solid
nodule

Inflammation Scar Interstitial lung
disease

Motion/pulse
artifacts

Other
FP

Total
number

True positive 75 0 2 0 6 0 0 8 91
False

negative
10 0 4 0 2 0 0 7 23

False
positive

44 6 1 0 5 2 4 47 109

Fig. 7. Subsolid nodules detected by CAD and confirmed by radiologist, but not present in reference standard. Every column shows one nodule. The top image displays an
axial image, the middle image displays a sagittal image and the bottom image a coronal view. Images show a field of view of 40 � 40 mm in which the nodule is centered.

Fig. 8. Subsolid nodules missed by subsolid nodule CAD when set to operate at 1 FP/scan. Every column shows one nodule. The top image displays an axial image, the middle
image displays a sagittal image and the bottom image a coronal view. Images show a field of view of 40 � 40 mm in which the nodule is centered. Also note that the second
and third nodule is the same lesion but at different time points.
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The lack of performance difference between the one stage and
two stage classification scheme using the GB classifier is an inter-
esting observation which shows that the GB classifier intrinsically
is able to handle unbalanced data sets. Boosting classifiers increase
the weights of misclassified examples in each iteration step of the
training and therefore, many obvious negative samples will soon
get a low weight which effectively balances the data set. Therefore,
no large improvement can be found for the GB classifier when
comparing the one-stage versus two-stage classification. On the
contrary, a substantial improvement in the two-stage classification
situation can be seen for the LDC and NM classifier, which are
known to suffer from unbalanced data sets. In the LDC for example,
the estimate of the common covariance matrix of the two classes is
a weighted mean of the two sample matrices. Therefore, it will be
dominated by the variation of the prevalent class. Consequently, a
substantial bias may be present if the assumption of a common
covariance matrix does not hold. CAD researchers typically invest
considerable amount of time in optimizing the classification
scheme and one aspect of this is to start experimenting with one
stage versus multiple stage classification schemes. Next to that,
different classifiers are usually tested. We show that the possible
performance increase of a two-stage classification is dependent
on the classifier, since certain classifiers are able to handle unbal-
anced data better than others. This should be taken into account
while developing CAD algorithms.

In clinical practice, the subsolid nodule CAD system will operate
in combination with a solid nodule CAD system. Most published
and commercial nodule CAD systems generate between 2 and 4
false positives per scan. In order to control the false-positive rate
of the combined system, good sensitivity at a low false-positive



Fig. 9. Subsolid nodules in the reference standard which are not classified as subsolid nodules by the independent radiologist. Every column shows one nodule. The top image
displays an axial image, the middle image displays a sagittal image and the bottom image a coronal view. Images show a field of view of 40 � 40 mm in which the nodule is
centered. The categories which were chosen by the experienced radiologist for these nodules were: (a) other FP: plate atelectasis, (b) other FP: perifissural nodule (PFO), (c)
other FP: small complex lesion next to bullae, (d) other FP: PFO, (e) other FP: small complex lesion next to bullae, (f) scar, (g) scar, (h–k) solid nodule
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rate is desired. The FROC analysis in Fig. 5 shows that the proposed
subsolid CAD system reaches a sensitivity of 80% on our indepen-
dent test set at a low false-positive rate of 1 FP/scan. Given that
the system will be combined with a solid nodule CAD, we believe
that this is a suitable operating point of our subsolid nodule CAD
system. As Fig. 5 also shows, the performance for part-solid nod-
ules is better than for non-solid nodules. The most likely reason
for this is that the solid component in the part-solid nodule is well
described by our feature set and this benefits the classification
process.

Furthermore, we explored whether a solid nodule CAD system
would be able to detect the missed nodules of the subsolid CAD
system. At an average of 1 FP/scan, the subsolid nodule CAD
reaches a 80% sensitivity which means that it misses 23 of the
114 annotations in the test set. As described in Section 4.3, the so-
lid nodule CAD detected 9 of the 23 missed subsolid nodules when
set to operate at 4 FPs/scan. Consequently, the sensitivity would in-
crease from 80% to 88% which represents an important improve-
ment. To get an idea which type of nodules we still miss, 7 of the
18 missed subsolid nodules are depicted in Fig. 8.

Finally, an experienced thoracic radiologist scored all findings in
the reference standard as well as all CAD marks when the CAD is
set to operate at an average of 1 FP/scan. Table 2 shows that 44
from the 109 (40%) false positives CAD marks were retrospectively
marked as subsolid nodules. These nodules were initially not anno-
tated during the screening. These results show that a subsolid nod-
ule CAD system may detect subsolid nodules overseen by
radiologists. In Fig. 7, 9 of these false-positive CAD marks which
were retrospectively classified as subsolid nodule are shown. Fur-
thermore, Table 2 also shows that from the 23 missed subsolid
nodules, a considerable amount (13) were not marked as subsolid
nodule by the radiologist. This indicates that these nodules are
debatable. In Fig. 9, examples of these 13 debatable nodules are
shown.

In future work, we intend to further explore how to optimally
combine the proposed subsolid nodule CAD system with a solid
nodule CAD and evaluate this on a large data set containing both
solid and subsolid nodules. Then, robust detection of the complete
spectrum of pulmonary nodules is at hand.

7. Conclusions

In this work, a fully automatic CAD system for detection of sub-
solid nodules was presented. The data set used in this work was
collected from a large multi-center lung cancer screening trial
and is considerably larger than the data sets used in previous stud-
ies. A novel set of context features is introduced which describe the
relation of a nodule candidate to the lung boundary, airways, ves-
sels and other nodule candidates. Using experiments, we have
shown that these features significantly improve the classification
performance of the CAD system. The CAD system reached 80% sen-
sitivity on the independent set at an average of 1.0 false positive
per scan. We believe this is an appropriate operating point because
in clinical practice, a subsolid nodule CAD will be used in combina-
tion with a solid nodule CAD, which usually generates between 2
and 4 FPs/scan. When the subsolid nodule CAD system was com-
bined with a previously published solid nodule CAD, the sensitivity
for subsolid nodules increased to 88% on the independent test set.
An extensive evaluation of the CAD output using an experienced
thoracic radiologist showed that a substantial fraction of the false
positives of the system when operating at 1.0 false positive per
scan were actually considered to be subsolid nodules which were
missing in the reference standard.
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