
Lung field segmentation from thin-slice CT scans  
in presence of severe pathology 

 
Ingrid C. Sluimer1, Meindert Niemeijer and Bram van Ginneken 

Image Sciences Institute, University Medical Center Utrecht, Utrecht, The Netherlands 
www.isi.uu.nl 

 
 

ABSTRACT 
 
Conventional methods for the segmentation of lung fields from thorax CT scans are based on thresholding. They rely on 
a large grey value contrast between the lung parenchyma and surrounding tissues. In the presence of consolidations or 
other high density pathologies, these methods fail. For the segmentation of such scans, a lung shape should be induced 
without relying solely on grey level information. We present a segmentation-by-registration approach to segment the 
lung fields from several thin-slice CT scans (slice-thickness 1 mm) containing high density pathologies. A scan of a 
normal subject is elastically registered to each of the abnormal scans. Applying the found deformations to a lung mask 
created for the normal subject, a segmentation of the abnormal lungs is found. We implemented a conventional lung 
field segmentation method and compared it to the one using non-rigid registration techniques. The results of the 
algorithms were evaluated against manual segmentations in several slices of each scan. It is shown that the 
segmentation-by-registration approach can successfully identify the lung regions where the conventional method fails. 
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1. INTRODUCTION 
 
Image segmentation is a prerequisite for many image processing algorithms. The segmentation work described here lies 
within the context of the development of a computer aided diagnosis system for CT scans of the thorax. For such a 
system to work with a minimal amount of user interaction, it will have to be able to perform an automated segmentation 
of the objects of interest, i.e. the lungs. Conventional methods for the segmentation of the lung fields from thorax CT 
scans are essentially based on thresholding, followed by either regional1,2,3 or edge-based4,5 identification of the lung 
volumes. They rely on a large grey value contrast between the lung parenchyma and surrounding tissues. In many cases 
the performance of these  methods has even been evaluated on CT scans of healthy volunteers. Such scans are however 
not representative of routinely acquired clinical data.  
 
When consolidations or other high density pathologies are present in the scans, the aforementioned methods fail. 
However, such pathologies are often encountered in clinical practice. For the segmentation of these scans, a lung shape 
should be induced without depending solely on grey value information. To this end, we present a non-rigid registration 
method to match a thorax scan of a normal subject to scans containing abnormalities. Applying the found deformations 
from the registration to a lung mask created for the normal subject, a segmentation of the abnormal lungs is found. We 
compare the performance of our segmentation-by-registration algorithm to a “conventional” segmentation method. The 
conventional rule-based method we implemented consisted of thresholding  and regiongrowing, followed by 
morphological post-processing steps, and was adopted from the algorithm described by Hu et al1. 
 
Details about the data are given in section 2. In section 3 both segmentation algorithms are described in detail. Section 4 
summarizes the experiments and results, followed by the discussion and conclusions in sections 5 and 6. 
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2. DATA 
 
Thin slice – or high resolution – CT scans have a slice thickness of approximately 1 mm. As the in-plane resolution 
(depending on patient size) is usually also in this range, this results in nearly isotropic scan volumes. In this study 7 thin 
slice CT scans (of 7 different patients) were used: one reference scan showing normal lungs and 6 evaluation scans 
containing high density pathology. Their slice thickness was either 1.0 mm or 1.25 mm, the average in-plane resolution 
was 0.63 mm/pixel. All scans were reconstructed on a 512x512 matrix. One scan was acquired on a 4-slice Siemens 
Somatom Volume Zoom scanner, the other scans were acquired on a 16-slice Philips MX8000IDT scanner. Table 1 lists 
the data properties and acquisition parameters for all 7 scans. 

Table 1 : Data description 

 reference 1 2 3 4 5 6 
# slices 416 348 338 598 380 383 420 
size on disc (MB) 208 174 169 299 190 191 210 
slice thickness (mm) 1.0 1.25 1.0 1.0 1.0 1.0 1.0 
tube voltage (KVP) 120 120 120 120 120 120 120 
tube current (mAs) 200 280 260 225 390 390 200 
in plane resolution (mm/pix) 0.70 0.65 0.54 0.62 0.62 0.61 0.70 
scanner manufacturer Philips Siemens Philips Philips Philips Philips Philips 

 

3. METHODOLOGY 
 
We implemented two lung field segmentation methods. A method based on thresholding and regiongrowing, adopted 
from the algorithm described by Hu et al1, and a method using elastic registration. Both these methods are described in 
detail in the remainder of this section. 

3.1. Segmentation by rule based thresholding  
 
The “conventional” lung field segmentation method consists of the following steps: 
 

1. [ User interaction: location of the trachea in the first slice of the scan (by clicking one seedpoint inside it). ] 
2. Determine an appropriate threshold value t for the scan. 

This is done iteratively using ti+1 = ½(µi,above +  µi,below),  
where µi,above indicates the average value of all voxels with a value above ti  
and µi,below indicates the average value of all voxels with a value below ti. 

3. Perform regiongrowing from the seedpoint in the trachea using threshold t 
(using 6 neighbours in the regiongrow). 

4. Remove the trachea and mainstem bronchi from the grown volume: 
Regiongrow from the seedpoint in the trachea while keeping track of all fronts (using 26 neighbours in the 
regiongrow). Upon each regiongrowing iteration, a front can either progress, split into multiple new fronts, or 
die out. Additionally, for each front separately, iteration in the regiongrowing is stopped when the front 
becomes too large.  
In short: the seedpoint in the trachea initializes a regiongrowing front. Consequently the following iterations 
are performed: 

a. perform one regiongrowing step from the front (using 26 neighbours), creating a new front 
b. count the number of voxels s in the new front :  

if s(new front) > 2 s(old front) then the new front dies  
(it is assumed that a bronchus has now merged with the lung parenchyma) 
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c. count the number of connected components n in the new front:  
if n > 1 then the front has split, the old front dies and the new fronts are added to the list and tracked. 

5. Perform hole filling (in each perpendicular dimension separately) and smoothing by morphological closing 
(size and shape of the kernel are parameters to be set by the user). 

 
This algorithm was adopted from the segmentation method described by Hu et al.1, but differs from it on four main 
points: 

a. In the first step of our algorithm a user manually indicates a seedpoint in the trachea. The algorithm 
described by Hu performs thresholding and component labeling of the volume in order to find the lung 
volume. The trachea is then identified by searching for a circular air filled region in the first few slices 
of the scan. Manual indication of a point in the trachea avoids the costly 3D componentlabeling step 
(as well as the search for the trachea). 

b. In step 4 of the algorithm, we did not perform slice-by-slice directed regiongrowing. It was our 
experience that slice-by-slice regiongrowing was not able to remove enough of the mainstem bronchi 
in cases where the right main bronchus was relatively short. The slice-by-slice regiongrowing would 
stop on the criterion that the grown region became too large, in axial slices that intersect the bronchial 
tree in such a way that leaves the right mainstem bronchus and part of the right upper lobe bronchus 
connected. 

c. We did not seek to further identify the left and right lung separately in our segmentations.  
d. A final discrepancy is to be found in the implementation of the smoothing of the segmentation.  

 
Figure 1 shows the segmentation of the reference scan using the algorithm described above. 
 

     
Figure 1 : Segmentation of the reference scan using the “conventional” rule based thresholding algorithm. The 
boundaries of the segmentation are outlined with a white line on the inside of the segmentation and a black line on the 
outside of the segmentation. 

3.2. Segmentation by registration 
 
The following sequence of steps describes our “segmentation by registration” approach. Input to the algorithm are a 
reference image (containing no pathology) and an evaluation scan containing high density pathology. 
 

1. Perform a segmentation of the reference scan, yielding a reference mask. 
2. Subsample evaluation scan, reference scan and reference mask by a factor 4 in each direction. 
3. Perform elastic registration matching the reference scan to the evaluation scan, resulting in an image 

transformation Ғ. 
4. Apply the image transformation Ғ to the subsampled reference mask, resulting in a segmentation of the 

subsampled evaluation scan: S. 
5. Upsample S to acquire a segmentation of the evaluation scan. 
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Figure 2 gives a schematic. The segmentation of the reference image can be done by hand or by using a conventional 
segmentation algorithm such as described in section 3.1. We used a manual segmentation. 
 

 
Figure 2 : Schematic overview of the segmentation by registration process. 
 
In the last step of the algorithm, the mask is upsampled to the original resolution of the evaluation scan by using linear 
interpolation. The resulting segmentation has jagged edges (artifacts of the interpolation) which are smoothed by 
performing Gaussian blurring and thresholding the blurred mask to revert it to a binary image. 
 
We used the VTK CISG Registration Toolkit available from http://www.image-registration.com, written by T. Hartkens 
based on code by D. Rueckert and J. Schnabel. In their approach6, the elastic registration is performed in a multi-
resolution fashion. After a global alignment of source and target scan by an affine transformation, local elastic 
deformations are found by calculating displacements of control points. The control points are placed in the scan in a 
regular grid and act as parameters of a free-form deformation model based on B-splines. Deformations are calculated for 
several resolution levels of the control point grid, ordered from coarse to fine. For each resolution, optimization is 
performed with respect to a similarity measure that quantifies the quality of the match between the deformed source 
scan and the target scan,  in a sequence of gradient descent iterations. 
 
The parameters used in the registrations were as follows. The similarity measure was normalized mutual information7. 
Grey values in each scan were binned to a 128 bin histogram. Registration was performed on two resolution levels with 
grids of control points equally spaced every 16 and every 8 voxels and per resolution level a maximum amount of 20 
iterations was allowed. 
 
The registration software was run under Windows XP on a PC with 2GB RAM and a 2.8 GHz CPU. As the VTK CISG 
Registration Toolkit was not able to handle the datasets in their original size, all scans were subsampled by a factor 4 in 
each direction prior to registration. Applying the elastic registration to the subsampled volumes resulted in computation 
times in the range of 4 hours.  
 

4. EXPERIMENTS AND RESULTS 
 
The two segmentation methods were evaluated using manual segmentations as a gold standard. As creating manual 
segmentations is very labor-intensive, evaluation was performed on 5 slices from each evaluation scan, taken at regular 
intervals throughout the entire lung volume. Performance is measured in terms of accuracy, sensitivity and specificity, 
regarding the amount of pixels in the evaluation slices that were correctly or incorrectly labelled as being either lung or 
background. These pixel classification measures are sensitive to the relative amount of background. If there are many 
(easily correctly classified) background pixels in the scan, a high – but uninformative – value for the accuracy will be 

Abnormal lung 

Mask of normal lung Mask of abnormal lung 

“conventional” 
or 

manual  
segmentation 

registration 

(copy the found transformation) 

Normal lung 
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the result, as it will be dominated by a high value of the specificity. To lessen this effect, a mask was created identifying 
the patient body by thresholding and starting a regiongrow outside the field of view. In calculating accuracy, sensitivity 
and specificity only pixels within the body were taken into account. 
 
Figures 3, 4 and 5 demonstrate the results of both segmentation algorithms. The result of the conventional segmentation 
algorithm is in the bottom left images. The outline in the bottom right images is that of the lung mask of the reference 
scan, deformed to match the evaluation scan, as calculated by the non-rigid registration process. The tables below the 
figures give the segmentation results of both methods for the slice shown. 
 
The results are summarized in Tables 2 and 3. Averaged over all 30 evaluation slices, both methods yield comparable 
accuracies (Table 2, “All data”), but the registration method achieves higher sensitivity. In all cases, the voxels labeled 
as “lung” by the conventional algorithm were indeed part of the lung volume as determined by the human observer, but  
pathology bearing regions were missed. In performing computer analysis or computer aided diagnosis of the lung, the 
diseased areas are of great importance and it is essential that they are not left out by an automated segmentation method. 
 
Because the abnormalities in the scans did not show up in each slice, the evaluation slices could be divided into the 
categories “easy” and “difficult”. The category “difficult” contained 19 slices showing severe pathology. Examples from 
this category can be seen in Figures 3 and 4. The category “easy” contained 11 slices showing a mild amount of 
pathology or none at all. An example from this category can be seen in Figure 5. On the 19 difficult slices, the 
registration method outperformed the conventional method (Table 2, “Difficult data”).  
 
Errors in the segmentation-by-registration are mostly due to over/under-segmentation at the borders. This effect can be 
seen when results are calculated taking into account only those errors made 8 pixels (approximately 5 mm) or further 
away from the lung border in the manual segmentations (Table 3).  
 

Table 2 : Segmentation results for the two methods. Numbers represent average ≤ standard deviation. 

Data Segmentation method Accuracy Sensitivity Specificity 
Conventional 0.94 ≤ 0.06 0.80 ≤ 0.23 1.00 ≤ 0.00 All 
By registration 0.95 ≤ 0.04 0.92 ≤ 0.14 0.96 ≤ 0.02 
Conventional 0.91 ≤ 0.06 0.71 ≤ 0.26 1.00 ≤ 0.00 “Difficult” 
By registration 0.94 ≤ 0.05 0.89 ≤ 0.17 0.96 ≤ 0.02 

 

Table 3 : Segmentation results for the two methods, disregarding over/undersegmentation at the borders. Only 
wrongly labeled pixels further than 5 mm away from the border of the manual segmentation are taken into account. 
Numbers represent average ≤ standard deviation. 

Data Segmentation method Accuracy Sensitivity Specificity 
Conventional 0.97 ≤ 0.05 0.89 ≤ 0.18 1.00 ≤ 0.00 All 
By registration 0.98 ≤ 0.04 0.97 ≤ 0.12 0.99 ≤ 0.01 
Conventional 0.95 ≤ 0.05 0.83 ≤ 0.20 1.00 ≤ 0.00 “Difficult” 
By registration 0.98 ≤ 0.04 0.95 ≤ 0.15 0.99 ≤ 0.01 

 

5. DISCUSSION 
 
The bottleneck in using elastic registrations of this form is their computational complexity, leading to clinically 
unacceptable calculation times for the algorithm, as well as the need for subsampling of the data. Although it should be 
possible to speed up the process by utilizing non-uniform grids of (therefore less) control points8, local (rather than 
global) recalculations of the similarity measure or an implementation dedicated to the registration of lungs specifically, 
it is safe to say that the sheer quantity and volume of medical datasets as they are nowadays routinely produced, present 
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a challenge to the registration community. Alternatives methods for the registration of CT scans of the lungs are 
described by Li et al.9, who present intersubject warping based on corresponding points in the bronchial trees and other 
landmarks, and Betke et al.10, who perform intrasubject registration on follow-up scans based on a segmentation of the 
lung surfaces. Since both these methods require a segmentation as input to start with, they can not be used in our 
framework to create one. Finally, Dougherty et al.11 also perform a temporal registration of  CT scans of the lung. Their 
approach is based on an optical flow method and therefore assumes a certain measure of intensity correspondence that 
our set of pathology containing scans does not exhibit. 
 
For segmentation of lung fields containing a mild amount of pathology or none at all, conventional segmentation 
methods such as the one described by Hu et al.1 perform well. Note however that even relatively small abnormalities can 
present significant challenges to all methods: although segmentation of the evaluation scan shown in figure 5 may seem 
like an easy task at first glance, neither of the two automated methods is able to reproduce the lung outline of the right 
lung as drawn by the human observer.  
 

6. CONCLUSIONS 
 
It is shown that the segmentation-by-registration approach can successfully identify the lung regions in CT scans with 
high density pathology. In these scans, segmentation using conventional methods fails due to the lack of contrast 
between the pathological lung and surrounding tissues. 
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Figure 3 : Example of a CT slice showing a consolidation. Top left: CT slice, top right: manual segmentation,  bottom 
left: result from a conventional segmentation technique, bottom right: result from segmentation by non-rigid 
registration. The boundaries of the segmentation are outlined with a white line on the inside of the segmentation and a 
black line on the outside of the segmentation. For this slice, segmentation results were as follows: 
 

Segmentation method Conventional By registration 
Accuracy 0.94 0.95 
Sensitivity 0.85 0.96 
Specificity 1.00 0.95 
Accuracy (disregarding errors <8pix from the border) 0.96 0.99 
Sensitivity (disregarding errors <8pix from the border) 0.90 0.99 
Specificity (disregarding errors <8pix from the border) 1.00 0.99 
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Figure 4 : Example of a CT slice showing severe pathology. Top left: CT slice, top right: manual segmentation,  
bottom left: result from a conventional segmentation technique, bottom right: result from segmentation by non-rigid 
registration. The boundaries of the segmentation are outlined with a white line on the inside of the segmentation and a 
black line on the outside of the segmentation. For this slice, segmentation results were as follows: 
 

Segmentation method Conventional By registration 
Accuracy 0.83 0.94 
Sensitivity 0.37 0.93 
Specificity 1.00 0.94 
Accuracy (disregarding errors <8pix from the border) 0.88 0.98 
Sensitivity (disregarding errors <8pix from the border) 0.57 1.00 
Specificity (disregarding errors <8pix from the border) 1.00 0.97 
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Figure 5 : Example of a CT slice showing a mild amount of pathology. Top left: CT slice, top right: manual 
segmentation,  bottom left: result from a conventional segmentation technique, bottom right: result from segmentation 
by non-rigid registration. For this slice, segmentation results were as follows: 
 

Segmentation method Conventional By registration 
Accuracy 0.97 0.97 
Sensitivity 0.92 0.94 
Specificity 1.00 0.98 
Accuracy (disregarding errors <8pix from the border) 1.00 1.00 
Sensitivity (disregarding errors <8pix from the border) 1.00 1.00 
Specificity (disregarding errors <8pix from the border) 1.00 1.00 
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