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Abstract

A novel framework for image filtering based on regression is presented. Regression is a supervised technique from pattern recognition
theory in which a mapping from a number of input variables (features) to a continuous output variable is learned from a set of examples
from which both input and output are known. We apply regression on a pixel level. A new, substantially different, image is estimated
from an input image by computing a number of filtered input images (feature images) and mapping these to the desired output for every
pixel in the image. The essential difference between conventional image filters and the proposed regression filter is that the latter filter is
learned from training data. The total scheme consists of preprocessing, feature computation, feature extraction by a novel dimensionality
reduction scheme designed specifically for regression, regression by k-nearest neighbor averaging, and (optionally) iterative application of
the algorithm. The framework is applied to estimate the bone and soft-tissue components from standard frontal chest radiographs. As
training material, radiographs with known soft-tissue and bone components, obtained by dual energy imaging, are used. The results
show that good correlation with the true soft-tissue images can be obtained and that the scheme can be applied to images from a different
source with good results. We show that bone structures are effectively enhanced and suppressed and that in most soft-tissue images local
contrast of ribs decreases more than contrast between pulmonary nodules and their surrounding, making them relatively more
pronounced.
� 2006 Elsevier B.V. All rights reserved.
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1. Introduction

The human mind is extremely adept at filtering visual
information. One of the most popular textbooks in radi-
ology instructs students how to read chest films as fol-
lows: ‘‘The system generally employed by radiologists is
to look at various structures in a deliberate order, con-
centrating on the anatomy of each while excluding the
superimposed shadows of other structures. Even as an
1361-8415/$ - see front matter � 2006 Elsevier B.V. All rights reserved.

doi:10.1016/j.media.2006.06.002

* Corresponding author. Tel.: +45 72 18 5072; fax: +45 72 18 5001.
E-mail address: marco@itu.dk (M. Loog).
URL: http://www.itu.dk/~marco/ (M. Loog).

1 Parts of this research were carried out when ML was affiliated to the
Image Sciences Institute, Utrecht, The Netherlands.
exercise of intellectual discipline, this is not as difficult
as it sounds. (. . .) For a chest film you will look at the
bony framework and then, just as deliberately, look

through it at lung tissue and the heart’’ (Novelline,
2004, p. 80) .

The key to this skill is knowledge gained through learn-
ing. It is knowledge about anatomical structures and the
way in which they are depicted in medical imagery that
enables the radiologist to mentally remove structures from
an image. Computer vision algorithms with similar capabil-
ities will have enormous potential in medical image analy-
sis. In this work, we propose a general framework to
predict new (output) images from given (input) images by
learning the mapping from examples for which both output
and input are provided.

mailto:marco@itu.dk
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The application we will focus on in this work is the sep-
aration of a standard frontal posterior–anterior chest
radiograph into a bone image and a soft-tissue image. This
separation can be obtained by dual energy imaging in
which in addition to the normal exposure a second image
is acquired at a lower energy level. Because the X-ray
attenuation coefficients of bone (containing calcium) and
soft-tissue have a different energy dependence, a properly
calibrated system can separate these two components from
these two acquisitions (Lehmann et al., 1981). An example
is shown in Fig. 1. Although several commercial chest units
now offer dual energy imaging at no or negligible addi-
tional radiation, it is not routinely performed in clinical
practice. After undergoing a training process, our algo-
rithm can estimate a soft-tissue and a bone image from
any chest radiograph without the need for actual dual
energy imaging. These estimated images can be used for
subsequent processing, e.g. for computer-aided diagnosis.
In the training stage of the algorithm, actual pairs of chest
radiographs and bone and soft tissue images obtained from
dual energy imaging, are used. The system can be thought
of as an advanced, highly nonlinear filter. One may also
conceive the method as simulation of soft-tissue and bone
images from only the standard radiograph as input.

It is important to note here that the framework is not
limited to this application. It could also be used for noise
removal if a scheme were trained with noisy images and
corresponding images with less noise. Another possibility
is to predict how an image would look if it were obtained
with a different modality, e.g. predicting a CT image from
an MR study. Distinctly harder would be a scheme to esti-
mate 3D data from 2D projections (again, human radiolo-
gists with their extensive knowledge about anatomy do this
routinely). Finally, with the appropriate training material it
could be used to directly suppress normal structures in gen-
eral, thus enhancing abnormal structures.

There are roughly speaking two approaches to this
problem, through global and through local models. In
the global approach a model is constructed of what both
the input and the output (for example a chest radiograph
and its soft-tissue image) could look like, or a global model
Fig. 1. (a) Standard frontal chest radiograph. (b) Corresponding bone imag
obtained by dual energy imaging. The bone and tissue components sum up to
of only the output and an assumed model for how to con-
struct the input from the output. The optimal solution is
then the output created by the set of parameters that gen-
erates an input closest to the actual input. Typically a non-
linear optimization strategy would be needed to find these
parameters. An active appearance model (Cootes et al.,
2001), constructed by elastic registration of input images
and performing principal component analysis on the
aligned voxel data, is an example of such a global image
model. Another option is to construct mathematical mod-
els of the anatomy, together with a physical model of the
acquisition process. A crude attempt to model ribs as par-
abolic shape with a fixed density profile and subtract these
from the image is given in Vogelsang et al. (2000). The
essential problem of this global approach is that it is very
hard to construct realistic models with a practical (that
is, not too large) number of parameters for these very high
dimensional signals (the dimensionality is the number of
pixels in the image). Typically very large numbers of exam-
ple images will be required for learning global models.

An alternative is to perform the estimation of output
from input on a local level (cf. Loog and Van Ginneken,
in press). Intuitively this seems possible: one may infer if
a dense pixel on a chest radiograph is, for example, a piece
of bone and not a blood vessel by examining the image
structure around the pixel. This is illustrated in Fig. 2. Such
a local approach will be followed in this work. For every
location in the input image, various descriptors (features)
are computed, and these will be mapped to a continuous
output value. Such a mapping from multiple continuous
input variables (predictors) to a continuous output is com-
monly referred to as regression (Devroye et al., 1996;
Edwards, 1979).

Local models offer a clear advantage over global
approaches: The number of degrees of freedom for model-
ling local patches is much smaller and even in a single
image there are many local regions (in our case: pixels
within the lung fields) available for training. A disadvan-
tage is that global consistency (does the output represent
a ‘‘valid’’ image?) is not guaranteed. In this work we also
experiment with iterated schemes that use the output of
e, obtained by dual energy imaging. (c) Corresponding soft-tissue image
the original radiograph.



Fig. 2. A soft-tissue image may be inferred from a local analysis of image structure. (a) A part of the right lung from a standard frontal chest radiograph is
shown with two regions indicated. The central pixels in both regions are equally dense. Region 1 contains a blood vessel, region 2 contains a posterior rib
border. (b) A close-up view of region 1. From the blob-like appearance of the patch it may be inferred that this is a blood vessel. (c) Region 1 in the soft-
tissue image. The blood vessel structure remains visible. (d) A close-up view of region 2. The line-like appearance with its thickness, contrast and
orientation and the denser band below it indicate that this is a posterior rib shadow. (e) Region 2 in the soft-tissue image. The rib has been markedly
suppressed.
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the system (the estimated soft-tissue output) to construct
new features that are added to the input features. In this
way more globally consistent filtering results may be
obtained.

Another problem, and a fundamental issue in pattern
recognition, regression, and other learning methods in gen-
eral, is that it is not clear a priori what (combination of)
features to use. In this work we propose a novel way to
construct a set of suitable features as linear combinations
of a larger number of standard features extracted directly
from the images (Loog, 2004). These linear combinations
of initial features are the ones subsequently used in the
actual regression-based prediction of the gray values. In
the pattern recognition and machine learning community
the construction of such a set is commonly referred to as
dimensionality reduction or feature extraction (Devijver
and Kittler, 1982). Our new dimensionality reduction tech-
nique has been designed specifically for regression prob-
lems. It has been shown that regression and classification
techniques often achieve improved performance after
applying dimensionality reduction schemes, which is also
the case in our approach (Devijver and Kittler, 1982; Loog,
2004).

For our purposes here, another issue is important. Our
system is trained with pairs of images from a dual energy
system, but its intended use is to process images from other
units that do not allow dual energy imaging. There are typ-
ically important differences between images obtained with
different equipment and these differences may negatively
affect performance of trained algorithms. We propose an
image normalization procedure to compensate for this
effect. The complete framework is detailed in Section 4.

There are several reasons why automated analysis of
chest radiographs can benefit from suppression of bony
structures. A recent study showed that most lung cancer
lesions that are missed on frontal chest radiographs are
located behind the ribs and that the inspection of a soft-
tissue image can improve detection performance by
humans (Shah et al., 2003). Automated lung cancer detec-
tion schemes also suffer from false positives caused by
superposition of bony structures. Including analysis of sim-
ulated soft-tissue images may improve performance of lung
nodule detection systems. In Section 5.4 we investigate if
the conspicuity of lung nodules increases when applying
the bone suppression technique. Other abnormalities such
as subtle patterns of interstitial disease may also be
detected, classified and quantified more accurately if the
bony anatomy is adequately suppressed. Finally, automatic
segmentation of bony structures may benefit from enhanc-
ing them. We investigate this in Section 5.3.

2. Previous work

In medical image analysis, many filtering operations
have been proposed to enhance or suppress certain struc-
tures based on local first or second order image derivatives.
Examples are vessel enhancement (Frangi et al., 1998; Sato
et al., 1998), blob or nodule enhancement and plate detec-
tion filters (Wiemker et al., 2005). The essential difference
between these approaches and the method presented here
is that our approach is based on learning, i.e., we train a
system with examples of input images and the correspond-
ing desired output instead of hardcoding the relation
between input and output. From Fig. 1 it seems clear that
it will be extremely difficult to find an accurate relation
between pixels and their first- and second-order informa-
tion in the left image and the corresponding pixels in the
two right images without such a statistical training process.

Learning the relation between local image statistics and
segmentation labels, or the probability that a pixel or voxel
belongs to a certain object or anatomical structures has
been used extensively in pixel-based classification tech-
niques, such as white matter, gray matter, and CSF classi-
fication from MRI data (Amato et al., 2003; Cocosco et al.,
2003). We should stress, however, that we do not consider
classification in this work but regression. Regression is
intrinsically more difficult than classification. One reason
for this is that in classification the inferred outcome can
take on only a finite number of discrete values, while in
regression the outcome is taken from a continuum (Dev-
roye et al., 1996). The fact that we are trying to reproduce
physically plausible images, i.e., soft-tissue or bone images
as in Fig. 1, implies that this task is harder than, say, the
prediction of the class to which pixels belong. Even a soft
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classification output image does not contain the intricate
structures displayed in soft-tissue and bone images.

Application of regression to image filtering is thus fun-
damentally different from previous approaches to image fil-
tering and has not yet received much attention within
medical image analysis. In the remainder of this section
we discuss related work on suppression of normal struc-
tures in chest radiographs.

Closest related to our approach is the work of Suzuki
et al. (2004). They employ a massive training artificial neu-
ral network to predict the bone image from a standard
chest radiograph which can be subtracted to yield an image
similar to a soft-tissue image. A reduction of the contrast of
the ribs in chest radiographs is reported, but it is not
mentioned how contrast is measured. In (Suzuki et al.,
2005) the system is used on small patches containing lung
nodule candidates and a substantial reduction of false pos-
itives produced by a computer-aided diagnosis system is
reported.

Generally, the strength of such neural network
approaches is that they are trained using an explicit error
measure – typically mean squared – and as such network
performances can be compared directly. However, for neu-
ral networks it can be hard to backtrack how an actual pre-
diction comes about and therefore altering and improving
such a scheme may be complicated. In addition, training
a neural network is involved and can take much time.
Moreover, typically the network’s weights, that have to
be adapted in training, have to be initialized randomly
and therefore multiple runs of the training are often needed
before one can decide on a final and adequate configura-
tion. Our k-nearest neighbor regression does not suffer
from these drawbacks. However, the latter is typically a
bit slower in the test phase.

It is hard to compare the approach of Suzuki et al. to
ours. Problem is that too little information is provided to
be able to build a system that resembles theirs. What com-
plicates matter additionally, is that the neural network they
use is a novel and nonstandard type of network, which has
not been well-described in the literature. Moreover, no
code or implementation is publicly available to aid a possi-
ble comparison. The approach presented here is favorable
in that a well-founded and classical regression technique
is employed, which, in addition, has some well-understood
convergence and approximation properties (Devroye et al.,
1996).

A rib compensation technique employing a simple piece-
wise linear model for the gray level profile perpendicular to
a rib which is subtracted from the input image is suggested
in Vogelsang et al. (2000). However, the subtraction of rib
structure was not the main focus of the article and, as pre-
sented, the technique is merely an idea that has not been
validated in any way.

Other known approaches to normal structure suppres-
sion from chest radiographs are based on temporal (Kano
et al., 1994; Katsuragawa et al., 1999; Loeckx et al., 2003)
or contralateral subtraction (Li et al., 2000).
For the temporal technique, an earlier radiograph of the
patient must be available. This image is registered to the
current radiograph and then subtracted to remove struc-
tures that have not changed. This technique has the poten-
tial of removing not only bony structures but all normal
structures from the image. On the other hand, if there are
already abnormalities in the earlier radiograph, it is possi-
ble that abnormalities are removed as well. A crucial step
in the procedure is the registration of both images: if the
registration is not done properly, suspect artifacts may be
created in the subtraction image. A clear advantage of
the technique proposed in this work is that it does not
require previously recorded images to perform the
suppression.

For contralateral subtraction a previous image of the
patient is not required. The underlying principle for this
technique is clearly different from those in the other
approaches, including the one presented in this paper. In
this case, the symmetry of the lung fields and rib cage is
exploited for the removal of normal anatomy. A mirrored
version of the original radiograph is subtracted from the
original itself, after elastic registration. In several cases this
contralateral subtraction technique has proven to be pow-
erful, but the actual asymmetry of the lung regions may
give problems and, as with temporal subtraction, misregis-
tration may cause suspect artifacts to appear. Our regres-
sion approach attempts to avoid the creation of such
artifacts by explicitly learning which output can be associ-
ated to which input, in order to infer only permissible soft-
tissue images from the standard radiograph.

3. Materials

The materials used for training the system are eight stan-
dard frontal chest radiographs together with their corre-
sponding bone and soft-tissue images. These images were
made available by the University of Chicago Hospitals,
Department of Radiology and were obtained by a single
exposure technique with two detectors separated by a cop-
per filter (FCR 9501 ES system, Fuji Medical Systems,
Stanford, Connecticut). The images used in the tests have
dimensions 512 by 512 and were obtained by linearly sub-
sampling the original 1760 by 1760 images. This was done
to facilitate experimentation as it allows for a considerable
decrease in computation time. The loss of resolution does
not have a significant influence on the results obtained
and the method also works on the original data. See
Fig. 1 for an example of a standard frontal radiograph
and the corresponding bone and soft-tissue components.
These data are referred to as the dual energy data set.
The eight images do not contain any obvious abnormali-
ties. The dual energy data set is also used to test the system
using a leave-one-out strategy.

In addition, results are shown on images taken from the
publicly available JSRT data set (Shiraishi et al., 2000).
These images have been digitized from film and are also
subsampled to 512 by 512 pixels. The JSRT images are
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used to inspect the performance of the scheme when train-
ing is performed on radiographs coming from one unit and
used to infer soft-tissue images on radiographs coming
from another unit (e.g. coming from a different manufac-
turer, using different post-processing methods, etc.). In
Section 5.4 results are given on the first 20 images in the
JSRT data set. These images contain a single obvious lung
nodule.

Because we are interested in the performance of the
scheme within the lung fields, in addition to the radio-
graphs, manual delineations were obtained and employed
in the experiments to indicate the regions of interest (see
Fig. 1 for an example). This step can be automated (see,
for example, Loeckx et al., 2003; Van Ginneken et al.,
2006).

In 30 images randomly taken from the JSRT data set,
the posterior ribs within the lung fields were manually
delineated. These images are used in experiments in Section
5.3.
4. Methods

The framework for inferring output images from input
images using regression is detailed in this section. The
scheme encompasses five steps: (i) preprocessing (Section
4.1); (ii) feature computation; (iii) dimensionality reduction
(Section 4.3); (iv) regression (Section 4.2), and, optionally,
(v) iterative regression (Section 4.4).

4.1. Preprocessing

We found that a preprocessing step is necessary to
obtain good results when using the scheme trained on
one set of data (the dual energy data set) and applying it
to data from another source (in this work we present
results for the JSRT data set).

The standard chest radiographs – from both the dual
energy data set and the JSRT data set – and the soft-tissue
images from the dual energy data set are six times locally
normalized on a large scale r equal to 128. Scale 128 is cho-
sen to remove possible image dependent near-global offsets
and intensity variations. The choice of 128 is not critical. It
is chosen to be smaller than the whole image because the
lung fields, in which we are interested, take up only part
of it. On the other hand it is taken large enough so as to
not have too much influence on local structures. Further-
more, more than six iterations did not lead to any notice-
able additional changes to the image, i.e., the procedure
could be considered converged after six steps. A locally
normalized form L of an original image L is defined as

L ¼ L� Lrffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
ðL2Þr � ðLrÞ2

q ; ð1Þ

where Lr defines a Gaussian blurred (Florack, 1997; Linde-
berg, 1994) version of L at scale r. For r!1 this opera-
tion is equivalent to scaling the gray values to zero mean
and unit variance. The effect of using smaller scales is that
this normalization is performed locally, in the sense that
everywhere within a Gaussian neighborhood defined by r
the gray value have zero mean and unit variance. This is
however only an approximation since every pixel is scaled
for a different neighborhood. The bone images used in
the training phase are constructed from the locally normal-
ized standard radiograph and the locally normalized soft-
tissue image by subtracting the former from the latter
(the images shown in Fig. 1 are constructed in this way).

4.2. k-Nearest neighbor regression

The heart of our method for predicting a soft-tissue
image from a standard chest radiograph is per-pixel k-near-
est neighbor regression (kNNR). In general, regression
relates one or more predictor variables to a single response
variable (output value) in this way inferring a functional
relationship between the input and the output values. This
learned relationship can then be used for predicting the
corresponding output to new and previously unseen predic-
tor variables.

The most well-known method to perform regression is
simple linear regression, which aims to optimally predict
the output values in terms of a linear combination of its
associated inputs (Edwards, 1979). However, for the pur-
pose considered here, linear regression turned out too rigid
to perform well and therefore a nonparametric k-nearest
neighbor method is employed. The idea behind this type
of regression is appreciable from an intuitive point of view:
If a new and previously unseen d-dimensional vector of
predictor variables x is closest to k input vectors
x1, . . . ,xk for which the corresponding outputs y1, . . . ,yk

are known, the output value y corresponding to x should
also be close to the k outputs y1, . . . ,yk.

Simply averaging the k yis gives an estimate of the true
output corresponding to x, i.e., ŷ ¼ 1

k

Pk
i¼1yi. We also need

to define closeness for the predictor variables to be able to
specify what the nearest neighbors are. Here, the Euclidean
distance is used, which is the standard choice, i.e., for an
input vector x search for the k nearest vectors xi in the
training data set that have smallest Euclidean distance
||x � xi||.

Besides the intuitive proximity argument, k-nearest
neighbor regression has also a strong theoretical basis
and many results are known with respect to its convergence
properties and consistency characteristics (Devroye et al.,
1996).

4.3. Dimensionality reduction

In regression, as in classification, a key to success is
choosing the right features. In principle it is hard to predict
what good features are and often one uses a general set of
features. In this work we will follow this strategy. The fea-
tures we used are discussed in the next section. If a general
and fairly large set of features is available, results may
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actually improve by lowering the dimensionality of these
feature vectors – prior to the actual regression – while
retaining most of the predictive information. Similar as in
classification tasks, the reason for this is that in lower-
dimensional spaces prediction, like general estimation,
can be carried out much more accurately (Duda et al.,
2001; Jain et al., 2000). In order to retain as much predic-
tive information as possible in the lower-dimensional
space, we developed a novel linear dimensionality reduc-
tion technique which is applicable in regression tasks
(Loog, 2004).

More technically, the objective of dimensionality reduc-
tion for regression is to reduce the dimensionality of the
initial predictor variables, say from n to d dimensions, in
an attempt to improve subsequently performed estimation,
i.e., to improve the performance of the regression. The
technique we present here aims at improving performance
in the case that regression is carried out using a k-nearest
neighbor regression scheme. Comparable to the problem
of reducing dimensionality for classification problems, an
optimal solution in the regression setting is intractable.
We therefore resort to a heuristic approach based on local
dimensionality reductions which are afterwards combined
into a single global linear transform. The local dimension-
ality reductions are obtained by performing localized
regression in the space of predictor variables. Subse-
quently, the obtained vectors of local regression coefficients
are subjected to a global analysis using PCA from which
the resulting dimensionality reducing mapping is derived.
We refer to this technique in the remainder of the paper
as LDRR (linear dimensionality reduction for regression).

Consider a population of N predictor/response pairs
(xi,yi) (i 2 {1, . . . ,N}) and assume that the responses yi

are from R and the predictors xi are from Rn. In addition,
assume that the predictors are centralized, i.e., their expec-
tation equals zero.

The straightforward solution to the dimensionality
reduction problem using linear least squares regression is
simply the vector

b ¼
XN

i¼1

xixt
i

 !�1XN

i¼1

xiðyi � �yÞ; ð2Þ

where �y is the mean of the response variables. The vector b
actually solves the linear regression problem and contains
the regression coefficients that can then be used for linearly
predicting responses from their predictor.

In the least squares sense, the btxi give the optimal linear
approximation to the yi and as such b can be interpreted as
a good dimensionality reducing linear transformation.
However, obviously, using linear regression one can only
obtain a single dimension to reduce to which will, in many
cases, not suffice to perform an accurate prediction of the
response.

Instead of approaching the dimensionality reduction
problem in a global way, a local approach is pursued.
The basic idea is that although a single global linear predic-
tion may not be useful, one can also determine multiple
local linear regressions and combine these into one linear
transformation. Having all local estimates for the b, we
suggest to perform a principal component analysis (PCA)
of these estimates, which can then be used to decide on
the principal directions to retain for performing the actual
dimensionality reduction.

To perform local linear regression of the data points
(xi,yi), we first have to decide on what is local to a partic-
ular point (xi,yi). For this, we use a j-nearest neighbor
(jNN) rule (as for the regression part) on the predictor
xi, defining the neighborhood Ni of (xi,yi) to consist of
all j-data points from the data set for which the predictors
have smaller distance to xi than all the other predictors.

Based on the neighborhood Ni, associated to every pair
(xi,yi), a local coefficient vector bi can now be derived by
performing a linear regression:

bi ¼
X

ðxj;yjÞ2Ni

ðxj � �xiÞðxj � �xiÞt
0
@

1
A
�1 X
ðxj;yjÞ2Ni

xjðyj � �yiÞ; ð3Þ

where

�xi ¼
1

j

X
ðxj;yjÞ2Ni

xj

and

�yi ¼
1

j

X
ðxj;yjÞ2Ni

yj

are the local means of the predictor and response variables,
respectively. Note that, if j equals N, the bi equals the glo-
bal b from Eq. (2).

The N vectors bi provide a local dimensionality reducing
transformation. Here, we want to determine a single linear
transformation for all of the predictors xi. To find the over-
all most important directions, PCA is performed on the set
of bis. However, note that if bi is a dimensionality reducing
mapping, �bi is also one and should therefore also be
taken into account. The latter implies that the mean over
all bi is equal to zero and therefore performing PCA boils
down to determining the eigenvectors of the matrix

M ¼
XN

i¼1

bib
t
i: ð4Þ

A dimensionality reducing mapping T is then obtained by
taking the d columns of T equal to the d eigenvectors v1

to vd associated to the d largest eigenvalues e1 to ed, i.e.,
T = (v1,v2, . . . ,vd).

This technique enables the reduction of the dimensional-
ity of the initial predictors xi via the transformation matrix
T. In addition, the method can be used to set the relative
influence of the (newly obtained) predictors in a proper
way.

The performance of nonparametric methods for regres-
sion or classification is very dependent on the relative
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influence of the predictors (or features), e.g. employing the
two predictors xa and xb or, say, the predictors 7xa and 3xb

will generally not lead to the same performance. As a rule
of thumb, one could say that the more important a predic-
tor is the more weight it should have. Again, however,
determining an optimal solution is most of the time intrac-
table and therefore one resorts to suboptimal solutions like
scaling the individual variables to unit variance or whiten-
ing the total covariance matrix (i.e., a standardization of
the data).

The proposed nonparametric dimensionality reduction
allows for an alternative approach using the eigenvalues
obtained from the PCA. These eigenvalues ej are an indica-
tion of how good the associated eigenvectors vj are: the lar-
ger the eigenvalue ej the better the eigenvector vj is for
predicting the response variables yi from the predictor
obtain by the projection vt

jxi. The heuristic we propose to
control the relative influence of the predictors is to set
the norm of the eigenvectors equal to a square root of
the associated eigenvalue. To this end, T is redefined as

T ¼ ffiffiffiffi
e1

p v1

kv1k
;
ffiffiffiffi
e2

p v2

kv2k
; . . . ;

ffiffiffiffiffi
ed
p vd

kvdk

� �
: ð5Þ

Note that the latter transformation matrix determines the
same subspace as the initial matrix T only now the relative
influence of the d directions are uniquely defined.

In summary, we propose a new linear dimensionality
reduction technique for regression that has two free param-
eters to set, the number of dimensions d to reduce to and
the number of neighbors j to use internally (not to be con-
fused with the k neighbors used in the kNN regression). As
shown in the experiments, filtering schemes which are com-
bined with the dimensionality reduction indeed outperform
schemes that do not make use of such techniques.

4.4. Iterated regression

It may be beneficial to update an obtained regression
outcome based on this outcome and the initial input image.
That is, using the current estimate of the soft-tissue (or
bone) image, a possible better estimate may be obtained
by performing a second regression, which takes predictor
variables from the input image and, in addition, from the
current soft-tissue (or bone) estimate. In this way the first
regression image is updated and the procedure may be
repeated on the updated image, etc.

This procedure is reminiscent of iterated contextual
pixel classification (Loog and Van Ginneken, 2002; Loog,
2004), which is a pixel-based segmentation algorithm which
takes contextual class label information into account in an
iterative way, as such improving upon single step pixel clas-
sification algorithms.

To perform iterative regression, two kNNRs are trained.
The first providing the initial regression image and the sec-
ond to be used in the subsequent iterations. The former is
trained using the standard radiographs as input and the
soft-tissue (or bone) images as output, while the latter is
trained using the same output, but using the standard chest
radiographs as well as the target (soft-tissue or bone)
images as input.

5. Experiments

This section presents the experimental results. First, in
Section 5.1, we discuss a series of experiments that were
carried out to get an idea which components, features
and settings gave good results and deserved further explo-
ration. Four settings were selected and these are used in
Section 5.2 to inspect performance on data for which the
desired soft-tissue and bone images are known, namely
the dual energy data set itself. In Section 5.3 results of the
two best performing systems are shown on data from the
JSRT data set. The effect of bone enhancement is quanti-
fied by measuring the ability to segment the ribs by thres-
holding the bone images. Finally, in Section 5.4 we
evaluate if the relative conspicuity of lung nodules is
increased in the inferred soft-tissue images.

5.1. Pilot experiments

In this application two output images are inferred (the
soft tissue image and the bone image) which sum up to
the input chest radiograph. This suggests two methods to
estimate the soft-tissue image: either directly or by estimat-
ing the bone image and subtracting this image from the
input radiograph. The first method is referred to as direct
soft-tissue estimation (STE), the latter as indirect STE.

In addition to choosing the direct or indirect method,
one has to decide on the features to use as predictor vari-
ables. Furthermore, it has to be decided if – and if so, with
what settings – linear dimensionality reduction should be
performed, and to what extent the prediction may improve
from iterating the regression.

The performance of the method was measured by means
of the standard correlation, i.e., Pearson’s r (Rice, 1995),
between the target image and the inferred image. Differ-
ences between methods are measured with paired t-tests
(Rice, 1995) on images and p values are reported.

5.1.1. Predictors/features

A small pilot experiment was performed on a single
image (with the system trained on the remaining seven
images) in which several combinations of Gaussian ker-
nel-based n-jets (Florack, 1997; Lindeberg, 1994) over sev-
eral scales were examined. That is, at every pixel position,
on several scales, features obtained using up to nth order
derivatives of Gaussian filters are included.

To avoid an excessive number of filters the choice of fil-
ter bank was restricted to linear Gaussian filters. In princi-
ple this does not impose a restriction on the type of input/
output relations that can be modelled. Firstly, using Gauss-
ian kernel-based n-jets, one can approximate a function
locally up to arbitrary precision and therefore all necessary
input information can be encoded using these jets (Florack,



M. Loog et al. / Medical Image Analysis 10 (2006) 826–840 833
1997). Secondly, nonlinearities in the input/output relation
are taken care of by the nonlinear kNNR (Devroye et al.,
1996) and because of that no nonlinear filter transforms
have to be modelled explicitly.

For direct STE, the final set of features used for every
pixel position consists of all Gaussian kernel-based features
up to order 3 at scales 1, 2, 4, 8, 16, and 32. In addition to
these 60 features, the raw pixel value was included, result-
ing in 61 input variables. The features for indirect STE are
all Gaussian features up to order 2 at 6 scales logarithmi-
cally distributed between 1 and 64 plus the raw gray value
which results in 37 features.

5.1.2. Regression iterations
The features extracted from the regressed image are

taken to be the same features as the ones taken from the
original image with the exception of the raw intensity. This
means that, if no dimensionality reduction takes place, the
number of features used for direct STE after the initial esti-
mate has been obtained equals 61 + 60 = 121 features,
while for indirect STE it equals 73.

5.1.3. Dimensionality reduction

For the initial regression step, the exact choice of features
appeared not to be really critical. The system does not seem
to behave substantially different over a range of settings.
What we found most notable is that the order is more of
an influence than the size and number of scales. Linearly
transforming the input features using common techniques,
like normalization (or standardization) of the features or
global whitening of the input, did have a clear, but detri-
mental effect on the performance of the system. However,
whitening the data in combination with our local linear
dimensionality reduction gave a substantial improvement
in case of performing indirect STE. A dimensionality reduc-
tion, after whitening, together with two additional iterative
re-regressions seemed to give a moderately improved direct
STE. Based on these findings, we decided to compare four
different schemes in experiments detailed in the next section:
two direct and two indirect schemes are compared. For the
two direct schemes, we used one in combination with
dimensionality reduction and one without it. The same
holds for the indirect schemes: one was used in conjunction
with dimensionality reduction and the other employed the
initial features directly and without reduction. Table 1 gives
Table 1
Overview of the settings of the various systems

Predictors (features)

Gaussian derivatives

Direct STE Original image plus order 0, 1, 2, 3
6 scales from 1 to 32 (61 features)

Indirect STE Original image plus order 0, 1, 2
6 scales from 1 to 64 (37 features)

One direct STE scheme uses the full predictor vector, while the other employs d
the j defining the neighborhood are also provided. The same holds for the in
an overview of settings used in this comparison. The
schemes with dimensionality reduction are also used in
the experiments on the JSRT data set.

5.1.4. k

The number of neighbors used in the regression, k, was
set to 51 for all schemes. Again, not much difference in per-
formance was visible for a wide range of ks. Only when k

becomes too low (e.g. k < 10) or too high (e.g. k > 100),
the resulting soft-tissue image significantly deteriorates.
In the former case it becomes much more noisy and in
the latter case the output image tends to be oversmoothed.

5.2. Results for the dual energy data set

The experiments carried out to test the different STE
techniques are performed in a leave-one-out fashion. That
is, mappings based on kNNR were trained using seven
pairs of images – which constitute the training set, and
tested on the remaining input image.

Table 2 gives these leave-one-out results over all eight
images in the dual energy data set. The predicted image
is compared to the actual soft-tissue image based on the
standard parametric correlation of the gray values within
the regions of interest, i.e. the lung fields. The same mea-
sure is determined between the soft-tissue image and the
original radiograph. The latter is done to put the obtained
correlations between soft-tissue and direct STE prediction
in a better perspective. From the table it is clear that indi-
rect STE in conjunction with the dimensionality reduction
scheme performs significantly better than the other
schemes. Note that although the differences in average cor-
relation are small, they are all significant (p < 0.05) except
for the difference between direct and indirect estimation
without dimensionality reduction.

In addition to the results in the table, we report that for
the full and the LDRR based indirect schemes, the average
correlations between the inferred bone image and the target
bone image are 0.747 and 0.805, respectively (p-value for
the difference equals 2.4 · 10�4).

Clearly, the correlation between original radiograph and
target soft-tissue image is generally already very large:
above 0.960 over all eight images. For this reason, compar-
ison of the outcomes of the experiments may not be obvi-
ous and, in addition, the improvements the schemes
k LDRR Additional iterations

j d

51 – – 0
201 15 2

51 – – 0
101 18 0

imensionality reduction (LDRR) for which the target dimensionality d and
direct scheme.



Table 2
Average correlation over the eight instances from the dual energy data set together with p-values based on a paired t-test by which means the several
schemes are compared to each other

Original Direct STE Indirect STE

Full LDRR Full LDRR

Average 0.965 0.983 0.985 0.983 0.987
Original p-Value – 2.8 · 10�6 3.4 · 10�6 4.5 · 10�7 4.3 · 10�8

Direct full 2.8 · 10�6 – 3.5 · 10�3 7.6 · 10�1 4.3 · 10�4

Direct LDRR 3.4 · 10�6 3.5 · 10�3 – 2.8 · 10�2 2.5 · 10�2

Indirect full 4.5 · 10�7 7.6 · 10�1 2.8 · 10�2 – 6.3 · 10�6

Indirect LDRR 4.3 · 10�8 4.3 · 10�4 2.5 · 10�2 6.3 · 10�6 –

Note the improvements obtained using the schemes employing dimensionality reduction. Note also the high correlation the unprocessed radiographs
already attain with the soft-tissue images.
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attain may not be well appreciated. Therefore, a second
evaluation is provided in which for every image the corre-
lation score between the original image and the soft-tissue
image was set to zero and perfect correlation was set to 1.
Based on this the original correlations are ‘‘normalized’’.
That is, if rinput is the correlation between the original input
and the soft-tissue image, the correlation score r of a STE
scheme is normalized to (r � rinput)/(1 � rinput) so that a
score of 0 means no improvement with respect to the origi-
nal chest radiograph, while 1 means perfect correlation
with the real soft-tissue image. Table 3 gives the outcome
in terms of this normalized measure. Again, the results
indicate that the indirect scheme using LDRR is better
than all other schemes with an average normalized correla-
Table 3
Average normalized correlation over the eight instances from the dual energy d
with p-values based on a paired t-test by which means the several schemes are

Direct STE

Full

Average 0.513
Direct full p-Value –
Direct LDRR 1.8 · 10�3

Indirect full 6.1 · 10�1

Indirect LDRR 8.4 · 10�4

Note the improvements obtained using the schemes employing dimensional
performance overall.

Fig. 3. Left: example of a target bone image, which is also depicted in Fig. 1.
scheme in combination with dimensionality reduction.
tion coefficient that is substantially higher than that of the
other schemes.

Fig. 3 shows the target bone image and the inferred bone
image using the indirect STE scheme with dimensionality
reduction. In Figs. 4 and 5, results of applying the best per-
forming direct and indirect schemes (namely those with
dimensionality reduction) are shown together with the ori-
ginal input and the true soft-tissue image. From these
images it appears that indirect STE performs better than
direct STE. Moreover, using indirect STE, detailed struc-
tures seem to be even better preserved than in the true
soft-tissue image. However, it is also obvious that ribs
are also not completely filtered out using indirect STE,
leaving room for further improvement.
ata set obtained form the leave-one-out experiments are provided together
compared to each other

Indirect STE

LDRR Full LDRR

0.558 0.518 0.621
1.8 · 10�3 6.1 · 10�1 8.4 · 10�4

– 2.2 · 10�2 2.5 · 10�2

2.2 · 10�2 – 4.6 · 10�5

2.5 · 10�2 4.6 · 10�5 –

ity reduction. The indirect STE scheme using LDRR provides the best

Right: the estimated bone image which is obtained from the indirect STE



Fig. 4. Top-left: original radiograph from Fig. 1. Lower-right: corresponding soft-tissue image, which is depicted in Fig. 1 as well. Top-right: direct STE
with LDRR. Lower-left: indirect STE with LDRR, obtained by subtracting the estimated bone image from Fig. 3 from the original chest radiograph in the
top left-hand corner.
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5.3. Enhancing and suppressing bony structures in the JSRT

data set

To see to what extent the system can be used on radio-
graphs obtained from other machines, the performance of
the best performing indirect and direct schemes, namely
the ones using LDRR (see Table 2) is tested on radiographs
from the JSRT data set. Note that the training of the
schemes is now carried out using all eight images from
the dual energy data set.

As an illustration, two images to which the schemes are
applied are shown in Fig. 6. From visual inspection of the
results we can note the following. With respect to filtering
out bony structures, both schemes perform rather well.
Much of the rib structures present in the original image are
either completely filtered out or at least removed to a large
extent. Again, the indirect scheme provides sharper images
than the direct one. On the other hand, the latter scheme
seems to preserve nodules better than its indirect counter-
part, which is most apparent from the bottom row of Fig. 6.

We performed an experiment to quantify the effect of
bone suppression by investigating to what extent the ribs
can be segmented by thresholding the original image, the
soft-tissue image and the bone image, respectively. A set of
30 radiographs randomly selected from the JSRT data set
was used in which the lung fields and posterior ribs were
manually segmented. We computed how well ribs could be
segmented by thresholding by performing receiver operating
characteristics (ROC) analysis on the pixel values in the lung
fields, which can belong to either the costal (on a posterior
rib) or intercostal (between the posterior ribs) class. If bone
suppression would work perfectly, one expect that the gray
values in the soft-tissue image provides no information at
all as to whether the radiation passed through a rib and an
area under the ROC curve, Az, of 0.5 would result. In prac-
tice rib suppression is not perfect so slightly higher values
may be expected. In the original radiographs it is not possi-
ble to obtain good rib segmentation results by mere thres-
holding but due to increased X-ray attenuation, pixels on a
rib are in general brighter than pixels between ribs so higher
Az values would be expected. If the estimated bone image
were perfect, good results should be obtained by threshold-
ing. The result will not be perfect (Az = 1), however, as there
are other bony structures in the lung fields, such as the clav-
icles, the anterior ribs, and possibly shoulder blades.

The results are summarized in Table 4. Clearly, thres-
holding the bone image yields much better results than
thresholding the original data. An average Az of 0.729 is
obtained. A typical result is shown in Fig. 7. Thresholding
the original data works better than using the soft tissue
images, as expected. The Az values for the inferred soft-
tissue data drop close to chance level but are still above



Fig. 5. Details taken from the images shown in Fig. 4. The patch is taken from the right lung and contains part of the hilum. The figures are presented in
the same order as in Fig. 4. Top-left: original input. Top-right: direct STE. Bottom-left: indirect STE. Bottom-right: target soft-tissue. Indirect STE
performs better than direct STE. Furthermore, the image obtained using indirect STE seems to be sharper than the actual ground truth, preserving
nonbony details slightly better.
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it. They are also not much lower than the values obtained
for the original images but the difference is very significant.
In summary, the results show that our method is effective
in both enhancing (in the bone image) and suppressing
(in the soft-tissue images) of bony structures in image data
coming from a different source.

Note that the rib segmentation experiment is meant only
as an illustration of the effectiveness of the technique for
bone suppression. For rib segmentation as such, additional
knowledge for example about the shape of the ribs should
be exploited, for example by active contours as done in Yue
et al. (1995).

5.4. Improving the conspicuity of lung nodules by bone

suppression

In both images in Fig. 6 a lung nodule is present. In this
section, we quantify the effect of bone suppression on nod-
ule conspicuity. The estimated soft-tissue images should
reduce the rib shadows in radiographs, i.e., the contrast
between rib and intercostal space should be strongly
reduced compared to the input image. In addition, the con-
trast of soft-tissue in the lung (surrounded by lung paren-
chyma that predominantly contains air) should be better
after filtering.

We express the contrast of a nodule Cnod with its sur-
roundings by the average intensity in the nodule minus
the average intensity around the nodule. Images in the
JSRT data set are annotated with the locations of nodules
and their apparent diameters. The average intensity in the
nodule is then calculated as the average intensity over the
provided circle. For the intensity around the nodule, the
average intensity within a ring of twice the nodule diam-
eter around the nodule is calculated. For the contrast of a
rib Crib, the rib and the intercostal space both closest to
(overlapping most with) the nodule have been segmented
manually. Contrast of the rib is calculated as the mean
intensity in the segmented rib minus the mean intensity



Fig. 6. Illustration of the results obtained using STE on two images from the JSRT data set. Left: original data. Middle: direct STE. Right: indirect STE.
The second row shows a detail containing the nodule from the top row, the bottom row shows a detail containing the nodule from the third row.

Table 4
Az values for bone segmentation by thresholding from the original image, the inferred bone image and the direct and indirectly estimated soft-tissue images

Original Direct STE Indirect STE Bone

Average 0.602 0.589 0.590 0.729
Original p-value – 7.6 · 10�5 7.6 · 10�5 6.4 · 10�19

Direct STE 7.6 · 10�5 – 5.2 · 10�1 8.7 · 10�21

Indirect STE 7.6 · 10�5 5.2 · 10�1 – 8.4 · 10�21

Bone 6.4 · 10�19 8.7 · 10�21 8.4 · 10�21 –

Average values for Az are provided together with p-values based on a paired t-test by which means the results are compared to each other.
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of the segmented intercostal space. To obtain meaningful
local contrast measures, intensities are rescaled prior to
contrast calculation such that the intensities in the region
consisting of the nodule and its surrounding ring are
between 0 and 1 and analogously for the segmented costal
and its adjoining intercostal space. In Fig. 8 the contrast



Fig. 7. Rib segmentation results for one case from the JSRT data set obtained by thresholding the estimated bone image. The optimal threshold was used,
i.e. the threshold yielding the highest accuracy: (a) input image from the JSRT data set; (b) manual segmentation of costal and intercostal space within the
lung fields; (c) estimated bone image; and (d) segmentation result obtained by thresholding the inferred bone image (accuracy 0.81).
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of the ribs and the nodules before and after filtering are
compared by plotting Cnod(original) � Cnod(soft-tissue)
versus Crib(original) � Crib(soft-tissue) for the first 20
images of the JSRT data set. The figure shows that for
two cases soft-tissue estimation does not reduce the con-
trast of the ribs. It is also seen that filtering reduces the
nodule contrast too in all but two cases, contrary to what
might be expected. However, this reduction of contrast is
less than the contrast reduction of the ribs as is evident
from Fig. 8. Only in three cases for direct STE and in
four cases for indirect STE, the contrast of the nodule
is reduced more than that of the rib. The main trend is
clearly that the relative conspicuity of the nodules is
increased in the inferred soft-tissue images compared to
the original data. This indicates that the inferred soft-tis-
sue images may be useful for nodule detection by either
human observers or computer-aided diagnosis systems.
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Fig. 8. The effect of soft-tissue estimation on the contrast of structures in
the image. The horizontal axis is used to mark the difference in contrast for
ribs comparing the inferred soft-tissue image and the original chest
radiograph; the vertical axis for the difference in contrast for a nodule
comparing the inferred soft tissue image and the original input. Results for
both direct and indirect STE with LDRR are plotted for the first 20 cases
in the JSRT data set. The solid line indicates where the reduction of
nodule contrast is equal to the reduction of rib contrast.
6. Discussion

The application addressed in this paper, using an input
image to estimate a very different output image in an auto-
matic manner, is extremely challenging. The approach we
pursued is very different from conventional image filtering.
A conventional approach might start with the observation
that posterior ribs are the dominant bony structures super-
imposed on the lung fields in frontal chest radiographs, and
that these shadows are mostly horizontal bands. They can
be detected by a second order derivative in the vertical
direction with a scale comparable to a typical rib width.
Subtracting such a filter will partly reduce rib shadows.
More processing is needed to remove the thin edges of
the ribs. A small scale edge detector may be applied, and
so on. It is clear that such an approach will require quite
some ingenuity, relies on a number of assumptions that
may not be true (at least in some images) and does not
readily generalize to other complex filtering tasks. In con-
trast, our regression approach is statistical. By providing
example data, the training procedure effectively makes a
number of design choices in a statistically optimal way
(in some sense) that would otherwise have to be made by
the designer of the conventional filter designer. The regres-
sion framework can be applied to many different filter
tasks, as long as training material can be supplied.

In the current work, training was performed on dual
energy pairs, however CT data can be used as well to gen-
erate training data. By projecting this kind of data, ‘‘chest
radiographs’’ could be generated. In addition, after the
lung field would have been segmented in the CT data,
radiographs containing only lung field information could
be generated. Based on such training data, we could take
our approach one step further and try to train a regression
approach that estimates a radiograph containing merely

lung tissue and no additional structures.
It is striking that the input into our scheme comes from

only local analysis based on simple filters (Gaussian deriv-
ative filters). We believe the key to success is to learn the
complex mapping from a large number of examples (pixels
in training images). That a complex mapping is necessary
was shown by experiments with linear regression: with a
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simple linear combination of the input filter values it was
impossible to obtain good results. In addition, we have
shown that a dedicated technique for estimating an optimal
linear combination of the input values, the LDRR method,
significantly improved the results. In our opinion the main
contribution of this work is to show that by using this
framework, with the appropriate choice of preprocessing,
features, dimensionality reduction technique and regres-
sion scheme, it is possible to build effective complex image
filters. We hypothesize that in the future such schemes
might serve many useful purposes in sophisticated medical
image analysis systems.

In this section, we now discuss the results for the appli-
cation exemplified in this paper – filtering out bony struc-
tures from standard frontal chest radiographs – and
suggest some possibilities to further optimize the system.

As illustrated by Fig. 4, the method performs on data
similar to the training data but also on radiographs taken
from a different data set. We found that the local normal-
ization preprocessing step aids the possibility of inferring
soft-tissue images from radiographs coming from a differ-
ent unit. With respect to this point, we should remark that
it is not clear that carrying out a local normalization multi-
ple times is sufficient to remove differences between images
coming from different sources in general. In our current
experiments, normalizing the images turned out to work
reasonably well and so no additional image processing or
unit-dependent feature transformations are applied. How-
ever, to make our framework broadly applicable, it may
be necessary to apply more elaborate processing techniques
first.

The performance of our method is most clearly illus-
trated in Table 3 in which the correlation scores are nor-
malized per image, based on the original radiograph. The
indirect STE scheme employing the proposed dimensional-
ity reduction technique from Section 4.3 is the overall best
performing system, when measured in a leave-one-out
experiment on the dual energy data. This latter scheme pre-
serves image details to a great extent, surprisingly, even
more than the target soft-tissue image. An explanation
for this effect may be that we subtract in this case a some-
what blurred estimated image (the bone image) from the
original input, thereby maintaining the high frequency
details in the original image. To substantiate this observa-
tion, correlation scores between soft-tissue and slightly
blurred indirect STE images were calculated, which indeed
led to a consistent, and moderately significant, improve-
ment in average correlation over all eight radiographs
(p-values around 3 · 10�2 in a paired t-test for scales
around 0.45). However, the tests on the JSRT data showed
inferior performance on preservation of lung nodules in
comparison with the best direct scheme.

It is somewhat hard to indicate which individual parts
ought to be improved to get overall performance improve-
ment as our technique consists of a fairly large number of
components. Obviously, to start with, one could do a more
thorough and extensive optimization of the proposed direct
and indirect schemes. One could include additional, and
more complex, predictors into the training and testing
phase, and perform, in conjunction with the proposed
dimensionality reduction scheme, also some form of fea-
ture selection (Devijver and Kittler, 1982; Duda et al.,
2001; Jain et al., 2000). To carry out such approach in a
proper way, it may be necessary to acquire more training
data.

An interesting option is to study the iterative regression
schemes more closely. The settings in the iterations were
completely dependent on the choices made for the initial
regression step and no separate tuning of features and
other parameters was carried out. This is a rather restricted
use of the iterative scheme and this might explain that only
moderate improvements were obtained. It may also be
worthwhile to attempt to estimate both the bone and the
soft-tissue image simultaneously, and use features derived
from current estimates of both images to improve the esti-
mation in additional iterations.

In general, a drawback of soft-tissue images, and there-
fore also of the method presented, is that they are rather
noisy (Warp and Dubbins, 2003). However, a strong fea-
ture of the framework we propose is that it can also incor-
porate a form of denoising. A powerful way to accomplish
this is to provide high-dose, and therefore less noisy, soft-
tissue subtraction images as training material together with
the standard chest images. If training is then based on these
image pairs, one may be able to learn how to obtain soft-
tissue images from standard radiographs in which, in addi-
tion, noise removal has taken place.

In this study, we used correlation between the estimated
soft-tissue and bone images and the actual images to eval-
uate the results quantitatively. If the goal is to estimate out-
put that is visually as similar as possible to the real output
as obtained from dual energy imaging, it might be prefera-
ble to optimize other measures than correlation. Extensive
research has shown, however, that an universal measure for
quantifying the difference between images that corresponds
with human visual perception is hard to design (Wang
et al., 2004). Therefore, we believe a more important mea-
sure is whether or not a relevant image analysis problem
may be solved, either by human observers or computer
algorithms, by using the output of complex image filters
that have been trained with examples. Recent work
indicates that this may be possible for computerized lung
nodule detection (Suzuki et al., 2005).

7. Conclusion

A novel framework for image filtering, based on regres-
sion, has been proposed. While further improvements espe-
cially with respect to particular applications of the scheme
may be possible, the presented qualitative and quantitative
results show that it is possible for this framework to per-
form the highly nontrivial separation of bone and tissue
components in chest radiographs. The method is com-
pletely automatic and yields satisfying results, even on data
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coming from a different source. A key contribution is the
new feature extraction method for dimensionality reduc-
tion tailored towards regression tasks that was shown to
result in significant performance improvement. An impor-
tant topic of future work is a thorough investigation of
the utility of the presented filter learning technique in prac-
tical applications.
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