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Abstract: It is often of interest to find the maximum or near maxima among a set of vector-valued param- 
eters in a statistical model; in the case of disease mapping, for example, these correspond to relative-risk 
“hotspots” where public-health intervention may be needed. The general problem is one of estimating 
nonlinear functions of the ensemble of relative risks, but biased estimates result if posterior means are sim- 
ply substituted into these nonlinear functions. The authors obtain better estimates of extrema from a new, 
weighted ranks squared e m r  loss function. The derivation of these Bayes estimators assumes a hidden- 
Markov random-field model for relative risks, and their behaviour is illustrated with real and simulated data. 

Fonctions de perte pour I’estimation des extri5mes 
et leur application a la cartographie de maladies 
Rt?sud : Les valeurs maximale ou quasi-maximale du vecteur de paramktres d’un modble statistique rev&- 
tent souvent un int6r& particulier; sur une carte des cas de maladie, par exemple, ces valeurs correspondent 
h des “points chauds” pouvant nkessiter une intervention publique. Le probl&me se n5duit gbnbralement 
h estimer des fonctions non linbaires de l’ensemble des risques relatifs, mais les estimations obtenues sont 
biaisQs si on se borne h y remplacer les moyennes a posteriori. Les auteurs proposent de meilleurs estima- 
teurs des exemes, construits au moyen d’une nouvelle fonction de perte quadratique pondbxte bash sur 
les rangs. Le calcul de ces estimateurs de Bayes suppose que les risques relatifs sont modClisbs h l’aide d’un 
champ albatoire de Markov cachb; leur comportement est illustrt? h l’aide de donnCes delles et simulbes. 

1. INTRODUCTION 

When Bayesian statistical methods are used for statistical analyses, inferences about a set of pa- 
rameters are based on their joint posterior distribution. Appropriate summaries of the posterior 
distribution depend on the scientific questions of interest. One common goal is to derive a set of 
point estimates. Optimal point estimation requires the specification of a relevant loss function, 
and then model parameters are estimated as the values that minimize the posterior expected value 
of this loss function. Under squared error loss, the posterior means of the parameters are the opti- 
mal (i.e., Bayes) estimators. However, posterior means have been shown to be underdispersed in 
the sense that a histogram of posterior means exhibits less variability than a typical draw from the 
posterior distribution (Louis 1984; Ghosh 1992), which implies that the highest parameter will 
likely be underestimated and the lowest parameter will likely be overestimated. In this article, 
we develop a new weighted ranks squared error loss function that is based on the order statistics 
of the model parameters in a hierarchical setting. 

One setting in which weighted ranks squared error loss may be used is epidemiology. Epi- 
demiologists often wish to identify geographical regions having unusually high or low disease 
incidence or death rates. The observed disease incidence rate for a geographical region is the 
number of people with the disease divided by the number of people at risk for the disease in the 
region. Observed rates can be misleading because areas with smaller populations at risk have 
larger variability than those with larger populations at risk. Gelman & Price (1999) give an ex- 
ample of how this variability can cause the incidence rates of disease in low population areas to 
be misrepresented. 
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Hierarchical models are commonly used to provide smoothed estimates of the underlying 
disease rates (or a set of related relative risks) through the specification of a relevant loss func- 
tion. In Section 2, we introduce weighted ranks squared error loss and show how it can be used 
to emphasize accurate estimation of extrema among parameters. Section 3 contains a detailed 
description of a hierarchical model commonly used to model disease incidence (or mortality) 
data. There we are also interested in the problem of identifying the regions associated with the 
maximum or near maxima, sometimes called “hotspots.” Section 4 contains an example per- 
taining to lip cancer rates in Scotland, and Section 5 contains a comparison of inference under 
weighted ranks squared error loss to inference under the sum of componentwise squared error 
loss in a simulation study. Finally, Section 6 contains discussion and our conclusions. 

2. WEIGHTED RANKS SQUARED ERROR LOSS 

The Bayesian approach to inference relies on the joint posterior distribution of all unknowns 
given the data for all inferential statements. If any one parameter, or function of parameters, is 
of interest, then its (marginal) posterior distribution captures the variability needed for statistical 
inference. However, in many applications, such as disease mapping, we wish to summarize this 
posterior distribution with a set of point estimates. 

2. I .  Loss functions for ensembles of parameters. 

Consider a generic model where the distribution, f (y  I A), of data y given parameters X is spec- 
ified. Suppose further that a prior distribution on X is specified. We wish to make inference on 
X = (A,, . . . , A,)‘ based on the data y. The specification of an appropriate loss function and the 
minimization of the posterior expected loss yields an optimal estimator of A. One popular loss 
function is the sum of componentwise squared-error loss, 

n 

SSEL G C(Ai - Ai)’. 

The posterior means ii G E ( X i  1 y), for i = 1, . . . , n, give the optimal point estimator of X 
under SSEL. However, the sample variance of the posterior means is less than or equal to the 
posterior expected sample variance of the parameters (Louis 1984; Ghosh 1992). This means 
that a histogram of the estimates A i  is likely to be underdispersed relative to a histogram of 
the “true” underlying parameters. Consequently, the estimate of the maximum parameter value 
defined by 

A(,,) G max(A1, . . . , A,,) 
is likely to be an underestimate of A(,), the maximum order statistic from A, under SSEL. 

When the goal is to estimate some functions of the parameters in such a way that the col- 
lection of estimates has similar properties to the collection of the same functions of the true 
parameters, loss functions other than the sum of componentwise squared error loss may be more 
appropriate. This issue has been addressed in several previous articles (Louis 1984; Ghosh 1992; 
Stem & Cressie 1995, 1999; Shen & Louis 1998, 2000) although, with the exception of the 
papers by Stem and Cressie, this work has not addressed inference on extrema directly. 

In this article, the main problem we address is the estimation of a vector X of parameters 
with special emphasis on extrema. To do this, we propose a new loss function, weighted ranks 
squared error loss, which can be used generally to estimate collections of order statistics, for 
example those near the extremes. 

2.2. Weighted ranks squared error loss. 

Let X = (A,, . . . , A,)’ be a vector of real-valued parameters, and let . . . , A(,)) be a re- 
ordering of X in terms of its order statistics such that A(1) c . . f < A(,). Throughout this article, 
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the order statistics are assumed to be unique (no ties); i.e., we assume that ties can be broken in 
some way. 

In general, suppose we want to estimate functions of order statistics, e.g., the extrema. We 
introduce the following loss function, which assigns a weight C j  2 0 to the j th order statistic: 

n n  n 

where r(k) G { j  : Ak = A ( j ) ; j  E (1,. . .,n}} identifies the rank of Xk, c+) = 
C;=, identifies the weight that is assigned to this rank, and c G ( c l , .  . . , cn)’ 
is the vector of weights. The loss given by (1) will be referred to as weighted ranks squared error 
loss (WRSEL) because the weight that is assigned to the squared error between the value for the 
kth parameter Ak and the estimate i k  depends on the rank r ( k )  of Ak. 

Bayes estimates of the parameters X are obtained by minimizing the posterior expectation of 
the loss function (1). Since this loss function is actually a sum of componentwise loss functions, 
it is possible (and easier) to consider, for the moment, only the kth term in the summation (1): 

n 

which gives 

The estimate is a weighted average of conditional posterior means of Xk, with the jth 
conditional posterior mean E (A, I Xk = X u ) ,  y) representing the posterior expected value of X I ,  

given it has rank j .  The weight attached to the j th conditional posterior mean in (3) is the product 
of the weight cj attached to the jth rank and the posterior probability that the kth parameter has 
rank j. Now let k vary from 1,. . . , n in (3) to obtain A, which is optimal (i.e., Bayes) with 
respect to WRSEL given by (1). 

2.3. Choice of weights for WRSEL. 
The WRSEL function W given by (1) bears a functional resemblance to the sum of component- 
wise squared error loss (SSEL) function, 

n 

It is well known that the optimal (Bayes) estimate with respect to (4), obtained by minimizing 
the posterior expectation of S(X, A), is 
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the posterior mean of A. In fact, when c = c(1, . . . , 1)’ where c > 0, it is easy to see that 
W = cS, where W is given by (1) and S is given by (4); in this case, WRSEL estimates are 
equal to SSEL estimates. We also note on examination of (3) that the optimal estimates under 
WRSEL are invariant to a scale change of the weights c. Thus, specification of the weights can 
be made up to a proportionality constant. 

One extreme choice for c is c, = 1 and cj = 0 for j = 1, . . . , n - 1. In this case, the 
componentwise representation of WRSEL given in equation (2) reduces to 

and the loss is nonzero only when X k  = A(,). Consequently, the optimal estimate in (3) is 
given by E (Xk I Xk = y), which is the posterior expected value of Xk given that it is the 
maximum value of A, Ic = 1 , .  . . , n. This can be interpreted as a worst-case analysis. This 
extreme choice for c yields = (i~, . . . , in)’ that is sure to overestimate A, but its purpose is 
to yield information about the entries of X as potential extrema. 

When there is interest in estimating all parameters but more so in estimating the extreme 
parameters well, as is often the case for disease-mapping applications, we can specify the weights 
c as a bowl-shaped function. One example of a bowl-shaped function is given by a mixture of 
exponential functions, 

for i = 1, . . . , n, where a1 is positive real number, and u2 is negative. Choosing la2 I < ul in (6) 
places more emphasis on the maximal parameters, while 1.21 > a1 places more emphasis on the 
minimal parameters. Other variations of this weight function, such as a version with different 
weights for the two terms, are also possible. 

3. DISEASE MAPPING APPLICATION 
One area of application in which an ensemble of parameters is estimated with special emphasis 
on extreme parameter values is disease mapping in epidemiology. There, the parameters are the 
relative risks for disease in a geographical region. High or low values may indicate regions with 
unusually high or unusually low risk that may be chosen for further epidemiological study. 

Let yn 1 denote the observed number of disease cases in n regions A1, . . . , A,. A common 
disease mapping model assumes that the disease-incidence counts y, conditional on a set of 
underlying relative risk parameters A, follow independent Poisson distributions, 

y i I X i  - Poisson(XiEi), (7) 

where Ei represents the expected disease-incidence count based on demographic factors for the 
ith region, and X i  represents the relative-risk parameter for the ith region. The expected count Ei 
may be computed by external standardization, e.g., by taking known disease-incidence rates for 
subpopulations (perhaps based on gender, race, andor age) and applying these known rates to 
the subpopulations in region Ai . Alternatively, Ei may be computed via internal standardization, 
where the disease-incidence rates for subpopulations used in developing Ei are based on the 
current data. According to Clayton & Kaldor (1987), the expected counts are computed using 
the internal standardization method of Mantel & Stark (1968). 

From (7), if X i  > 1, then the disease risk in Ai is higher than would be expected based on 
the demographic factors used to construct Ei, and if A; < 1. then the region has a lower than 
expected number of disease cases. Our primary goal is estimation of the relative risks X and 
functions of them. 

We assume the vector log(X) of log relative risk parameters can be described by a mixed 
linear model, 

ind i =  1 , . . . ,  n ,  

e = iog(x) = xp + s + + ,  
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where X is an incidence matrix for the fixed-effects parameters, p is a vector containing rel- 
evant fixed effects, q is a vector of spatially correlated random effects, and $ is a vector of 
uncorrelated heterogeneity random effects. Much recent work (e.g., Besag, York & Mollit 1991; 
Cressie 1992; Bernardinelli, Clayton & Montomoli 1995; Richardson et al. 1995; Spiegelhalter, 
Thomas & Best 1996; Waller, Carlin, Xia & Gelfand 1997; special issue of Srutisrics in Medicine 
edited by A. B. Lawson, A. Biggeri, C. B. Dean and L. A. Waller, Volume 19, issue 17-18,2O00) 
has focused on this type of mixed linear model as the second level of a hierarchical model. Prior 
distributions for each of /!I, q, and $ make up the third and final level of the hierarchical model. 

The spatially correlated random effects are assumed to be distributed according to a Markov 
random field, 

(8) 

where H = (h i j )  is a known n x n matrix specifying spatial association, 4 is a parameter 
measuring the degree of spatial dependence (with 9 = 0 indicating no spatial dependence), M 
is an n x n known diagonal matrix, and r2 is an additional nonnegative variance parameter. In 
order for this distributionon q to be a proper distribution, r 2 ( 1 - 4 H ) - ' M  must be a symmetric, 
positive definite matrix. Thus, M and H must be chosen to satisfy the symmetry condition, 
rnii hj; = mjj hij, for i = 1 , . . . , n and j = 1, . . . , n. In addition, to ensure positive definiteness, 
4 is bounded above by Qmax > 0 and below by +mi" < 0, where &in and &ax are obtained 
from the eigenvalues of M - ' / 2 H M ' / 2  (Cressie 1993, p. 539). We choose to restrict 4 further, 
to be in the interval (0, dmax), which generally means that spatial dependencies are positive. 
The joint distribution in (8) arises as a conditional autoregressive (CAR) model (Besag 1974; 
Cressie 1993, Section 6.6). 

q I T', 4 N N(0, ~ ' ( 1 -  4 H ) - ' M ) ,  

The heterogeneity random effects are assumed to be distributed according to, 

$ I u2 - N(O,u2D), (9) 

where u2 is a nonnegative variance-component parameter, and D is a given diagonal matrix. 
To complete the Bayesian-hierarchical-model specification, it remains to give prior distri- 

butions for p, r2, u2, and 4. The first three of these distributions are taken to be p ( P )  cc 1, 
p(?)  0: exp ( -e /2r2) ,  and p(u2)  oc exp ( -e/2u2),  where E is a small, positive real number; 
these three prior distributions are improper and flat or relatively flat distributions. The choice 
of prior distributions for u2 and r2 is discussed further in Section 4. Finally, we take the prior 
distribution for 4 to be uniform over values of 4 that produce positive spatial dependence and 
imply a proper distribution for q, namely 4 N Unif (0, dmax). 

Under a Bayesian analysis, inference is based on the posterior distribution of the model 
parameters given the data, 

which yields, inter alia, the posterior distribution of X = exp (Xp + q + $) (e.g., Richardson 
et al. 1995). The marginal posterior distribution of these relative risk parameters is of primary 
interest for identifying geographical regions with high or low relative risk. 

This high dimensional posterior distribution is most easily studied by simulation; i.e., infer- 
ences are based on a sample from the posterior distribution, which is obtained using a Markov 
chain Monte Car10 (MCMC) algorithm. This approach proceeds by constructing a Markov 
chain with stationary distribution equal to the posterior distribution (10) and then simulating 
the Markov chain until the distribution of the simulated values appears to have converged to 
the stationary distribution. The specific algorithm applied is the Gibbs sampling algorithm (Ge- 
man & Geman 1984); in each iteration of Gibbs sampling, we successively sample from the full 
conditional distribution of each parameter (given all of the others) in turn. 

The full conditional distributionsof r2 and u2 given the other parameters (and y) are given by 
inverse gamma distributions, which are easy to simulate. The other full conditional distributions 
do not represent standard distributions; for each of these, a single step of a univariate random 

P ( P , v , $ , ~ 2 1 ~ 2 , 4 1 Y ) l  (10) 
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walk Metropolis algorithm is used (Metropolis & Ulam 1949; Metropolis et al. 1953). To be 
more precise, a Metropolis step with jumping distribution that is normal with mean equal to the 
previous value of the parameter and variance chosen for efficiency (see, e g ,  Gelman, Carlin, 
Stem & Rubin 1995, pp. 334-335) is used for each of the nonstandard distributions. 

To determine how long the Markov chain should run, we use the multiple chain approach 
of Gelman & Rubin (1992). Specifically, five separate Markov chain simulations, started from 
overdispersed initial values, are run for a given number of iterations. The potential scale re- 
duction factor, an estimate of the decrease in posterior uncertainty that could be expected in a 
longer simulation, is used to judge whether convergence has occurred. This estimate compares 
the variation of simulations within a single chain to the variation among chains. It is common to 
make the conversence assessment using simulated values from each of the five simulated Markov 
chains after an initial bum-in period, which is the procedure we use. 

4. EXAMPLE: SCOTLAND LIP-CANCER DATA 
We now consider an application to lip cancer data from 56 administrative districts in Scotland. 
These data have been analyzed frequently in the statistics literature (e.g., Clayton & Kaldor 1987; 
Clayton & Bemardinelli 1992; Breslow & Clayton 1993; Cressie 1993; Spiegelhalter, Thomas & 
Best 1996; Stem & Cressie 1995,1999,2000) and provide a convenient starting point for study- 
ing the properties of WRSEL estimates. The original incidence counts of lip cancer were in- 
troduced by Clayton & Caldor (1987) and enhanced by subsequent authors. Table 1 in Stem & 
Cressie (2000) (also Table 1 here) presents the complete dataset in a convenient form. It con- 
tains (yl, . . . , y,,), the observed number of cases of lip cancer among males from 1975-1980 
in n = 56 districts; the expected number of cases ( E l ,  . . . , En) using a form of internal stan- 
dardization (the technique of Mantel & Stark 1968) adjusted for the age distribution among 
males in the districts; the percentage of people employed in agriculture, forestry, and fishing, 
AFF1, . . . , AFF,,; and the neighbours of each district, N1, . . . , N,,, which are defined as those 
districts sharing a common boundary. The data in the table are ordered using Clayton and 
Kaldor’s convention, i.e., according to decreasing values of the standardized morbidity rates 
(SMR), y1 / E l ,  . . . , y,, / En. Hence, district 1, Skye-Lochalsh, has the highest SMR, district 2, 
Banff-Buchan, has the second-highest SMR, and so forth. 

We analyze the Scotland lip cancer data under the model introduced in Section 3. In this 
example, the n x 2 covariate matrix X for the mean of log(X) contains a column of ones cor- 
responding to an intercept and a column containing the percentage of the population engaged in 
agriculture, forestry, and fishing. The specifications for the matrices H ,  M ,  and D found in (8) 
and (9) are 

(Ej/Ei)l/’ if j E Ni,  

( 0  elsewhere, 
hij = 

mij = ~ , : l ~ ( i  = j ) ,  
dij  = EtrlI(i = j ) ,  

following Cressie & Chan (1989) and Stem & Cressie (1995,1999,2000). 
= 0.175. Other models for H involve 0-1 entries scaled so that each row 

of H sums to 1 (eg .  Besag, York & Mollit 1991), in which case, = 1. The free parameter 
E in the prior distribution for r2 and u2 is set to 0.01. Other prior distributions, including inverse- 
gamma distributions were also examined, but they did not have a big impact on the results for 
these data. 

In this case, 
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TABLE 1 : Scotland lip cancer data. 

9 138 652 
39 8.66 4 3  
11 3.04 3.62 
9 2-53 356 

15 426  332 
8 240 3.33 

26 8.11 321 

7 230 3.04 
6 1.98 3.03 

m 6.63 3.02 
13 4d0 295 
5 1.n 279 
3 1.M 278 
8 3.31 2.42 

17 7.84 2.17 
9 455 1.98 
2 1.07 1.m 
7 4.18 1.67 
9 553 1.63 
7 4.44 1% 

16 1OA6 153 
31 t261  137 
I 1  8.n 12s 
1 5b2 12.5 

19 15.47 123 
15 12.49 1.20 

7 6.04 1.16 
10 8.96 1.12 
16 14.37 1.11 
I 1  1o.m 1.0s 

5 4.15 1.05 
3 288 1.04 
1 7.03 1.W 
8 853 0.94 

I 1  12.32 0.89 
9 10.10 0.89 

11 12.66 0.87 
8 9.35 0.86 
6 730 0.83 
4 5n 0.76 

10 18.16 033 
8 15.78 031 

z 4.32 0.6 
6 14.63 041 

19 50.72 037 
3 8.20 037 
2 559 036 
3 934  032 
28 88.Y 032 

6 19.62 031 
I 3.44 029 
I 3.62 028 
1 5.14 0.17 
I 7.03 0.14 
o 4.16 am 
0 1 .760 .00  

16 5.9.11.19 
16 7. 10 

10 6 12 
24 I8.to.28 
10 1 . I I . 1 2  13. I9 
24 3. 8 

7 6  
7 1.1Ll7.19.23.29 

16 2 7 . 1 6 2 2  
7 1.5. 9. I2 

16 3. 5. 1 1  
10 5,7. 17. 19 
24 31.3235 

7 25.29.50 

10 2 la 13 .16  17 

16 7. 10. 17. 21, 22 29 
10 7.9. 13. 16. 19.29 
7 4. m. 28.33.55. Y, 

ia 4.18.55 
7 1.5.9. 13, 17 

7 16.29.50 
16 10.16 
10 9.29.34.36 37.39 
1 27. W. 31.44.47,48.55,% 
1 15.2b.29 
1 25.29.4243 
7 24.31.3255 
7 4. 18. 33.45 

10 9. 15. 16. 17.21.23.25. 26.34.43. 50 
10 24.34 4 2  44.45. 56 
7 14, 24. n. 32, u. 46.47 

10 ia28 .6 . s  
7 23. 29. M. 40.42 43.51.52 n 

24 14, 27. 31. 35 

7 14.31.32 37.46 
0 23.37.39.41 

10 23.35.36.41.46 
I M. 4 2  44.49,51, n 

16 23.34.36.40.41 
0 34.39.41.49.52 
I 3637.39.4a446.49.53 

16 26.30.34.38.41 51 

16 2629.34.42 
0 XM.38,4a, 49 
I zhm.33.56 
7 31. 35. 37.41. 47. 53 
I 24.31.46.48.49.53 
I 24.44.47.49 
o 3 4  ~ 1 4 ~ 4 4 . 4 7 .  a. 52 53, n 
1 15.21.29 
I 34.30.42n 
o n , a 4 9 .  n 
I 41.4647.49 
I 34,3649.51.52 

16 iam%.n.m 
I0 14 24.3(133.45,55 

Simulation of the posterior distribution of the relative risk parameters for lip cancer in Scot- 
land was obtained using the computational approach described in Section 3. Inferences are based 
on the five simulated Markov chains after an initial burn-in period. This yields 5000 simulations 
from the posterior distribution. 

The remainder of this section contains summaries of this empirical posterior distribution. In 
particular, estimates of the relative-risk parameters under WRSEL and SSEL are compared. The 
vector of weights c for the WRSEL function W(X, A; c) is chosen to be a bowl-shaped function, 

ci =exp{0.52522*(i-28.5)}+exp{-0.5*(i-28.5)},  i =  1 , . . . ,  n, 

based on (6). This vector of weights is chosen so that c,, = 2c1, to reflect a stronger interest in 
maxima than minima. 
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TABLE 2: Estimates of relative risk under SMR, WRSEL and SSEL for the Scotland lip cancer data. 
~ 

SMR WRSEL WRSEL SSEL SSEL 

District SMR rank estimate rank estimate rank 

Skye-Lochalsh 
Banff-Buchan 
Caithness 
Benvickshire 
Ross-Cromarty 
Orkney 
Moray 
Shetland 
Lochaber 
Gorden 
WesternIsles 
Sutherland 
Nairn 

Glasgow 

Eastwood 
Strathkelvin 
Annandale 
Tweeddale 

6.52 
4.50 
3.62 
3.56 
3.52 
3.33 
3.21 
3.04 
3.03 
3.02 
2.95 
2.79 
2.78 

0.32 

0.17 
0.14 
0.00 
0.00 

56 
55 
54 
53 
52 
51 
50 
49 
48 
47 
46 
45 
44 

8 

4 
3 
2 
1 

6.82 56 6.28 
4.48 50 4.17 
4.32 47 3.18 
4.7 1 52 3.50 
4.17 56 3.22 
4.7 1 53 3.38 
3.58 42 2.90 
4.36 48 2.62 
4.5 1 51 2.77 
3.63 43 2.88 
3.78 34 2.66 
4.34 54 2.80 
5.20 55 2.86 

0.37 18 0.40 

0.20 4 0.31 
0.21 5 0.32 
0.22 6 0.50 
0.15 1 0.37 

56 
55 
51 
54 
52 
53 
50 
44 
46 
49 
45 
47 
48 

7 

1 
2 

12 
4 

The optimal estimates i of X under WRSEL and SSEL are computed using (3) and (3, 
respectively, and functions of X are estimated using the same functions of A. For example, 

S x ( A 1 , .  . . , A,) = max(A1,. . .,in) 
and 

and the estimated hotspot is the district corresponding to rank n which can be denoted i- l  (n). 
Table 2 provides estimates of relative risks and their ranks for a subset of the n districts; the 

table contains entries for the first thirteen and last four districts listed in Table 1 and an entry 
for Glasgow (the district with the largest population). As expected, the estimate of A(,) (rank 
= 56) is higher under WRSEL than under SSEL, while the estimate of A(,) (rank = 1) is lower. 
Specifically, Table 2 gives the WRSEL estimate of the relative risk for Skye-Lochalsh, the highest 
ranked district, as 6.82; based on SSEL the highest ranked district is also Skye-Lochalsh with 
an estimate of 6.28. The lowest ranked district based on WRSEL is Tweeddale with an estimate 
of 0.15; based on SSEL the lowest ranked district is Eastwood with an estimate of 0.31. The 
estimates of (A,, . . , , A,) are more dispersed under WRSEL than under SSEL. 

Figure 1 contains histograms of the posterior distribution of the relative risk parameters for 
Skye-Lochalsh (district 1) and Tweeddale (district 56), with vertical lines indicating the values 
of the WRSEL and SSEL estimates. Both estimates of relative risk are within the range of the 
histograms; the WRSEL estimates are pulled more towards the upper (for Skye-Lochalsh) or 
lower (for Tweeddale) portion of the histogram. 

i ( k )  = { j  : &  ; j € {1, . . . ,  n}}, 



2003 LOSS FUNCTIONS FOR ESTIMATION OF EXTREMA 259 

0 s ' 1 0  i s  20 0.0 i .o 2.0 3.0 

Skya-Lochalah Twooddrto 

FIGURE 1 : Histograms of posterior samples of the relative-risk parameters for Skye-Lochalsh 
and Tweeddale. Vertical lines indicate the location of the WRSEL estimates 

and the posterior means (SSEL estimates) of the relative risk. 

Figure 2 contains two choropleth maps; Figure 2A is shaded according to the WRSEL es- 
timates of A, and Figure 2B is shaded according to the SSEL estimates of A. We see that the 
WRSEL estimates produce more estimated rates in the lowest and highest categories (less than 
0.5 and greater than 4.5, respectively). Notice also that the districts shaded with WRSEL esti- 
mates in the mid-range category tend to be shaded with SSEL estimates in the same category, 
indicating that the main difference between the two estimates is their dispersion. Figure 3 charts 
the raw SMRs,  the SSEL estimates, and the WRSEL estimates for the 18 districts in Table 2. 
This figure shows that WRSEL yields more dispersed estimates of the parameters than SSEL. 

WRSEL 
0.15 - 0.27 
0.27 - 0.46 
0.46 - 2.61 
2.61 - 4.40 
4.49 - 6.82 

SsEL 
0.16-0.27 
0.27 - 0.40 
0.40 - 2.61 
2.m - 4.49 
4.49 - a82 

FIGURE 2: Choropleth maps of Scotland showing estimated relative risks 
under A) WRSEL estimates and B) SSEL estimates. 
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In an effort to understand how estimates and ranks under WRSEL are changed from the raw 
SMRs, we consider regressions using the absolute value of the difference of the WRSEL estimate 
(rank) and the SMR (rank) for each district as a response variable. As covariates for each district, 
we use the number of neighbours, the expected disease count, the average expected count of the 
neighbouring districts, and the percentage of the population employed in agriculture, forestry, 
and fishing (AFF); here we use the expected counts as a proxy for the population at risk in each 
district. The absolute difference of the WRSEL estimate and its SMR tends to be larger for 
those districts with larger AFF populations and smaller expected counts; perhaps less intuitiveIy, 
the absolute difference also tends to be larger for those districts whose neighbors have smaller 
average expected counts. 

Skye-Lochalsh u 
Banff-Buchan 
Cait hness 
Berwickshire 
Ross-Cromarty 
Orkney 
Moray 
Shetland 
Lochaber 
Gorden 
Western Isles 
Sutherland 
Nairn 

Glasaow 
EasGood 
Strathkelvin 
Annandale 
Tweeddale 

Skye-Lochalsh 

Nairn 
Sutherland 
Orkney 
Berwic ks h i re 
Lochaber 
Banff-Buchan 
Shetland 
Caithness 
Ross-Cromarty 
Western Isles 
Gorden 
Moray 

Glasgow 
Annandale 
Strathkelvin 
Eastwood 
Tweeddale 

SMR SSEL WRSEL 

FIGURE 3: Chart of SMRs, SSEL estimates, and WRSEL estimates of X for 18 districts shown in Table 2. 

Applying these results, we can understand better some of the results we see in Table 2. Specif- 
ically, consider Nairn (SMR = 2.78, SMR rank = 44) which sees a major change under WRSEL 
(WRSEL estimate = 5.20, WRSEL rank = 55); large changes are expected for Nairn given the 
moderately high AFF value of lo%, an expected count equal to 1.08 (second smallest of all 
56 districts) and a relatively low average expected count of its neighbours equal to 4.74 (13th 
smallest). As a second example, we consider Tweeddale (SMR = 0.00, SMR rank = 1) and 
Annandale (SMR = 0.00, SMR rank = 2). Under WRSEL, Tweeddale remains with rank equal 
to 1, while Annandale’s rank becomes 6. The higher rank for Annandale under WRSEL may be 
partly explained by the higher covariate AFF, which implies a greater exposure to factors that 
might cause lip cancer. The greater change for Annandale may also be partly explained by the 
smaller average population of its neighbours. Annandale’s neighbours have an average expected 
count of 4.4, the 12th smallest of all 56 districts, compared with ’heeddale whose neighbours 
have an average expected count of 13.7, the 43rd smallest. The expected count for Annandale is 
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higher than that of 'heeddale, which would suggest less change under WRSEL according to the 
regression results; however, both have relatively small expected counts and this is unlikely to be 
a factor explaining the divergence in the rankings of the two districts. 

We next compare SSEL to WRSEL, with several weight vectors, using simulated data. 

5. A COMPARISON OF WRSEL AND SSEL ESTIMATES USING SIMULATED DATA 
We now consider how WRSEL performs relative to SSEL for estimating relative risk parameters 
based on simulated data with the same general structure as in the example of the previous sec- 
tion. We generate data for 56 districts having the same expected counts Ei and neighbourhood 
structure as the Scotland lip cancer data considered in Section 4. To study the effectiveness of 
WRSEL in estimating the extremes among the distribution of relative risks, we fix the structure 
of X to guarantee one or more extreme values. We then vary the number and value of the extreme 
relative risk(s) in addition to the geographical location(s) of the corresponding hotspot(s), and we 
simulate disease counts from the Poisson model of Section 3. The internal standardization used 
to compute E; ensures that 

As a result, we actually simulate the observed counts from a multinomial model as 
m=56 

y - Multinomial [ -x Ei, p1, . . . , pn 1, ' i=1 / 

n=56 where p; = EiXi/ Cj=l EjXj, for i = 1, . . . ,56.  
For these simulations, we consider scenarios with a single hotspot, and with three spatially 

contiguous hotspots. We consider the effects of population and neighbourhood size (which play 
a role in the hierarchical model) by choosing the hotspot (or central hotspot in a group of three) 
to be either Glasgow (district 49, with a high expected count and a large number of neighbours), 
Badenoch (district 17, with a low expected count and a large number of neighbors), Edinburgh 
(district 45, with a high expected count and a small number of neighbours), and Nairn (district 
13, with a low expected count and a small number of neighbours). For the case of a single 
hotspot, we consider two levels of the elevated relative risk. During the simulations, each of the 
four specified districtsis used as a single hotspot: once with X(56) = 3 and once with A(56) = 5, 
and with X for the other 55 districts varying by very small amounts such that Cfzl Xj/56 = 1. 
For example, if A(56) = 3, then the remaining 55 values of X are chosen as the equally spaced 
sequence of numbers, (0.767,0.774, . . . ,1.167). Although X is chosen deterministically for the 
simulation, we analyze the simulated data using the spatial model described in Section 3. 

We also simulate data using each of the four specified districts along with two arbitrarily 
chosen neighbours as a cluster of hotspots. In each case, the relative risks for these three districts 
vary by 0.2 from 2.8 to 3.2, and the remaining 53 values of X vary, as before, by small amounts 
such that C:ll Xj/56 = 1. In summary, there are 12 different simulation scenarios considered: 
four corresponding to the individual hotspots with X(56) = 3, four corresponding to the individual 
hotspots with X(56) = 5, and four corresponding to the four cluster-of-three hotspots with X(54) = 
2.8, X(55) = 3.0, and A(56) = 3.2. 

Each of the 12 different simulation scenarios is repeated 100 times. Each time, Gibbs sam- 
pling is used to sample from the posterior distribution using the model and prior distributions 
from Sections 3 and 4, and the optimal estimates of X under WRSEL and SSEL are recorded and 
evaluated under various criteria, described later in this section. Here, WRSEL is applied with 
several different weight vectors: 

0 WRSEL(U) is the loss function used in the previous section based on the weight vector 
given by C j  = exp (0.52522 * ( i  - 28.5)) + exp{-0.5 * (i - 28.5)), for i = 1,. . . ,56; 
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0 WRSEL(S) is based on the weight vector c = (0, . . . , 0,l)’; 

0 WRSEL(Ea) is based on the weight vector ci = exp (i/lO), for i = 1, . . . ,56; and 

0 WRSEL(Eb) is based on the weight vector ci = exp ( i / 2 ) ,  for i = 1, . . . ,56, 

where “ U  G u-shaped, “S’ G spike-shaped, and “Ea, Eb” G exponential-shaped indicate a 
specific weight vector c for WRSEL. WRSEL evaluated with these four weight vectors and 
SSEL yield five different estimation techniques which we compare. 

The weight vectors in WRSEL can be rescaled without changing the resulting optimal estima- 
tors of A, so we rescale the weight vectors for WRSEL(S), WRSEL(Ea), and WRSEL(Eb) to have 
the same maximum value as that for WRSEL(U) and display the resulting weight vectors graphi- 
cally in Figure 4. The weight vectors for WRSEL(Ea) and WRSEL(Eb) are increasing functions; 
like the weight vector for WRSEL(U), they emphasize the largest order statistics, but unlike the 
weight vector for WRSEL(U), they give relatively little weight to the smallest order statistics. 
WRSEL(Ea) increases sooner and more gradually than WRSEL(U), while WRSEL(Eb) is simi- 
lar to the increasing part of WRSEL(U). All three weight vectors, for WRSEL(Ea), WRSEL(Eb), 
and WRSEL(U), result in a version of the weighted ranks squared error loss function that should 
estimate the high relative risks especially well. Note that WRSEL(S) puts all its emphasis on 
estimating the largest order statistic. 

I 
I I I I I 

0 10 20 30 40 50 

x 

FIGURE 4: Plot of weight vectors c for WRSEL(U), WRSEL(S), WRSEL(Ea), and WRSEL(Eb). 

To ascertain whether or not WRSEL achieves its purpose better than simply using estimates 
based on SSEL, we evaluate the estimates developed under SSEL and WRSEL using several dif- 
ferent criteria. For each individual simulation, the criteria that we evaluate include the squared 
error of the estimate for the relative risk of the district known to have the highest relative risk 
(El), the squared error of the rank of the estimate for this district (Rl), and an indicator (11) that 
is zero when the district with the highest relative risk is correctly ranked highest and one other- 
wise. When averaged over a set of simulations, I1 takes the value one minus the proportion of 
simulation trials in which the district with the highest relative risk is ranked highest. In addition, 
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we consider the sum of the squared errors of the estimates for the relative risks of the three dis- 
tricts known to have the three highest relative risks (E3), the sum of squared errors of the ranks 
of the estimates for these three districts (R3), and one minus the proportion of the three extreme 
districts whose estimates are ranked in the three highest positions (13). Finally, we consider the 
sum of the squared errors of the estimates of all 56 districts (E), and the sum of the squared er- 
rors of the ranks of the estimates for all 56 districts (R). Note that it is possible to evaluate these 
criteria since the true value of X is known for each simulation. 

TABLE 3: For each loss function considered, averages (and standard errors) of El, R1, and 11 are shown 
using 400 simulations having one hotspot with x(56) = 3 and 400 simulations with x(56) = 5. Averages 

(and standard errors) of E3, R3, and I3 are provided using 400 simulations having a cluster-of-three 
hotspots. Averages (and standard errors) of E and R are based on all 1200 simulations. 

Simulation 
scenario Criterion WRSEL(S) WRSEL(Eb) WRSEL(Ea) WRSEL(U) SSEL 

~ ~~ ~ 

x(56) = 3 El 0.60 0.72 0.92 0.91 1.42 
(0.03) (0.03) (0.03) (0.04) (0.06) 

x(56) = 3 R1 519.47 34.34 1.54 42.82 53.52 
(28.30) (3.51) (0.22) (11.22) (14.66) 

x(56) = 3 I1 0.57 0.57 0.38 0.60 0.27 
(0.02) (0.02) (0.02) (0.02) (0.02) 

x(56) = 5 El 3.47 3.75 4.10 3.89 4.66 
(0.10) (0.1 1) (0.13) (0.13) (0.17) 

X(56) = 5 R1 137.85 0.14 0.17 14.03 19.06 

(8.18) (0.04) (0.11) (8.1 1) (10.32) 
x(56) = 5 I1 0.52 0.07 0.03 0.08 0.04 

(0.03) (0.01) (0.01) (0.01) (0.01) 
~ ~ ~ 

3hotspots E3 1 .so 1.73 2.30 2.01 3.12 
(0.10) (0.09) (0.09) (0.10) (0.11) 

(29) (8) (2.17) (16) (22) 
3hotspots I3 0.73 0.52 0.25 0.38 0.15 

(0.01) (0.01) (0.01) (0.01) (0.01) 

3hotspots R3 604 116 17 97 109 

All 1200 E 94.98 33.19 11.91 18.81 7.31 
(1.26) (0.30) (0.10) (0.21) (0.10) 

( 126) (62) (97) (120) (118) 

All 1200 R 37,414 33,764 29,977 21,591 20,178 

Making inference on hotspots involves estimating both where they are and how severe they 
are. Therefore, we consider the criteria in the following groups: (El, R1, Il), (E3, R3, 13), 
and (E, R). For simulations based on the assumption of exactly one hotspot, we are particularly 
interested in criteria El, R1, and 11, while for simulations based on the assumption of exactly 
three hotspots, we are particularly interested in criteria E3, R3, and 13. We also evaluate the 
estimates under criteria E and R to assess the impact of WRSEL on the collection of all 56 
elements of A; note that SSEL, by definition, minimizes the expected value (estimated by the 
average over the simulations) of criterion E. 
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Table 3 contains summaries of the simulation results; shown are the average (and standard 
errors in parentheses) of each criterion using only the simulations for which that criterion is most 
appropriate, as discussed in the previous paragraph. The first three rows contain this informa- 
tion for El, R1, and I1 based on the 400 simulations (4 districts x 100 simulations) with one 
hotspot such that X(56) = 3. Following this, these same three criteria are summarized for the 
400 simulations with one hotspot such that X(56) = 5. Next, the average (and standard errors) of 
criteria E3, R3, and 13 for the 400 simulations with a cluster-of-three hotspots are given. Finally, 
E and R are averaged over all 1200 simulations. It is clear that WRSEL(S), based on weights 
that spike at the maximum, is not a good loss function for estimating hotspots. Although the re- 
sulting estimates do best for estimating the severity of there appears to be great inaccuracy 
when it comes to placing the hotspot. If applied to problems in public health policy, WRSEL(S) 
may be misleading to residents in a district mistakenly declared to have the largest Xi .  The other 
WRSEL estimates perform as they were designed to perform. They perform better than SSEL 
on measures El, R1 for those simulation scenarios with a single hotspot and on measures E3, 
R3 for those simulation scenarios with a cluster of three hotspots. WRSEL(Ea) does especially 
well in identifying the rankings of the hotspots. Somewhat surprisingly SSEL does best at iden- 
tifying the correct district (as measured by I1 and 13, which count the proportion of incorrect 
identifications). The WRSEL(Ea) estimates don’t always identify the correct districts as most 
extreme, but they are rarely off by much (indicated by the good performance on R1, R3). By 
contrast, SSEL is correct more often but occasionally misidentifies the rank of the hotspots by 
quite a bit. A loss function that is based directly on the posterior distribution of the ranks of 
the order statistics, as in Stem & Cressie (1999), could provide improved performance under I1 
and 13. The WRSEL(Eb) estimates do best at measuring the severity of the relative risk in the 
hotspots as measured by El  and E3. The next best for measuring the severity of the relative risk 
in the hotspots is WRSEL(U), which confirms a picture that emerges from these simulations. 
The weights c can be looked upon as resources to invest. The poor performance of WRSEL(S) 
confirms the adage that we “should not put all our eggs in one basket.” Put differently, weights 
should not be concentrated entirely on target order statistics, but spread out around them. 

In conclusion, estimating the location and severity of the largest X i  is best achieved by 
WRSEL (Ea), since it utilizes a weight vector that increases a little more gradually than 
WRSEL(U) without wasting any resources (weights) on the smallest of Xi. WRSEL(U) is next 
best to SSEL under criterion R when all X i  are of interest, while WRSEL(Ea) is next best to 
SSEL under criterion E. 

6. DISCUSSION AND CONCLUSIONS 
We introduced weighted ranks squared error loss (WRSEL), a generalization of the sum of com- 
ponentwise squared error loss (SSEL) that incorporates weights that can be used to emphasize 
different order statistics. We studied various choices of the weight vector that were designed to 
emphasize the larger (and smaller) entries in the parameter vector A. In experiments using sim- 
ulated data, we found that WRSEL did better than SSEL for estimating the largest relative risk. 
With the weight vectors we studied, WRSEL did not correctly identify the hotspot quite as often 
as SSEL, though WRSEL(Ea) was never off by much, while occasionally the rank assigned to 
the true hotspot under SSEL was off by quite a bit. As expected, SSEL was better at estimating 
all 56 districts simultaneously. WRSEL does not account for cross-dependence in nearby ranks, 
as might occur when there is more than one district with high relative risk. In the Appendix, we 
give a generalization of WRSEL that could be used to address this problem. 

The impact of specific choices of the weight vector c in WRSEL is one area for further study. 
While much focus was given to extrema in this paper, with a suitable choice of c, we should 
be able to apply this approach to estimating any order statistic of interest. When interest lies in 
other order statistics, c can be altered to reflect this interest; for example, to estimate for 
p E { 1, . . . , n), we suggest choosing cp large with exponential decay on either side of p .  Our 
simulation results for estimating indicate that a slower decay will yield better results. 
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It is a topic of future research to determine the best c for a functional of X that is specified to 
be of interest. 

APPENDIX: GENERALIZATIONS OF WRSEL 
The WRSEL function given in equation (1) can be expressed as a quadratic form that leads to 
some possible generalizations. Define 

n 

F( j ) (X)  diag ( I { A ~ = A ( ~ ) ~ ,  * , I~A,,=A(,,>) and F ( X ; C )  3 C c j F ( j ) ( X ) .  
j = 1  

Then from (l), W(X, A; c )  = (A - A)'F(X; c )  (A - A). Note that this is a quadratic form but 
that F(X; c) is a function of X and is, hence, a random matrix. More generally, we can consider 
the loss function 

L(X, A) = (A - A)'G(X)(X - A), 
where G(X) is any positive definite matrix. For example, the choice 

Gl(X) = F(X;  c)'12PF(X; c ) ~ / ' ,  

where P = ( P k l )  is an n x n positive definite matrix, yields the loss function 
n n  

k = l  k l  

This loss function incorporates an additional set of weights Pkf  that account for cross-dependence 
between ranks (probably nearby ranks). If c = c( 1, . . . ,1) '  for some c > 0, then F(X;  c )  = c1, 
G1 (A) = c P ,  and (1 1) results in the weighted SSEL function, with weights given by P. When 
P is different from the identity matrix, then (1 1) is a generalization of WRSEL in (1). 
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