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A B S T R A C T

Much of the statistical learning literature has focused on adjacent dependency learning, which has shown that learners are capable of extracting
adjacent statistics from continuous language streams. In contrast, studies on non-adjacent dependency learning have mixed results, with some
showing success and others failure. We review the literature on non-adjacent dependency learning and examine various theories proposed to
account for these results, including the proposed necessity of the presence of pauses in the learning stream, or proposals regarding competition
between adjacent and non-adjacent dependency learning such that high variability of middle elements is beneficial to learning. Here we challenge
those accounts by showing successful learning of non-adjacent dependencies under conditions that are inconsistent with predictions of previous
theories. We show that non-adjacent dependencies are learnable without pauses at dependency edges in a variety of artificial language designs.
Moreover, we find no evidence of a relationship between non-adjacent dependency learning and the robustness of adjacent statistics. We de-
monstrate that our two-step statistical learning model can account for all of our non-adjacent dependency learning results, and provides a unified
learning account of adjacent and non-adjacent dependency learning. Finally, we discussed the theoretical implications of our findings for natural
language acquisition, and argue that the dependency learning process can be a precursor to other language acquisition tasks that are vital to natural
language acquisition.

1. Introduction

Sentences in natural languages contain grammatical dependencies, such as those that arise from agreement marking between the
sentence subject and the verb. Sometimes these dependencies hold between adjacent words (or morphemes), and sometimes the
dependencies are non-adjacent. For example, the dependency between the singular subject child and the agreeing inflected verb cries
in “the child cries” is an adjacent dependency at the level of words, whereas in, the child always cries it is non-adjacent. These
dependencies are expressed by hierarchical syntactic structures in formal syntactic grammars. However, there has been considerable
interest in investigating learning mechanisms that could detect these dependencies in linear sequences within spoken utterances.
Such mechanisms could be useful for discovering syntactic structure in children acquiring a language, and could also aid proficient
language users in building syntactic parses. For example, there have been a number of studies using artificial and natural languages
that have investigated how language learners acquire non-adjacent dependencies (e.g., Gómez, 2002; Newport & Aslin, 2004; Peña,
Bonatti, Nespor, & Mehler, 2002; Pacton & Perruchet, 2008; Romberg & Saffran, 2013), and how early in the acquisition process such
dependencies are detected (Gómez, 2002; Gómez & Maye, 2005; Santelmann & Jusczyk, 1998). Once these dependencies are de-
tected, they can be used in further language learning tasks, such as using the frames for syntactic categorization (Chemla, Mintz,
Bernal, & Christophe, 2009; Mintz, 2003).
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While adjacent dependencies and non-adjacent dependencies only differ in the linear distance between the items that make up the
dependency, often by just one item, the studies on learning these types of dependencies have produced very different results. For
example, most studies of adjacent dependencies have found success of learning with participants as diverse as rats (e.g., Toro &
Trobalón, 2005), human babies (e.g., Saffran, Aslin, & Newport, 1996; c.f. Johnson & Tyler, 2010), and human adults (Thompson &
Newport, 2007) in a variety of learning scenarios (artificial language: Saffran et al., 1996; natural language: Pelucchi, Hay, & Saffran,
2009). However, the studies of non-adjacent dependencies to date have only found learning in limited situations, with some studies
reporting success in learning and others reporting failure (e.g., success: Gómez, 2002; Gómez & Maye, 2005; Romberg & Saffran,
2013; failure: Newport & Aslin, 2004; mixed: Peña et al., 2002; Santelmann & Jusczyk, 1998; for a review see Wilson et al., 2018).

To account for the differences in adjacent and non-adjacent dependency learning, some researchers have proposed that learning
non-adjacent dependencies involves different mechanism that require special information in the input. For example, Peña et al.
(2002) proposed that brief pauses at the dependency edges are necessary to mark the beginning and end of the dependency sequence.
Similarly, Endress, Nespor, and Mehler (2009) proposed that the dependent non-adjacent elements must occur at the edges of a
sequences in order for the dependency to be learned. As adjacent dependency learning does not exhibit such edge effects, the
preceding accounts suggest that the two types of patterns are learned by different mechanisms. In contrast, Gómez (2002) proposed
that the learnability of non-adjacent dependencies is negatively influenced by the robustness of adjacent statistics, suggesting a
unitary mechanism that focuses on one type of pattern at the expense of the other.

In the remainder of the introduction we review prior influential studies on non-adjacent dependency learning in more detail, as
well as the special constraints that have been proposed on mechanisms that learn non-adjacent dependencies. Then, in four ex-
periments, we present evidence of non-adjacent dependency learning in the absence of these special constraints, challenging these
proposals. We then show that a recently developed model of dependency learning (Wang, Trueswell, Zevin & Mintz, in preparation)
can account for these results, and discuss the implications for understanding statistical learning in general.

1.1. The role of pauses in non-adjacent dependency learning

One characteristic of experiments that showed successful learning of non-adjacent dependencies is that the sequences that contain
dependencies were surrounded by pauses. Endress et al. (2009) argued that the edges produced by pauses are privileged in the kind of
position-related computations they afford. As such, they argue that edge placement of elements making up dependencies could be a
constraint for learning non-adjacent dependencies.

There are numerous studies with findings that are consistent with this claim. For example, in prior studies investigating non-
adjacent dependency learning between words—as opposed to within-word syllable dependencies, discussed below—words were
separated by pauses, with longer pauses every three words, such that words that made up the dependencies were at beginnings and
ends of these three-word sequences (Gómez, 2002; Gómez & Maye, 2005; Gómez, Bootzin, & Nadel, 2006; Romberg & Saffran, 2013).
For example, training material contained sequences such as, …B##A#X#B##A#X#B##A…, where one pound sign indicate a short
pause (e.g., 200–300 ms) and two pound signs indicate a long pause (e.g., 800 ms); also, there is a dependency between A and B
items. Thus, the dependent items were at sequence edges, as marked by long pauses. However, when the pauses between all words
were equal, regardless of position in the sequence, learning failed (Wang & Mintz, 2018). Other studies (e.g., Newport & Aslin, 2004;
Peña et al., 2002) have studied non-adjacent dependencies at the syllable-level. Newport & Aslin, found no evidence that adults
learned non-adjacent dependencies between syllables when the syllables were concatenated without pauses. Peña et al. manipulated
whether there were pauses between the syllable sequences that contained the dependencies. They found that non-adjacent de-
pendency learning was only successful when brief pauses were introduced. However, the reason adults failed to learn when pauses
were not present is unclear. As we will discuss below in the section Assessment of Dependency Learning and the Issue of Generalization,
their method for testing non-adjacent dependency learning introduced potentially biasing confounds.

In prior work, we have argued for an alternative explanation of these results (Wang, Zevin, & Mintz, 2017). We proposed that the
pauses in the artificial language stream aid non-adjacent dependency learning simply because they bracket the input stream into
shorter subsequences that contain the dependencies to be learned. In other words, pre-segmented sequences are easier to learn from
because the sequences that contain the information to be learned are packaged into smaller units. This contrasts with claims that
stipulate that learning takes place only when the non-adjacent elements are at silence-marked stimulus edges, or that silences in the
sequences play a critical role more broadly. This is because, if we are correct, many types of cues, not just pauses, could signal virtual
boundaries in the input stream that brackets the sequences with dependencies. The similarity grouping hypothesis for non-adjacent
dependency learning (Creel, Newport & Aslin, 2004) is also consistent with this view. Creel et al. (2004) demonstrated that non-
adjacent dependencies in musical notes can be learned better when the elements making up the dependencies share similar char-
acteristics such as pitch range or timbre. The account we develop here is similar in that we propose that rhythmicity in the signal also
can facilitate packaging language into smaller units. Thus, on our view, what is critical for learning is that learners are able to
segment the language sequence using any grouping information present in the sequence into subsequences that contain the de-
pendencies.

1.2. The influence of neighboring adjacent statistics on non-adjacent dependency learning

Another influential account of non-adjacent dependency learning posits that the number of unique elements that occur in the

F.H. Wang, et al. Cognitive Psychology 113 (2019) 101223

2



intervening position influences whether the dependencies are learned (Gómez, 2002). Specifically, in an AXB sequence where A and B
were dependent, when the number of words in the X category was relatively large (24), adult subjects learned the dependencies.
However, the non-adjacent dependencies were not learned when the set size was 2, and results were mixed for sets of sizes 6 and 12.
Gómez proposed that fewer X words made learning the adjacent dependencies easier (because they were more predictable), drawing
learners’ attention away from the non-adjacent dependencies. However, when size of the X category is larger, the adjacent sequences
become less predictable, making the highly predictable non-adjacent dependencies between A and B easier to learn. This account
characterizes adjacent and non-adjacent dependency learning as processes that are somewhat in competition.

Other explanations are consistent with that finding, however. In Gómez (2002), the number of X words in the AXB sequences was
confounded with the predictability of the adjacent transitional probabilities, so, in principle, either factor could have resulted in the
observed behavioral differences when the size of the X category was manipulated. We address the confound between number of items
and the transitional probability of adjacent dependencies in Experiment 4. The experiment is described in detail below, but the
crucial feature that we manipulated was the co-occurrences between particular AX and XB items, while holding the number of X items
constant. We conclude that there is no competition between adjacent and non-adjacent dependency learning, which is consistent with
other recent findings (Romberg & Saffran, 2013). Moreover, in the other experiments we report below, we found evidence of suc-
cessful non-adjacent dependency learning when only three words served as potential X middle items.

1.3. Assessment of dependency learning and the issue of generalization

Broadly speaking, there have been two different ways that dependency learning has been tested: using dependency tests and using
segmentation tests. Dependency tests use acceptability judgments of grammatical items as compared to ungrammatical items (Gómez,
2002; Gómez & Maye, 2005; Romberg & Saffran, 2013). For example, if the dependency in the artificial language is structured such
that the first word only co-occurs with a particular third word (AiXBi), dependency tests ask subjects to evaluate grammatical items
(e.g., AiXBi) against ungrammatical items (e.g., AiXBj, where i ≠ j). Dependency learning is judged successful if subjects accept
grammatical items more than ungrammatical items. Note that while grammatical items have occurred in the learning material,
ungrammatical items have not. Segmentation tests, on the other hand, compare the acceptability of “words” to “part-words”. Words
contain the dependencies to be learned (AiXBi), but the part-words do not (either BjAiX or XAiBj, where i ≠ j). Dependency learning is
judged successful if acceptability of words is higher than part-words. In contrast to dependency tests, both words and part-words have
occurred in the learning material. Segmentation tests are often used in experiments where the familiarization or training material is
presented as a continuous speech stream (Newport & Aslin, 2004).

As described, both of these testing methods involve presenting test items that contain an item from the X category. This means
that subjects’ judgements could, in part, be influenced by the adjacent statistics involving items from the X category in combination
with the A and B category items. Indeed, under Gómez (2002) account, the presence of highly predictable adjacent patterns interferes
with detecting non-adjacent dependencies. More broadly, it is possible that the X items are involved in subjects’ representation of the
A_B dependencies such that the learner is representing entire linguistic “chunks” (Christiansen & Arnon, 2017). If this is the case,
subjects will only be able to evaluate whether a test item adheres to the attested A_B patterns when that item contained the right X
item. However, if subjects have a representation of the Ai_Bi non-adjacent dependency relationship, they should be able to accept
novel AiNBi triplet sequences, where N is novel and never occurred in the X position. While most of the studies mentioned to date did
not introduce new items (words or syllables) in the test phase, Peña et al. (2002) used test items called “rule words” that did not use
the same X items from training to test. In their study, the middle element was a word from the position 1 of another dependency (e.g.,
A1A2B1). In this example, given A1 appears at position 1, participants should expect B1 to appear at the third position, and Peña et al.
expected participants to accept these strings. However, participants were at chance comparing these rule words to part-words. One
potential explanation, as pointed out by Frost and Monaghan (2016) is that participants did not expect A2 to appear in position 2.
Frost and Monaghan removed this confound by using a syllable that never occurred in the training materials for the X syllable, and
found a statistically reliably preference for words (AiNBi) over part-words (NBA and BAN, where N is a syllable never used in the
training materials). However, there are unfortunate confounds that result from using segmentation tests (word versus part-word) to
probe participants’ knowledge given the overall design of Frost and Monaghan’s study. Namely, participants may have preferences
regarding the position of novel syllables independent of any learning. Slobin (1973) argued that learners pay special attention to
elements at beginning and endings of sequences, and, in this case, the novel syllable is sequence-internal (AiNBi) in words but located
at the edges of sequences in the part-words (NBA and BAN). Although the results from Frost and Monaghan (2016) pointed to the
possibility that participants learned a generalizable Ai_Bi relationship, we cannot rule out these other possibilities. Using a de-
pendency learning paradigm would avoid these problems, since both grammatical items (AiNBi) and ungrammatical items (AiNBj,
where i ≠ j) would have the novel word sequence-internal, and all adjacent transitional positions equal between grammatical items
and ungrammatical items. We will use this design in Experiment 4.

1.4. Stimulus properties and statistical learning

Statistical learning tasks in the auditory domain are, more generally, speech perception tasks. Some studies on non-adjacent
dependency learning used short, synthesized syllables (e.g., Frost & Monaghan, 2016; Newport & Aslin, 2004; Peña et al., 2002),
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while others used recorded speech (e.g., Gómez, 2002; Gómez & Maye, 2005; Gómez et al., 2006; Romberg & Saffran, 2013).
Synthesized syllables are produced with synthesizers of varying quality, and the syllables are short, lasting between 200 and 250 ms.1

The advantage of these synthesized syllables is that they can be produced with a computer, and researchers can control the speech
stream such that there is no prosodic information added to the syllables,2 but these speech streams are often of suboptimal quality,
where identification of syllables is difficult and syllables are easily confusable. For example, speech synthesized using such systems
without prosody was rated poor on an MOS scale (Tesser, Cosi, Drioli, & Tisato, 2005), suggesting that even synthesized speech using
natural language sentences is difficult to understand. Some studies using recorded speech, while avoiding potential speech quality
problems, used words with a long duration of 750 ms (Gómez, 2002; Romberg & Saffran, 2013). Typically, natural language speech
rates are in the range of 3–7 Hz, across languages (Ding et al., 2017), much faster than the rate in these studies, which is just over
1 Hz. As a result, it is possible that the slow rate of presentation interferes with the detection of long-distance dependencies.

Another issue regarding stimulus properties in prior studies concerns the use of CV vs. CVC/CVCC syllables. Using CV syllables in
word segmentation studies (e.g., Saffran et al., 1996) makes sense, as it avoids the potential issue of re-syllabification. In addition,
certain consonant clusters can produce word boundary cues (Mattys & Jusczyk, 2001). Using CVs for studies on statistical word
segmentation avoids these potential confounds. However, when the focus of a study is instead on learning dependencies among
words, it is reasonable to pre-segment the stream for the listener, especially when nonce words are used, for which many top-down
segmentation strategies are not available. In this instance, it is easier to create an unambiguous word sequence with pauses deli-
neating the units in the language. In our current dependency learning study, we use CVCs/CVCCs with small pauses in between all
words, making it easy for listeners to identify all the different syllables since CVCs/CVCCs are more distinct from each other.

1.5. The current experiments

Experiment 1 tests non-adjacent dependency learning in speech streams of unsegmented concatenation of triplets containing a
dependency (AiXBi). No pauses were inserted between dependencies in the training stream (unlike Gómez, 2002), and the number of
intervening items was small (3). The small number of intervening items should make the detection of the non-adjacent dependencies
more difficult to detect, according to Gómez (2002). Experiment 2 used a slightly different design (YAiXBi) such that the triplets
containing the non-adjacent dependencies are not right next to each other. The learning sequence from Experiment 1 was generated
by concatenating NAD sequences one after another, so we aimed to demonstrate that non-adjacent dependencies can be learned
robustly under more complex situations when the sequence consists of additional words that are not part of the dependencies. In
Experiment 3, we tested learning of non-adjacent dependencies when the elements making up the dependencies are further apart
(two words away), where quadruplets in the form of (AiXYBi) were concatenated together. These experiments were designed similar
to Gómez (2002), where learners are expected to have higher familiarity with grammatical items (e.g., AiXBi) than ungrammatical
items (e.g., AiXBj, i ≠ j).

Demonstrating that learners have higher familiarity to grammatical items than ungrammatical items is consistent with two
possibilities. First, that the learners are learning the non-adjacent dependencies, a dependency between two elements (A and B).
Secondly, learners may have higher familiarity to items that they have encountered vs. items that they have never encountered, as a
result of storing entire “chunks” (Christiansen & Arnon, 2017). This is a possibility that could explain results in Gómez (2002) as well.
In other words, provided that the learners can distinguish grammatical items (e.g., AiXBi) and ungrammatical items (e.g., AiXBj,
i ≠ j), they do not necessarily have to have represented non-adjacent dependency per se.: Representing entire chunks (grammatical
items such as AiXBi, which occurred during training) should allow learners to distinguish such grammatical items and ungrammatical
items (e.g., AiXBj, i ≠ j, which did not occur during training). To eliminate this possibility and demonstrate non-adjacent dependency
specifically, Experiment 4 used a design where the test items consisted of new words that were never presented during training.
Participants were asked to select the more familiar item between a grammatical item (e.g., AiNBi) and an ungrammatical item (e.g.,
AiNBj, i ≠ j), such that the N item is a new word never presented during training. If participants were able to select the grammatical
items above chance, they must have used their representation of non-adjacent dependency between A and B rather than entire
chunks.

Experiment 4 further formally tested the account that the predictability of the adjacent transitional probabilities contributes to
non-adjacent dependency learning. Prior evidence for this claim comes from studies (e.g., Gómez, 2002) that confound the number of
X words in the AXB sequences with the predictability of the adjacent transitional probabilities. In Experiment 4, we manipulated the
co-occurrences between particular AX and XB items, while holding the number of X items constant, which allows us to assess the role
of predictability of the adjacent transitional probabilities in non-adjacent dependency learning.

1 A recent meta-analysis showed that statistical learning studies as a whole have a positive effect with synthesized stimuli, a null result with natural
speech stimuli and a significant difference between the two (Black & Bergmann, 2017). This raises the intriguing possibility that the success of much
of the statistical learning literature may have been due to stimuli properties, such as rhythms derived from artificial stimuli, as we argued in this
paper, rather than computing transitional probabilities.

2 One of the common misconceptions about speech is the idea that there exists a “null distribution” for prosody in a speech stream. This idea is
implicit in much of the statistical learning literature, and is very problematic. The speech stream necessarily contains prosodic information such as
amplitudes modulations, changes in pitch values inherent to different syllables etc. Attempts to eliminate such information while preserving “the
speech content” is not only implausible, but also counterproductive to understanding how humans process language in general.
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2. Experiment 1

In Experiment 1, we examined non-adjacent dependency learning in unsegmented speech streams. The training material was
made by concatenating three-word sequences, each containing a non-adjacent dependency (AiXBi). We made use of recorded speech
rather than synthesized speech, and presented it at a rate that is normal for typical speech (3 Hz). The number of intervening items
(that is, the size of the X category) was only 3, which would be expected to make the detection of the non-adjacent dependencies
more difficult according to some theories (Gómez, 2002).

2.1. Methods

2.1.1. Participants
Thirty-eight USC undergraduates were recruited. Half of them participated in each counterbalancing condition.

2.1.2. Stimuli
We recorded speech from a native English speaker and digitized the recording at a rate of 44.1 kHz. We recorded 9 novel words to

form the non-adjacent dependency: three at position one (rud, swech, voy), three at position two (dap, wesh, tood) and three at
position three (tiv, ghire, jub).

After all the words were recorded in list intonation, we spliced the words from the recording. Each word was between 300 ms and
737 ms in duration, and we used the lengthen function in Praat (Boersma & Van Heuven, 2001) to shorten all the words into ap-
proximately 250 ms. An additional 83 ms of silence was added to the end of each word to increase its intelligibility. Thus, words
occurred at a rate of 3 Hz.

2.1.3. Design and procedure
The experiment consisted of three blocks, each with a training phase and a number of testing trials. Each learning trial consisted of

passively listening to materials. Each learning block contained 144 non-adjacent dependency triplets. Given the word presentation
rate of 3 Hz, each sentence lasted 1 s, and each learning trial lasted 2.4 min. There were no pauses marking dependencies in the
artificial language. The testing section consisted of a set of eighteen trials. Each trial involved participants giving a familiarity rating
after hearing a three-word sequence. Half of the eighteen trials play a triplet from the language with the correct dependency, while
the other half plays triplets from the language in the counterbalancing condition, with order of presentation randomized each time.

Each novel sentence was a concatenation of three novel words, one word (from a choice of three) for each position, as specified in
the Stimuli section. We denote the words making up the dependencies with A and B, and the words filling up other positions with X
(and Y). The pattern we tested in Experiment 1 can thus be represented as AXB. All the possible combinations occurred for AiXBi

where the first position word predicted the third position word. As such, there were three AB pairs and three X words, which made
nine possible different artificial sentences. There were two counterbalancing languages, and one was created by taking one kind of
pairing of A_B (A1_B1, A2_B2, A3_B3), and the other by using three different pairs (A1_B2, A2_B3, A3_B1), similar to Gómez (2002). This
way, AiXBi is grammatical and AiXBj is ungrammatical in one condition, and the reverse is true for the other condition and both
conditions use the same test items. In all subsequent experiments, this is how the counterbalancing conditions are created. Only the
A_B dependencies were manipulated for counterbalancing: the distribution of other words (such as X, Y and N) are identical in both
counterbalancing conditions.

2.1.3.1. Training phase. At the start of the experiment subjects heard the following instructions:
“In this study, you will be presented with rapid succession of made-up words. Press Space to start listening.”
Participants listened to the sound stream passively while the screen was blank during the training phase.

2.1.3.2. Testing phase. Immediately after a training phase, we showed the instructions for the testing section on the screen. The
instruction made it clear that participants would hear word sequences and make judgments about them. There were a total of
eighteen test trials during each testing section, half of which were from the correct dependency, and the other half were from the
counterbalancing condition (i.e., ungrammatical). The sequence of presenting the test trials was randomized for each participant.

Participants initiated each test trial. Per trial, participants clicked on a button to play an artificial language sentence, and a
question followed which asked the participant to indicate whether they had heard the sequence in the previous section. A scale with
radio buttons showed up after playing the sentence and participants were asked to answer the question “Do you think that you heard
this sequence in the previous section?” There were five possible items to choose from, “Definitely”, “Maybe”, “Not Sure”, “Maybe
Not”, “Definitely Not”. Participants could click on any of the radio buttons to make their choice, and this trial ended and the next trial
began.

2.2. Results & discussion

For each question in the testing section, participants rated their familiarity for a given test sequence. We coded the scale of
“Definitely”, “Maybe”, “Not Sure”, “Maybe Not” and “Definitely Not” into numeric values 4, 3, 2, 1 and 0, respectively. This allowed
us to compare ratings for grammatical and ungrammatical items. The mean rating of grammatical sentences (2.99) was higher (i.e.,
greater endorsement) than the mean rating of ungrammatical sentences (2.83; see Fig. 1).
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To compare the ratings statistically, we ran mixed effect linear regressions with the data. To ensure that there were no differences
across the counterbalancing conditions, we fit a three-way interaction (grammaticality by counterbalancing condition by block), with
subject as random intercept and by-subject random slope for grammaticality. We found that the three-way interaction was not
significant (χ2(2) = 3.17, p = 0.205). Further analysis showed that counterbalancing group did not interact with either grammati-
cality or block (all p > 0.05), so we collapsed the counterbalancing groups. Next, we ran an analysis of the interaction between
grammaticality and block, with subject as random intercept and by-subject random slope for grammaticality. There was no inter-
action between these two factors either (χ2(2) = 0.98, p = 0.613), so we collapsed the blocks. Using only grammaticality as the fixed
effect, subject as random intercept and by-subject random slope for grammaticality, we found that grammatical items were rated
significantly higher than ungrammatical items, suggesting that participants were able to learn the non-adjacent dependency in
general (β = 0.160, z = 3.54, p < 0.001).

Experiment 1 demonstrated that non-adjacent dependencies with one of the intervening items can be learned efficiently without
pause cues. However, natural languages rarely have non-adjacent dependencies stacked one after other. In Experiment 2, we explore
learning when there is a word between the dependencies, with the pattern of YAXB. Success in Experiment 2 should also be con-
sidered as a conceptual replication of Experiment 1.

3. Experiment 2

Experiment 2 tests non-adjacent dependency learning with the pattern YAXB, where A & B words formed the dependency.
Whereas Experiment 1 continuously presented triplets with the dependency, Experiment 2 has the triplet portion (AXB) separated
from the next dependency by a word (Y). The choice of Y words is random with respect to other parts of the artificial language.

3.1. Methods

3.1.1. Participants
Thirty-eight USC undergraduates participated in Experiment 2. These participants have not participated in other experiments

reported here. Half of the participants were in each counterbalancing condition.

3.1.2. Stimuli
We used the stimuli in Experiment 1. We used twelve novel words to form the non-adjacent dependency: three at position one

(blit, pel, tink), three at position two (rud, swech, voy), three at position three (dap, wesh, tood) and three at position four (tiv, ghire,
jub). There are four positions in Experiment 2 because the pattern is YAXB where A & B formed the dependency.

Again, all the words were approximately 250 ms long with an additional 83 ms of silence added to the end of each word. When the
words are concatenated in a continuous stream, they occur at a rate of 3 Hz.

3.1.3. Design and procedure
The experiment consisted of three blocks, each with a training period followed by a block of 18 test trials. Each learning period

Fig. 1. Means for grammatical and ungrammatical test items, and difference scores for each subject in Experiment 1, collapsed over counter-
balancing conditions and blocks. In (A), each circle represents the mean rating of a subject for all grammatical and ungrammatical items, with a solid
line indicating the mean for each item type. In (B), each circle represents the difference between ratings for grammatical and ungrammatical items
for each subject, with the solid line showing the mean difference, and shadows showing 95% confidence intervals around the mean. The dotted line
at 0 represents chance.

F.H. Wang, et al. Cognitive Psychology 113 (2019) 101223

6



consisted of listening to materials passively. Each learning trial contained 144 non-adjacent dependency triplets. Given that words
were at 3 Hz and each sentence contained 4 words, each sentence took one and one third seconds. Each learning trial lasted 3.2 min.
During testing, each section contains eighteen trials, half from the language (the grammatical items) and half from the language of
the counterbalancing condition (the ungrammatical items), with order of presentation randomized each time.

The training and testing phase procedure was identical to those in Experiment 1.

3.2. Results & discussion

As in Experiment 1, we coded the scale of “Definitely”, “Maybe”, “Not Sure”, “Maybe Not” and “Definitely Not” into numeric
values 4, 3, 2, 1 and 0, respectively. This allowed us to compared ratings for grammatical items vs. the ungrammatical items. Mean
rating of grammatical sentences (3.00) was higher (i.e., greater endorsement) than mean rating of ungrammatical sentences (2.899;
see Fig. 2).

To compare the ratings statistically, we ran mixed effect linear regressions with the data. To ensure that there are no differences
across the counterbalancing conditions, we fit a three-way interaction (grammaticality by counterbalancing condition by block), with
subject as random intercept and by-subject random slope for grammaticality. We found that the three-way interaction was not
significant (χ2(2) = 1.26, p = 0.534). Further analysis showed that counterbalancing group did not interact with either grammati-
cality or block (all p > 0.05), and we collapsed the counterbalancing groups. Next, we ran an analysis with the interaction between
grammaticality and block, with subject as random intercept and by-subject random slope for grammaticality. There was no inter-
action between these two factors either (χ2(2) = 0.39, p = 0.823), so we collapsed the blocks. Using only grammaticality as the fixed
effect, subject as random intercept and by-subject random slope for grammaticality, we found that grammatical items were rated
significantly higher than ungrammatical items, suggesting that participants were able to learn the non-adjacent dependency in
general (β = 0.101, z = 2.30, p = 0.021).

Experiment 2 replicates the successful learning of non-adjacent dependency learning. It demonstrates that the non-adjacent
dependency with one of the intervening items can be learned. Together with Experiment 1, we showed that non-adjacent dependency
with one intermediate item can be learned, whether the dependencies are placed right next to each other (Experiment 1) or have one
word separating them (Experiment 2). In Experiment 3, we explore non-adjacent dependency learning when there are two words
intervening the words making up the dependencies, with the pattern of AXYB.

4. Experiment 3

Natural languages are not restricted to having only one word in between the dependency (e.g., the child very rarely runs). In cases
where there is more than one item in between the items that form the dependency, learning the dependency becomes more complex,
since elements must be maintained in memory over longer periods of time and with more intervening items (Santelmann & Jusczyk,
1998). In Experiment 3, we explore learning when there are two intermediate items between the dependencies, with the pattern of
AXYB.

Fig. 2. Means for grammatical and ungrammatical test items, and difference scores for each subject in Experiment 2, collapsed over counter-
balancing conditions and blocks. In (A), each circle represents the mean rating of a subject for all grammatical and ungrammatical items, with a solid
line indicating the mean for each item type. In (B), each circle represents the difference between ratings for grammatical and ungrammatical items
for each subject, with the solid line showing the mean difference, and shadows showing 95% confidence intervals around the mean. The dotted line
at 0 represents chance.
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4.1. Methods

4.1.1. Participants
Thirty-eight USC undergraduates participated in Experiment 2. These participants did not participate in other experiments re-

ported here. Half of the participants were in each counterbalancing condition.

4.1.2. Stimuli
In Experiment 3, we explore learning when there are two intermediate items between the dependencies, with the pattern of AXYB.

We used the same word stimuli as in Experiment 1, but with twelve words forming the non-adjacent dependency sequence: three at
position one (rud, swech, voy), three at position two (blit, pel, tink), three at position three (dap, wesh, tood) and three at position
four (tiv, ghire, jub). Again, all the words were approximately 250 ms long with an additional 83 ms of silence added to the end of
each word. When words are concatenated in a continuous stream, they occur at a rate of 3 Hz.

The experiment consisted of three blocks, each with a training period followed by a block of 18 trials. Each learning phase
consisted of listening to materials passively. Each learning trial contained 144 non-adjacent dependency triplets. Given that words
were at 3 Hz and each sentence contained three words, each sentence took a second. Each training period lasted 3.6 min. There were
no pauses marking dependencies in the artificial language. During testing, each section contained 18 questions, half from the lan-
guage and half from the counterbalancing condition, with order of presentation randomized each time.

The training and testing phase procedure was identical to those in Experiment 1.

4.2. Results & discussion

As in Experiment 1, we coded the scale of “Definitely”, “Maybe”, “Not Sure”, “Maybe Not” and “Definitely Not” into numeric
values 4, 3, 2, 1 and 0, respectively. This allowed us to compare ratings for grammatical and ungrammatical items. The mean rating of
grammatical sentences (2.859) was higher (i.e., greater endorsement) than the mean rating of ungrammatical sentences (2.597; see
Fig. 3).

To compare the ratings statistically, we ran mixed effect linear regressions with the data. To ensure that there are no differences
across the counterbalancing conditions, we fit a three-way interaction (grammaticality by counterbalancing condition by block), with
subject as random intercept and by-subject random slope for grammaticality. We found that the three-way interaction was not
significant (χ2(2) = 1.54, p = 0.463). Further analysis showed that counterbalancing group did not interact with either grammati-
cality or block (all p > 0.05), so we collapsed the counterbalancing groups. Next, we ran an analysis with the interaction between
grammaticality and block, with subject as random intercept and by-subject random slope for grammaticality. There was a significant
interaction between these two factors (χ2(2) = 10.59, p = 0.005). To examine the block effect further, we ran an analysis with data
within each block, using only grammaticality as the fixed effect, subject as random intercept and by-subject random slope for
grammaticality. We found that learning was not significant in block 1 (β = 0.058, z = 0.70, p = 0.482), but became significant in
block 2 (β = 0.330, z = 3.06, p = 0.002) and block 3 (β = 0.395, z = 3.07, p = 0.002).

Lastly, we found that grammatical items were rated significantly higher than ungrammatical items across all blocks (β = 0.261,

Fig. 3. Means for grammatical and ungrammatical test items, and difference scores for each subject in Experiment 3, collapsed over counter-
balancing conditions and blocks. In (A), each circle represents the mean rating of a subject for all grammatical and ungrammatical items, with a solid
line indicating the mean for each item type. In (B), each circle represents the difference between ratings for grammatical and ungrammatical items
for each subject, with the solid line showing the mean difference, and shadows showing 95% confidence intervals around the mean. The dotted line
at 0 represents chance.

F.H. Wang, et al. Cognitive Psychology 113 (2019) 101223

8



z = 2.73, p = 0.006), using only grammaticality as the fixed effect, subject as random intercept and by-subject random slope for
grammaticality. This suggests that participants were able to learn the non-adjacent dependencies in general.

In sum, we found that learning is successful even when there are two items between the items forming the non-adjacent de-
pendency, though it might take more exposures to learn.

4.3. Interim summary

Across the first three experiments, we find that learning non-adjacent dependencies is successful under a variety of conditions
where learners can detect non-adjacent dependencies in a continuous stream of speech, even when pauses do not mark dependency
edges. We also showed that non-adjacent dependencies are detectable even when the intervening words are highly predictable (i.e., a
set size of 3) and even with multiple intervening positions, resulting in longer dependencies. We return to discuss these results in
contrast to past studies reporting failures to learn in the General Discussion.

Here, we consider two remaining outstanding issues in non-adjacent dependency learning that we have not yet addressed ex-
perimentally. First, while we have demonstrated that non-adjacent dependencies are detectable with a small set of intervening
elements, we have not teased apart the effect of the size of the pool and the effect of adjacent transitional probability. As we discussed
above, the Gómez (2002) account confounds these two factors, both of which could potentially contribute to non-adjacent de-
pendency learning. We created two conditions in Experiment 4, which manipulated the co-occurrences between particular AX and XB
items while holding the number of X items constant. This design allows us to test the effect of the size of the pool and the effect of
adjacent transitional probability. Secondly, we want to disentangle the possibility that participants are learning non-adjacent de-
pendencies as dependency relationships between two elements (A and B) such that participants show learning of a generalizable Ai_Bi

relationship, from the possibility that participants are storing entire chunks (Christiansen & Arnon, 2017). To demonstrate that
learners represent generalizable non-adjacent dependency relationships specifically, Experiment 4 used a design in which the test
items consisted of new words that were never presented during training. Participants were asked to do two-alternative forced-choices
between a grammatical item (e.g., AiNBi) and an ungrammatical item (e.g., AiNBj, i ≠ j), where N item is a new word that was never
presented during training. If participants were able to select the grammatical items above chance, they must have used their re-
presentation of non-adjacent dependency between A and B rather than entire chunks.

5. Experiment 4

As discussed earlier, one prominent theory (Gómez, 2002) on non-adjacent dependency learning is that the size of the pool of
middle elements (elements positioned in the middle of the dependencies) influences whether the dependencies are learned (see
section The Influence of Neighboring Adjacent Statistics on Non-Adjacent Dependency Learning, for a more detailed discussion). One can
argue that this is unlikely given Experiments 1 through 3, since we showed that when the size of the pool is small (at 3) learning can
be successful. However, there remains the possibility that everything else being equal, the size of the pool can still inversely con-
tribute to non-adjacent dependency learning. Experiment 4 was designed to test this possibility. Specifically, Experiment 4 tests this
theory by comparing two conditions that only differed in how the middle items were distributed across the training trigrams (i.e., the
AXB sequences). Table 1 shows the design for these two coniditions. In the categorical condition, each Ai_Bi pair co-occurred with its
own set of 3 X words. That is to say, only 3 X words co-occurred with A1_B1, and a different set of 3 words co-occurred with A2_B2, and
an additional 3 with A3_B3. This way, these Ai_Bi pairs had adjacent statistics of 1/3 while 9 items are in the middle position. In the
distributed condition, all three Ai_Bi pairs co-occur with the same set of 9 words, making the adjacent statistics 1/9 for all pairs. If the
theory that adjacent probabilities contribute to the learnability of non-adjacent dependencies is correct, we should expect the per-
formance in the categorical condition to be worse than the distributed condition.

Another important issue is testing whether learning relies on storing entire chunks of words vs learning generalizable non-
adjacent dependencies specifically (see the section “Assessment of Dependency Learning and the Issue of Generalization”). In
Experiment 4, we changed the design of the test section, so we can address the generalizability of the non-adjacent dependencies that
have been learned. We were interested in whether the knowledge of non-adjacent dependency Ai_Bi is generalizable enough such that
AiNBi could be favored over AiNBj, given word N that has been never encountered before. Novel strings such as AYB are acceptable as
long as the A_B dependencies are grammatical.

Table 1
Trigrams designs of the artificial language in both conditions.

Condition Word A Word X Word B

Categorical condition A1 X1-X3 B1
A2 X4-X6 B2
A3 X7-X9 B3

Distributed condition A1 X1-X9 B1
A2 X1-X9 B2
A3 X1-X9 B3
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5.1. Methods

5.1.1. Participants
Sixty-four USC undergraduates were recruited. Half of them participated in the categorical condition, and half of them partici-

pated in the distributed condition. For each condition, participants were further split evenly for each counterbalancing condition.

5.1.2. Stimuli
We recorded speech from a native English speaker and digitized the recording at a rate of 44.1 kHz. We recorded 23 novel words

to form the non-adjacent dependency: three at position one (rud, swech, voy), nine at position two (ghip, dap, glaik, dess, fex, jic,
ghen, wesh, tood) and three at position three (tiv, ghire, jub). Another eight words were used only in the testing section (bex, gope,
nud, blit, pel, tink, zatch, vot). These were the novel words in the middle elements that did not occur in the training section (see the
Design and Procedure section for more detail).

After all the words were recorded in list intonation, we spliced the words from the recording. Each word by itself from the
recording lasts between 300 ms and 737 ms, and we used the lengthen function in Praat (Boersma & Van Heuven, 2001) to shorten all
the words into 250 ms. An additional 83 ms of silence was added to the end of each word to increase its intelligibility. When words are
concatenated in a continuous stream, they occur at a rate of 3 Hz.

5.1.3. Procedure
The experiment consisted of three blocks, each block with a training phase and 8 testing trials.

5.1.3.1. Training phase. In each block, there was a training phase, where participants listened to a continuous audio language stream.
Each audio stream contained 144 non-adjacent dependency triplets. Given that words were at 3 Hz and each sentence contained three
words, each sentence took one second, and the length of the continuous audio stream lasted 2.4 min. The study started with
instructions as follows:

“In this experiment, you will learn a new language. At the start of the experiment, you will be familiarized with a new language.
You will hear sequences of novel words. Please pay attention to the sequences of these words! Later on, there will be a test about the
sequences of these novel words. In the test, your task is to say whether the sequences of the novel words are from the new language
you just heard. And you will hear the language a bit more, and have some more tests, etc. The experiment should take about half an
hour. When you are ready to begin listening, press Space to continue.”

Participants listened to the sound stream while the screen was blank. After the audio stream finished playing, the test phase
began.

5.1.3.2. Distribution of the A_B frame for the dependency. The distribution of the A_B frame was the same between the two conditions
we used. Each novel sentence was a concatenation of three novel words (a triplet). In both the categorical and distributed condition,
there were three Ai_Bi frames, as specified in the Stimuli section following the stimuli design in Gómez (2002). There were two
counterbalancing languages for each condition, and one was created by taking one kind of pairing of A_B (A1_B1, A2_B2, A3_B3), and
the other by using three different pairs (A1_B2, A2_B3, A3_B1). This design allowed the use of the same set of test items for the two
counterbalancing training languages, where the set included both frames from the two training languages.

5.1.3.3. Distribution of the X words in the middle of the dependency. The distribution of the X words differed between the two conditions
we used. In the categorical condition, there were a total of nine X words, but only three occur with each frame. That is, the first three
of the nine words co-occurred with the frame 1 (A1_B1), the second three co-occurred with frame two (A2_B2), etc. Given this co-
occurrence relationship, all the possible combinations of Ai_Bi pairs co-occurred with their corresponding three X words. As such,
there were three possible different triplets for each Ai_Bi dependency, and a total of nine triplets in the artificial language in the
categorical condition. In the distributed condition, there were also a total of nine X words, and all nine occur with all the frames. That
is, all nine words co-occurred with all three frames, with all possible combinations of AiXjBi pairings. As such, there were nine
possible different triplets for each Ai_Bi dependency, and a total of 27 triplets in the artificial language in the distributed condition.
Forward and backward transitional probabilities between adjacent elements can be found in Table 2. Note that the adjacent
transitional probabilities are higher in the categorical condition than in the distributed condition. If highly predictable adjacent
patterns decrease the detectability of non-adjacent patterns (Gómez, 2002), then one would expect poor learning in the categorical
condition compared to the distributed condition.

Table 2
Adjacent transitional probabilities in both conditions.

Condition Bigram phrase Forward transitional probability Backward transitional probability

Categorical condition AX 1/3 1
XB 1 1/3

Distributed condition AX 1/9 1/3
XB 1/3 1/9
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5.1.3.4. Testing phase. In each of the three blocks, the second part was the testing phase. In the testing phase of each block, we
presented participants with a set of eight question trials. In total, there were 24 test trials.

The 24 test trials were created as follows. We used eight nonsense words that participants had not heard in the training phase as
the middle element of the dependency. These eight words were inserted in the three grammatical A_B frames and three un-
grammatical A_B frames, creating 48 unique triplet strings. The format of the test we used was a two-alternative forced choice, where
participants compare two strings at a time. The 24 questions were created by pairing triplets with the same middle words, but with
one grammatical frame and one ungrammatical frame (say, A1NB1 and A1NB2, where N is a nonsense word that participants never
encountered in the training section). The order of presentation of items was randomized each time (see the stimuli section). This way,
the adjacent transitional probability was controlled to be 0. This is because N words had never co-occurred either with the A words,
or the B words, making both forward and backward transitional probabilities 0 during all triplets in the test section. The non-adjacent
transitional probability, from A to B, was 1 for the grammatical items, and 0 for ungrammatical items.

Each question trial began with an audio stream of a three-word sequence, 1 s of silence, and another three-word sequence. One of
the two triplets in the audio stream was grammatical for the language (i.e. it followed the dependency in the training phase) and the
other followed the dependency in the counterbalancing condition which was ungrammatical, with the same N word. Whether the
correct dependency occurred as the first or second triplet was randomized for each subject. The number of grammatical or un-
grammatical items being the first or second of the two triplets was same for each subject. This way, other biases such as response
biases for either pressing 1 or 2 would not be confounded with the assessment of the grammaticality of items.

Procedurally, the test phase began immediately after the training phase ended, with the following instruction appearing on the
screen:

“Now you will answer some questions. You will hear two word sequences. Please select either the first or the second word
sequence as being more likely to be from the language you heard. Press Space to continue. Not all the words in this test will have
appeared in the language you just heard, but you can still select the word sequence that is most likely to be from the language. Press
Space to start.”

The purpose of these instructions was to make it clear that participants should make judgments about the sound sequences given
their experience with the training phase. Per trial, participants pressed the space bar, and were presented with a question which asked
the participant to indicate which sequences were from the previous section that they had heard. After playing the two sequences, the
question “Which word sequence do you think is more likely to be from the language? Choose the 1st or the 2nd sequence by pressing
the 1 or 2 key on the number pad to respond.” appeared and waited for subjects to respond. After the response was made, there was
1.2 s of silence during which the screen was blank before the next question trial began.

5.2. Results

For each question in the testing section, participants gave a response of 1 or 2, indicating the sequence that they think were more
likely to have been in the language. We converted this to a binary correct/incorrect outcome variable based on the sequence that they
heard and the counterbalancing condition of the experiment.

To examine participants’ performance in each condition, we ran mixed effect logistic regressions with the data. The first step was
to ensure that there are no differences across the counterbalancing conditions, in each of the two training conditions (categorical/
distributed). To do this, we fit a two-way interaction (counterbalancing condition by block with the outcome variable as the de-
pendent variable, with subject as random intercept). The two-way interaction was not significant in either categorical condition
(χ2(2) = 0.49, p = 0.781) or the distributed condition (χ2(2) = 0.02, p = 0.990). Further analysis showed that counterbalancing
group does not significantly predict the outcome variable in either training conditions (all p > 0.05), so we collapsed the coun-
terbalancing groups. Next, we examined the effect of block, and found that block does not significantly predict the outcome variable
in either training conditions (all p > 0.05), so we collapsed the blocks. Looking at data from all three blocks, we found that par-
ticipants were able to learn the non-adjacent dependency in both the distributed condition (M = 57.9%, β = 0.332, z = 3.30,
p = 0.001), and the categorical condition (M = 57.8%, β = 0.323, z = 3.53, p < 0.001).

Lastly, we compared the two training conditions to see if the learning outcome was the same or not. We ran another mixed-effect
logistic regression, with the experiment as a fixed effect, and a subject random intercept and a by-subject random slope. We found no
difference between the two groups (β = −0.006, z = −0.04, p = 0.967, ns). A plot of the data from each block of the two conditions
is in Fig. 4.

5.3. Discussion

Experiment 4 made two contributions. First, we showed that learners can represent non-adjacent dependencies and not just
“chunks”, as we discussed in the Introduction and the Interim Summary. Given these findings, we think it is unlikely that participants'
responses in Experiments 1–3 were the result of a different mechanism, but it is a logical possibility. Experiment 4 eliminates this
possibility and demonstrated that the knowledge of non-adjacent dependency is indeed generalizable to novel middle elements.

Second, we showed that adjacent statistics did not influence non-adjacent dependency learning. While controlling for the number
of tokens in the middle position (both nine), we manipulated adjacent statistics of the elements that make up the non-adjacent
dependency. We found that performance in the categorical condition is similar to the distributed condition. Thus, we found no
evidence that the robustness of adjacent statistics influences whether the dependencies are learned.
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6. Two-step model of statistical learning

In the following section, we model the learning process from these experiments using a recently described model of rhythm-based
dependency learning (Wang et al., in preparation). This model implements prosodic bootstrapping in dependency learning, the idea
that prosodic information in language provide cues for its latent structure (Fisher & Tokura, 1996; Hirsh-Pasek et al., 1987; Jusczyk
et al., 1992; Morgan, Meier, & Newport, 1987; Shukla, Nespor, & Mehler, 2007). Specifically, the model describes instances where
learners can make use of their rhythm perception as a mechanism that helps them break into the dependency structure of a language.
In this paper we describe the basics of the model in order apply it to non-adjacent dependency learning; more in-depth discussion of
the model is described elsewhere (Wang et al., in preparation), where we discuss the model and its application to adjacent de-
pendency learning.

This model was designed to segment subsequences from a continuous language stream and made explicit assumptions about what
happens during learning and testing. In the learning stage, the model makes use of rhythmicity for segmentation, reflecting the
assumption that the learner can segment the incoming language stream into subsequences using rhythmicity. Once the incoming
language stream is segmented into subsequences, the model stores the collection of segmented subsequences in a cache. The cache is
what is represented at the end of the learning process. In the testing section of the model, the learner only has access to the cache, and
consequently has access only to the statistical relations in the subsequences. The statistical information in cache can predict the
acceptability of word sequences at test.

As we describe the details of the model below, the model does not predict that non-adjacent dependencies are easier to learn if the
input stream contains pauses marking dependency edges, or if the triplets containing the non-adjacent dependencies have highly
variable middle elements. In fact, the model predicts that adjacent and non-adjacent dependency learning takes place with the same
learning process, a prediction we tested elsewhere (Wang & Mintz, 2018; Wang et al., in preparation). In this paper, we show that the
same model can account for dependency learning in artificial languages with a variety of designs.

6.1. Model architecture

The model has two parameters that describe the perceived rhythm: period length and phase. Period length (for syllable sequences
in statistical learning studies) can be described simply as the number of syllables in a sequence. The period length of subsequences
from a long, unsegmented sequence can be determined from repetitions of syllables such that the long sequence can be segmented
into subsequences of equal lengths while the number of repetitions of any syllable can be maximized3. Mathematically, this means the
following operation: say that a learner tracks the syllable s, and that it occurs first time at position p1, second time at p2 (expressed as
p1 + n1), third time at p3 (expressed as p1 + n1 + n2) so on and so forth. The number of syllables that maximize repetitions of syllable
s is the greatest common factor of [n1, n2, …]. As an example, we show how a syllable stream from studies such as Saffran et al.
(1996) can be segmented.

Fig. 4. Two-alternative forced choice accuracy from Experiment 4 for both conditions. The y-axis represents accuracy (from 0 to 1). Each circle
represents the mean rating of a subject. The mean and the 95% confidence interval were plotted for each condition (distributed/categorical).

3 In this model, we simplify rhythm perception as detecting repetition between elements; in reality, rhythm perception can operate in many other
ways. For example, similarity between elements at fixed intervals can also create rhythm (e.g., Creel et al., 2004). Future studies will address cases
where rhythm arise from non-repetition based stimuli characteristics.
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Sample syllable sequence: tu pi ro go la bu tu pi ro bi da ku pa do ti tu pi ro pa do ti go la bu …
The positional difference of the first two occurrences of syllable tu is 6 (n1), and the second two occurrences is 9 (n2). The greatest

common factor of these positional differences is 3, and continues to settle at 3 as the syllable sequence goes on. This indicates that the
first parameter, period length, is 3. Our assumption is that if the period length is found to be 1, it indicates that the algorithm fails to
find periodicity in the signal.

The range of the second parameter, phase, sets where subsequences begin and end in the sequence. The possible values of the
phase parameter, given any arbitrary reference point in the sequence, are 0, 1 up to the period length minus 1. The phase is
determined such that the cache contains the most amount of repetitions of the subsequences. Correct phase value(s) will result in
maximized repetition and minimum number of unique subsequences, and an incorrect phase value will result in a large number of
unique subsequences. In Fig. 5, we show all three caches of a syllable stream from Saffran et al. (1996) (which has a period length of
3) given the phase of 0, 1, 2, set as the relative distance to the first syllable tu:

In Fig. 5, each unique subsequence has a count associated with it. The correct phase is the one that produces the minimum number
of unique subsequences in the cache. Given the cache (after learning has taken place), the evaluation of test items is straightforward.
The model computes scores of test items by counting co-occurrences to evaluate any given specific test item in the cache. Mathe-
matically, the score of any test string is given by taking the sum of the count of all pairwise co-occurrences from the cache. To take an
example of evaluating a particular string (say, ABCD), the score is obtained by summing all the counts of pairwise co-occurrences:

score(ABCD) = count(AB) + count(BC) + count(CD) + count (A_C) + count(B_D) + count(A _ _ D), where _ is a wild card re-
presenting a space that can be occupied by any element. We will later refer to this equation as the scoring formula.

It is worth noting that the scores of test items represent idealized scores which only qualitatively predict human performance in a
given task. For example, if a test item is scored more than another, we expect the first test item to be rated with higher familiarity
than the second one in a familiarity rating task, and in a two-alternative forced-choice to be above chance favoring the first test item.
If two items are scored the same, we expect them to be rated the same in a familiarity rating task, or in a two-alternative forced-choice
to be at chance. The model does not produce an interval scale prediction of the difference in familiarity scores, or the percentage
difference in a two-alternative forced-choice. To make such quantitative predictions, there would need to be more linking hypotheses
specified for each task, e.g., including parameters for range effects and anchoring, or evidence accumulation and decision rules,
which are beyond the scope of the current work.

6.2. Simulation 1: Experiment 1 (AXB)

Step 1.1: Finding periodicity. Given the way the training language stream was constructed, periodicity is easy to determine (as
well as for all the other experiments in this paper). The training language stream randomly concatenated syllable triplets (AXBs), such
that in some cases, the same syllable would occur minimally after three syllables, and in other cases, it would be multiples of three.
The greatest common factor of these numbers is 3, and that’s the periodicity in Experiment 1.

Step 1.2: Finding phase. The phase parameter is discovered by counting the unique number of subsequences. A cache given the
phase of 0 contains nine unique subsequences (all the AiXjBi, where i = 1 ∼ 3 and j = 1 ∼ 3 independently). Both the wrong phases
(1 and 2) produce 27 unique subsequences (either BiAjXk or XiBjAk, where i = 1 ∼ 3, j = 1 ∼ 3 and k = 1 ∼ 3 independently). As
such, the phase is 0.

Step 2: Evaluation of test items. Given a cache obtained with correct parameters (periodicity = 3 & phase = 0), we can calculate
scores for grammatical items and ungrammatical items using the scoring formula. From step 1.2, we have the cache as all the AiXjBi,
where i = 1 ∼ 3 and j = 1 ∼ 3 independently. The training sequence was a concatenation of 432 AXB triplets, where each Ai_Bi

occurred 144 times, and each unique AiXjBi occurred 48 times. Using the scoring formula, the score of a grammatical item is higher
than the score of an ungrammatical item, as shown below:

= + + = + + =Score(A X B ) count(A X ) count(X B ) count(A _B ) 48 48 144 240i j i i j j i i i

= + + = + + =Score(A X B ) count(A X ) count(X B ) count(A _B ) 48 48 0 96i j k i j j k i k

Fig. 5. Cache of different phases from segmenting a sample sequence constructed as materials used in Saffran et al., 1996.
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As such, we predict grammatical items to be treated differently from ungrammatical items; and in a familiarity rating task of
Experiment 1, we predict that grammatical items will be rated higher than ungrammatical items, and this is indeed the pattern in
Experiment 1.

6.3. Simulation 2: Experiment 2 (YAXB)

Step 1.1: Finding periodicity. Similar to Experiment 1, periodicity is easy to determine. The training language stream randomly
concatenated syllable quadruplets (YAXBs), such that in some cases, the same syllable would occur minimally after four syllables, and
in other cases, it would be multiples of four. The greatest common factor of these numbers is 4, so that’s the periodicity in Experiment
2.

Step 1.2: Finding phase. The phase parameter is discovered by counting the unique number of subsequences. Different from
Experiment 1, there are two phases that are equivalent in terms of the number unique subsequences. Both phases of 0 and 1 produces
27 unique subsequences (phase 0: all the YiAjXkBj, where i = 1 ∼ 3, j = 1 ∼ 3 and k = 1 ∼ 3 independently; phase 1: all the AiXjBiYk,
where i = 1 ∼ 3, j = 1 ∼ 3 and k = 1 ∼ 3 independently). Both phase of 2 and 3 produces 81 unique subsequences (phase 2: all the
XiBjYkAl, where i = 1 ∼ 3, j = 1 ∼ 3, k = 1 ∼ 3 and l = 1 ∼ 3 independently; phase 3: all the BiYjAkXl, where i = 1 ∼ 3, j = 1 ∼ 3,
k = 1 ∼ 3 and l = 1 ∼ 3 independently). As such, the phase can be 0 or 1, and as we discuss below, a phase of either 0 or 1 produces
the same learning outcomes, but different from a phase of 2 or 3.

Step 2: Evaluation of test items. Given a cache obtained with correct parameters (periodicity = 4 & phase = 0 or 1), we can
calculate scores for grammatical items and ungrammatical items using the scoring formula. First, we evaluate test items given a cache
with a phase of 0. From step 1.2, we have the cache as all the YiAjXkBj, where i = 1 ∼ 3, j = 1 ∼ 3 and k = 1 ∼ 3 independently. The
training sequence was a concatenation of 432 YAXB quadruplets, where each Aj_Bj occurred 144 times, and each unique YiAjXkBj

occurred 16 times. Using the scoring formula, the score of a grammatical item would be higher than the score of an ungrammatical
item, as shown below:

= + + + + +

= + + + + + =

Score(YA X B ) count(YA ) count(A X ) count(X B ) count(Y_X ) count(A _B ) count(Y_ _B )

48 48 48 48 144 48 384
i j k j i j j k k j i k j j i j

= + + + + +

= + + + + + =

Score(YA X B ) count(YA ) count(A X ) count(X B ) count(Y_X ) count(A _B ) count(Y_ _B )

48 48 48 48 0 48 240
i j k l i j j k k l i k j l i l

As such, we predict grammatical items to be treated differently from ungrammatical items; and in a familiarity rating task of
Experiment 2, we predict that grammatical items will be rated higher than ungrammatical items, and this is indeed the pattern in
Experiment 2.

6.4. Simulation 3: Experiment 3 (AXYB)

Step 1.1: Finding periodicity. Similar to Experiment 2, periodicity is easy to determine, and periodicity is 4 in Experiment 3.
Step 1.2: Finding phase. Experiment 3 only differs from Experiment 2 in that there is only one correct phase: phase of 0, which

produces 27 unique subsequences (phase 0: all the AiXjYkBi), where i = 1 ∼ 3, j = 1 ∼ 3 and k = 1 ∼ 3 independently. All other
phases produce 81 unique subsequences.

Step 2: Evaluation of test items. Given a cache obtained with correct parameters (periodicity = 4 & phase = 0), we can calculate
scores for grammatical and ungrammatical items using the scoring formula. First, we evaluate test items given a cache with a phase of
0. From step 1.2, we have the cache as all the AiXjYkBi, where i = 1 ∼ 3, j = 1 ∼ 3 and k = 1 ∼ 3 independently. The training
sequence was a concatenation of 432 AXYB quadruplets, where each Ai_ _Bi occurred 144 times, and each unique AiXjYkBi occurred 16
times. Using the scoring formula, the score of a grammatical item would be higher than the score of an ungrammatical item, as shown
below:

= + + + + +

= + + + + + =

Score(A X Y B ) count(A X ) count(X Y ) count(Y B ) count(A _Y ) count(X _B ) count(A _ _B )

48 48 48 48 48 144 384
i j k i i j j k k i i k j i i i

= + + + + +

= + + + + + =

Score(A X Y B ) count(A X ) count(X Y ) count(Y B ) count(A _Y ) count(X _B ) count(A _ _B )

48 48 48 48 48 0 240
i j k l i j j k k l i k j l i l

Similar to previous simulations, we predict grammatical items to be treated differently from ungrammatical items; and in a
familiarity rating task of Experiment 3, we predict that grammatical items will be rated higher than ungrammatical items, and this is
indeed the pattern in Experiment 3.

6.5. Simulation 4: Experiment 4 (AXB in categorical or distributed conditions)

Step 1.1: Finding periodicity. As in Experiment 1, the periodicity is 3.
Step 1.2: Finding phase. The phase parameter is discovered by counting the unique number of subsequences. In the categorical

condition where each Ai_Bi only co-occurred with three different Xs, a cache given the phase of 0 contains nine unique subsequences
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(all the AiXjBi, where i = 1 ∼ 3 and j = 1 ∼ 3 independently). Both of the wrong phases (1 and 2) produce 27 unique subsequences
(either BiAjXk or XiBjAk, where i = 1 ∼ 3, j = 1 ∼ 3 and k = 1 ∼ 3 independently). As such, the phase is 0.

In the distributed condition where all Ai_Bi co-occurred with all nine Xs, a cache given the phase of 0 contains 27 unique
subsequences (all the AiXjBi, where i = 1 ∼ 3 and j = 1 ∼ 3 independently). Both of the wrong phases (1 and 2) produce 81 unique
subsequences (either BiAjXk or XiBjAk, where i = 1 ∼ 3, j = 1 ∼ 3 and k = 1 ∼ 3 independently). As such, the phase is 0.

Step 2: Evaluation of test items. Given the cache obtained with the correct parameters (periodicity = 3 & phase = 0), we can
calculate scores for grammatical and ungrammatical items using the scoring formula. In both the categorical and the distributed
conditions, the cache contains the same information that each Ai_Bi occurred 144 times. Given the test items in both of these
conditions (where the middle element is a novel element never occurring in the cache, noted as N), the score of a grammatical item
would be higher than the score of an ungrammatical item, as shown below:

= + + = + + =Score(AiNBi) count(AiN) count(NBi) count(Ai_Bi) 0 0 144 144

= + + = + + =Score(AiNBk) count(AiN) count(NBk) count(Ai_Bk) 0 0 0 0

As such, we predict grammatical items to be treated differently from ungrammatical items; and in a two-alternative forced-choice
task of Experiment 4: specifically, grammatical items will be rated higher than ungrammatical items in both the categorical and the
distributed conditions. Furthermore, the scores for grammatical and ungrammatical items are in both the categorical and the dis-
tributed conditions are the same, so we predict no difference in learning between the conditions. These are indeed the pattern in
Experiment 4.

6.6. Discussion

We proposed the rhythm-based dependency learning model as a mechanism for both adjacent and non-adjacent dependency
learning. The simulations of the Experiments 1 through 4 confirm that the results in non-adjacent dependency learning can be shown
with the model, which also can account for results in adjacent dependency learning (Johnson & Tyler, 2010; Saffran et al., 1996;
Wang et al., in preparation). The model makes two crucial predictions that are different from previous theories: that continuously
concatenated adjacent and non-adjacent dependencies can both be learned when rhythm is present (Experiment 1–3), and that the
adjacent transitional probabilities in the non-adjacent dependencies play no role in non-adjacent dependency learning (Experiment
4). These findings are consistent with our claim that there are no learning constraints that are specific to non-adjacent dependency
learning. Lastly, the model predicts that learners have knowledge of non-adjacent dependency even when the middle element is
novel, in line with findings in Experiment 4.

How is our model distinct from other models on word segmentation and dependency learning, such as the transitional probability
model, the PARSER model and the TRACX model (Saffran et al., 1996; Perruchet & Vinter, 1998; French, Addyman & Mareschal,
2011)? The primary difference between this model and many other word segmentation and dependency learning models is that it
implements the basic assumptions under prosodic bootstrapping - that learners can make use of prosody to discover the latent
structure of language input. In other words, if the prosodic information (in this case, rhythm) does not exist in the language input, the
model makes no prediction of the learning outcome. Other models mentioned here are based on distributional analysis, the idea that
learners can make use of syllable level distributional information to perform word segmentation and dependency learning. In this
sense, our model is significantly more constrained than the others, since the presence of rhythm is necessary for our model to learn.

As an example, we compare our model with the PARSER model (Perruchet & Vinter, 1998), which is similar to our model in many
ways. The PARSER model makes use of distributional analysis, where the input stream is initially randomly segmented into sub-
sequences of various sizes. When these segmented chunks (or percept shaper, in the model’s terminology) are repeatedly perceived,
their components (initially, syllables) are associated to each other and form new components. Chunks that are not repeated enough
times (given a threshold) will be forgotten, and this process will continue such that the only remaining chunks are the high frequency
words. Our model is similar to PARSER in that our model also segments the continuous sequences into subsequences that are stored.
However, our model is very constrained compared to PARSER, since it predicts that learning (more specifically, segmentation) takes
place quickly in the presence of rhythm, and only if rhythm provides correct bracketing cues. If there is no rhythm, our model will not
learn, but PARSER will.

Many other models are even more powerful than PARSER (e.g., the TRACX model from French, Addyman & Mareschal, 2011) and
have been shown to be capable of learning more complicated dependency relations. For example, the model in McCauley and
Christiansen (2017) is similar to PARSER, and since there is no involvement of rhythm, it is also less constraining than our model. The
primary difficulty with these more powerful learning models for artificial language studies is an empirical one, namely, the model
needs to explain the success in studies like this one, Saffran et al. (1996) and failures in Johnson and Tyler (2010). Similar to Saffran
et al. (1996), Johnson and Tyler (2010) created an artificial language by randomly concatenating 4 multisyllabic words. The dif-
ference is that words are all tri-syllabic in Saffran et al. (1996) but they were a mix of bisyllabic and trisyllabic words in Johnson and
Tyler (2010). As far as we know, all of these models mentioned here are capable of learning mixed-word-length languages, and thus
would succeed with the Johnson and Tyler materials, whereas humans do not learn from them.

Natural language words are of different lengths, and infants are obviously capable of learning it. What does this mean for our
model? First, the infant word segmentation studies mentioned above take only 2–3 min, and our studies are also short. When the
learner is given a small amount of exposure, we believe that the presence of a rhythm signal that is consistent with the latent structure
of the language greatly facilitates learning. However, when the signal does not exist (as is the case of Johnson & Tyler, 2010), learners
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are not able to learn the language in the short amount of time. In these instances, our model explains the learning data better than
more powerful models. Second, we predict that NADs in natural language that are typically in the same prosodic phrase are easier to
learn than those that span prosodic phrases.

The claim that prosody acts as a filter for the intake of statistical information in natural language learning is not new (Fisher &
Tokura, 1996; Hirsh-Pasek et al., 1987; Jusczyk et al., 1992; Morgan et al., 1987; Shukla et al., 2007). Our account is consistent with
these classic proposals regarding prosodic bootstrapping, in that we predict that some dependencies are more easily learned than
others, as a function of how the dependencies interact with prosody in natural language. However, in the empirical and computa-
tional work we presented here, we show that rhythm alone, in the absence of the intonational cues that are usually part of prosodic
information, is sufficient to facilitate the detection of grammatical dependencies. Moreover, our empirical findings suggest that the
repetition of lexical items is sufficient to induce the facilitatory rhythm signal.

7. General discussion

In this paper, we examined various factors that have been argued to influence non-adjacent dependency learning: the presence of
pauses marking dependency edges, the influence of neighboring adjacent statistics, and speech perception issues. Using the de-
pendency learning paradigm, we showed that non-adjacent dependency learning is successful given continuous language streams. We
showed learning under a variety of artificial language designs. We showed learning both when the testing sequences contained words
which occurred during training or were novel with respect to training. To model the learning results, we used our two-step model of
statistical learning to show that there is a unified account of learning adjacent and non-adjacent dependencies for all of the ex-
periments in this paper. Our findings have implications for the interpretation of prior research, and also provide important new
constraints on theories about the nature of non-adjacent dependency learning and statistical learning in general. We now discuss
these consequences in turn.

7.1. The role of pauses and neighboring adjacent statistics in non-adjacent dependency learning

As we mentioned, learning non-adjacent dependencies in the lab has been demonstrated in very restricted situations in the past.
Some of the theories suggested (Peña et al., 2002) that pauses at the dependency edges are critical to the learning of non-adjacent
dependencies. However, as we show in our paper, non-adjacent dependencies are learnable when they are embedded. But more
importantly, we argue that dependency learning does not require pause cues. We argue that it is crucial for learners to have access to
sequences that contain the dependency information to be learned. One way to achieve this is to use pauses, which would bracket the
syllable streams into shorter sequences that contain the dependencies to be learned. However, this does not mean that pauses at the
dependency edges are required for non-adjacent dependency learning, because learners can use other cues to access segmented
sequences. We presented a model of acquiring segmented sequences without pauses at the dependency edges, showing that our
repetition-based rhythm account can capture the type of dependency learning in a straightforward fashion.

Another view of non-adjacent dependency learning assumes that non-adjacent dependency learning is in competition with ad-
jacent dependency learning (Gómez, 2002). As we noted in Section 1.2, Gómez made use of different numbers of items in the middle
position, and different numbers of individual words were to be tracked between different conditions. As such, we do not know
whether it was different adjacent statistics or a different number of items that contributed to their result. In Experiment 4, we
controlled the number of intervening items, while manipulating the adjacent statistics. Once the number of words was controlled, we
found no evidence that detecting non-adjacent dependencies was influenced by the adjacent statistics. More broadly, the notion that
learning adjacent and non-adjacent statistics are in competition has not been supported by other empirical evidence in the literature
(Romberg & Saffran, 2013; Van den Bos & Christiansen, 2009; Vuong, Meyer, & Christiansen, 2016; Wang & Mintz, 2018). This
experiment provided the first demonstration that robustness of adjacent statistics did not influence learning of non-adjacent de-
pendencies.

7.2. The issue of representations in dependency learning

We argue that the issue of representation is central to our understanding of dependency learning. Under the two-step statistical
learning model, the basic representations used in dependencies are bracketed subsequences. As we showed with our model, if the
learner has access to the right set of subsequences give a particular parse of the input stream, they have knowledge of dependencies.
We showed that there is information in the unsegmented input stream that allows learners to bracket the input stream into a set of
subsequences, given a particular periodicity and phase. We interpreted the successful learning results to mean that learners are
capable of segmentation, as we showed in the modeling section. Moreover, we showed that dependency learning can fail when the
input stream contains information leading learners to segment the input stream with a wrong phase (Wang et al., 2017). In that study,
we made use of a grammatical entrainment technique, interleaving English sentences and artificial language in a particular way. In
one condition, the English sentences produced expectations such that bracketed subsequences contained the dependencies to be
learned. Learners had no trouble learning non-adjacent dependencies in this condition. However, when the English sentences pro-
duced the expectation that bracketed subsequences did not contain the dependencies to be learned, learning failed. Here, our hy-
pothesis is that repetition-based rhythm was the bracketing cue. Together, our results show that bracketed subsequences are a
plausible format of representation for dependency learning.

We tested another aspect of the subsequence representation for dependency learning with the test of generalizability in
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Experiment 4. While it is possible to use either the non-adjacent dependency or whole string matching to demonstrate successful
learning in Experiment 1–3 (because grammatical test items appeared as a whole in the training but ungrammatical test items did not,
as we discussed in the Introduction and the Interim Summary), Experiment 4 demonstrated that there is knowledge of non-adjacent
dependencies even when some elements in the test strings are unattested given the learning phase. These results naturally follow from
the architecture of the model, where the scoring scheme does not require test strings to have occurred exactly in the cache. It is
theoretically significant that the knowledge of dependency learning can be generalized to novel items because it corroborates with
our theories on syntactic categorization, where we have argued that a frequent frame A_B can be used for syntactic categorization of
novel words (Mintz, 2003; Mintz, Wang, & Li, 2014; Reeder, Newport, & Aslin, 2013).

There is an implicit notion in much of the dependency learning literature: linear distance between the elements should be
inversely correlated with the learnability of dependency relationship between the elements. This notion is only valid if we can
establish that the learnability of dependencies hinges on the linear distance of the elements in the signal. Critically, this notion
assumes that learner’s representation of the signal is assumed to be isomorphic to the input, with elements occurring one after
another (a beads-on-a-string representation). However, we have much evidence that the representation of long sequences is not at all
similar to this kind of beads-on-a-string format (Wang, 2016; Wang et al., 2017). We proposed that the learner takes a two-step
process in representing long sequences: The first step of the two-step learning takes long sequences and brackets them into shorter
sub-sequences. Once broken down into sub-sequences, the learner can then process statistical dependency information in the second
step. Critically, the representation used in the statistical learning step is different from the beads-on-a-string format: the two-step
statistical learning approach assumes that the incoming stimuli is bracketed into subsequences, and the subsequences serve as the
basic representation for statistical learning.

The two-step statistical learning account further assumes that only statistics that are within subsequences are learned. As such, the
consequence of using subsequences which have been bracketed from the long sequence as the relevant representation is that linear
distance between elements in the input signal would no longer correlate with the distance in the subsequence representation in a
straightforward fashion. Instead, the subsequences determine which statistical dependencies are learned. As we stated above, we
argued that learners can only learn the dependencies if the subsequences from bracketing themselves contain dependencies.
Consequently, whether a particular dependency can be learned is not determined by how statistically robust the dependency is in the
input signal or how far away the elements are from each other, but rather, by whether the dependency is located within subsequences
derived from bracketing. In summary, linear distance between the elements may or may not correlate with the learnability of
dependencies between the elements: it all depends on the bracketing procedure.4 By knowing how bracketing is carried out, we can
know whether the subsequences contain the dependencies, which holds predictive power on learning dependencies in general.

7.3. Methodological issues in dependency learning

A number of methodological notes need to be made regarding how we are able to detect non-adjacent dependency learning when
many have failed. First, as we noted in the discussion, the quality of speech is important for identifying syllables in rapid succession.
Using recorded speech at natural language speech rates (3–7 Hz) can facilitate identification of syllables in dependency learning
studies like this one. Another issue is regarding the choice of CV vs. CVC syllables in past studies: by using CVCs/CVCCs to create an
unambiguous word sequence with pauses delineating the units in the language. In our current dependency learning study, we use
CVCs/CVCCs with small pauses between all words, making it easy for listeners to identify all the different syllables since CVCs/CVCCs
are more distinct from each other.

Second, we used the rating scale of confidence as the dependent measure in Experiments 1–3, which is different from how
artificial languages have been assessed in the past literature, i.e., with a variant of the question, “Have you heard this sentence in the
language before?”, or, “Is this sentence in the language?”, etc., requiring a yes/no answer from participants. There are a number of
problems with this approach, most of which involves the interpretation of the phrase “in the language”. What does it mean to a naïve
participant that a novel sentence is in a novel language? Does it mean that the sentence was literally heard? Or does it mean that it
follows some kind of a rule? Regardless, given any interpretation of “in the language”, participants also need to decide on the
criterion when a phrase is “close enough” to be in the language. Many artificial language studies from our lab suggest that parti-
cipants may simply answer yes to all questions, because it is not clear to them what the experimenter is asking (for similar results, see
Gómez, 2002). In light of these findings, we used a rating scale instead of collecting yes/no responses, following Reeder et al. (2013).
This measure, degrees of certainty, does not require any commitment to any type of meta-linguistic knowledge of knowing what it
means to be “in a language”, but rather, assesses familiarity with a phrase. Admittedly, we did not present evidence in this paper in
support of this idea, so we leave this as a speculative note; however, making use of this measure has yielded much success with
multiple artificial language/statistical learning studies from our lab already, whereas previous attempts with the yes/no question
format have generated mixed results in the past.

4 In a natural language, subsequences are prosodically segmented linguistic materials. Past work has shown that statistical learning is constrained
by natural language prosody (e.g., Johnson & Jusczyk, 2001; Shukla et al., 2007). In an artificial language void of cues such as duration or stress
variations, rhythm is present in many of these languages (see Johnson & Tyler, 2010). We speculate that there are further constraints, such as
working memory capacity limitations.
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8. Concluding remarks

In sum, we show non-adjacent dependency learning under a variety of artificial language designs, both when there is one element
between the non-adjacent dependency or two. We have shown that non-adjacent dependency is learnable without presence of pauses
at the dependency edges, and is not affected by the robustness of neighboring adjacent statistics. Subsequences bracketed from
continuous language input are likely units of representation from which dependencies can be learned. Participants have knowledge of
element-wise dependencies, given test sequences with either middle elements that were from the training phase or entirely novel. The
two-step model of statistical learning can be extended to capture non-adjacent dependency learning results, similar to the way
adjacent dependency learning works. Future work, some of which is underway, will examine whether similar learning constraints are
applicable to how children learn non-adjacent dependencies.
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