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Variational Auto-Encoders

(One of our runs)

I Can sample and featurize

I Stable training

I Nice manifold geometry

I “Blurry”

Generative Adversarial Nets

“Progressive growing of GANs for improved quality”

I “Sharp”

I Can only sample

I Unstable training

I Does manifold matter?



Main message

Goal:

Improve generative auto-encoding architectures

Result:

New auto-encoding framework sharing most of VAE’s nice features

(stable training, good test reconstruction, nice latent manifold)

with improved quality of samples and more flexible design
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Unsupervised generative models

The task:

I There exists an unknown distribution PX over the data space X
and we have an i.i.d. sample X1, . . . , Xn from PX

I Find a model distribution PG over X similar to PX

We will work with latent variable models PG defined by 2 steps:

1. Sample a code Z ∼ PZ from the latent space Z

2. Map Z to X with a “random transformation” PG(X|Z)

pG(x) :=

∫
Z
pG(x|z)pz(z)dz

PG(X) has no analytical expression but it is easy to sample from
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Generative Adversarial Nets (GANs)
Let’s minimize the f -divergence between PX and PG:

inf
PG

Df (PX‖PG) :=

∫
X
f

(
pX(x)

pG(x)

)
pG(x)dx

Variational (dual) representation of f -divergences:

Df (PX‖PG) = sup
T : X→dom(f∗)

EX∼PX
[T (X)]− EY∼PG

[
f∗
(
T (Y )

)]
where f∗(x) := supu x · u− f(u) is a convex conjugate of f

1. Deterministic decoder PG(X|Z) = δG(Z):

2. Using samples {Xi}Ni=1 ∼ PX and {Zj}Mj=1 ∼ PZ write:

≈ inf
G

sup
T

1

N

N∑
i=1

T (Xi)−
1

M

M∑
j=1

f∗
(
T (G(Zj))

)
(*)

3. Parametrize T , G using flexible functions (DNNs) and SGD on (*)



Pros and Cons of GANs

I Samples of good visual quality, i.e. large precision:

≈ inf
G

sup
T

1

N

N∑
i=1

T (Xi)−
1

M

M∑
j=1

f∗
(
T (G(Zj))

)
I The adversarial training approach is surprisingly general and fits

multiple purposes: f -GAN, MMD-GAN, WGAN, AAE, AVB, . . . .

I Min-max ⇒ numerical instabilities

I We can only sample using G

I Theoretician would find minimizing the lower bound suspicious

I No incentives to cover all modes of the data, i.e. low recall



Variational Auto-Encoders (VAEs)

Let’s minimize the KL-divergence between PX and PG:

inf
PG

KL(PX‖PG) ⇔ inf
PG

EPX
[− log pG(X)]

Variational bound: for any conditional distribution Q(Z|X)

−EPX
[log pG(X)] ≤ EPX

[
EQ(Z|X)[− log pG(X|Z)] + KL

(
Q(Z|X), PZ

)]
In particular, if Q is not restricted:

−EPX
[log pG(X)] = inf

Q∈Q
EPX

[
EQ(Z|X)[− log pG(X|Z)] + KL

(
Q(Z|X), PZ

)]

I Decoders for which log pG(X|Z) can be eval-
uated and differentiated

I Often PZ(Z) = N (Z; 0, I), and Q(Z|X) = N (Z;µ(X),Σ(X))

I Parametrize G, µ, and Σ with deep nets. Run SGD on the bound



Pros and cons: VAEs

I High recall, i.e. all of the modes will get covered:

inf
PG

inf
Q∈Q

EPX

[
EQ(Z|X)[− log pG(X|Z)]+KL

(
Q(Z|X), PZ

)]
I Min-min training is more stable numerically

I We can sample synthetic data with decoder PG and featurize real
data with encoder Q. The manifold is often smooth

I Maximizing the lower bound on the marginal log-likelihood

I The high recall comes at a price of low precision. Need to cover
more modes ⇒ less details captures in individual modes
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The optimal transport

I Given a cost function c : X × X → R+ define:

Wc(PX , PG) := inf
Γ∈P(X∼PX ,Y∼PG)

E(X,Y )∼Γ[c(X,Y )],

I This is the problem of finding a coupling:

Γ(X,Y ) = PX(X)× Γ(Y |X) = PG(Y )× Γ(X|Y )

I If c(x, y) = dp(x, y) then we get the p-Wasserstein distance

Theorem (new*): Assume PG(X|Z) = δG(Z) for any G : Z → X .
Then

Wc(PX , PG) = inf
Q : QZ=PZ

EPX
EQ(Z|X)

[
c
(
X,G(Z)

)]
,

where QZ(Z) := EPX
[Q(Z|X)] is the “aggregated posterior”
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Wasserstein auto-encoder (WAE)

Let’s minimize the optimal transport between PX and PG:

inf
PG

Wc(PX , PG) ⇔ inf
PG

inf
Q : QZ=PZ

EPX
EQ(Z|X)

[
c
(
X,G(Z)

)]
We further relax this constrained optimization problem:

inf
PG

inf
Q(Z|X)∈Q

EPX
EQ(Z|X)

[
c
(
X,G(Z)

)]
+ λ · DZ(QZ , PZ) (*)

for any non-parametric set of encoders Q and divergence measure DZ

I Parametrize Q and G with any flexible models (deep nets)

I Run SGD on the penalized objective (*)



VAE vs WAE: difference in objectives

VAE: inf
PG

inf
Q∈Q

EPX
EQ(Z|X)[− log pG(X|Z)] + EPX

[KL
(
Q(Z|X), PZ

)
]

WAE: inf
PG

inf
Q∈Q

EPX
EQ(Z|X)

[
c
(
X,G(Z)

)]
+ λ · DZ(EPX

[Q(Z|X)], PZ)

I WAEs can be used with any encoders and decoders. . .

I and any prior distributions PZ as long as you can estimate DZ ;

I WAEs can be readily used with any reconstruction cost functions.



VAE vs WAE: difference in regularizers

Consider a special case of WAEs with KL penalty:

VAEreg := EPX
[KL

(
Q(Z|X), PZ

)
], WAEreg := KL(EPX

[Q(Z|X)], PZ)

The difference between two regularizers has a very clear explanation [1] :

VAEreg = WAEreg + KL
(
PX ×Q(Z|X), PX × EPX

[Q(Z|X)]
)
,

where the last term is the mutual information of true images X ∼ PX

and their latent codes Z ∼ Q(Z|X).

VAE regularizer tries to minimize the mutual information, making codes
independent of the input images. This is another explanation for the
overlap of balls in VAEs.

[1] Hoffman, M. and Johnson, M. ELBO surgery: yet another way to

carve up the variational evidence lower bound.
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WAE-GAN: adversarial penalty

WAEs solve the following problem:

inf
PG

inf
Q(Z|X)∈Q

EPX
EQ(Z|X)

[
c
(
X,G(Z)

)]
+ λ · DZ(QZ , PZ)

I Choose DZ(QZ , PZ) = DJS(QZ , PZ). Use the adversarial training:

DJS(QZ , PZ)
C
≈ sup

D
EZ∼PZ

[logD(Z)] +EZ?∼QZ

[
log
(
1−D(Z?)

)]
I Discriminator D acts in the latent space Z and tries to separate

points sampled from PZ from those samples from QZ

I This leads to the min-max problem with all its downsides

I Compared to typical GANs, this should be easier, as PZ is most
often analytically known and uni-modal, while Z is low dimensional



WAE-MMD: non-adversarial penalty

WAEs solve the following problem:

inf
PG

inf
Q(Z|X)∈Q

EPX
EQ(Z|X)

[
c
(
X,G(Z)

)]
+ λ · DZ(QZ , PZ)

I For any p.d. reproducing kernel k : Z × Z → R and its RKHS Hk

MMDk(PZ , QZ) =
∥∥∫
Z
k(z, ·)dPZ(z)−

∫
Z
k(z, ·)dQZ(z)

∥∥
Hk

I Choose DZ(QZ , PZ) = MMDk(PZ , QZ) for any characteristic
kernel k (Gaussian, inverse-multiquadratic, Matern,. . . )

I For {Zi}ni=1 ∼ PZ and {Z?
i }ni=1 ∼ QZ use the U-statistic estimator:

1

n(n− 1)

∑
` 6=j

k(Z`, Zj) + k(Z?
` , Z

?
j )− 2k(Z`, Z

?
j )
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Experiments, MNIST

Random samples

Which one looks better?

https://github.com/tolstikhin/wae



Experiments, MNIST

VAE WAE-MMD WAE-GAN

How do we evaluate?

https://github.com/tolstikhin/wae



Experiments, MNIST

Test interpolations (top) and test reconstructions (bottom)



Experiments, CelebA

Random samples



Experiments, CelebA

VAE WAE-MMD WAE-GAN



Experiments, CelebA

VAE WAE-MMD WAE-GAN
FID=63, S = 3× 10−3 FID=55, S = 6× 10−3 FID=42, S = 6× 10−3

I FID score measures the difference between sets of pictures based on
the activations of the trained Inception model;

I Sharpness S is computed as a variance of the picture convolved

with the Laplace filter
(

0 1 0
1 −4 1
0 1 0

)
;

I Real CelebA images have FID=2 and S = 2× 10−2;

I There are GAN models achieving FID=30 on CelebA.



Experiments, CelebA

FID=42 FID=40 FID=32

Test interpolations (top) and test reconstructions (bottom)



Experiments, CelebA

VAE WAE-GAN

Test interpolations at a finer grid
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Related work

1. VAEs minimize the upper bound on KL(PX , PG) with Gaussian
encoders Q(Z|X), Gaussian decoders PG(X|Z), and Gaussian PZ ;

2. Adversarial variational Bayes [1] is the same but allows any encoders
by using the adversarial training to estimate KL

(
Q(Z|X), PZ

)
;

3. If used with c(x, y) = ‖x− y‖2 WAE-GAN coincides with the
adversarial auto-encoders [2]. This is apparently the first theoretical
justification of AAE. WAE can use any c and DZ(QZ , PZ);

4. Info-VAE [3] proposed independently an objective similar to WAE
based on a totally different argument;

5. Wasserstein-GAN [4] minimizes the dual form of the 1-Wasserstein
distance using the Kontorovich-Rubinstein theorem. WAE is an
auto-encoder and can deal with any OT.

[1] Mescheder, Nowozin, Geiger. Adversarial variational Bayes: unifying variational autoencoders and generative
adversarial networks, 2017

[2] Makhzani, et al. Adversarial auto-encoders, 2016
[3] Zhao, Song, Ermon. InfoVAE: Information maximizing variational autoencoders, 2017
[4] Arjovsky, Chintala, Bottou. Wasserstein GAN, 2017
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On the latent space of WAEs (Rubenstein et al., 2018)

A mismatch between the dimensionality of the latent space dZ and the
intrinsic dimensionality of the data distribution dI may be harmful:

I Take WAE with a deterministic encoder and let dI = 1, dZ = 2;

I Encoder function maps the data to a 1-dimensional manifold in Z;

I Hence dim(suppQZ) = 1, but QZ is forced to match PZ ;

I It is as hard as filling the plane with a curve.

In such cases it may be beneficial to use random encoders.

Synthetic experiment:

The fading squares dataset consists of 32×32 pixel images of centred,
grey squares on a black background:

Clearly, dI = 1 for this dataset.



On the latent space of WAEs (Rubenstein et al., 2018)



On the latent space of WAEs (Rubenstein et al., 2018)

WAE-MMD with random en-
coders achieves simultaneously
better test reconstructions and
disentanglement quality as com-
pared to β-VAE [1] .

1. dSprites samples

2. reconstructions of WAE-MMD

3. reconstructions of WAE-MMD

4. reconstructions of β-VAE

[1] Higgins et al. Beta-VAE: Learning basic visual concepts with a constrained variational framework, 2017
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VAE vs WAE: difference in objectives

VAE: inf
PG

inf
Q∈Q

EPX
EQ(Z|X)[− log pG(X|Z)] + EPX

[KL
(
Q(Z|X), PZ

)
]

WAE: inf
PG

inf
Q∈Q

EPX
EQ(Z|X)

[
c
(
X,G(Z)

)]
+ λ · DZ(EPX

[Q(Z|X)], PZ)

I WAEs can be used with any encoders and decoders. . .

I and any prior distributions PZ as long as you can estimate DZ ;

I WAEs can be readily used with any reconstruction cost functions.



Thank you!

Contact me:
ilya@tue.mpg.de




