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ABSTRACT

Detection of tuberculosis (TB) on chest radiographs (CXRs) is a hard problem. Therefore, to help radiologists or
even take their place when they are not available, computer-aided detection (CAD) systems are being developed.
In order to reach a performance comparable to that of human experts, the pattern recognition algorithms of
these systems are typically trained on large CXR databases that have been manually annotated to indicate the
abnormal lung regions. However, manually outlining those regions constitutes a time-consuming process that,
besides, is prone to inconsistencies and errors introduced by interobserver variability and the absence of an
external reference standard. In this paper, we investigate an alternative pattern classification method, namely
multiple-instance learning (MIL), that does not require such detailed information for a CAD system to be trained.
We have applied this alternative approach to a CAD system aimed at detecting textural lesions associated with
TB. Only the case (or image) condition (normal or abnormal) was provided in the training stage. We compared
the resulting performance with those achieved by several variations of a conventional system trained with detailed
annotations. A database of 917 CXRs was constructed for experimentation. It was divided into two roughly
equal parts that were used as training and test sets. The area under the receiver operating characteristic curve
was utilized as a performance measure. Our experiments show that, by applying the investigated MIL approach,
comparable results as with the aforementioned conventional systems are obtained in most cases, without requiring
condition information at the lesion level.
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1. INTRODUCTION

Computer-aided detection (CAD) systems have gained considerable attention during the last years, as they can
automatically produce accurate diagnostics given that the appropriate input is provided. Typically, for tubercu-
losis (TB) detection, this input consists of a chest radiograph (CXR). The computer is then expected to process
the lung fields shown on the image and prompt any abnormalities that could be present. In order to achieve
the best possible performance, CAD systems are generally trained on large image databases containing both
positive and negative examples of TB. Since not all the pixels on abnormal images are actually abnormal, accu-
rate annotations outlining the affected areas are also required, so the pattern recognition algorithms embedded
in the system can correctly learn to discriminate between the two classes. Usually, the followed approach is
to manually annotate those affected areas; however, proceeding in such a way has several disadvantages. First,
manually annotating a database is clearly a tedious and time-consuming process. Second, in cases such as TB, the
diffuse aspect of the sought lesions makes them very difficult to be accurately outlined. Moreover, if a database
is annotated by different experts, substantial differences or even disagreement can be observed. Third, there
is always the chance of erroneous annotation due to misinterpretation. Fourth, if new training data becomes
available, the annotation process has to be carried out again for those data.

In this paper, we investigate an alternative machine learning approach, known as multiple-instance learning
(MIL), that does not require accurate labeling of each feature sample during training, but only a global class
label characterizing a group of samples. For our TB detection problem, this means that just a diagnostic at
the image level suffices for training a CAD system. This is extremely advantageous, as that information can be
obtained from the medical centers from which research material comes with no additional effort. Furthermore,
there is no need to rely on the accuracy of manual region annotation. To assess the effectiveness of the MIL
approach, we compare the performance of a MIL-based CAD system with the ones shown by variations of a
conventional CAD system that use a per-instance class labeling (or supervised) scheme. The task is to detect
textural abnormalities related to TB, such as opacities and consolidation.
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2. MATERIALS

A total of 917 CXRs from two sites in Zambia and South Africa were used in our experiments. They were acquired
by an Odelca-DR system with a slotscan detector (Delft Imaging Systems, The Netherlands) and subsampled
to a width of 1024 pixels. This database was divided into two independent sets of 461 and 456 CXRs that were
respectively used for training and evaluation. The training set included 184 normal and 277 abnormal CXRs,
while the test set was constituted by 208 normal and 248 abnormal CXRs. The reference standard was set by
means of radiological assessment. Examples of the utilized CXRs are shown in the first column of Fig. 2.

3. METHODS

We have evaluated two types of CAD systems: a conventional CAD system following a supervised classification
approach and the proposed MIL-based CAD system. They are described in detail below.

3.1 Conventional CAD system

This CAD system has been developed by the Diagnostic Image Analysis Group, Nijmegen, The Netherlands,
and comprises four main stages: CXR normalization, lung field segmentation, texture feature extraction and
pixel classification. CXR normalization aims at minimizing the variability observed on images that, for example,
come from different sources. This is achieved by dividing the image into frequency bands and scaling the pixel
values in each band according to a set of reference CXRs.1 Afterwards, lung segmentation is carried out to
limit subsequent analysis to the region inside the lung fields. The utilized method is based on pixel classification
after computing a multiscale local jet of second order.2 An independent set of 309 images is used for classifier
training. The resulting lung likelihood map is postprocessed (blurring and morphology operations) to obtain a
binary segmentation. In the next stage, features consisting of the first four moments of the intensity distributions
obtained after applying the above multiscale jet are extracted. The moments are computed on a grid with a
spacing of 8 pixels considering circular patches with a radius of 32 pixels.3 In addition, several spatial features,
such as the normalized horizontal and vertical position and the distance to the lung wall and to the center of
gravity of both lungs, are computed. In the last stage, classification of each of the previously obtained feature
vectors is carried out. Although the original system utilizes a k-nearest neighbors (k-NN) approach, in this study,
we have experimented with additional state-of-the-art classifiers: gentle adaboost4 with regression stumps as weak
learners (GAB-RS), random forest (RF)5 and radial basis function support vector machine (RBF-SVM).6 These
classifiers were trained by following a standard supervised setting, that is, they used the class labels assigned to
each feature vector in the training set according to the available lesion annotations. After texture classification,
a heat map indicating the abnormality of each pixel belonging to lung parenchyma is produced. To aggregate
the classifier output into a single image score, the 95th percentile from the cumulative distribution of patch
likelihoods is computed.7

3.2 MIL-based CAD system

The alternative CAD system investigated in this study comprises the same stages as the conventional one, but
utilizes a MIL-based classifier in the fourth stage. MIL is a generalization of supervised classification that
associates training class labels with sets of patterns (referred to as bags) instead of individual patterns (referred
to as instances). By definition, a bag receives a particular class label if at least one of its instances possesses that
label. For example, in the case of binary classification, a bag is labeled positive if at least one of its instances
is positive. Taking into account this new setting, we have explored a MIL method known as mixed integer
support vector machine (miSVM)8 that aims at maximizing the soft-margin criterion jointly over possible label
assignments and hyperplanes, under the condition that at least one instance from every positive bag is in the
positive halfspace, while all patterns belonging to the negative bags are in the negative halfspace. The fact that,
by using this particular method, it is possible to recover the instance likelihoods after classification makes it very
appealing for our application, as the same methodology for classifier output fusion described in the previous
section can be applied.

Given the instance labels yi, yi ∈ {−1, 1}, i = 1, . . . , N , with N being the number of training instances xi,
and the bag labels YI , YI ∈ {−1, 1}, I = 1, . . . ,M , with M being the number of training bags BI , the miSVM
formulation can be written as
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where w and b are the weight vector and the offset of the SVM, respectively, C is the penalization parameter
for the misclassified instances and ξi are slack variables as known from the standard soft-margin SVM.6 The
modified set of constraints with respect to the latter aims at enforcing the MIL problem definition. Since the
miSVM formulation leads to a challenging computational problem, the solution, (w, b)miSVM, is obtained by the
optimization heuristic shown in Algorithm 1.

initialize yi = YI for i ∈ I;
repeat

compute the SVM solution (w, b) for data with imputed labels;
compute outputs fi = 〈w,xi〉+ b for all xi in positive bags;
set fi = sgn(fi) for every i ∈ I, YI = 1;
foreach positive bag BI do

if
∑
i∈I(1 + yi)/2 == 0 then

compute i∗ = argmaxi∈I fi;
set yi∗ = 1;

end

end

until imputed labels do not change;
Output: (w, b)miSVM

Algorithm 1: Heuristic for miSVM optimization.

3.3 Performance assessment

Both the conventional and the MIL-based CAD systems were evaluated on the test set described in Section 2.
After obtaining an abnormality score for each image in the set, those scores were pooled together and receiver
operating characteristic (ROC) analysis was carried out. The area under the curve (AUC) was utilized as a
performance measure. To assess statistically significant differences between the performance of pairs of CAD
systems, bootstrapping9 with 5000 repetitions was applied. Differences in AUC were considered significant if
p < 0.05.

4. RESULTS

The AUC values achieved by the evaluated systems and the p-values obtained after comparing each of the
conventional approaches with the MIL-based system proposed in this paper are shown in Table 1. The associated
ROC curves are shown in Fig. 1. Examples of the heat maps yielded by the different systems are shown in Fig. 2.
They correspond to two abnormal (first and second row) and two normal (third and fourth row) cases.

5. DISCUSSION

The results in Table 1 show that, among the conventional approaches, only the system with RBF-SVM attained a
significantly better performance than the miSVM-based system. Remarkably, the remaining comparisons yielded
no significant difference, which is contrary to what would be expected, as, by definition, the supervised approaches
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Table 1: AUC values for the evaluated systems and the p-values obtained after comparing each of the conventional
approaches with the proposed miSVM-based system. A star (*) indicates a significant difference

Method AUC p-value

Conventional CAD k-NN 0.8523 0.5200

Conventional CAD GAB-RS 0.8624 0.2214

Conventional CAD RF 0.8609 0.2370

Conventional CAD RBF-SVM 0.8833 *0.0006

miSVM-based CAD 0.8529 -
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Figure 1: ROC curves for the conventional and miSVM-based CAD systems.

exploit the provided information to the greatest extend, whereas the MIL-based approach takes into account
partial knowledge only. Moreover, the difference between the conventional system with RBF-SVM and the
miSVM-based system is not quite substantial, which demonstrates that competitive results can be obtained with
the proposed method, despite the limited amount of supervision. In consequence, by following our approach, it
would be possible to construct CAD systems that achieve good performance, while avoiding the time-consuming
lesion annotation process.

A similar outcome as the one discussed above can be appreciated on the heat maps produced by the different
approaches. For instance, rows one and two of Fig. 2 show that all the evaluated systems clearly prompt the
diseased regions of these cases. In general, most systems indicate the presence of lesions in similar areas and with
similar relative intensity. Notwithstanding, there is still a certain advantage in favor of the leading supervised
approaches that becomes evident in cases with subtle lesions. In such cases, the detections yielded by these
systems, although not as evident as in the given examples, are at least stronger than the ones corresponding
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Figure 2: Examples of CXRs used in the experiments with their annotations, if any, outlined in red (first column),
and the heat maps produced by the evaluated approaches: conventional CAD with k-NN (second column),
conventional CAD with GAB-RS (third column), conventional CAD with RF (fourth column), conventional
CAD with RBF-SVM (fifth column) and miSVM-based CAD (last column). On the heat maps, red indicates
abnormality, while blue indicates normality. The CXRs in rows one and two correspond to abnormal cases, while
the remaining CXRs correspond to normal cases.

to the miSVM-based system. The differences in AUC reported in Table 1 are mainly due to those cases. The
(slightly) lower sensitivity shown by the miSVM-based approach can be explained by the way the relabeling
process in Algorithm 1 works. By iteratively relabeling the instances imputed as positive in the initialization
step, a considerable number of truly abnormal instances become normal. Thus, at the end of the iterative
procedure, there are less abnormal examples from which the final instance-based model can learn. On the other
hand, together with the decrease in sensitivity, there is an increase in specificity, as shown by the examples
in the third and fourth row of Fig. 2, where the miSVM-based system produces virtually “clean” maps for
normal CXRs, whereas the remaining systems signal the presence of some (mildly) suspicious regions. A similar
observation applies to the non-annotated areas of most of the abnormal CRXs in the database. Finally, there
are some normal cases where the leading supervised systems as well the miSVM-based one give strong responses.
These false-positive detections are mostly due to bony structures or processing artifacts. Perhaps, to solve these
issues, other texture features would be more appropriate or higher-level knowledge should be included. A two-
stage detection approach that exploits information at the region level instead of at the pixel level would be an
interesting option.

Proc. of SPIE Vol. 9035  90351J-5



6. CONCLUSION

In this paper, a novel CAD system for TB detection on chest X-rays that uses a MIL classifier as its main
pattern recognition component has been presented. The main advantage of the proposed system, in comparison
with traditional supervised approaches, is the lower labeling detail required during training. As we have shown,
by utilizing image-level labels instead of precisely outlined lesions, competitive results have been obtained.
Moreover, even without detailed labeling information, individual lesions were still highlighted on a heat map.
As a consequence, by following the proposed MIL-based approach, the time-consuming and not always reliable
lesion annotation process commonly carried out to collect training data could be avoided.

REFERENCES

[1] Philipsen, R., Maduskar, P., Hogeweg, L., van Ginneken, B., “Normalization of chest radiographs,” in [Med.
Imag.], Proceedings of the SPIE 8670, 86700G (2013).

[2] van Ginneken, B., Stegmann, M. B., Loog, M., “Segmentation of anatomical structures in chest radiographs
using supervised methods: a comparative study on a public database,” Med. Image Anal. 10, 19–40 (2006).

[3] Hogeweg, L., Mol, C., de Jong, P. A., Dawson, R., Ayles, H., van Ginneken, B., “Fusion of local and global
detection systems to detect tuberculosis in chest radiographs,” in [Medical Image Computing and Computer-
Assisted Intervention], Lecture Notes in Computer Science 6363, 650–657 (2010).

[4] Friedman, J., Hastie, T., Tibshirani, R., “Additive logistic regression: a statistical view of boosting,” Ann.
Stat. 28, 337–407 (2000).

[5] Breiman, L., “Random forests,” Mach. Learn. 45, 5–32 (2001).

[6] Cortes, C., Vapnik, V., “Support-vector networks,” Mach. Learn. 20, 273–297 (1995).

[7] Loog, M., van Ginneken, B., “Static posterior probability fusion for signal detection: applications in the
detection of interstitial diseases in chest radiographs,” in Proceedings of the 17th International Conference
on Pattern Recognition 1, 644–647 (2004).

[8] Andrews, S., Tsochantaridis, I., Hofmann, T., “Support vector machines for multiple-instance learning,” in
Advances in Neural Information Processing Systems 15, 561–568 (2003).

[9] Samuelson, F., Petrick, N., Paquerault, S., “Advantages and examples of resampling for CAD evaluation,”
in Proceedings of the IEEE International Symposium on Biomedical Imaging, 492–495 (2007).

Proc. of SPIE Vol. 9035  90351J-6


	SPIE Proceedings
	MAIN MENU
	Contents
	Search
	Close


