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Unit IV 

Distributed Scheduling-Issues in Load Distributing 

Distributed scheduling is concerned with distributing the load of a system among the available resources in a 

manner that improves overall system performance and maximizes resource utilization. 

The basic idea is to transfer tasks from heavily loaded machines to idle or lightly loaded ones. 

  

Load distributing algorithms can be classified as static, dynamic or adaptive. 

Static means decisions on assignment of processes to processors are hardwired into the algorithm, using a 

priori knowledge, perhaps gained from analysis of a graph model of the application.  

Dynamic algorithms gather system state information to make scheduling decisions and so can exploit 

under-utilized resources of the system at run time but at the expense of having to gather system information. 

An adaptive algorithm changes the parameters of its algorithm to adapt to system loading conditions. It may 

reduce the amount of information required for scheduling decisions when system load or communication is 

high. 

  

Most models assume that the system is fully connected and that every processor can communicate, perhaps 

in a number of hops, with every other processor although generally, because of communication latency, load 

scheduling is more practical on tightly coupled networks of homogeneous processors if the workload involves 

communicating tasks. In this way also, those tasks might take advantage of multicast or broadcast features of 

the communication mechanism. 

  

Processor allocation strategies can be non migratory (non preemptive) or migratory (preemptive). Process 

migration involves the transfer of a running process from one host to another. This is an expensive and 

potentially difficult operation to implement. It involves packaging the tasks virtual memory, threads and 

control block, I/O buffers, messages, signals and other OS resources into messages which are sent to the 

remote host, which uses them to reinitiate the process. Non migratory algorithms involve the transfer of tasks 

which have not yet begun, and so do not have this state information, which reduces the complexities of 

maintaining transparency. 

  

Resource queue lengths and particularly CPU queue length are good indicators of load as they correlate well 

with the task response time. It is also very easy to measure queue length. There is a danger though in making 

scheduling decisions too simplistic. For example, a number of remote hosts could observe simultaneously that 

a particular site had a small CPU queue length and could initiate a number of process transfers. This may result 

in that site becoming flooded with processes and its first reaction might be to try to move them elsewhere. As 

migration is an expensive operation, we do not want to waste resources (CPU time and communication 

bandwidth) by making poor choices which result in increased migration activity. 

 

Components for Load Distributing Algorithms 

A load distributing algorithm has, typically, four components: - transfer, selection, location and information 

policies. 
Transfer Policy 
When a process is an about to be created, it could run on the local machine or be started elsewhere. Bearing 

in mind that migration is expensive; a good initial choice of location for a process could eliminate the need for 

future system activity. Many policies operate by using a threshold. If the machine's load is below the threshold 
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then it acts as a potential receiver for remote tasks. If the load is above the threshold, then it acts as a sender 

for new tasks. Local algorithms using thresholds are simple but may be far from optimal. 

 
Process Selection Policy 
A selection policy chooses a task for transfer. This decision will be based on the requirement that the 

overhead involved in the transfer will be compensated by an improvement in response time for the task 

and/or the system. Some means of knowing that the task is long-lived will be necessary to avoid needless 

migration. This could be based perhaps on past history. 
A number of other factors could influence the decision. The size of the task's memory space is the main cost of 

migration. Small tasks are more suited. Also, for efficiency purposes, the number of location dependent calls 

made by the chosen task should be minimal because these must be mapped home transparently. The 

resources such as a window or mouse may only be available at the task's originating site. 

 
Site Location Policy 
Once the transfer policy has decided to send a particular task, the location policy must decide where the task 

is to be sent. This will be based on information gathered by the information policy. 
  
Polling is a widely used sender-initiated technique. A site polls other sites serially or in parallel to determine if 

they are suitable sites for a transfer and/or if they are willing to accept a transfer. Nodes could be selected at 

random for polling, or chosen more selectively based on information gathered during previous polls. The 

number of sites polled may vary. 
  
A receiver-initiated scheme depends on idle machines to announce their availability for work. The goal of the 

idle site is to find some work to do. An interesting idea is for it to offer to do work at a price, leaving the 

sender to make a cost/performance decision in relation to the task to be migrated. 

 
Information Policy 
The information policy decides what information about the states of other nodes should be collected and 

where it should be collected from. There are a number of approaches: 
Demand Driven 
A node collects the state of other nodes only when it wishes to become involved in either sending or 

receiving tasks, using sender initiated or receiver initiated polling schemes. Demand driven policies are 

inherently adaptive and dynamic as their actions depend on the system state. 
  

Periodic 
Nodes exchange information at fixed intervals. These policies do not adapt their activity to system 

state, but each site will have a substantial history over time of global resource usage to guide location 

algorithms. Note that the benefits of load distribution are minimal at high system loads and the 

periodic exchange of information therefore may be an unnecessary overhead. 
  

State-Change Driven 
Nodes disseminate state information whenever their state changes by a certain amount. This state 

information could be sent to a centralized load scheduling point or to peers. 
 

Different Types of Load Distributing Algorithms 

Classification According to Approach 

Load distribution algorithms can be classified as static, dynamic or adaptive. Static schemes are those when 

the algorithm uses some priori information of the system based on which the load is distributed from one 
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server to another. The disadvantage of this approach is that it cannot exploit the short term fluctuations in the 

system state to improve performance. This is because static algorithms do not collect the state information of 

the system. These algorithms are essentially graph theory driven or based on some mathematical 

programming aimed to find a optimal schedule, which has a minimum cost function. Dynamic scheduling 

collect system state information and make scheduling decisions on these state information. An extra overhead 

of collecting and storing system state information is needed but they yield better performance than static 

ones. 

 

Adaptive load balancing algorithms are a special class of dynamic load distribution algorithms, in that they 

adapt their activities by dynamically changing the parameters of the algorithm to suit the changing system 

state. 

 

Pre-emptive and Non pre-emptive Type 

A pre-emptive transfer involves transfer of task which is partially executed. These transfers are expensive 

because the state of the tasks also needs to be transferred to the new location.  

Non pre-emptive transfers involve transfer of tasks which has not been started. For a system that experiences 

wide fluctuations in load and has a high cost for the migration of partly executed tasks, non pre-emptive 

transfers are appropriate. 

 

Load Sharing and Load Balancing 

Although both type of algorithms strive to reduce the likelihood of unshared state i.e. wait and idle state, load 

balancing goes a step further by attempting to equalize loads at all computers. Because a load balancing 

algorithm involves more task transfers than load sharing algorithms, the higher overhead incurred by load 

balancing types may outweigh its potential improvement. 

 

Initiation Based 

In general the algorithms are also categorized on which node initiates the load distribution activity. The 

variations are sender initiated, receiver initiated or symmetrically initiated (by both sender and receiver). 

 

Task Migration and its issues 

Although it is difficult to implement, a mechanism for process migration broadens the scope and flexibility of 

load sharing algorithms. Decisions on process to processor assignment can be dynamically reconsidered, in 

response to changing system conditions or user or process preferences. Tasks can be preempted and moved 

elsewhere rather than being statically assigned to a host until completion. Some of the motivating situations 

where such a mechanism could be useful are given next. 

  

Load Balancing 

Empirical evidence from some studies has shown that often, a small subset of processes running on a 

multiprocessor system often account for much of the load and a small amount of effort spent off-loading such 

processes may yield a big gain in performance. 

  

Load sharing algorithms avoid idle time on individual machines when others have non-trivial work 

queues. Load balancing algorithms attempt to keep the work queues similar in length and reduce average 

response time, but are clearly more complex as they have more global and deterministic requirements. 

Commonly, load level is defined as CPU utilisation of hosts in a catchment area. A more elaborate index could 

be developed based on the contention for a number of resources and which employed a smoothing or 

dampening technique. An important metric of the load balancing policy is the anticipated residency period 

required by the process, to avoid useless and costly migrations. A competitive algorithm allows a process to 

migrate only after it executes for a period of time that equals or exceeds its predicted migration time. This 
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idea is based on the probabilistic assumption that a process will exhibit a 'past-repeat' execution pattern. This 

approach has been shown to be simple to implement, provides an adequate method of imposing the 

residency requirement and adapts well to the current workload state of the participating processors. 

  

Communication Performance 

Network saturation can be caused by heavy communication traffic induced by data transfers from one task to 

another, residing on separate hosts. The inter  processor traffic is always the most costly and the least reliable 

factor in a loosely coupled distributed system. As a result of the saturation effect, the incremental increase in 

computing resources could actually degrade system throughput. 

  

This situation can occur when processes perform data reduction on a volume of data larger than the process's 

size, e.g. a large database. In these circumstances, it may be advantageous to move the process to the data, 

rather than using network bandwidth, especially between geographically distant parties. The principle 

of spatial locality indicates that strongly interacting entities should be mapped in close proximity. In other 

words, the system must endeavour to match the logical locality with the physical locality. 

It has been observed that for many parallel and distributed computations that it may be possible to determine 

communication loads at compile time and use this information to guide migration at runtime by including 

additional information in the process descriptor. To reduce IPC costs, the compiler may analyze the structure 

and phases of communication and suggest which processes should reside on the same machines. One 

technique is to associate a migration identifier with each process and to keep processes with equivalent 

migration identifiers on the one machine. A second technique (capitalizing on compiler intelligence) known 

as eager migration can be used when it is known that a process A will soon migrate to B's location. Portions of 

process A may be piggybacked, in advance, on other messages bound for the same destination, to reduce 

migration time. 

 

Fault Tolerance 

Long running processes may be considered as valuable elements in any system because of the resource 

expenditure that has been outlaid already. Failure of mature processes becomes important if time and 

resources are precious and cannot be reassigned. Long running processes are particularly susceptible to 

transient hardware faults and may be worth rescuing by rapid evacuation. That is, a policy could be adopted 

which prioritized migrations from a machine about to shut down, based on the order of their computational 

value to the system. Such policies would require a high degree of concurrency within the migration 

mechanism to abandon a site quickly. 

  

Application Concurrency 

The divide and conquer, or crowd approach to problem solving decomposes a problem into a set of smaller 

problems, similar in nature, and solves them separately. The partial solutions are combined to form a final 

solution to the original problem. The smaller problems may be solved independently and concurrently in many 

cases using a copy or subset of initial data, exemplified by a tree or graph structure. Evaluating a game 

position, multiplying matrices or finding shortest paths can be performed in this way. Applications exhibiting 

high concurrency with little inter-task communication can benefit from these tasks being distributed to 

execute with true concurrency, on separate hosts. Processor pool architectures are particularly suited to these 

applications where migration may occur before processes establish locally. 

 

Deadlock-Issues in deadlock detection & resolution 

Deadlock can occur whenever two or more processes are competing for limited resources and the processes 

are allowed to acquire and hold a resource (obtain a lock) thus preventing others from using the resource 

while the process waits for other resources. Two common places where deadlocks may occur are with 

processes in an operating system (distributed or centralized) and with transactions in a database. 
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 Locking protocols such as the popular Two Phase give rise to deadlock as follows: process A gets a lock 

on data item X while process B gets a lock on data item Y. Process A then tries to get a lock on Y. As Y is 

already locked, process A enters a blocked state. Process B now decides to get a lock on X, but is 

blocked. Both processes are now blocked, and, by the rules of Two Phase Locking, neither will 

relinquish their locks.  No progress will take place without outside intervention.   Several processes can be involved in a deadlock when there exists a cycle of processes waiting for each 

other. 
o Process A waits for B which waits for C which waits for A. 

Locks 

Two major types of locks are utilized:  Write-lock (exclusive lock) is associated with a database object by a transaction (the transaction locks 

it; acquires lock for it) before writing (inserting/modifying/deleting) this object.  Read-lock (shared lock) is associated with a database object by a transaction before reading (retrieving 

the state of) this object.  The common interactions between these lock types are defined by blocking behavior as follows: 
o An existing write-lock on a database object blocks an intended write upon the same object 

(already requested/issued) by another transaction by blocking a respective write-lock from 

being acquired by the other transaction. The second write-lock will be acquired and the 

requested write of the object will take place (materialize) after the existing write-lock is 

released. 
o Write-lock blocks an intended (already requested/issued) read by another transaction by 

blocking the respective read lock. 
o A read-lock blocks an intended write by another transaction by blocking the respective write-

lock. 
o A read-lock does not block an intended read by another transaction. The respective read-lock 

for the intended read is acquired (shared with the previous read) immediately after the 

intended read is requested, and then the intended read itself takes place. 
o A read-lock blocks a write-lock. 
o A write-lock blocks a read-lock and a write-lock. 

 

Distributed deadlock 

   Occurs when processes spread over different computers in a network wait for events that will not occur. 

Three types of distributed deadlock: 

 Resource deadlock 

 Communication deadlock 

• Circular waiting for communication signals 

 Phantom deadlock 

                                 • Due to the o u i atio s dela  asso iated ith distri uted computing, it is possible that a 

deadlock detection algorithm might detect a deadlock (called phantom deadlock, a 

perceived deadlock) that does not exist. 

               • Although this for  of deadlo k a ot i ediatel  ause the 

system to fail, it is a source of inefficiency 

Four Required Conditions for Deadlock 

• Exclusive use – when a process accesses a resource, it is granted exclusive use of that resource. 

• Hold and wait – a process is allowed to hold onto some resources while it is waiting for other 

resources. 

• No preemption – a process cannot preempt or take away the resources held by another process. 
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• Cyclical wait – there is a circular chain of waiting processes, each waiting for a resource held by the 

next process in the chain. 

 

The deadlock detection and removal approach runs a deadlock detection algorithm periodically and removes 

deadlock in case there is one. It does not check for deadlock when a transaction places a request for a lock. 

When a transaction requests a lock, the lock manager checks whether it is available. If it is available, the 

transaction is allowed to lock the data item; otherwise the transaction is allowed to wait. 

Since there are no precautions while granting lock requests, some of the transactions may be 

deadlocked. To detect deadlocks, the lock manager periodically checks if the wait-for graph has cycles. If the 

system is deadlocked, the lock manager chooses a victim transaction from each cycle. The victim is aborted 

a d rolled a k; a d the  restarted later. So e of the ethods used for i ti  sele tio  are − 

 Choose the youngest transaction. 

 Choose the transaction with fewest data items. 

 Choose the transaction that has performed least number of updates. 

 Choose the transaction having least restart overhead. 

 Choose the transaction which is common to two or more cycles. 

This approach is primarily suited for systems having transactions low and where fast response to lock requests 

is needed. 

In the fig 2 we can see that how deadlock occur in the centralized system and Distributed system ( at two 

different sites forming the deadlock condition.) 

 
Fig 1: Deadlock (Centralized System) 

 
(a)                              (b)       

Fig 2: Dead Lock in Distributed System (a) At site A (b) At site B 

 

Deadlock Handling in Distributed Systems 

Transaction processing in a distributed database system is also distributed, i.e. the same transaction may be 

processing at more than one site. The two main deadlock handling concerns in a distributed database system 

that are not present in a centralized system are transaction location and transaction control. Once these 
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concerns are addressed, deadlocks are handled through any of deadlock prevention, deadlock avoidance or 

deadlock detection and removal. 

 

Transaction Location 

Transactions in a distributed database system are processed in multiple sites and use data items in multiple 

sites. The amount of data processing is not uniformly distributed among these sites. The time period of 

processing also varies. Thus the same transaction may be active at some sites and inactive at others. When 

two conflicting transactions are located in a site, it may happen that one of them is in inactive state. This 

condition does not arise in a centralized system. This concern is called transaction location issue. 

This concern may be addressed by Daisy Chain model. In this model, a transaction carries certain details when 

it moves from one site to another. Some of the details are the list of tables required, the list of sites required, 

the list of visited tables and sites, the list of tables and sites that are yet to be visited and the list of acquired 

locks with types. After a transaction terminates by either commit or abort, the information should be sent to 

all the concerned sites. 

 

Transaction Control 

Transaction control is concerned with designating and controlling the sites required for processing a 

transaction in a distributed database system. There are many options regarding the choice of where to 

pro ess the tra sa tio  a d ho  to desig ate the e ter of o trol, like − 

 One server may be selected as the center of control. 

 The center of control may travel from one server to another. 

 The responsibility of controlling may be shared by a number of servers. 

 

Distributed Deadlock Prevention 

Just like in centralized deadlock prevention, in distributed deadlock prevention approach, a transaction should 

acquire all the locks before starting to execute. This prevents deadlocks. 

The site where the transaction enters is designated as the controlling site. The controlling site sends messages 

to the sites where the data items are located to lock the items. Then it waits for confirmation. When all the 

sites have confirmed that they have locked the data items, transaction starts. If any site or communication 

link fails, the transaction has to wait until they have been repaired. 

Though the imple e tatio  is si ple, this approa h has so e dra a ks − 

 Pre-acquisition of locks requires a long time for communication delays. This increases the time 

required for transaction. 

 In case of site or link failure, a transaction has to wait for a long time so that the sites recover. 

Meanwhile, in the running sites, the items are locked. This may prevent other transactions from 

executing. 

 If the controlling site fails, it cannot communicate with the other sites. These sites continue to keep 

the locked data items in their locked state, thus resulting in blocking. 

Distributed Deadlock Avoidance 

As in centralized system, distributed deadlock avoidance handles deadlock prior to occurrence. Additionally, 

in distributed systems, transaction location and transaction control issues needs to be addressed. Due to the 

distri uted ature of the tra sa tio , the follo i g o fli ts a  o ur − 

 Conflict between two transactions in the same site. 

 Conflict between two transactions in different sites. 

In case of conflict, one of the transactions may be aborted or allowed to wait as per distributed wait-die or 

distributed wound-wait algorithms. 

Let us assume that there are two transactions, T1 and T2. T1 arrives at Site P and tries to lock a data item 

which is already locked by T  at that site. He e, there is a o fli t at Site P. The algorith s are as follo s − 

 Distributed Wound-Die 
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o If T1 is older than T2, T1 is allowed to wait. T1 can resume execution after Site P receives a 

message that T2 has either committed or aborted successfully at all sites. 

o If T1 is younger than T2, T1 is aborted. The concurrency control at Site P sends a message to all 

sites where T1 has visited to abort T1. The controlling site notifies the user when T1 has been 

successfully aborted in all the sites. 

 Distributed Wait-Wait 

o If T1 is older than T2, T2 needs to be aborted. If T2 is active at Site P, Site P aborts and rolls 

back T2 and then broadcasts this message to other relevant sites. If T2 has left Site P but is 

active at Site Q, Site P broadcasts that T2 has been aborted; Site L then aborts and rolls back 

T2 and sends this message to all sites. 

o If T1 is younger than T1, T1 is allowed to wait. T1 can resume execution after Site P receives a 

message that T2 has completed processing. 

 

Distributed Deadlock Detection 

Just like centralized deadlock detection approach, deadlocks are allowed to occur and are removed if 

detected. The system does not perform any checks when a transaction places a lock request. For 

implementation, global wait-for-graphs are created. Existence of a cycle in the global wait-for-graph indicates 

deadlocks. However, it is difficult to spot deadlocks since transaction waits for resources across the network. 

Alternatively, deadlock detection algorithms can use timers. Each transaction is associated with a 

timer which is set to a time period in which a transaction is expected to finish. If a transaction does not finish 

within this time period, the timer goes off, indicating a possible deadlock. 

Another tool used for deadlock handling is a deadlock detector. In a centralized system, there is one 

deadlock detector. In a distributed system, there can be more than one deadlock detectors. A deadlock 

detector can find deadlocks for the sites under its control. There are three alternatives for deadlock detection 

in a distributed system, namely. 

 Centralized Deadlock Detector − O e site is desig ated as the e tral deadlo k dete tor. 
 Hierarchical Deadlock Detector − A u er of deadlo k dete tors are arra ged i  hierar h . 
 Distributed Deadlock Detector − All the sites parti ipate i  dete ti g deadlo ks a d re o i g the . 

 

Distri uted Deadlo k‐Dete tio  Algorith s 

A Path‐Pushi g Algorith   
• The site aits for deadlo k‐related i for atio  fro  other sites  
• The site combines the received information with its local TWF graph to build an updated TWF graph  

• For all les EX ‐> T  ‐> T  ‐> E  hi h o tai s the ode E , the site tra s its the  i  stri g for  
E , T , T , E  to all other sites here a su ‐transaction of T2 is waiting to receive a message from the 

su ‐tra sa tio  of T  at that site. 
Edge‐Chasi g Algorith  

Cha d ‐Misra‐Haas s Algorith : 
• A probe(i, j, k) is used by a deadlock detection process Pi. This probe is sent by the home site of Pj to 

Pk. 

• This probe message is circulated via the edges of the graph. Probe returning to Pi implies deadlock 

detection. 

• Terms used: 

o Pj is dependent on Pk, if a sequence of Pj, Pi1,.., Pim, Pk exists.  

o Pj is locally dependent on Pk, if above condition + Pj,Pk on same site.  

o Each process maintains an array dependenti: dependenti(j) is true if Pi knows that Pj is 

dependent on it. (initially set to false for all i & j). 
 

Sending the probe:  
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if Pi is locally dependent on itself then deadlock. 

 else for all Pj and Pk such that 

(a) Pi is locally dependent upon Pj, and  

(b) Pj is waiting on Pk, and  

(c ) Pj and Pk are on different sites, send probe(i,j,k) to the home site of Pk. 

 

Receiving the probe: 

if (d) Pk is blocked, and  

(e) dependentk(i) is false, and 

(f) Pk has not replied to all requests of Pj, 

then begin 

dependentk(i) := true;  

if k = i then Pi is deadlocked 

else ... 

 

Receiving the probe:  

……. else for all P  a d P  su h that  
a  Pk is lo all  depe de t upo  P , a d  

 P  is aiti g o  P , a d  
 P  and Pn are on different sites, send probe(i,m,n) to the home site of Pn.  

end. 

 

Performance: 

For a deadlock that spans m processes over n sites, m(n-1)/2 messages are needed.  

Size of the message 3 words.  

Delay in deadlock detection O(n). 

 
There are several ways to break the deadlock: 

 – The process that initiates commit suicide ‐‐ this is o erkilli g e ause se eral pro esses ight i itiate a 
probe and they will all commit suicide in fact only one of them is needed to be killed.  

– Each process append its id onto the probe, when the probe come back, the originator can kill the process 

which has the highest number by sending him a message. (Even for several probes, they will all choose the 

same guy) 
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