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Abstract

Often, desired behaviors are induced via “coordinated enforcement”, e.g., when democratic norms are
maintained via public protest, or when international norms are maintained via multilateral sanctions.
We present a stylized model of such coordinated enforcement: enforcers receive signals indicative of
the agent’s action, and payoffs from sanctioning, according to a state-independent coordination game.
We characterize which signals can trigger sanctions, what actions can be deterred, and the relation to
higher order beliefs. Two special cases–a variant of global games, and another that considers signals’
type II error and correlation–capture the categorical nature of norms and the undue influence of plausible
deniability.
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In many settings, such as those considered in principal agent problems (Laffont and Martimort, 2009) or

classic models of crime and deterrence (Becker, 1968), it is presumed courts, judges, and the police enforce

contracts and laws as dictated; the incentives of the enforcer typically can be safely ignored, or at least

considered separately from the question of optimal deterrence. However, there are many instances in which

enforcers only find it in their interest to punish transgressions when expected to (e.g., out of fear of being

punished themselves if they do not punish) or when they expect others to (because it is advantageous to be

on the ‘winning’ side of history). Some examples include revolutionaries overthrowing abusive regimes,

protesters defending civil rights and liberties, branches of government checking each others’ power, compa-

nies colluding to restrict output, an on-going relationship between employer and an employee (e.g., Baker et

al., 2002; Levin, 2003), and nations enforcing international treaties and laws. Another prominent example

is communities enforcing social norms, for instance to govern common resources (Ostrom, 2015; Acheson,

2003) resolve disputes (Ellickson, 1994), or maintain order in pre-state (Henrich, 2015; Boyd, 2017) or

extra-legal societies such as the mafia, pirates (Leeson, 2007), and Maghribi traders (Greif, 1993). In fact,

many of our moral intuitions arguably developed in, and, hence, have features shaped by such coordinated

enforcement contexts (Pinker, 1997; Nowak and Sigmund, 2005; DeScioli and Kurzban, 2009; Henrich,

2015; Boyd, 2017).

We present a stylized model of such “coordinated enforcement” as follows. One player (the “agent”)

takes an action that has direct payoff consequences to herself, and also influences the state of the world.

Two additional players (or “enforcers”) receive a signal informative of the state of the world, then play a

simultaneous coordination game, with payoffs to themselves that are independent of the state, their signals,

and the agent’s action. The enforcers’ actions do, however, have payoff consequences for the agent, and,

hence, can act as a sanction. We ask, for which subset of signals is it an equilibrium for those signals to

trigger sanctioning, and, consequently, which actions can the agent be deterred from taking. While this

model–and, in particular our use of a state-independent coordination game–is highly stylized, it still allows

us to capture the key feature of coordinated enforcement–that enforcers are primarily motivated by others’

expectations–and is more tractable than, say, repeated games with private information. We provide the

intuition for why our results would apply to repeated games, including dyadic ones, in the conclusion.

This model is intended to elucidate and formalize the essential influence of higher order beliefs on such

settings. Intuitively, if enforcers are primarily motivated by others’ expectations, then what matters is not

what their signal tells them about the state, but, rather, what their signal tells them about others’ signals.

We formalize this intuition using the tools developed by Monderer and Samet (1989). In particular, the

signals that trigger sanctioning need to be “dually p̄-evident”, meaning that, exactly when an enforcer gets a

signal that triggers sanctioning, she expects the other to get such a signal with probability at least p̄, where

p̄ corresponds to the risk-dominance of the coordination game. Hence, for the agent to be deterred, there

needs to be a set of signals such that: this dually p̄-evident property holds (technically, defined according

to the distribution that would be induced if the agent is properly deterred), and, these signals need to be

sufficiently more likely to occur if the tempting but undesirable action is taken.

We also present two special cases that illustrate non-intuitive implications of the role of higher order be-
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liefs. In the first, which is adapted from Hoffman et al. (2018), we employ a variation of the Global Games

state-signal structure (Morris and Shin, 2001) to explain why, in coordinated enforcement settings, trans-

gressions are typically defined based on categorical distinctions. For example, consider the international

norm against chemical weapons. A violation of this norm is determined by the type of weapon used, and

not, for example, by the number of needless deaths or the amount of suffering. We explain this phenomenon

as follows. A categorical norm can be an equilibrium so long as, whenever one enforcer gets a signal that the

categorical norm has been violated (for instance, she detects residue from a chemical weapons attack), her

posterior that the other enforcer got a signal that the norm was violated sufficiently increases. Thereby, the

dually p̄-evident property described above is satisfied. However, a “threshold norm” that prescribes sanc-

tioning only for signals greater than some threshold (for instance, sanctioning whenever estimated casualties

exceed, say, 10,000), is harder to support as an equilibrium, because one’s estimate that the other enforcer

received a signal above the threshold may not sufficiently increase when one’s own signal moves from just

below the threshold to just above it. Thereby, the requisite dually p̄-evident property would not be satisfied.

In our second special case, there are two states, 0 and 1, where we interpret state 1 as indicative of

the behavior one is trying to deter. When the state is 1, each player receives the signal 1 with probability

1 − ε and correlation of ρ. When the state is 0, players receive signal 0 with certainty. This simple state-

signal structure allows us to formalize the effect of the state’s “observability” (1 − ε) or of type II error

(ε), and the degree to which information is “shared” or “public” (ρ). Crucially, conditional on receiving the

signal, an enforcer is certain the state is 1 (her first order beliefs), yet, she is only confident the other player

also received signal 1 (her second order beliefs) if either 1 − ε or ρ is sufficiently high. Therefore, these

parameters influence whether signal 1 can trigger sanctions even though they do not influence first order

beliefs in the case that the enforcer receives signal 1. In contrast, in a standard deterrence setting, only first

order beliefs matter.

We believe this result may elucidate the seemingly undue influence of plausible deniability–when a

transgression goes unpunished or is seen as less bad simply because there is a plausibly innocent explana-

tion, even if, in this instance, one knows that explanation is unlikely or does not apply. In such instances, one

might know the innocent explanation does not apply but not be sufficiently confident others also know this,

which, in our model, corresponds to the case where one gets signal 1, but 1− ε and ρ are both low. Plausible

deniability arguably underlies many well-documented phenomena, such as: the omission-commission dis-

tinction (being more willing to allow harm to befall others than to take actions that cause comparable harm;

Spranca et al. 1991; DeScioli et al. 2012); strategic ignorance (avoiding information about the negative so-

cial consequences of one’s actions; (Dana et al., 2007)); avoiding the ask (those who would otherwise help

go out of their way to avoid being in a position to help; Dana et al. 2006; Andreoni et al. 2017); indirect harm

(being judged less harshly if e.g., acting through an intermediary or subordinate; Greene et al. 2009); the

means-byproduct distinction (being more willing to allow harm to befall others as an anticipated byproduct

of one’s actions than as a necessary means to an end; Greene et al. 2009; DeScioli et al. 2012); and “small”

cheats (being more willing to lie or cheat if an innocent explanation exists, e.g., stealing a pen versus a dollar

from the office; Ariely et al. 2009; Ariely 2012). For each of these phenomena, the puzzling case occurs
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when enforcers know the omission, byproduct, indirect harm, etc. was intentionally and knowingly caused,

yet treat these as distinct from commissions, byproducts, direct harm, etc., presumably because even when

one knows that the omissions, etc. was intentionally, knowingly caused, one is not sufficiently confident

such intentionality, foreknowledge, etc. are known by others.

The paper proceeds as follows. We begin by relating our work to prior literatures. Then, we present

our model. First, we focus on the enforcers’ decision by omitting the agent’s decision and presuming the

probability over states is exogenously determined (Sec. 2.1). We use this setting to present a straightforward,

but useful result characterizing which signals can trigger sanctioning. Next, we connect this result with

higher order beliefs (Sec. 2.2). Then, we add the agent’s choice (Sec. 2.3), allowing us to formalize the

effect of coordinated enforcement on deterrence, which yields our main theoretical result. Then, we develop

our two special cases (Sec. 3.1 and 4.1). We conclude with discussions of the features of coordinated

enforcement that are highlighted by these special cases, related literatures, the efficiency losses and perverse

effects introduced by coordinated enforcement, as well as open questions (Sec. 5).

1 Relation to Prior Literatures

Our paper heavily builds off insights in the game theory literature on common knowledge and higher order

beliefs (e.g., Aumann, 1976; Rubinstein, 1989; Monderer and Samet, 1989; Morris and Shin, 1997). Of

closest relevance to this paper, Monderer and Samet (1989) formalized notions of higher order beliefs,

developing the toolkit used herein, Rubinstein (1989) highlighted, in a particularly illuminating example (the

Electronic Mail Game), the key role of common knowledge for coordination, and Carlsson and Van Damme

(1993); Morris and Shin (1998) developed a particular state-signal structure used to explain phenomena

ranging from bank runs, currency attacks, and social unrest, and which we adapted in our categorical norms

special case. Each of these spawned significant related literatures (e.g., Morris et al., 1995; Morris and Shin,

2001; Frankel et al., 2003; Morris, 2002, 2014).

Our work adds to the literature on higher order beliefs and coordination by characterizing the require-

ments on signals such that strategies can condition on signals in equilibrium, characterizing the role of higher

order beliefs for coordination, spelling out the potential relevance for deterrence, and suggesting the poten-

tial for explaining puzzling social phenomena such as categorical norms (see also Hoffman et al., 2018) and

plausible deniability. With regards to the Global Games literature, our Sec. 3.1 differs as follows. Morris and

Shin (1998), like us, presume a well ordered state-space and private signals of the state. However, Morris

and Shin (1998) require payoffs to be state-dependent. Morris and Shin (1998)’s key question also differs

from ours: Morris and Shin (1998) ask when is there a unique threshold equilibrium, whereas we ask when

are there any threshold equilibria. Notice that in our context, when no threshold equilibrium exists because

the conditions of Thm. 3 are not satisfied, we expect strategies to not condition on signals, which would

never be an equilibrium in Morris and Shin (1998), because they presume payoff dependence is sufficiently

strong that each action is dominated in some region. Lastly, because the question we are asking is so differ-

ent, the state-signal structures that satisfy the requirements of Thm. 3 do not, to the best of our knowledge,
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correspond to any important characterization in the Global Games literature.

Our paper also builds on less formal work that argues for the pertinence of higher order beliefs to

interesting social behaviors. For instance, Chwe (2013) suggests that higher order beliefs explains symbolic

displays, as well as the role of public events for sparking revolutions, Pinker et al. (2008) suggests that higher

order beliefs can help explain indirect speech, and DeScioli and Kurzban (2009) suggests that higher order

beliefs can help us understand quirks of morality like the omission-commission distinction. Our work adds

to this work by adding formalism, such as our use of state-signal structures to formalize private information,

triggering strategies to formalize what it means to be “able to coordinate”, and observability and correlation

to model plausible deniability.

2 A Model of Coordinated Enforcement

2.1 Characterizing Which Signals Can Trigger Sanctions

There are two players. A state of the world, ω is randomly chosen from the set Ω according to the prior

probability µ. In Sec. 2.3, we will consider what happens when the state is influenced by the actions of a third

player, which we call the agent. Each player, i receives a private signal si drawn from the set S, according

to the joint distribution fω(s1, s2), which is conditional on the state. Together,
(
Ω, µ, S, {fω}ω∈Ω

)
comprise

the state-signal structure.

After a state, ω, is drawn according to µ, and signals, s1, s2,1 are drawn according to fω, players play

a simultaneous coordination game, G (Fig. 1), where playing A will be interpreted as sanctioning once we

introduce the agent in Sec. 2.3. Players can condition on their signal. Note that the payoffs to sanctioning

are presumed to not depend on the state or signals. Let p̄ = d−b
(d−b)+(a−c) be the risk dominance of G. Its

interpretation: so long as player −i is playing A with probability greater than or equal to p̄, player i prefers

to play A. Together, G and
(
Ω, µ, S, {fω}ω∈Ω

)
induce a coordination game with signals, Γ.

A B
A (a, a) (b, c)
B (c, b) (d, d)

where a > c and d > b

Figure 1: The Coordination Game, G

Let σi : S → {A,B} represent player i’s strategy. We interpret s as triggering sanctions for player i if

σi(s) = A. We restrict our analysis to pure strategies. We assume player i maximizes expected payoffs for

every signal si, given µ, fω, and σ−i, and define a Bayesian Nash Equilibrium of Γ as follows:

Definition 1. A strategy profile σ = (σ∗1, σ
∗
2) is a Bayesian Nash Equilibrium (B.N.E.) of Γ iff for i ∈ {1, 2},

1To aid readability, we will treat si as an arbitrary signal realization and not as a random variable, as we do for ω.
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for all si ∈ S, EUi(σ∗i (si), σ
∗
−i|si) ≥ EUi(ai, σ∗−i|si) for all ai ∈ {A,B},

where EUi(σ∗i (si), σ
∗
−i|si) ≡

∫
ω∈Ω

∫
s′∈S

ui
(
σi(si), σ−i(s

′)
)
dfωdµ

and ui(·, ·) is given by G.

We refer to a subset of Ω × S × S as an event. Sometimes, in an abuse of notation, we specify such

events by a signal or set of signals for a player, i. For example, the event that player i gets signal s′i is

{(ω, s1, s2) ∈ Ω× S × S|si = s′i}. We refer to this event as s′i. Similarly, the event that player −i gets a

signal in S∗−i is
{

(ω, s1, s2) ∈ Ω× S × S|s−i ∈ S∗−i
}

. We refer to this event as S∗−i. Thus, for two events,

E and F, we can calculate:

P (E|F) =

∫
(ω,s1,s2)∈E∩F dfωdµ∫

(ω,s1,s2)∈F dfωdµ

We then define p-beliefs, as in Monderer and Samet (1989):

Definition 2. For an event E ⊆ Ω× S × S, we say that player i p-believes E at s′i given µ iff:

P (E|s′i) ≥ p

Our main result is that, for any subsets of signals, S∗1 , S
∗
2 , the strategy where player i plays A whenever

she gets a signal in S∗i is a B.N.E. if and only if: whenever a player receives a signal in S∗i , she p̄-believes

that the other received some signal in S∗−i, and whenever she receives a signal not in S∗i , she (1− p̄)-believes

that the other did not receive a signal in S∗−i. Formally:

Theorem 1. Consider the coordination game with signals Γ = (G,Ω, S, µ, F ). Consider any S∗1 , S
∗
2 ⊆ S

and define the strategy σ∗i (si) = A iff si ∈ S∗i . The strategy profile (σ∗1, σ
∗
2) is a B.N.E. of Γ iff for i = 1, 2:

si ∈ S∗i ⇒ player i p̄-believes S∗−i (1)

si /∈ S∗i ⇒ player i (1− p̄) -believes ¬S∗−i (2)

Proof. All proofs are presented in Appendix A.

2.2 The Connection With Higher Order Beliefs

In this section, we relate Thm. 1 to higher order beliefs. As with Def. 2, we will continue to adapt notation

and insights from Monderer and Samet (1989) to our setting. We begin by defining the set of all state-signal

combinations in which an event E ⊆ Ω× S × S is p-believed by player i:
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Definition 3. For i ∈ {1, 2} and E ⊆ Ω× S × S,

Bp
i (E) ≡ {(ω, s1, s2) ∈ Ω× S × S | P (E|si) ≥ p}

If everyone p-believes an event whenever it occurs, we call it p-evident:

Definition 4. The event E is p-evident if, for i ∈ {1, 2}, E ⊆ Bp
i (E)

We also refer to the signals (S1, S2) as p-evident if the event Ω× S1 × S2 is p-evident.

The following corollary relates Thm. 1 to p̄-evident events:

Corollary 1. Consider the coordination game with signals Γ = (G,Ω, S, µ, F ). Consider any S∗1 , S
∗
2 ⊆ S

and define the strategy σ∗i (si) = A iff si ∈ S∗i . Let E∗ = Ω× S∗1 × S∗2 and F∗ = Ω× ¬S∗1 × ¬S∗2 . Then,

the strategy profile (σ∗1, σ
∗
2) is a B.N.E. of Γ iff E∗ is p̄-evident and F∗ is (1− p̄)-evident.

To relate this result to our claim in the introduction that the signals that trigger sanctioning need to be

“dually p̄-evident”, we can define (S∗1 , S
∗
2) as dually p̄-evident if E∗ = Ω×S∗1×S∗2 and F∗ = Ω×¬S∗1×¬S∗2

are p̄-evident and (1− p̄)-evident, respectively.

2.3 The Connection With Deterrence

Now, we wish to relate Thm. 1 to deterrence. Recall, we are motivated by the question: when deterrence

occurs via coordinated enforcement, what actions can be deterred, and what signals must trigger santions?

There are now three players: an agent, and two enforcers. The agent chooses an action, which influences

the state of the world as well as her payoffs. The enforcers observe signals of the state as in Sec. 2.1, then

choose whether to sanction the agent. However, unique to our framework, while enforcers’ choices have

repercussions for the agent, their own payoffs are only affected by the desire to coordinate with each other,

which we represent by the coordination game G.

Formally, the agent chooses an action a ∈ A. Each action induces a distribution, µa, on the states of

the world, Ω. The state of the world also yields payoffs to the agent, v : Ω → R. As in Sec. 2.1: for

a given ω ∈ Ω, each enforcer, i = 1, 2, gets signal si ∈ S according to the joint distribution fω(s1, s2);

and, each enforcer chooses an action from {A,B} as a function of her signal, and gets payoffs according to

the coordination game G. Player i’s strategy is again represented by σi. Here, we interpret choosing A as

sanctioning the agent. The agent incurs cost c (·) from being sanctioned, which we will define in the next

paragraph.

Let n : {A,B} × {A,B} → {0, 1, 2} be the count of As. E.g., n(A,B) = 1, and n = (B,B) =

0. We define the cost function c(·) as c : {0, 1, 2} → R, and assume it is monotonically increasing.

Therefore, when signals s1 and s2 are realized and strategies σ1 and σ2 are utilized, the cost from be-

ing sanctioned is c (n (σ1(s1), σ2(s2))). In any state ω ∈ Ω, the expected cost from being sanctioned is∫
(s1,s2)∈S×S c (n (σ1(s1), σ2(s2))) dfω. Thus, for any distribution µa, the expected costs from sanctioning

are
∫
ω∈Ω

∫
(s1,s2)∈S×S c (n (σ1(s1), σ2(s2))) dfωdµa.
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Finally, we assume the agent chooses a to maximize her expected payoffs net of sanctions, given σ1 and

σ2:

V (a, σ1, σ2) =

∫
ω∈Ω

(
v(ω)−

∫
(s1,s2)∈S×S

c (n (σ1(s1), σ2(s2))) dfω

)
dµa

Definition 5. We say action a∗ ∈ A can be enforced if there exists a σ∗1, σ
∗
2 such that (a∗, σ∗1, σ

∗
2) is a perfect

B.N.E..

Note that by perfect B.N.E., we mean the natural extension of B.N.E. presented in Def. 1, in which

the agent best responds given what she expect enforcers to do, and each enforcer best responds given the

expected behavior of the agent and the other enforcer’s behavior, where expectations are all consistent with

Bayes’ Rule wherever possible.

Theorem 2. Action a∗ can be enforced if and only if there exists S∗1 , S
∗
2 ⊆ S such that:

for i = 1, 2 : si ∈ S∗i ⇔ i p̄-believes S∗−i given µa∗ (3)

a∗ ∈ arg max
a∈A

V (a, σ∗1, σ
∗
2) , where for i ∈ {1, 2}, σ∗i (si) = A iff si ∈ S∗i (4)

Notice condition 4 is the same deterrence condition that would exist in a framework where enforcers

could commit to acting in advance; this condition requires that any action with higher direct payoffs to the

agent than a∗ makes the signals that induce sanctioning sufficiently more likely so as to offset the gains in

direct payoffs. Condition 3 is the same as in Sec. 2.1, except that, now, the probability measure µ is not

exogenously given, but the one induced by action a∗. Notice that condition 3 is unique to this framework that

involves coordination. Thm. 2 highlights a tradeoff unique to deterrence settings that involve coordination:

conditioning sanctions on a signal that is indicative that the agent chose an undesired action can help to deter

that action, but might require sanctioning on other signals which would, otherwise, not be needed.

3 Special Cases

3.1 Categorical Norms

3.1.1 An Example With Uniform Distributions of States and Signals

We now describe a simple state-signal structure, reminiscent of the state-signal structure in the Global Games

literature (Morris and Shin, 2001), that will allow us to highlight the role of coordinated punishment in

preventing “threshold norms”. The setup and results in Sec. 3.1 are adapted from Hoffman et al. (2018).

Consider the following coordination game with signals Γ = (G,Ω, S, µ, F ): Ω = R; µ represents the

uniform distribution with improper priors; S = R, and fω(s1, s2) = 1
4ε2

for s1, s2 ∈ [ω − ε, ω + ε] and 0

otherwise; and G is the same coordination game as in Sec. 2.1.

We begin by defining a threshold norm.
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Definition 6. Consider an s ∈ S. Define the strategy σsi (si) = A for si > s, and B for si < s. We say

(σ
s
1, σ

s
2) is a threshold norm at s.

Now, we show that, unless the risk-dominance of the coordination game, p̄, is non-generically equal to

.5, any threshold norm is unstable.

Proposition 1. For any s ∈ S, the threshold norm at s is a B.N.E. iff p̄ = .5.

The intuition for this result is as follows. For the threshold norm at s to be upheld, a player must find it

in her interest to impose sanctions if and only if her signal is greater than s. However, there will be signals

quite close to s at which she will want to deviate, since at such signals, she believes the other player is

roughly 50% likely to sanction, which will not, generally, be the point at which she is indifferent.

4 Categorical Norms: A Result for Arbitrary Distributions of States and Sig-
nals

We can generalize the setup in Sec. 3.1.1 to get a better sense for which state and signal distributions, and at

which threshold values, it will be possible for threshold norms to be B.N.E.s. Consider the following coordi-

nation game with signals Γ = (G,Ω, S, µ, F ): Ω = R; µ represents an arbitrary probability distribution on

Ω; S = R, and the signal distributions, fω(s1, s2) satisfy the Monotone Likelihood Ratio Property (MLRP),

i.e. for any ω, ω′ ∈ Ω and any s, s′ ∈ S, for i = 1, 2, if ω < ω′ and s < s′, fω(s)
fω(s′) <

fω′ (s)
fω′ (s

′) ; and G is

the same coordination game as in Sec. 2.1. The definition of a threshold norm carries over from Sec. 3.1.1

to this setup unchanged, though, for convenience, we now assume that the threshold s does not occur at an

atom.

Theorem 3. For any s ∈ S, a threshold norm at s is a B.N.E. for i ∈ {1, 2} iff:

sup
si<s

P (s−i < s|si) ≥ 1− p̄ ≥ inf
si>s

P (s−i < s|si)

Thm. 3 suggests three mechanisms by which threshold norms are supported in equilibrium. The first two

apply to continuous distributions of states and signals. For such pairs of distributions, for any threshold s̄,

the R.H.S. and L.H.S. of the condition in Thm. 3 must be equal. Our first mechanism applies when pairs of

distributions such that the R.H.S. and L.H.S. are constant in s̄. In this case, only a particular p̄ can satisfy the

theorem’s inequalities, regardless of s̄. For instance, as we saw in Sec. 3.1.1, for uniformly distributed states

and signals that are symmetrically distributed about the state, the R.H.S. and L.H.S. are equal to .5 for any

s̄, so this is the only value of p̄ that satisfies Thm. 3’s inequalities. Thus, this mechanism permits threshold

equilibria only for non-generic p̄, but for this p̄, it is possible to choose any threshold, s̄.

Turning to our second mechanism, for some pairs of continuous distributions, the R.H.S. and L.H.S. of

Thm. 3 vary with s̄. So long as they do so monotonically, the R.H.S. and L.H.S. will equal p̄ at at most one s̄.
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An example that fits this case is when states are normally distributed and noise is symmetrically distributed

about, and independent of, the state. This mechanism, unlike the previous one, may allow for threshold

equilibria for generic values of p̄. However this mechanism does not allow for generic values of s̄; that is,

while threshold equilibria may exist for a wide range of coordination games, for each game, the threshold,

s̄, will be restricted to a particular value–one that may not, for instance, optimize deterrence.

A third means of obtaining a threshold equilibrium is for the distribution of states to have atoms, since

atoms allow for a ‘gap’ between the R.H.S. and the L.H.S of the condition in Thm. 3, into which p̄ can fit.

The range of p̄s will depend on the mass on the atoms: the greater the mass, the greater the range, and

thus of coordination games for which threshold equilibria exist. In addition to permitting a range of p̄s, this

mechanism can permit one to choose from multiple s̄s: namely, if there are multiple atoms, then one can

choose at which one to set s̄. This analysis implies that distributions that are ‘more discrete’ (i.e. those that

have fewer values, each with a larger mass) ‘enable’ threshold norms. And, even when distributions are not

exactly continuous, but are simply ‘close’ to continuous (i.e. there are signals with positive, but arbitrarily

small mass) threshold norms will only be possible for coordination games with risk dominance values within

an arbitrarily small range.

For more details on these points, see Hoffman et al. (2018).

4.1 The Role of Observability and Correlation

We now describe a simple state-signal structure which will allow us to convey the role of “observability”

and “correlation” of signals. Consider the following coordination game with signals, Γ = (G,Ω, S, µ, F ).

The possible states of the world are Ω = {0, 1}, with prior µ(1) = µ1 for some fixed µ1 ∈ (0, 1). The set

of possible signals is S = {0, 1}, and the signal distribution is as follows:

• P (si = 0|ω = 0) = 1, i.e. no false positives.

• P (si = 1|ω = 1) = 1 − ε, which can be interpreted as the ‘observability’ of state 1, and ε is the

frequency of false negatives.

• P (si = 1|s−i = 1, ω = 1) = r, which can be interpreted as a measure of how ‘shared’ or ‘public’ are

players’ observations of state 1. Note, when players’ signals are independent, conditional on ω = 1,

then P (si = 1|s−i = 1, ω = 1) = P (si = 1|ω = 1) and, hence, r = 1 − ε. Whereas when

they are correlated, conditional on ω = 1, then r > 1 − ε. This can be converted to the standard

measure of conditional correlation, ρ, between si and s−i given ω = 1, using the following formula

ρ = r(1−ε)−(1−ε)2
1−ε−(1−ε)2 .2

G is the same coordination game as in Sec. 2.1.

2The standard definition of correlation is: ρXY = E((X−µX )(Y−µY ))
σXσY

In our context: X = (si|ω = 1), Y = (s−i|ω = 1),

µsi|ω=1 = µs−i|ω=1 = 1− ε, and σsi|ω=1 = σs−i|ω=1 =
√

(1− ε)− (1− ε)2. This yields: ρsi|ω=1,s−i|ω=1 = r(1−ε)−(1−ε)2
1−ε−(1−ε)2 .
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Proposition 2. Let S∗1 = S∗2 = {1} and define the strategy σ∗i (si) = A iff si ∈ S∗i . The strategy profile

(σ∗1, σ
∗
2) is a B.N.E. of Γ iff:

1− ε(1− ρ) ≥ p̄ (5)

µ1ε(1− ε)(1− ρ)

µ1ε+ (1− µ1)
≤ p̄ (6)

Condition 5 and 6 come from conditions 1 and 2, respectively. The interpretation of condition 5 is as

follows: it is possible to condition behavior on one’s signal only if signals are not too noisy or signals are

highly correlated. Note that condition 5 is equivalent to r ≥ p̄. However, the above formulation breaks

the informativeness of player i’s signal on player −i’s signal into two pieces: the part that comes from

players’ signals being correlated, conditional on the state, and the part that comes from player i’s signal

being indicative of the state, which directly effects the distribution of player −i’s signal. Condition 6 will

not bind if ε or µ1 are sufficiently small. This condition is less likely to bind because we assumed there are

no false positives.

We note that when si = 1, player i knows with certainty that ω = 1, but when ε is high and ρ is low,

she will not be sufficiently confident that the other player got the same signal. Hence, we expect players to

be less able to condition on such signals, compared to signals where ε is lower or ρ is higher. We use this

to explain the seemingly undue effect of plausible deniability in settings with coordinated enforcement. For

instance, in the omission-commission distinction, the puzzling case is when enforcers know an omission

is intended, but still do not sanction as much as if it were a commission (Spranca et al., 1991). We would

expect this to be the case if signals indicative of intentions have higher rates of false negatives or are less

public than signals indicative of actions.

5 Discussion

We considered the setting of coordinated enforcement, which we argued is a distinct setting for deterrence

than that traditionally considered in the literature. We presented a stylized model of such coordinated en-

forcement, then characterized which signals can trigger sanctions and what actions can be deterred, as well

as the crucial role of higher order beliefs. We also presented two special cases to illustrate some unique

and puzzling features of coordinated enforcement settings. In these, we showed that: (1) it is difficult to

enforce norms that condition on continuous variables, and, (2) it is difficult to enforce norms that condition

on signals which are not sufficiently observable or shared.

In this section, we discuss implications of our framework. The appendix includes additional discussion

of practical prescriptions, and of implications for models of crime and punishment, and for characterizing

prosocial preferences. Before we begin, we emphasize that the implications of coordinated enforcement

might apply not just to our conscious deliberation but also to our moral intuitions and social preferences,
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since these are shaped by learning and evolutionary processes, and thus are expected to show features con-

sistent with Nash equilibria (Weibull, 1997). Of course, such intuitions and preferences may, to some extent,

spill over into settings that do not involve coordinated enforcement.

5.1 Comparative Statics

Our work suggests the following comparative static: by identifying domains in which coordinated enforce-

ment is less important, one can identify domains in which phenomena such as categorical norms or plausible

deniability are expected to be less pertinent. For instance, we expect such phenomena to show up less in

domestic than in international law, since the former can be unilaterally enforced by, e.g., a law enforcement

agency, whereas the latter must be coordinated amongst multiple countries. In the domain of altruism, un-

der our usual presumption that social preferences are shaped by coordinated enforcement, we expect such

phenomena to show up less amongst family than amongst strangers, since altruism towards family is more

driven by kin selection, whereas towards strangers, it is primarily driven by norm enforcement or indi-

rect reciprocity (Nowak and Sigmund, 2005; Nowak, 2006; Boyd, 2017). Indeed, we find that people are

more sensitive to efficacy and attend less to the omission-commission distinction amongst kin than amongst

strangers (Burum et al., 2018). And, we expect such phenomena to show up less for private decisions where

one’s optimal action is primarily dictated by first order beliefs, like who to work with, date, or avoid. For

example, people take age, height, or attractiveness into account in such cases, even though these variables

are continuous. And, people avoid those who are strategically ignorant or who transgress by omission, even

if they do not punish them.

5.2 Welfare Implications

Another implication of our model is that first-best outcomes cannot always be enforced. This is illustrated

by both our special cases. Often, it is socially optimal to condition on continuous variables. For instance,

one might wish to have a norm that prescribes only contributing to the public good (say, by recycling) when

it is efficient to do so (the environmental benefits outweigh the effort and cost). However, efficiency is

a continuous variable, so, instead, our norms prescribe that we always recycle certain categories of items,

even when it, e.g., requires repeatedly, and wastefully, rinsing a container. Our second special case highlights

that it can be difficult to enforce socially optimal behavior when it, e.g., requires penalizing inaction. For

instance, it might be socially optimal, but difficult, to incentivize people to intervene to prevent a crime, or

to check abuses of power by the executive branch.

Another counterintuitive implication is that more information can hamper our ability to deter. Again,

this can be seen in both our special cases. In the first special case, it possible to deter using a coarse signal

that meets the condition in Thm. 3, whereas refining that signal might prevent the condition in Thm. 3

from holding. In the second special case, enabling players to better, but idiosyncratically, observe the state,

can hamper coordinated enforcement. We note for contrast that, in a standard deterrence framework, more

information can only (weakly) facilitate deterrence.
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5.3 Prescriptions

In this section, we discuss some prescriptions implied by our framework. First, when promoting prosocial

behavior, one should remove plausible excuses, as Andreoni et al. (2017) did when they had Salvation Army

volunteers stand in front of both the doors to the supermarket, instead of just one, eliminating donors’ ability

to go out the other door then, e.g., claim they just did not see the volunteers. Another practical prescription

has to do with combatting ineffective charitable giving. Our model suggests that in order for norms that

encourage more effective giving to develop, one must make indications of higher efficacy both categorical

and public, as the non-profit evaluator GiveWell does, by certifying highly effective charities. A third is

that, to the extent that quirks like categorical norms or plausible deniability influence domestic law, this is

likely due to “spillovers” from the coordinated enforcement context in which our moral intuitions develop

to contexts in which enforcement does not require coordination, and, thus, is not benefitted by such quirks.

For instance, the law allows doctors to prescribe palliative care (to let someone die, an omission), but not to

assist them in suicide (a commission). We suggest that one should either outlaw both, or permit both, since

the reason for the distinction is likely such a spillover. A fourth is that, to alleviate the inefficiencies caused

by coordinated enforcement in settings like international law, one can create organizations with the power to

unilaterally enforce norm violations–or, at least, to investigate them and publicly announce their findings–

like the International Criminal Court at the Hague, or the International Atomic Energy Agency. Such an

organization should be tasked with, for example, sanctioning or investigating rulers whose omissions enable

genocide, or who causes excessive civilian casualties. A fifth relates again to international norms, as well as

to checks and balances. Our model suggests that, to be sustainable, checks and balances and international

norms should be conditioned on events that, whenever they occur, are evident. E.g., an international norm

against chemical weapons is sustainable because it is categorical and there is common agreement on the

definition of a chemical weapon, whereas a violation of the Emoluments Clause of the Constitution proved

to be an ineffective check, perhaps because the definition of a violation had no precedent, and had not

otherwise been commonly agreed upon.

5.4 Implications for Crime and Punishment

In this section, we note an implication of our framework for standard models of crime and punishment.

These prescribe that punishment ought to increase proportionately to the gains from crime and inversely

to the probability of getting caught (Becker, 1968). However, punishment, and our corresponding moral

intuitions, are relatively insensitive to these variables (Carlsmith et al., 2002). This has been used to argue

that our judicial system and moral intuitions are not designed for optimal deterrence. However, we would

argue that they may be second best, given the constraints imposed by coordinated enforcement. As a result,

it is more difficult for us to deter crimes that are unlikely to be detected.
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5.5 Characterizing Prosocial Preferences

Our model also has implications for characterizing prosocial preferences. Consider Becker (1974)’s canon-

ical characterization of altruism, in which the welfare of other individuals, or the amount of a public good

provided, enter directly into individuals’ utility.Our model suggests a different characterization, at least in

contexts where altruistic preferences are shaped by coordinated enforcement: we expect people to get utility

from contributing, particularly in ways that are observable and categorical, and when defecting would be

hard to plausibly justify.Indeed, people are sensitive to whether they are being observed (Kraft-Todd et al.,

2015), get pleasure from the act of giving (Andreoni, 1990) which is categorical, are insensitive to multipli-

ers (Karlan and List, 2006) and scope (Desvousges et al., 1992; Kahneman et al., 1999) which are continuous

variables, and sensitive to the ability to “avoid the ask” (Dana et al., 2006; DellaVigna et al., 2012; Andreoni

et al., 2017) or remain “strategically ignorant” about the ramifications of their actions (Dana et al., 2007).

Consider, also, subsequent models such as Andreoni (1989); Fehr and Schmidt (1999); Charness and Rabin

(2002), which mold the utility function to fit puzzling behavioral results, namely, by e.g., adding a warm

glow from giving, or an aversion to inequity.Our model highlights a problem with this approach: the degree

of warm glow is not expected to be a fixed parameter, but, rather, depend on the degree of observability and

plausible deniability.

5.6 Intuition for Repeated Games and Future Works

This paper is meant to illustrate the value of the coordinated enforcement framework. It is natural to ask

how our results generalize beyond the stylized coordination game, and especially to repeated games and

relational contracts. Intuitively, in dyadic repeated interactions, higher order beliefs are expected to matter

as well for the following reason. Consider an equilibrium in which transgressions are deterred through

punishment. If punishing requires paying an immediate cost, the punisher will be tempted not to punish.

Thus, in any perfect equilibrium, she must anticipate being penalized herself for not punishing. Such a

penalty might, for example, occur if the other player is more likely to transgress whenever her original

transgression goes unpunished. This is where higher order beliefs fit in. Whether the player wishes to punish

a transgression depends on whether she anticipates that the other player also believes it was a transgression

and will thus transgress again if the original transgression goes unpunished. This logic iterates to higher

orders as well (does the other player believe that she believes a transgression occurred, and will transgress if

it goes unpunished? Etc.). To ensure this argument is not erroneous, and determine the conditions it depends

on, this argument must be formalized. Indeed some preliminary work seems contradictory with the above

intuition (Mailath and Morris, 2002, 2006).

Some additional further work we think would be valuable includes: fully characterizing the implications

regarding welfare and information discussed above; considering more complicated extensive forms that,

e.g., permit the agent to choose after receiving private information, and which might more directly map

to phenomena such as strategic ignorance; and, considering more complicated information structures, e.g.,

to explore what counts as a public or private signal, perhaps by considering how information spreads on a

network.
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A Proofs

A.1 Characterizing Which Signals Can Trigger Sanctions

Theorem 1. Consider the coordination game with signals Γ = (G,Ω, S, µ, F ). Consider any S∗1 , S
∗
2 ⊆ S

and define the strategy σ∗i (si) = A iff si ∈ S∗i . The strategy profile (σ∗1, σ
∗
2) is a B.N.E. of Γ iff for i = 1, 2:

si ∈ S∗i ⇒ player i p̄-believes S∗−i (1)

si /∈ S∗i ⇒ player i (1− p̄) -believes ¬S∗−i (2)

Proof. This follows immediately from the definitions of p̄, p-beliefs, and best responses.

Let S∗1 , S
∗
2 ⊆ S, and σ∗i (si) = A iff si ∈ S∗i .

If direction: Suppose for i = 1, 2, si ∈ S∗i ⇒ player i p̄-believes S∗−i, and si /∈ S∗i ⇒ player i (1− p̄) -believes ¬S∗−i
(A1). We want to show (σ∗1, σ

∗
2) is a B.N.E.. I.e. choose an i, an si ∈ S∗i , and an s′i /∈ S∗i . We want to show

A is a best response to the belief that the other player will play A with probability P (S∗−i|si), and B is a

best response to the belief that the other player will play B with probability P (S∗−i|s′i).

By assumption (A1), P (S∗−i|si) ≥ p̄, so, by the definition of risk dominance, player i’s best response

given si is to play A. Also by assumption (A1), P (S∗−i|s′i) ≤ p̄. Then, again, by the definition of risk

dominance, player i’s best response given s′i is to play B.

Only if direction: Suppose (σ∗1, σ
∗
2) is a B.N.E (A2). We want to show for i = 1, 2, si ∈ S∗i ⇒

player i p̄-believes S∗−i, and si /∈ S∗i ⇒ player i (1− p̄) -believes ¬S∗−i. Each of these follows again from

the definition of risk dominance and best response.
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A.2 The Connection With Higher Order Beliefs

Corollary 1. Consider the coordination game with signals Γ = (G,Ω, S, µ, F ). Consider any S∗1 , S
∗
2 ⊆ S

and define the strategy σ∗i (si) = A iff si ∈ S∗i . Let E∗ = Ω× S∗1 × S∗2 and F∗ = Ω× ¬S∗1 × ¬S∗2 . Then,

the strategy profile (σ∗1, σ
∗
2) is a B.N.E. of Γ iff E∗ is p̄-evident and F∗ is (1− p̄)-evident.

Proof. This follows immediately from Thm. 1, the definition of p̄-evident, and the construction of E∗ and

F∗.

Notice that whenever E∗ occurs, player i gets some signal s′i ∈ S∗i , at which point player i p-believes E∗

with exactly the probability utilized in Thm. 1, P
(
S∗−i|s′i

)
. Thus, E∗ is p̄-evident iff for all i, i p̄-believes

S∗−i for all si ∈ S∗i .

Likewise, whenever F∗ occurs, player i gets some signal s′′i ∈ ¬S∗. At which point player i p-believes

F∗ with exactly the probability P
(
¬S∗−i|s′′i

)
. Thus, F∗ is (1− p̄)-evident iff for all i, player i 1− p̄-believes

¬S∗−i for all si ∈ ¬S∗i .

Hence, E∗ is p̄-evident and F∗ is (1− p̄)-evident, iff
(
σ∗i , σ

∗
−i
)

is a B.N.E..

A.3 The Connection With Deterrence

Theorem 2. Action a∗ can be enforced if and only if there exists S∗1 , S
∗
2 ⊆ S such that:

for i = 1, 2 : si ∈ S∗i ⇔ i p̄-believes S∗−i given µa∗ (3)

a∗ ∈ arg max
a∈A

V (a, σ∗1, σ
∗
2) , where for i ∈ {1, 2}, σ∗i (si) = A iff si ∈ S∗i (4)

Proof. Suppose conditions 3 and 4 are satisfied. That is, suppose for i = 1, 2 : si ∈ S∗i ⇔ i p̄-believes S∗−i given µa∗

and a∗ ∈ arg maxa∈A V (a, σ∗1, σ
∗
2) , where for i ∈ {1, 2}, σ∗i (si) = A iff si ∈ S∗i .

Consider the strategy profile (a∗, σ∗1, σ
∗
2). Notice that the agent cannot benefit from deviating, by con-

dition 4. Likewise, the enforcers cannot benefit from deviating, given each’s strategy and the agent’s, based

on the same logic as in the proof of Thm. 1. Note that the use of µa∗ instead of µ incorporates the en-

forcers’ expectations of the agent’s behavior and the σ∗i s used in V incorporate the agent’s expectation of

the enforcers’ behavior.

To see the other direction, suppose that conditions 3 and 4 cannot simultaneously be satisfied for any

S∗1 , S
∗
2 . Consider some S†1 and S†2, such that a∗ is a best response given each player i ∈ {1, 2} plays

σ†i (si) = A iff si ∈ S†i . Then, assumption 3 must not be satisfied, if S∗i is replaced with S†i for i ∈ {1, 2}.
But, this implies, by the same logic as in Thm. 1, that for an enforcer i, given her expectations that the

agent plays a∗ and enforcer −i plays A on S†−i, there is some signal si such that she will benefit from

deviating.

A.4 Categorical Norms: An Example With Uniform Distributions of States and Signals

Proposition 1. For any s ∈ S, the threshold norm at s is a B.N.E. iff p̄ = .5.
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Proof. Notice that for a threshold norm at s to be a B.N.E., the players need to be indifferent between A and

B at s, given their belief that the other plays A for all signals above s and B for all signals below s. But, at

s, player i believes player −i gets a signal above s with probability exactly .5, and below s with probability

exactly .5, and thus player i believes player −i plays A with probability exactly .5 and B with probability

exactly .5. So, player i will only be indifferent if p = .5.

A.5 Categorical Norms: A Result for Arbitrary Distributions of States and Signals

Theorem 3. For any s ∈ S, a threshold norm at s is a B.N.E. for i ∈ {1, 2} iff:

sup
si<s

P (s−i < s|si) ≥ 1− p̄ ≥ inf
si>s

P (s−i < s|si)

Proof. See Hoffman et al. (2018). The intuition is as follows. Because of the MLRP, the signals at which

it is most tempting to deviate are selected by sup and inf . Whether player i would want to deviate at these

points depends on whether the probability they place on the other player’s signal being on the same side of

the threshold as their signal is at least p̄ and 1− p̄, respectively.

A.6 The Role of Observability and Correlation

Proposition 2. Let S∗1 = S∗2 = {1} and define the strategy σ∗i (si) = A iff si ∈ S∗i . The strategy profile

(σ∗1, σ
∗
2) is a B.N.E. of Γ iff:

1− ε(1− ρ) ≥ p̄ (5)

µ1ε(1− ε)(1− ρ)

µ1ε+ (1− µ1)
≤ p̄ (6)

Proof. Prop. 2 follows from Thm. 1, the current setup, and the derivation of ρ from r.

In particular, condition 5 corresponds to condition 1 in Thm. 1. When player i gets the signal 1, for

player i to have no incentive to deviate from playing A as prescribed, player i needs to p̄-believe that player

−i received signal 1 and is thus playing A. But, the probability that player −i received 1 given than player

i receives 1 is exactly r. By the logic presented in footnote 2 relating r to ρ, and after some algebra,

r = 1− ε(1− ρ).

Likewise, condition 6 corresponds to condition 2. When player i gets the signal 0, for player i to have no

incentive to deviate from playing B as prescribed, player i needs to (1− p̄)-believe that player −i received

signal 0 and is thus playing B. We now calculate this probability:

19



P (s−i = 1|si = 0) =
P (s−i = 1, si = 0)

P (si = 0)

=
P (s−i = 1, si = 0|ω = 1)µ1 + P (s−i = 1, si = 0|ω = 0) (1− µ1)

P (si = 0|ω = 1)µ1 + P (si = 0|ω = 0) (1− µ1)

=
P (s−i = 1, si = 0|ω = 1)µ1 + 0

εµ1 + 1− µ1
(7)

=
(1− ε− P (S−i = 1, si = 1|ω = 1))µ1

εµ1 + 1− µ1

=
(1− ε− P (s−i = 1|si = 1) (1− ε))µ1

εµ1 + 1− µ1
(8)

=
(1− ε− (ρε+ (1− ε)) (1− ε))µ1

εµ1 + 1− µ1

=
(1− ρ)ε(1− ε)µ1

εµ1 + 1− µ1

At line 7, we use the following equality, P (s−i = 1, si = 1|ω = 1)+P (s−i = 1, si = 0|ω = 1) = P (s−i = 1|ω = 1) =

1− ε. At line 8 we use the definition of r, P (s−i = 1|si = 1) = r, and the relationship between r and ε, ρ

calculated earlier, r = 1− ε(1− ρ).
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