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Abstract

We define Perfect Bayesian Equilibrium as an assessment (a behavioral
strategy profile and system of beliefs) that is consistent with a conditional
probability system over the set of strategies. Consistency with a conditional
probability system captures the idea of Bayes’ rule where possible. We com-
pare this definition with almost Perfect Bayesian equilibrium (Mailath (2018))
and show that it is stronger.

1 Introduction

Solution concepts for imperfect-information extensive-form games consist of two
elements, usually denoted jointly as an assessment. First, a profile of (behavioral)
strategies, one for each player, describing the players’ contingent plan of actions
in the extensive form. Second, a system of beliefs, which describes at each infor-
mation set, the likelihood assigned to each node in the information set.

Solution concepts impose two kinds of requirements on assessments. First, play-
ers’ behavior has to be optimal given their beliefs, denoted by sequential rationality.
Second, beliefs have to be consistent with the strategies. When an information set is
on the path of play, this is an easy task: we can apply Bayes’ rule using the prob-
ability over nodes defined by the behavioral strategy profile. Matters are more
complicated when an information set if off the path of play, since we cannot apply
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Bayes’ rule – at least not using the probability defined by the behavioral strategy
profile.

Solution concepts for extensive-form games then postulate we should apply Bayes’
rule where possible. The spirit of this suggestion is the following. Once we come
up with a specification of the beliefs a player should hold at an off-the-path in-
formation set, he should keep updating these beliefs using Bayes’ rule until he
reaches a new information set that is off the path of play given the current infor-
mation set. The different versions of Bayes’ rule where possible, however, mix
other desiderata like, for instance, that players should believe that play is “inde-
pendent”. Moreover, while they specify beliefs at information sets, they remain
silent about players’ beliefs over other subsets of strategies.

This note introduces a definition of Bayes’ rule where possible: beliefs must be
consistent with a conditional probability system over the set of strategies (see Bat-
tigalli (1996), Kohlberg and Reny (1997) and, more recently, Watson (2017).) Con-
ditional probability systems satisfy Bayes’ rule where possible by construction:
after all, they are defined by consistency with the product rule. We then define
Perfect Bayesian Equilibrium as an assessment that satisfies sequential rationality
and Bayes’ rule where possible. We show that this definition of Perfect Bayesian
Equilibrium implies other existing definitions, but is stronger. We illustrate via
an example that definitions of Bayes’ rule where possible based on beliefs at in-
formation sets do not imply the existence of a conditional probability system over
the set of strategies consistent with those beliefs.

2 Setup and definitions

We introduce in this section the minimal notation needed to define almost Perfect
Bayesian Equilibrium (Mailath (2018)) and Perfect Bayesian Equilibrium.

Preliminaries: We are given an extensive-form game Γ consisting of the follow-
ing elements.

First, there is a tree, V. We denote elements of V by y, y′ and by ∅ the initial
history. We say that y precedes y′ if y is a truncation of y′. We denote it by y ≺ y′.
We let |y| denote the length of y and if |y| = k, we let yl denote the lth element of
y, where l ≤ k. Finally, we let Z denote the set of terminal nodes in the tree.

Second, there is a set of players, N, and an additional player, nature, which we
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denote with i = 0. We denote the set N ∪ {0} by N0. Third, there is a player
function, ι : V \Z 7→ N0 that determines who is in the move at each (non-terminal)
node. Finally, for each player i ∈ N, we are given a partition, Hi, of the set {y ∈
V : ι(y) = i}. We denote the elements of Hi by hi.

For each player i ∈ N and each of his information sets, hi ∈ Hi, let A(hi) denote
the set of actions available to player i at hi. A strategy for player i ∈ N is a map
Σi : Hi 7→ ∪hi∈Hi A(hi) such that Σi(hi) ∈ A(hi) for all hi ∈ Hi. We let Σi denote
the set of strategies for player i and we let Σ = ×i∈N0Σi.

Given any node y, we let Σ(y) denote the set of strategies that have y on their path.
Then let Σ(h) = ∪y∈hΣ(y) denote the set of strategies that reach information set
h. Perfect recall implies that if h ∈ Hi, then Σ(h) = Σi(h)× Σ−i(h), where Σ−i(h)
is the subset of Σ−i such that h is reachable.

A behavioral strategy for player i is a rule βi which specifies for each information
set hi belonging to player i, a probability distribution βi(· | hi) over the moves
A(hi) available at hi.

A system of beliefs ν specifies a probability distribution ν(· | hi) over the nodes
within each information set hi.

An assessment is a pair (β, ν) where β is a profile of behavioral strategies and ν is
a system of beliefs.

The first requirement for an assessment to be part of an equilibrium is that the be-
havioral strategies are optimal given beliefs. For any profile of behavioral strate-
gies β and any node y belonging to player i, let Υ(β | y) denote player i’s expected
continuation payoff beginning from y when the players follow β. We have:

Definition 1. An assessment (β, ν) is sequentially rational if for all players i, for every
information set hi

∑
y∈hi

ν(y | hi)
[
Υ(β | y)− Υ(β′i, β−i | y)

]
≥ 0

for all behavioral strategies β′i .

The second requirement for an assessment to be part of an equilibrium has to
do with the consistency of the beliefs with the (behavioral) strategy profile. This
is where almost Perfect Bayesian Equilibrium and Perfect Bayesian Equilibrium
differ.
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To introduce the consistency condition for almost Perfect Bayesian Equilibrium,
we need a few more pieces of notation. Given a behavioral strategy β, define for
two nodes y, y′ ∈ V such that y ≺ y′,

Pβ(y′|y) =
|y′|−1

∏
k=|y|

β
ι(y′k )(y

′
k+1).

Given an assessment (β, ν), define

P(β,ν)(y′|h) =
{

ν(y|h)Pβ(y′|y) if y ≺ y′, y ∈ h
0 otherwise

Finally, say that an information set h′ ∗-follows an information set h, denoted by
h ≺∗ h′ if there are nodes y ∈ h, y′ ∈ h′ such that y ≺ y′. If h ≺∗ h′, then let
h′h denote the nodes in h′ that have predecessors in h, i.e., h′h = {y′ ∈ h′ : (∃y ∈
h)y ≺ y′}.

Almost Perfect Bayesian Equilibrium requires that (β, ν) satisfies the following
consistency condition:

Definition 2. An assessment (β, ν) satisfies G-consistency if for all information sets
h, h′ such that h ≺∗ h′, if P(β,ν)(h′h|h) > 0, then

ν(y′|h′) = P(β,ν)(y′|h)
P(β,ν)(h′h|h)

∑
y∈h′h

ν(y|h′)

Definition 3. An almost Perfect Bayesian Equilibrium is an assessment that satisfies
sequential rationality and G-consistency.

Another way to model consistency between the behavioral strategy profile, β,
and the system of beliefs, ν, is through conditional probability systems (see Rényi
(1955), Myerson (1986)).1

A conditional probability system over Σ is a function µ that assigns a number in
[0, 1], µ(A | B), to every A ⊂ Σ, and every non-empty B ⊂ Σ and satisfies the
following three properties for every A, B, C ⊂ Σ with C 6= ∅:

1Battigalli (1996), Kohlberg and Reny (1997) and, more recently, Watson (2017) also model be-
liefs as consistent with conditional probability systems on strategy spaces.

4



1. If A ∩ B = ∅, then µ(A ∪ B | C) = µ(A | C) + µ(B | C),

2. µ(Σ | C) = µ(C | C) = 1, and

3. If A ⊂ B ⊂ C, then the chain rule of conditional probabilities holds

µ(A | C) = µ(A | B) · µ(B | C).

Given any information set hi belonging to player i we can identify the subset of
strategy profiles σ−i for the opponents of i such that hi is reachable when σ−i is
played. We will conserve notation and use hi to refer both to the information
set in the extensive form and the associated set of strategy profiles. Note that by
perfect recall, every strategy profile in hi ⊂ Σ−i can reach one and only one node
within the information set hi.

Similarly, to any node y, we can associate the set of pure strategy profiles on whose
path lies y. We will use y to refer both to the node in the extensive form and to the
set of strategy profiles that reach it.

By Kuhn’s Theorem, each profile of behavioral strategies can be associated with a
unique equivalent probability distribution over pure strategy profiles. Similarly,
for each node y, a profile of behavioral strategies β defines a unique equivalent
conditional probability distribution βΣ(y) ∈ ∆Σ over pure strategy profiles. Let-
ting≺ denote the predecessor relation for nodes y in the extensive form, the prob-
ability assigned to profile σ is

βΣ(y) [σ] = ∏
{h:(@y′∈h):y′≺y}

β(σ(h) | h)

if σ ∈ y and zero otherwise.

The chain rule is the formal statement of Bayes’ rule “where possible”. When-
ever µ(B | C) > 0 we may divide by it and obtain Bayes’ formula for µ(A | B).
Otherwise Bayes’ rule is not possible. This is our motivation for the following
definition.

Definition 4. An assessment (β, ν) satisfies Bayes’ rule where possible if there is a con-
ditional probability system µ such that for each information set hi and node y,

1. µ(y | hi) = ν(y | hi) and

2. If µ(y | hi) > 0 then µ(· | y) = βΣ(y)(·).
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A conditional probability system satisfies Bayes’ rule where possible, by defini-
tion. The first condition above says that µ yields the same beliefs at information
sets as the system of beliefs ν, therefore ν satisfies Bayes’ rule where possible. The
second condition says that the “transition” probabilities used to apply Bayes’ rule
(where possible) are the correct ones, namely the transition probabilities from the
behavioral strategy profile β.2

Definition 5. An assessment is a Perfect Bayesian Equilibrium if it is sequentially ratio-
nal and satisfies Bayes’ rule where possible.

3 Results

Our first observation is simple: Perfect Bayesian Equilibrium implies almost Per-
fect Bayesian equilibrium. We state it here and include the proof in the appendix
for completeness:

Proposition 1. Let (β, ν) be a Perfect Bayesian Equilibrium. Then, it is an almost Perfect
Bayesian Equilibrium.

However, almost Perfect Bayesian Equilibrium is weaker than Perfect Bayesian
Equilibrium. Indeed, as the following example shows an (β, ν) may satisfy Defi-
nition 2 and still not satisfy Bayes’ rule where possible as in Definition 4.

Consider the following extensive-form game where, to reduce clutter, we do not
display the rest of the tree following informations sets h and h′:

2Sugaya and Wolitzky (2017) define the concept of CPPBE (conditional probability Perfect
Bayesian Equilibrium) by requiring that (β, ν) be consistent with a conditional probability system
on the set of terminal nodes, Z.
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Figure 1: An extensive form and a behavioral strategy profile (blue)

The information sets belong to a fourth player, player 4, but we do not depict the
extension of the tree as we are only interested in conditions on the beliefs at the
information sets.

Figure 1 depicts a behavioral strategy profile, β in blue, defined as follows: β1 =
1[a1 = out], β2 = 1[a2 = out], β3(x) = β3(y) = (1/2, 1/2). (That is, player 3
randomizes 50-50 at each of her nodes.)

Note that Definition 2 imposes no restriction on the beliefs that player 4 holds
at the information sets h and h′ since neither ∗-follows the other. We show that
the existence of a conditional probability system consistent with the (behavioral)
strategy profile imposes restrictions on the relationship between the beliefs player
4 holds at h and h′. In particular, in this example, the two beliefs must be equal.
This is due to the specific strategy of player 3. We then show more generally that
the beliefs at the two information sets cannot be specified independently. There
is only one degree of freedom: a choice of beliefs at one information set in fact
determine the beliefs at both.

This is quite intuitive. First of all, suppose that there were an information set
grouping the two nodes of player 3. Then, since the two information sets h and
h′ would ∗-follow this new information set, once we specify the beliefs at the new
information set, the choice (coupled with player 3’s strategy) would dictate the
beliefs at h and h′. As we show next, the existence of a conditional probability
system implies exactly these latent restrictions. This is not captured by the defi-
nition of consistency in almost Perfect Bayesian Equilibrium. While consistency
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of beliefs with a conditional probability system imposes restrictions on all subsets
of the set of strategies, G-consistency is only concerned with subsets of strategies
that correspond to information sets. This, in turn, implies that a definition like
almost Perfect Bayesian Equilibrium is not invariant to the addition of spurious
information sets.

When player 3 does not play the same action at her two nodes it would not make
sense to consider an information set grouping those nodes, but a more general
principle applies. There are two possible explanations for player 4 being called
to play at either of his information sets. Either player 1 or player 2 deviated.
The players should form a hypothesis about this. Whatever that hypothesis is, it
should govern how the players form beliefs at the two information sets h and h′.
This necessarily implies an interdependence between the beliefs at h and h′(for
any given strategy of player 3).

Let µ be a conditional probability system consistent with the behavioral strategy
profile β. For each node labeled in Figure 1, e.g., x, we write e.g., x to refer to the
set of pure strategy profiles whose path passes through x.

Consider µ(· | x). Because player 3 is mixing 50-50 at x, we have

µ(a | x) = µ(c | x) = 1/2.

This is because µ is consistent with the behavioral strategy profile β. The set a is
the subset of x in which player 3’s pure strategy specifies L at node x. This subset
must have conditional probability 1/2 since player 3’s behavioral strategy plays
L with probability 1/2. Likewise we have

µ(b | y) = µ(d | y) = 1/2.

Define Σ◦ = x ∪ y to be the set of all “off-path” strategy profiles. A conditional
probability system defines conditional probabilities for every subset of strategy
profiles, so let p = µ(x | Σ◦) (and thereby 1− p = µ(y | Σ◦).)

(Notice that if, as discussed above, we added the information set for player 3,
the conditional probabilities µ(x | Σ◦) and µ(y | Σ◦) would be the beliefs at this
information set, i.e. (p, 1− p).)

By the chain rule of a CPS,

µ(a | Σ◦) = µ(a | x) · µ(x | Σ◦) = p/2.

8



Similarly

µ(c | Σ◦) = p/2
µ(b | Σ◦) = µ(d | Σ◦) = (1− p)/2.

Let h = a ∪ b ⊂ Σ. The set h corresponds to the subset of strategies that reach
information set labeled h in Figure 1. By the chain rule of a conditional probability
system,

µ(a | h) =
µ(a | Σ◦)
µ(h | Σ◦)

=
µ(a | Σ◦)

µ(a | Σ◦) + µ(b | Σ◦)

=
p/2

p/2 + (1− p)/2
= p.

Similarly

µ(c | h′) = p
µ(b | h) = µ(d | h′) = (1− p).

Thus, a system of beliefs ν is consistent with the conditional probability system µ
only if

ν(a | h) = ν(c | h′),
ν(b | h) = ν(d | h′).

As we discussed before, almost Perfect Bayesian Equilibrium imposes no such
restriction on the belief system ν.

More generally suppose β3(x) = (r, 1− r), β3(y) = (q, 1− q). Then, again let-
ting p = µ(x | Σ◦), the same calculations as above yield the following system of
restrictions.

µ(a | h)
1− µ(a | h)

=
pr

(1− p)q

and
µ(c | h)

1− µ(c | h)
=

p(1− r)
(1− p)(1− q)

,
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yielding two equations in three unknowns p, µ(a | h), and µ(c | h).

This example suggests the following candidate for a primitive (i.e., in the conven-
tional language of behavioral strategies and belief systems) definition of Bayes’
rule where possible. For every subset of nodes define conditional probabilities
over those nodes, and demand a version of Bayes’ rule for all ∗-following sets.
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A Proof of Proposition 1

Fix a Perfect Bayesian Equilibrium, (β, ν). Let µ denote the conditional probability
system on S. We want to show that for any h, h′ such that h ≺∗ h′, and any y′ ∈ h′h,
the following holds:

ν(y′|h′) = P(β,ν)(y′|h)
P(β,ν)(h′h|h)

∑
y∈h′h

ν(y|h′), (1)

whenever P(β,ν)(h′h|h) > 0.

Since µ is a CPS, the following identity holds:

µ(Σ(y′)|Σ(h′)) = µ(Σ(y′)|Σ(hh′))µ(Σ(hh′)|Σ(h′)).

By definition, ν(y′|h′) = µ(Σ(y′)|Σ(h′)) and ∑y∈h′h
ν(y|h′) = µ(Σ(h′h)|Σ(h′)). Thus,

we need to verify that

µ(Σ(y′)|Σ(h′h)) =
P(β,ν)(y′|h)
P(β,ν)(h′h|h)

.

The product rule of conditional probability systems implies that

µ(Σ(y′)|Σ(h)) = µ(Σ(y′)|Σ(y′h))µ(Σ(y′h)|Σ(h))
= µ(Σ(y′)|Σ(y′h))ν(y′h|h)
= ν(y′h|h) ∑

σ∈Σ(y′)
βΣ(Σ(y′h))(σ)

= P(β,ν)(y′|h)

Then,

µ(Σ(y′)|Σ(h)) = µ(Σ(y′)|Σ(h′h))µ(Σ(h′h)|Σ(h))

⇒µ(Σ(y′)|Σ(h′h)) =
µ(Σ(y′)|Σ(h))
µ(Σ(h′h)|Σ(h))

=
µ(Σ(y′)|Σ(y′h))µ(Σ(y′h)|Σ(h))

∑y∈h′h
µ(Σ(y)|Σ(yh))µ(Σ(yh)|Σ(h))

=
P(β,ν)(y′|h)
P(β,ν)(h′h|h)

.
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