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AI Explainability & FindingsEvaluation on downstream classification tasks

S

S

models trained on the TCGA have greater misdiagnoses for underrepresented minorities in multiple 
classification tasks

Training language-aware AI models for histopathology

S

Visual language pretraining for Histopathology

S

• Model: Deep learning algorithm called CLAM used 
for training slide-level cancer subtyping AI model 
and evaluate the representation quality of different 
encoders

• Tasks and Evaluation: 
• Invasive Breast Carcinoma (BRCA) Subtyping (IDC 

versus ILC)
• Non-Small Cell Lung Carcinoma (NSCLC) 

Subtyping (LUAD versus LUSC)

• Natural language represents a rich source of knowledge for histopathology.

• In recent years, large-scale visual-language pretraining using paired images and captions

have shown impressive performance for various downstream visual recognition tasks.

• Motivating Question: Can we leverage both paired and unpaired text data to learn

better representations for histopathology images, and leverage the aligned visual

language latent space for zero-shot classification ?

We leverage 33,480 pairs of histopathology image and text caption scraped from pathology

textbooks and the internet to pretrain an image encoder network and a text encoder

network such that the image representations align with their paired text representations.

• Models trained on the TCGA have greater misdiagnoses for underrepresented
minorities in both BRCA and NSCLC subtyping

• Via model interpretability, misclassification resulted from histopathological
evidence for both classes being present in the tissue slides, which leads to
ambiguity in model diagnosis.
• In ILC subtyping, ”high attention regions” in frequently misclassified slides for

Black and Asian patients corresponded with presence of both of ILC and Lobular
Carcinoma in Situ (LCIS) pathologies. We hypothesize the similarity of LCIS to
IDC causes the model to misclassify these patients.

• In LUSC subtyping, ”high attention regions” in Black and Asian patients
corresponded to poorly-differentiated tumor regions that is ambiguous in
discriminating LUAD and LUSC.

Conclusion

• There remains a significant unmet need for algorithms trained on diverse datasets
that reflect the population the algorithm will be applied to.

• Paths forward in mitigating AI-exacerbated healthcare disparities include: 1)
federated learning to develop more diverse cohorts, 2) further development of
bias mitigation strategies in AI fairness, 3) incorporating causality into AI models to
consider social determinants of health and other modes of dataset shift
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100% 10% 1% 0.50%

vit-s_imagenet 92.16 91.23 89.46 86.98

vit-s_finetune 97.24 96.42 95.08 93.57

ciga 94.60 94.75 91.84 92.83

ctranspath 96.14 96.25 95.54 94.32

dino 92.49 91.14 89.12 89.04

gpt2-medium 94.00 93.69 88.06 85.93

roberta-large 93.20 92.31 89.12 87.56

gpt2-medium_pretrained 95.39 94.58 93.30 93.61

roberta-large_pretrained 95.57 95.68 93.89 94.14

pubmedbert 95.52 95.46 92.19 92.24

bioclinicalbert 95.28 94.46 90.61 91.21

Table 1. Linear probing results on Kather 100K


