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Abstract

This paper shows that households’ inflation expectations are more responsive to

inflationary news than to disinflationary news, and that this asymmetry in infla-

tion expectations can be a source of downward nominal wage rigidity. This implies

that monetary policy can have asymmetric effects on employment, output, and wage

inflation in ways consistent with the data. I microfound asymmetric household expec-

tations using ambiguity-aversion: households, who do not know the quality of their

information, overweight inflationary news since it reduces their purchasing power,

and underweight deflationary news since it increases their purchasing power. Al-

though wages are downwardly rigid in this environment, monetary policy need not

have a bias towards using inflation to grease the wheels of the labor market.
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1 Introduction

Keynesian macroeconomic theory posits that sticky wages are a crucial feature of labor
markets. In recent years, a large number of empirical papers have shown not only that
wages are very sticky, but that there is a clear asymmetry in the way that wages are
sticky. In particular, wages appear more flexible when they are rising than when they
are falling.1 This paper argues that informational frictions for households can help to
explain the asymmetric adjustment of wages during the business cycle, and analyzes the
positive and normative implications of these frictions. The main contributions of this
paper are: (1) it empirically documents the existence of an asymmetry in how households
form their expectations of inflation; households are better at anticipating accelerations in
the inflation rate than decelerations. In a typical model, this asymmetry in household
beliefs feeds into asymmetry in wage-setting where wages respond more vigorously to
inflationary forces than to disinflationary forces. This makes demand-driven business
cycles asymmetric. (2) It microfounds the source of asymmetric belief formation in an
equilibrium model where households are ambiguity-averse and make robust decisions.
Using this microfoundation, I can study simple policy questions.

The intuition for the microfoundation is simple. When negotiating their wages, work-
ers observe their nominal wages perfectly, but foresee the cost of the goods and services
that they will consume imperfectly. As in Lucas (1973), workers face a signal extraction
problem when trying to determine their purchasing power. Unlike Lucas (1973), agents’
signals of the price level are uncertain in a Knightian sense: agents do not precisely know
how informative their signals are. This could be because the information households
receive is of ambiguous quality, or because the mapping from aggregate news to each
individual’s idiosyncratic consumption basket is unclear. If this Knightian uncertainty
induces households to try to minimize their worst-case losses, then they will be more
sensitive to inflationary news than disinflationary news because, for a fixed nominally
denominated employment contract, inflationary news lowers their purchasing power
whereas disinflationary news raises it. This asymmetry of beliefs can then show up in
wage-setting if employers need to incentivize workers to work.2

1Examples include Barattieri et al. (2010), Dickens et al. (2007), Daly and Hobijn (2013), and Bewley
(1999). Recent work by Kaur (2014) shows that these downward nominal rigidities distort labor market
outcomes.

2This distrustful attitude of workers towards the inflation rate is attested to in many surveys. For
example, according to Shiller (1997), the “biggest gripe about inflation” expressed by 77% of the general
public is that “inflation hurts my real buying power. It makes me poorer.” Interestingly, only 12% of
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The model of Knightian uncertainty I use is the one axiomatized by Gilboa and Schmei-
dler (1989) and Epstein and Schneider (2003). In this framework, workers have multiple
priors about the information content of their signals, and they act according to their
worst-case prior within the admissible set when making decisions.The specific informa-
tion structure I use was introduced by Epstein and Schneider (2008) in the context of asset
pricing to model skewness in asset returns, and has also been used by Ilut (2012) to model
departures from uncovered interest rate parity, Ilut et al. (2014) to model employment
decisions of firms, and Yoo (2015) to model consumption fluctuations.3

If we embed this type of ambiguity into a simple general equilibrium model, we un-
cover a Murphy’s law of central banking: positive monetary shocks result in high inflation
and small output booms, whereas negative monetary shocks cause little disinflation but
are accompanied with large output drops.4

Although fluctuations are costly and asymmetric, in this model, there is little the
central bank can do to combat them. Received wisdom in the literature, following Akerlof
et al. (1996), is that if wages are downwardly rigid, then central banks should have an
inflationary bias to grease the wheels of the labor market. That way real wage cuts
can be masked by a positive inflation rate. Here, inflationary biases are unhelpful since
household expectations adjust to take them into account. Any inflationary bias built into
central bank policies are undone by endogenously-formed household expectations, so
that wages can be very downwardly rigid in equilibrium, but the central bank cannot take
advantage of this asymmetry.

The outline of this paper is as follows. Section 2 contains a simple general equilibrium
model with ambiguity aversion that demonstrates the mechanism, as well as the effects
of monetary shocks on real and nominal variables. In Sections 3 and 4, I present empirical

economists chose this answer. Instead, the most popular reason given by economists was, “inflation makes
it hard to compare prices, forces me to hold too much cash, and is inconvenient.” Only 7% of households
chose this answer. The households’ answer makes sense given the problem most households face is partial
equilibrium in nature: over short horizons, households can treat their wages as known and exogenous to
the inflation rate.

3Another recent paper that incorporates ambiguity aversion into a macroeconomic model is by Ilut and
Schneider (2014). However, my results differ from theirs both in terms of the research question and the set
up of the model. Ilut and Schneider (2014) are interested in how ambiguity about the level of productivity
affects output, whereas I am interested in how ambiguity about the informativeness of price signals affect
wage setting.

4The asymmetry implied by this model alters the welfare costs of business cycles when compared to
Lucas (1987). Whereas, in the Lucas model, positive shocks cancel out negative shocks so that the welfare
cost of fluctuations is second order, in this model, positive demand shocks do not cancel with negative
demand shocks, and stabilization policy reaps first order gains. This harks back to the point made by
De Long and Summers (1988) that demand stabilization may fill in the troughs without shaving the peaks.
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evidence in favor of asymmetric adjustment of beliefs, and time series evidence that wage
inflation responds asymmetrically to positive and negative monetary shocks. In Section 5,
I investigate a simple monetary policy problem. Section 6 is a summary and conclusion.

2 Model

In this section, I use a stylized two-period general equilibrium model to demonstrate the
basic insight of the paper. There are a continuum of competitive firms with decreasing
returns to scale, and continuua of two household types. The first household type is the
“worker” whose income derives solely from their labor. The second household type is the
capitalist, or owner of the firm, whose income derives solely from the profits of the firms.

In period 1, nature sets money supply M, and there is a noisy public signal s of M. The
firms post a nominal wage w conditional on the signal, and workers decide whether or not
to apply for a job. In period 2, M becomes common knowledge, firms choose the fraction
of the population they wish to employ given the wage they posted, and households spend
the money supply on consuming the output. Intuitively, in period 2, nominal wages are
fixed, but the price level is not; this proxies a world where nominal wages are fixed over
the length of a contract while prices continue to change.

T = 0 T = 1 T = 2

(
Nature: M

Public signal: s

) (
Firms: w

Households: x

)

M becomes
common knowledge

(
Firms: l

Markets clear

)

Figure 1: Timeline of the model indicating the time different variables are determined,
and by which player.

Information Structure

Denote log(M) by m. In period T = 0, nature chooses the nominal shock m according to a
normal distribution, and all agents observe a public noisy signal s = m + εs of the shock to
m, where εs ∼ N(0, σ2

s ) is the noise in the signal. The conditional distribution of m is given
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by

m|s ∼ N
(

σ2

σ2 + σ2
s
s,

σ2σ2
s

σ2 + σ2
s

)
,

where we assume the mean of m is zero without loss of generality. Denote the signal-to-
total variance ratio σ2

σ2+σ2
s

by ψ.
Suppose that there is ambiguity about how informative the signal s is. That is, the

signal-to-total variance ratio ψ is unknown. Suppose that the agent knows only that the
standard deviation of the noise term lies in some interval σs ∈ [σs, σs]. This could represent
the fact that the agents either do not trust the signals, or do not understand how relevant
these signals are for their individual consumption baskets. I model the agents’ behavior
under ambiguous information by using a mini-max criterion, whereby agents treat each
permissible value of σs as a possible prior distribution and make their choices so as to
minimize their worst-case losses over the set of possible priors.

Workers’ and Capitalists’ Problem

Workers have log utility in their real wage, a unit endowment of labor, and an exogenous
outside option d (I take this to be the utility of leisure). In other words, worker i’s
preferences are represented by

max
x(i)∈{0,1}

min
σs∈[σ,σ]

E
[
log(cw(i))1(x(i) = 1) + d1(x(i) = 0)

]
,

where x(i) is a binary variable for whether or not the worker expends effort, and cw(i) is
consumption. Each worker has a budget constraint that means consumption is financed
out of labor income pcw(i) ≤ wx(i), and a cash-in-advance constraint pcw(i) ≤ m(i)x(i),
whereby consumption expenditure cannot exceed holdings of cash m(i). Each worker
makes a decision whether or not to work x(i) with uncertainty about the price level p
conditional on the signal s. Capitalists are passive, consuming from whatever profits are
earned by firms subject to a cash-in-advance constraint.
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Firms’ Problem

The firms, owned by capitalists, maximize profits. In period 1, they post a nominal wage
w with imperfect information about the monetary shock

max
w

min
σs∈[σ,σ]

E
(
plα − wl

)
.

In period 2, the firm chooses the quantity of labor l taking as given the wage it posted in
the previous period and the price level in the current period.5 Since there is no uncertainty
in period 2, we simply have

max
l

plα − wl.

Equilibrium

An equilibrium is a set of choices w, x, and l, such that for each value of the money stock
M and signal s, all agents are maximizing, and the price p clears the market for goods and
money given the choices of the workers and firms. Since the firm makes choices both in
period T = 1 and T = 2, we focus on the symmetric subgame perfect equilibrium of this
game.

Proposition 1. In the unique symmetric subgame perfect equilibrium of this game, the equilibrium
price level is given by

log(p) = (1 − α)m + α log(w) + const. (1)

Letting ψ and ψ correspond to the minimal and maximal signal-to-total variance ratio, the equi-
librium wage is

log(w) = ψs1(s ≥ 0) + ψs1(s < 0) + const,

and the equilibrium employment is

log(l) = m − ψs1(s ≥ 0) − ψs1(s < 0) + const. (2)

In the full information case, ψ = ψ = 1, and m = s, so employment is independent
of monetary shocks and the wage is a linear function of the size of the monetary shock.
This corresponds to the neoclassical case with monetary neutrality. In the case with no
ambiguity, 0 ≤ ψ = ψ < 1, the nominal wage and employment are log-linear in monetary

5I assume the mass of workers is always high enough that labor demand is never rationed.
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shocks, giving rise to a log-linear Phillips curve. The intuition here is the same as for the
Lucas (1973) islands model: wages adjust imperfectly to unexpected nominal shocks, so
the real wage declines and employment increases in response to positive nominal shocks.

The novel case is the one with ambiguity, where 0 ≤ ψ < ψ ≤ 1. As shown in Figure 2,
nominal wages and employment adjustment asymmetrically to monetary shocks, giving
rise to downward wage rigidity and a convex Phillips curve.

The intuition for this result is that workers take inflationary news very seriously, since
the worst case scenario is that bad news is informative. On the other hand, households
distrust or ignore disinflationary news, since the worst case scenario is that the good news
is noisy. This asymmetry is driven by ambiguity in the quality of the signal, and not
ambiguity about its content. We might imagine that workers also face ambiguity about
the content of the signal, not just about how reliable the signal is. We could model this by
adding ambiguity to the first moment of the signal. This kind of ambiguity would simply
increase the prevailing wage by the same amount in every state and would not generate
any asymmetries.6

To macroeconomists and central bankers, this may seem counterintuitive, since infla-
tion, employment, and output tend to comove in the short run. Hence, positive shocks to
the money supply should be viewed as better events than negative shocks to the money
supply by workers. The reason the workers in this model do not behave this way is be-
cause they make their decisions in partial equilibrium: their view of inflation holds fixed
their nominal wage, because when they make the decision to work or not, they already
know the nominal wage offer. The fact that, in general equilibrium, output and inflation
comove is irrelevant to them.

Furthermore, it’s important to note that unemployment in this model is involuntary.
The decision to cut back hiring, in the model, is made by the firm not the workers. Firms
are forced to offer higher wages than efficient due to the information friction, and so
compensate for the higher wages by reducing hirings. I have modelled this by giving
the workers an outside option, but it would be easy to augment this with a moral hazard
problem. This would not change the model’s predictions, but instead of paying workers

6Although it is quite important that there is ambiguity about the second moment terms, the exact source
of this ambiguity is not important: it could be due to Knightian uncertainty about official statistics, or a
reduced form representation of the fact that consumers have idiosyncratic consumption baskets and there is
ambiguity about the extent to which official statistics are relevant to one’s individual consumption basket.
The important point is that the signal-to-noise ratio is ambiguous, and that the workers do not learn this
parameter over time by repeated observation. In Appendix D, I sketch an example of how idiosyncratic
consumption baskets can result in this kind of ambiguity.
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their outside option, the firm would need to pay the workers a high enough wage to
prevent them from shirking. In the presence of disinflationary pressure, the firm would
be forced to lay off workers instead of cutting wages, because households could not
commit to not shirk.

Proposition 1 characterizes inflation and output as a function of the monetary shock
m conditional on the signal s. Proposition 2, below, characterizes the average inflation and
employment response to monetary disturbances.

Proposition 2. Let φ and Φ denote the probability density and cumulative density function of the
noise term εs. Then in the unique symmetric subgame perfect equilibrium,

E(log(w)|m) =
(
ψ(1 −Φ(−m)) + ψΦ(−m)

)
m + σ2

s (ψ − ψ)φ(m) + const, (3)

and the equilibrium employment is

E(log(l)|m) = m − E(log(w)|m) + const, (4)

Figure 2 illustrates the results of Propositions 1 and 2. Averaging over all possible
realizations of the noise term smooths out the response of the endogenous variables to
shocks. By inspection, we see that the average wage, in equation (3) is a convex function
of m. Since employment is the flipside of the wage, average employment is concave in
m. Furthermore, we see that increasing ambiguity ψ − ψ increases this nonlinearity. In
the case where there is no ambiguity, we recover the log-linear relationship E(log(w)|m) =

ψm + const.
Intuitively, the first term

(
ψ(1 −Φ(−m)) + ψΦ(−m)

)
m, which is a convex combination

of high and low responses, corresponds to the average response of agents to the value of
m. For very large positive m shocks, with very high probability, the population responds
to m strongly, and the convex combination loads almost entirely ψ. The reverse holds for
very large negative shocks.

The second termσ2
s (ψ−ψ)φ(m) ≥ 0, which acts like an ambiguity premium, corresponds

to the average response of agents to the value of the noise term εs. For small values of
m, whether the signal s is positive or negative depends mostly on the noise, however,
the response of the wage is asymmetric if the noise happens to be positive rather than
negative. Therefore, on average, for common values of m, the noise generates an ambiguity
premium in the average wage. For large (uncommon) values of m, the importance of the
noise term, and of the ambiguity premium, goes to zero since φ(m) → 0 as m → ±∞.
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Importantly, the size of the ambiguity premium is increasing in the degree of ambiguity
ψ − ψ, and in the true (objective) volatility of the noise σs.

The nonlinearity of E(log(w)|m) and E(log(l)|m) implies that E(log(w)) > log(w(E(m)))
and E(log(l)) < log(l(E(m))), or in other words, ambiguity increases the average wage
and depresses the average output. This means that fluctuations here will be much more
costly than in the traditional Lucas (1987) setting. Lucas (1987) emphasized that when
households are risk-averse, fluctuations are costly due to the concavity of the utility
function. Here, fluctuations are also costly due to concavity of the output function.

Reducing volatility in this model can increase average output via both terms in equa-
tion (3). First, consider reducing volatility by shrinking the noise term σs. Then, holding
fixed the degree of ambiguityψ−ψ, reducing volatility σs in this model reduces the size of
the ambiguity premium, which increase output. Second, reducing volatility also reduces
ambiguity, further boosting output by reducing the convexity caused by differential av-
erage response to m. Crucially, since the output function is concave in nominal shocks,
reducing volatility in this model reaps first-order gains in utility. Shrinking the volatility
of the monetary shocks σ would similarly boost average output by shrinking both terms
in (3). In Appendix E, I perform a back-of-the-envelope calculation that suggests eliminat-
ing shocks in this model would increase average log output by 0.2%. To put this number
into context, the gains from eliminating fluctuations in a log-linear model with the same
volatility would be 0.004%.7

log(M)

lo
g(

w
)

Average
No noise

log(M)

lo
g(

l)

Average
No noise

Figure 2: Nominal wage and employment as a function of shocks to money supply m for
realization εs = 0 (no noise), and averaged over all realizations of εs.

Having spelled out and characterized the basic properties of the model, in the next
two sections, we test its predictions.

7See Appendix E for the details of this calculation.
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3 Evidence on Asymmetric Expectations

The basic mechanism of the model is that households place greater weight on inflationary
news than disinflationary news. We can test this mechanism directly by using inflation
expectation surveys. In this section, I look for evidence of asymmetries in household
expectations directly. While evidence of the asymmetry does not prove that ambiguity-
aversion is necessarily driving it, the model’s positive predictions about how asymmetric
inflation expectations affect wages and output are not affected by the reason household
inflation expectations are asymmetric. So, to the extent that we are interested in the
model’s positive predictions, whether or not the asymmetry is being caused by ambiguity
is not very important. However, when it comes to normative analyses, such as the optimal
monetary policy exercise in Section 5, the source of the asymmetry is very important.
Unfortunately, in the absence of better data, for example experimental evidence, we
cannot test for the presence of ambiguity directly.

For the empirical analysis, I primarily use monthly household inflation expectations
data for the United States from the Michigan Survey of Consumers (described in more
detail in Appendix A). To test the model, we need to map the model to the survey data.

First, observe that according to the model, E(log p|s) = E(m|s)+const = ψs+const, so that
the expectations of agents about future prices, conditional on the signal, is the same as their
conditional expectations about the monetary shock. Second, I assume that households
answer the survey questions using their worst-case expectations, or alternatively, those
expectations that rationalize their behavior.8 Denote inflation in period t by πt and
household i’s inflation expectations of inflation 12 months ahead by π̂i,t+12|t. Our two
assumptions mean that we can write9

π̂i,t+12|t ≈ ψs1(s ≥ 0) + ψs1(s < 0) + const.

To test this relationship, we need to proxy the signal received by households. Atkeson
and Ohanian (2001) show that inflation since the Great Moderation, starting in mid-1980s,
is well-described by a univariate 4-quarter random walk: logπt+12 = logπt + εt.

This means that a simple way to measure nominal shocks are by the changes in the

8This assumption is not unique to the fact that this model features ambiguity aversion. In order to use
survey data, we typically must assume that survey responses correspond to those preferences and beliefs
that rationalize behavior. See Szőke (2018) for a similar assumption in the context of Blue Chip surveys.

9The approximation is up to a first order, and follows from the fact that Et(πt+12) ≈ Et(log pt+12 − log pt) =
Et(log pt+12) − log pt.
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annual inflation rate (as opposed to changes in the inflation rate from its mean or changes
in the price level). Denoting the median household inflation expectation in period t by
π̂t+12|t, Figure 3a plots expected revisions to the inflation rate π̂t+12|t − πt against actual
changes to the inflation rate πt+12 −πt since 1983.10 As expected, we see a steep convexity,
indicating that the median household’s expectations of inflation are more responsive to
positive rather than negative changes to inflation.

In Figure 3b, we see that the median forecasts made by professional forecasters, taken
from the Survey of Professional Forecasters, do not exhibit this convexity.11 This suggests
that the source of the asymmetry, at least in the United States, is in how households
process information, rather than in the information itself. Taken together, Figures 3a and
3b are evidence against the possibility that there is something inherently asymmetrical
about the inflation rate itself. This simple observation is supportive of an ambiguity-based
source for the asymmetry, since presumably other, more objective, reasons for inflation
asymmetry should be affect households and experts equally.

−
2

0
2

4
6

F
or

ec
as

te
d 

ch
an

ge
 in

 in
fla

tio
n 

π∧ t+
12

|t 
−

 π
t

−10 −5 0 5
πt+12 − πt

(a) Median household

−
4

−
2

0
2

4
F

or
ec

as
te

d 
ch

an
ge

 in
 in

fla
tio

n 
π∧ t+

12
|t 

−
 π

t

−10 −5 0 5
πt+12 − πt

(b) Median professional forecaster

Figure 3: Forecast revisions from 1983-2015 plotted against realized changes in the annual
inflation rate as measured by the CPI with a nonparametric curve of best fit.

To dig deeper, we can use individual-level data. Individual level data helps to deal
with the possibility that time-varying cohort effects may be driving or contaminating the

10I use the median rather than the mean forecast since it is less sensitive to the existence of extreme outliers
in survey responses. Figure 7 in Appendix B provides a kernel density regression of this picture on the
raw individual-level which uses information from the entire distribution of responses rather than just the
median. The kernel density regression is an alternative way of dealing with potential outliers in the tail,
and provides a similar picture.

11Figures 3a and 3b are from after the Volcker disinflation. I examine the period before the Great
Moderation at the end of this section.
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results. For instance, Malmendier and Nagel (2011) and Malmendier and Nagel (2016)
emphasize that individual survey responses and expectations are permanently affected
by tumultuous experiences that occur during one’s lifetime. Hence, we might expect that
aggregate responses from the Michigan survey, which is conducted on a rolling sample,
may be contaminated by cohort effects as older generations, who experienced events like
the Great Depression, the suspension of the gold standard, or the oil shocks of the 1970s in
their formative years, drop out of the sample and are replaced by younger generations.12

Consider the following model for household i’s forecast of 12-month ahead inflation
in period t:

π̂t+12|i,t = A·past info+B+
·new inflationary info+B− ·new disinflationary info+Cit+εit, (5)

where A, B+ and B− are regression coefficients, Cit are additional controls, and εit is the
error term. As shown by Lancaster (2000), B+ and B− can be consistently estimated by
least squares.

For the benchmark regressions, new information is measured by the contemporaneous
median 12-month ahead inflation forecast from the survey of professional forecasters (SPF)
conducted by the Federal Reserve Bank of Philadelphia, and denoted by πe

t+12|t. The SPF is
conducted quarterly starting from the fourth quarter of 1981. The contemporaneous fore-
cast from professional forecasters is an obvious candidate for the public signal received
by the households, particularly since, as Figure 3b indicates, the professional forecasters
respond symmetrically to positive and negative shocks. So, as long as professional fore-
casters are doing a good job, their forecasts should be a good measure of the information
households have access to when they form their beliefs about prices in the future.

According to our setup, we should expect an asymmetry around the household’s
expectations prior to observing the signal. In our current set up, we proxy household
expectations using a 4-quarter random walk. Hence, new information is considered
inflationary if it is greater than the inflation rate πe

t+12|t ≥ πt, otherwise it is disinflationary.

12In Appendix B , I look for systematic cohort effects by rerunning the analysis for various demographic
subsample. The results are fairly heterogeneous, but for every subsample except one (gender, income,
education, age, birth-year, region, and home ownership status), the point estimate of inflationary news is at
least twice the size of the point estimate for disinflationary news. All subsamples respond asymmetrically
to oil price shocks. Interestingly, there is no strong relationship between education and asymmetry. Highly
educated individuals respond more vigorously to inflationary news, but not to disinflationary news. This
favors the ambiguity-aversion interpretation of the data, which casts the asymmetry as the optimal response
to ambiguous signals, and not the result of a behavioral bias or cognitive deficiency.
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Denote new inflationary and new disinflationary news by

expert+
t = (πe

t+12|t − πt)1(πe
t+12|t ≥ πt), expert−t = (πe

t+12|t − πt)1(πe
t+12|t < πt).

Past information is the lagged median SPF forecast as well as the inflation rate and its
lags. Finally, the control variables Cit include individual, and quarter fixed effects. Since
most individuals are only sampled twice, the regression yields almost identical results
in first differences. I test the null hypothesis that B+ = B−. The results of this regression
are reported in Table 2. In all specifications, we can easily reject the null hypothesis of
symmetry at the 1% significance level. The last two columns of Table 2 break the sample
into before and after the Great Recession, and we find similar patterns in both samples,
though the asymmetry has been even sharper in the recent sample. Another way to test for
sub-sample stability is to run a rolling regression over various sub-samples. The results
of this exercise are shown in Figure 8 in Appendix B.13

A source of concern for interpreting these regressions is reverse causality. If future
inflation is caused by current inflation expectations, interpreting the results can be tricky.
The general equilibrium model in Section 2 demonstrates this point. Equation (1) shows
that the equilibrium price depends on the monetary shock and the equilibrium wages,
and wages in turn depend on expectations about the price level. Therefore, future prices
depend partially on current expectations about the future. Ideally, we would like our
right-hand side variable to be forecasts about the exogenous variation in future prices,
and not variation that is caused by current inflation expectations. Fortunately, the bias
here goes against finding any asymmetry. In the extreme case where prices depend solely
on current expectations, and do not respond to any other shocks, we should not find
any evidence of asymmetry, since we would essentially be regressing household inflation
expectations on themselves. This can be seen by taking α→ 1 in equation (1).

A further check against this endogeneity problem is to use shocks to the price level
that are plausibly exogenous from household inflation expectations. Coibion and Gorod-
nichenko (2015) emphasize that oil prices play an important role in determining household
inflation expectations. Since world oil prices are, arguably, exogenous to household infla-
tion expectations, and since they are uniquely salient and easily observed by households
both when they increase and when they decrease, I use inflation in crude petroleum prices

13One could interpret the results of this exercise as measuring the degree of ambiguity over time. The fact
that the asymmetry has become stronger over time is then consistent with an increase in ambiguity over
time, particularly after the Great Recession.
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as exogenous shocks to the price level. First, in Table 3, I add oil inflation as a control
variable. This does not change the asymmetric response to SPF forecasts. Next, I allow for
asymmetric responses to oil price changes and find that household inflation expectations
react highly asymmetrically to changes in oil prices. In particular, increases and accelera-
tions of increases in oil prices increase inflation expectations by more than decreases and
decelerations in oil prices do.

Before the Great Moderation

The regressions in Table 2 make use of the entire available sample, but CPI forecasts from
the SPF only go back to 1981, and the individual-level Michigan Survey data only goes
back to 1978. To study the period during and before the Volcker disinflation, we must
use more heavily aggregated data. Additional household inflation expectations data are
available starting from 1960, but only for the aggregate mean response on a quarterly basis
(as opposed to the median on a monthly basis).

Table 1 shows results for the following regression, which has the same form as the
individual-level regressions, but uses aggregate data instead:

π̂t+4|t = A0 + A1πt + A+
2 ((πt+1 − πt) ≥ 0) + A−2 ((πt+1 − πt) < 0) + εt. (6)

The same pattern emerges as before for the sample as a whole, and for every subsample
except the 1970-1980.

One of the great difficulties in studying the 1970s is that inflation was highly nonsta-
tionary during this period. The average inflation rate from after the Korean war 1953
to 1969 was around 1.8%. However, by 1970, inflation was 6% and it remained elevated
and erratic until the mid-1980s. The suspension of the gold standard in 1971, the oil price
shocks in 1974 and 1979, as well as the response of the monetary authority, caused inflation
to fluctuate wildly between the early 1970s and early 1980s. In order to test the theory,
we must be able to model household inflation expectations before households receive
new signals, since the asymmetry is about the fact that households interpret new signals
pessimistically relative to their prior beliefs. For the period after the Great Moderation, I
assume, consistent with Atkeson and Ohanian (2001), that households expect the inflation
rate to be constant before observing new signals.14 Before the Great Moderation, this

14Alternatively, if we assume that expert forecasts are a good proxy for signals, then we do not need to
assume that inflation is stationary, however expert forecasts are not available prior to 1981.
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Table 1: Responsiveness of Average Household Inflation Expecta-
tions to Positive and Negative Inflation Shocks in the United States

(1) (2) (3) (4)
1960-2015 1980-2015 1970-1980 1960-1970

πt+1 ≥ πt 0.431∗∗∗ 0.225∗∗∗ 0.359 0.861∗∗

(0.08) (0.08) (0.25) (0.40)
πt+1 < πt 0.149 −0.032 0.813∗ −0.181

(0.12) (0.06) (0.48) (0.47)

Observations 227 143 80 40

Notes: Estimates of equation (6). Columns regress show coefficients
of regressing 4-quarter ahead inflation expectations of households
on positive and negative changes to the inflation rate. The expec-
tation data comes from the Michigan Survey of Consumers and
the inflation data comes from the BLS. The sample period is from
the from first quarter of 1960 to final quarter of 2016. Newey-West
standard errors are in parenthesis.
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Table 2: Responsiveness of Household Inflation Expectations to Positive and Negative Shocks in the
United States

(1) (2) (3) (4) (5)
π̂t+12|t π̂t+12|t π̂t+12|t π̂t+12|t π̂t+12|t

(1981 − 2015) (1981 − 2015) (1981 − 2015) (1981 − 2007) (2008 − 2015)

expert+ 0.436∗∗∗ 0.340∗∗∗ 0.329∗∗∗ 0.320∗∗∗ 1.160∗∗∗

(0.07) (0.07) (0.07) (0.08) (0.25)
expert− 0.083 0.005 −0.010 0.023 −0.374∗∗

(0.06) (0.06) (0.06) (0.06) (0.19)
πe

t+8|t−3 0.426∗∗∗ 0.264∗∗∗ 0.290∗∗∗ 0.246∗∗∗ 0.388∗

(0.03) (0.04) (0.04) (0.05) (0.20)
πt−1 0.096∗∗∗ 0.090∗∗∗ 0.123∗∗∗ 0.033

(0.01) (0.01) (0.02) (0.03)
Quarter FE No No Yes No Yes
Individual FE Yes Yes Yes No Yes
Constant Yes Yes Yes No Yes

Observations 144, 577 144, 577 144, 577 144, 577 144, 577
Standard errors clustered at the individual level in parentheses
∗ p < 0.1, ∗∗ p < 0.05, ∗∗∗ p < 0.01

Notes: Columns regress median 12-months ahead inflation expectations of households on positive and
negative changes to the inflation rate forecast by the median professional forecaster and other covari-
ates. The inflation expectation data for households comes from the Michigan Survey of Consumers,
for experts from the survey of professional forecasters, and the inflation data comes from the BLS. The
question households are responding to in the Michigan survey is “During the next 12 months, do you
think that prices in general will go up, or go down, or stay where they are now? By what percent do you
expect prices to go up, on the average, during the next 12 months?”. All columns have individual fixed
effects. Column (2) also controls for the lagged inflation rate, and Column (3) controls for the lagged
inflation rate and the lagged median household inflation forecast. For column (1) and (2) the p-value
that the coefficient on expert+ and expert− are the same is less than 1%, and for column (3) it is 1.3%.
Hats indicate forecasts, subscripts indicate time periods. The sample period is from the fourth quarter
of 1981 to the first quarter of 2015, sampled quarterly.



Table 3: Responsiveness of Household Inflation Expectations to Posi-
tive and Negative Inflation Forecast and Oil Price Shocks in the United
States

(1) (2) (3)
π̂t+12|t π̂t+12|t π̂t+12|t

expert+ 0.277∗∗∗ 0.283∗∗∗ 0.289∗∗∗

(0.07) (0.07) (0.08)
expert− −0.040 −0.050 −0.047

(0.06) (0.06) (0.06)
πe

t+8|t−3 0.280∗∗∗ 0.276∗∗∗ 0.277∗∗∗

(0.04) (0.04) (0.04)
πt−3 0.085∗∗∗ 0.091∗∗∗ 0.089∗∗∗

(0.01) (0.01) (0.01)
∆πoil

t 0.183∗∗∗ 0.204∗∗∗

(0.06) (0.06)
πoil

t−1 0.273∗∗∗

(0.04)
πoil

t ≥ 0 0.424∗∗∗ 0.383∗∗∗

(0.07) (0.08)
πoil

t ≤ 0 0.024 0.041
(0.10) (0.10)

∆πoil
t ≥ 0 0.299∗∗∗

(0.11)
∆πoil

t ≤ 0 0.080
(0.13)

Quarter FE Yes Yes Yes
Individual FE Yes Yes Yes

Observations 144, 577 144, 577 144, 577

Notes: Columns regress median 12-months ahead inflation expecta-
tions of households on positive and negative changes to the inflation
rate forecast by the median professional forecaster and other covari-
ates. The inflation expectation data for households comes from the
Michigan Survey of Consumers, for experts from the survey of pro-
fessional forecasters, and the inflation data comes from the BLS. The
question households are responding to in the Michigan survey is
“During the next 12 months, do you think that prices in general will
go up, or go down, or stay where they are now? By what percent
do you expect prices to go up, on the average, during the next 12
months?”. All columns have individual fixed effects. Column (2)
also controls for the lagged inflation rate, and Column (3) controls
for the lagged inflation rate and the lagged median household infla-
tion forecast. For column (1) and (2) the p-value that the coefficient
on expert+ and expert− are the same is less than 1%, and for column
(3) it is 1.3%. Hats indicate forecasts, subscripts indicate time peri-
ods. The sample period is from the fourth quarter of 1981 to the first
quarter of 2015, sampled quarterly.



assumption would clearly have been violated.

Since the supporting data is from periods with low average inflation (pre-1970 and post-
1980), one may question the extent to which such asymmetries can persist in countries
with high but stable inflation rates, where, unlike the US in the 1970s, the martingale
assumption about the inflation rate is more likely to hold. In F, I show that inflation
expectations data from Argentina features a similar pattern to the one in the US.

4 Evidence on Asymmetric Wage Adjustment

Next, we look at time series evidence of the relationship between wage inflation and mon-
etary policy shocks. The model implies that wage inflation and output should respond
asymmetrically to expansionary and contractionary monetary shocks. Other theories, like
financial frictions or nonlinearities in price setting can cause output to react asymmetri-
cally to monetary policy, and there is already empirical work to this effect, for example
in De Long and Summers (1988), Cover (1992), and Angrist et al. (2013). This paper
has a more novel prediction that wage inflation should also respond asymmetrically to
monetary shocks.

The model in Section 2, as well as the dynamic model in the working paper version of
this paper, imply that the impulse response functions of wages to monetary shocks should
be asymmetric. As in Tenreyro and Thwaites (2015), I use the local projection method of
Jordà (2005) to non-parametrically estimate these impulse responses. This methodology
accommodates non-linearities in the estimating equations and has the advantage of not
imposing dynamic restrictions implicitly embedded in standard VARs. I use the measure
of exogenous monetary shocks from Romer and Romer (2004) and estimate

πw
t+h = αh

0 +

J∑
j=1

αh
jπ

w
t− j + β+

h ε
+
t + β−h ε

−

t + νt,

whereπw
t+h is wage inflation h periods ahead, ε+

t and ε−t are positive and negative monetary
shocks, and νt is the error term. I use the change in the log of unit labor costs.15 I estimate
H + 1 equations for horizons 0, . . . ,H by estimating a system of seemingly unrelated
regressions. I then use the robust standard errors for panel regressions with crosssectional

15Unit labor cost is only available at quarterly frequency, so the shocks are aggregated to be quarterly
through summation.
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dependence from Driscoll and Kraay (1998).
We are interested in the hypothesis that

∑
k β

+
k =

∑
k β
−

k , or that the cumulative effect of
a positive shock on wage inflation is the same as the cumulative effect of a negative shock.
I use the BIC to select the autoregressive lag length J, although the results are robust to
changing the number of lags to be higher (for example, the results are virtually unaffected
by using 12 autoregressive lags). The cumulative impact of negative and positive shocks
are plotted in Figure 4.16 The point estimates for the expansionary (negative shocks) have a
larger effect on wage inflation than contractionary (positive shocks). Figure 4 also displays
the results of estimating equation (4) on the median inflation expectation response from
the Michigan Survey, showing a similar asymmetry. Although, these differences are not
always significant and, as is common with local projections, the confidence intervals are
very wide, the presence of asymmetry in both impulse response functions is suggestive,
though not definitive proof, of the fact that monetary policy shocks can have asymmetric
effects on inflation expectations, and through this, on inflation itself.
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Figure 4: Cumulative impact of a negative and positive shock to interest rates on the wage
level with 90% Driscoll and Kraay (1998) confidence intervals. The sample is from 1983
to 1996.

16The impulse responses plot
∑

k β
+
k and

∑
k β
−

k respectively. Standard monetary models imply that both of
these should be negative, since an increase in the interest rate should decrease the wage level. However, the
model in this paper implies that we should expect the expansionary effect

∑
k β
−

k to be bigger in magnitude
than the contractionary effect

∑
k β

+
k .
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5 Monetary Policy Problem

Received wisdom in Keynesian economics is that downward wage rigidity implies that
the central bank should have an inflationary bias. Inflation is said to “grease the wheels”
of the labor market since it allows wage cuts to take place that would otherwise not have
occurred. In this model, this intuition holds only if we take the conditional expectation
function of the households as exogenous, but fails once we account for the fact that
household expectations will react to the change in policy.

Consider a scenario where the central bank has some, but not complete, control over
the distribution of demand shocks that hit the economy. Crucially, suppose that although
the central bank can affect the distribution of shocks, it has no control over the distribution
of the public signal. In other words, the central bank chooses a distribution of demand
shocks to minimize expected losses, taking as given the information content of a noisy
public signal (national statistics and professional forecasters).

Most central banks are tasked with maintaining price stability and full employment.
In the model in Section 2 price stability and deviations from first-best employment are
both log-linear functions of the level of the monetary surprise. In particular, if we denote
log first-best employment by l f b, then

l − l f b =
1

1 − α
(m − Ẽ(m|s)),

where Ẽ denotes the conditional expectation function that rationalizes the worker’s
choices. On the other hand, m − Ẽ(m|s) also captures price instability. So, I assume
that the central bank’s loss function is given by

L(g) := Eg

((
m − Ẽ(m|s)

)2
)
,

where g is the marginal distribution of demand shocks m, and the expectation is taken
with respect to g. 17

Assume that if the central bank takes no action, demand shocks will have a reference
distribution q. The central bank chooses the distribution of demand shocks g to minimize

17Note that the central bank’s objective function treats employment and unemployment symmetrically,
as is standard in the optimal monetary policy literature. This objective is not the welfare relevant objective
function of the households in this model, and so the goal is not to investigate optimal policy, rather to
examine the case for inflationary bias using the symmetric objective function that is standard in the optimal
monetary policy literature.
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losses subject to the requirement that g is not too different from the reference distribution
q. I formalize “not too different” using a constraint on the relative entropy between g and
q

Eq
(
log(g)

)
− Eq

(
log(q)

)
≤ K,

where Eq denotes the expectation taken with respect to the density q. Relative entropy is
an analytically tractable measure of difference between probability distributions.18

The analysis is done in two parts. First, I consider the central bank’s optimal policy
when household conditional expectations are treated as exogenous. In other words, the
central bank takes the existence of a convex conditional expectation function as given,
and chooses the distribution which minimizes loss. This is where the analysis would
stop if we simply took the empirical results of Section 3 at face value without a structural
model of belief-formation. For this case, we reach a very intuitive policy prescription:
the central bank should skew the distribution of demand shocks, and make expansionary
shocks much more frequent than contractionary shocks. In the second part of this section,
I use endogenize belief formation, and let the central bank take into account the fact that
by changing the distribution of demand shocks, it also changes the households’ signal
extraction problem. With endogenous beliefs, the inflationary bias of the central bank
disappears due to the Lucas critique.

Exogenous Belief-Formation

Consider the problem of a central bank who takes the conditional expectations of the
households as given. The central bank solves the following problem

min
g(m)

Eg

[(
m − Ẽ(m|s)

)2
]

such that Eq
(
log(g)

)
− Eq

(
log(q)

)
≤ K and

∫
g(m)dm = 1. Here, q is the distribution of

demand shocks when the central bank is passive, and Ẽ(m|s) is household expectations of

18As discussed by Hansen and Sargent (2008), there is a natural interpretation for relative entropy con-
straints. In this context, we can interpret q as the distribution of demand shocks set by nature, and the relative
entropy constraint represents the set of alternative models the household cannot distinguish between. In
other words, the central bank has some ability to trick agents and to alter the underlying distribution of
demand shocks by changing the money supply. The central bank’s ability to do this is constrained by the
fact that for large enough changes, the agents will detect the changes in the money supply, and adjust their
expectations and prices to take the change into account. So extreme monetary policy changes are detected
by the agents, and are therefore neutral.
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the demand shock conditional on the signal, which the bank takes as exogenous. The first
constraint requires that the distribution of demand shocks the bank chooses be sufficiently
close to the reference distribution q in relative entropy terms. The second constraint
ensures that the chosen density implies a valid probability distribution (non-negativity
constraints are slack).

Proposition 3. The density of demand shocks the central bank picks, when beliefs are treated as
exogenous, is given by

g(m) =
λq(m)∫ (

m − Ẽ(m|s)
)2

f (s|m)ds − µ
, (7)

where f (s|m) is the exogenous density of the signal conditional on the true m, and λ and µ are
positive constants.

Proposition 3 implies that at the optimum, draws of the monetary shock m with large
expected squared error in the household’s forecast, E((m − Ẽ(m|s))2

|m), are less likely to
occur relative to the reference distribution q. In other words, if households are more likely
to have incorrect beliefs during deflationary episodes than inflationary episodes, then the
central bank will reduce the probability of deflationary shocks.

Since we found household beliefs to be more likely to be incorrect after disinflationary
periods than inflationary periods, equation (7) suggests that the central bank should
maintain an inflationary bias in policy.19 Figure 5 plots an illustrative numerical example
where the passive distribution of shocks q is taken to be a standard normal distribution.
We see that as the constraint on the central bank becomes looser, the distribution of shocks
becomes more positive and concentrated.

Endogenous Belief-Formation

The intuitive result in the previous section is in line with other work in recommending
an inflationary bias in the presence of downward wage rigidity. However, this result
depends crucially on the assumption that the function mapping signals to conditional
expectations for the households is fixed. If the central bank takes into account the fact
that changing the distribution of monetary shocks changes the signal-extraction problem
faced by households, then the inflationary bias disappears.

19This is in keeping with the intuition, and the advice, found in papers like Akerlof et al. (1996) or Kim
and Ruge-Murcia (2009), that recommend positive steady state inflation in the presence of downwardly
sticky wages.
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Figure 5: The marginal distribution of optimal monetary shocks an illustrative calibration
for different values of the constraint K.

To that end, we augment the central bank’s problem with a new constraint, so that the
central banks solves

min
g(m)

Eg

[(
m − Ẽ(m|s)

)2
]

such that Eq
(
log(g)

)
− Eq

(
log(q)

)
≤ K,

∫
g(m)dm = 1, and

Ẽ(m|s) = max
σ∈[σ,σ]

∫
m f (s|m, σ)g(m)

f (s|σ)
dm,

where f denotes the probability density function of s. The new constraint takes into
account that household beliefs are endogenous to the decisions the central bank takes.
The analytical first order condition of this problem is harder to interpret, since it accounts
for a non-linear filtering problem. Instead I plot example solutions using a normal error
term and a normal reference distribution in Figure 6a. Unlike the previous section, we
see no inflationary bias in the central bank’s optimal response, even thought the degree
of the asymmetry, seen in Figure 6b, is very extreme. The reason is that if the central
bank attempted to skew the distribution towards more inflationary shocks, conditional
expectations of households would take this into account when interpreting the signal.20

20This does not prove that zero percent inflation is the optimal inflation rate. In this model, the mean
value of the inflation rate, as long as it is known by all agents, has no effect on welfare, since wages and
prices are flexible. In practice, there are other reasons why we might want to implement a positive inflation
target, ranging from concerns about hitting the zero lower bound to other causes of downward wage rigidity
besides the one studied here (for instance a nominal fairness norm).
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(a) The optimal distribution of monetary shocks,
with σ = 1, σ = 10.
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(b) The expectation of the price level conditional
on the signal, with σ = 1, σ = 10.

6 Conclusion

This paper documents an asymmetry in how inflation expectations react to inflationary
and disinflationary news, and shows how this can help explain why nominal wages
are downwardly rigid. Asymmetric beliefs also imply that nominal and real variables
respond asymmetrically to monetary policy shocks. In particular, contractionary shocks
cause larger changes to output and smaller changes in inflation than expansionary shocks.

Information frictions, coupled with ambiguity-aversion, can be a microfoundation
for these asymmetric responses. Normatively, the asymmetry induced by ambiguity
aversion increases the welfare costs of business cycles. However, contrary to popular
wisdom, downward wage rigidity does not give central banks an inflationary bias.
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Angrist, J. D., Jordà, Ò., Kuersteiner, G., 2013. Semiparametric estimates of monetary
policy effects: string theory revisited. Tech. rep., National Bureau of Economic Research.

Atkeson, A., Ohanian, L. E., 2001. Are phillips curves useful for forecasting inflation?
Federal Reserve Bank of Minneapolis. Quarterly Review-Federal Reserve Bank of Min-
neapolis 25 (1), 2.

24



Barattieri, A., Basu, S., Gottschalk, P., June 2010. Some evidence on the importance of
sticky wages. Working Paper 16130, National Bureau of Economic Research.

Bewley, T. F., 1999. Why wages don’t fall during a recession. Harvard University Press.

Coibion, O., Gorodnichenko, Y., 2015. Is the phillips curve alive and well after all? infla-
tion expectations and the missing disinflation. American Economic Journal: Macroeco-
nomics 7 (1), 197–232.

Cover, J. P., 1992. Asymmetric effects of positive and negative money-supply shocks. The
Quarterly Journal of Economics 107 (4), 1261–1282.

Daly, M., Hobijn, B., 2013. Downward nominal wage rigidities bend the phillips curve.
FRBSF Working Paper (8).

De Long, J. B., Summers, L. H., 1988. How does macroeconomic policy affect output?
Brookings Papers on Economic Activity 1988 (2), pp. 433–494.

Dickens, W. T., Goette, L., Groshen, E. L., Holden, S., Messina, J., Schweitzer, M. E.,
Turunen, J., Ward, M. E., Spring 2007. How wages change: Micro evidence from the
international wage flexibility project. Journal of Economic Perspectives 21 (2), 195–214.

Driscoll, J. C., Kraay, A. C., 1998. Consistent covariance matrix estimation with spatially
dependent panel data. Review of economics and statistics 80 (4), 549–560.

Epstein, L. G., Schneider, M., 2003. Recursive multiple-priors. Journal of Economic Theory
113 (1), 1–31.

Epstein, L. G., Schneider, M., 2008. Ambiguity, information quality, and asset pricing. The
Journal of Finance 63 (1), 197–228.

Gilboa, I., Schmeidler, D., 1989. Maxmin expected utility with non-unique prior. Journal
of Mathematical Economics 18 (2), 141 – 153.

Hansen, L. P., Sargent, T. J., 2008. Robustness. Princeton university press.

Ilut, C., 2012. Ambiguity aversion: Implications for the uncovered interest rate parity
puzzle. American Economic Journal: Macroeconomics, 33–65.

Ilut, C., Kehrig, M., Schneider, M., 2014. Slow to hire, quick to fire: Employment dynamics
with asymmetric responses to news. Tech. rep., National Bureau of Economic Research.

25



Ilut, C. L., Schneider, M., 2014. Ambiguous business cycles. The American Economic
Review 104 (8), 2368–2399.
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A Data Description

The Survey of Consumer Attitudes and Behavior, conducted by the Survey Research
Center at the University of Michigan, is available on a monthly basis from January 1978.
The survey is a rolling cross-sectional panel of households designed to be representative
of the US population. After a first interview, respondents are randomly selected to be
re-interviewed after six months. So, each month, around 40% of respondents are re-
interviewed, while 60% are interviewed for the same time. The questions relevant to this
paper are: (1) “During the next 12 months, do you think that prices in general will go up,
or go down, or stay where they are now?” with multiple choice answers “Go up”, “Go up
(at same rate)”, “Same”, “Go down”, “DK”, and “NA”; (2) “By about what percent do you
expect prices to go (up/down) on the average, during the next 12 months?” with numeric
answers. I use answers to the second question for household’s expectations, where the
number is multiplied by minus one if the household indicated that they expect prices to
go down. To account for the severe outliers in the survey, I dropped any responses that
were outside of the 90% interquantile range for that time period.

My measure for oil prices is the quarterly inflation rate in the Crude Petroleum category
of the producer price index from the BLS.
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B Additional Figures and Tables
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Figure 7: A kernel density regression of the forecast revisions of the annual inflation rate
by households in the Michigan Survey of Inflation Expectations from 1983-2015 against
realized changes in the annual inflation rate as measured by the CPI, with a nonparametric
curve of best fit. I allow for a discontinuity around zero.
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Figure 8: Estimates of coefficient on expert+ and expert− in regression (5) on a rolling 15-year
sample starting in 1981 and ending in 2001. Confidence intervals have been suppressed
for clarity. Under the null hypothesis of symmetric responses, the two lines should be the
same.
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Table 4: Responsiveness of Household Inflation Expectations to Positive and Negative
Shocks

expert+ expert− p-value πOil > 0 πOil < 0 ∆πOil > 0 ∆πOil < 0

Homeowner 0.559 -0.312 0.000 0.350 0.144 0.126 0.051
(0.13) (0.11) (0.12) (0.15) (0.15) (0.19)

Renter or NA 0.276 0.096 0.204 0.296 -0.180 0.434 0.018
(0.11) (0.08) (0.14) (0.15) (0.18) (0.21)

Low Income 0.005 -0.453 0.110 0.540 0.092 0.171 0.428
(0.21) (0.17) (0.21) (0.27) (0.32) (0.38)

Middle Income 0.454 0.133 0.134 0.170 0.210 0.583 -0.389
(0.16) (0.13) (0.16) (0.21) (0.23) (0.27)

High Income 0.191 0.008 0.245 0.473 0.031 0.324 0.205
(0.11) (0.10) (0.12) (0.15) (0.17) (0.20)

Low Education 0.122 -0.081 0.274 0.172 -0.023 0.096 -0.361
(0.14) (0.11) (0.14) (0.18) (0.21) (0.24)

Middle Education 0.175 -0.080 0.246 0.672 -0.127 0.120 0.367
(0.16) (0.13) (0.18) (0.21) (0.24) (0.29)

High Education 0.484 0.024 0.003 0.494 0.123 0.471 0.401
(0.11) (0.09) (0.11) (0.15) (0.16) (0.20)

Less than 20 years 0.753 -0.289 0.117 0.673 -1.294 -0.314 0.636
(0.50) (0.38) (0.48) (0.61) (0.74) (0.81)

20 to 40 years old 0.283 -0.058 0.035 0.336 0.034 0.359 0.004
(0.12) (0.09) (0.13) (0.16) (0.18) (0.22)

40 to 60 years old 0.324 -0.040 0.038 0.335 0.111 0.364 0.154
(0.13) (0.11) (0.12) (0.16) (0.18) (0.21)

More than 60 years old 0.272 0.054 0.351 0.410 -0.023 0.173 0.059
(0.16) (0.14) (0.17) (0.21) (0.25) (0.29)

Born before 1937 0.114 0.346 0.280 0.179 -0.036 0.270 -0.256
(0.16) (0.12) (0.16) (0.22) (0.25) (0.29)

Born between 1937-1960 0.345 -0.144 0.000 0.470 0.142 0.279 0.111
(0.10) (0.08) (0.11) (0.13) (0.15) (0.18)

Born after 1960 0.324 -0.327 0.003 0.413 -0.131 0.405 0.199
(0.16) (0.14) (0.15) (0.19) (0.20) (0.25)

Notes: Columns report the coefficient on positive and negative changes to that variable
for household beliefs. Each row corresponds to a subsample of the population with stan-
dard errors in brackets. The third column is the p-value for a t-test that the coefficients
on expert+ and expert− are equal. Standard errors are clustered at the individual level.
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C Proofs

-1.0 -0.5 0.0 0.5 1.0

Figure 9: Critical wage as a function of s.

Proof of Proposition 1. In period 1, the firm’s dominant strategy is to equate the utility of
working with the outside option

Ẽ(u(cw)|s) = d, (8)

where cw is consumption of workers when employed, d is the exogenous outside option
in utility terms, and Ẽ denotes the conditional expectation function that rationalizes the
worker’s behavior. In other words,

Ẽ(log(cw)|s) = Ẽ(log(w/p)|s) = d. (9)

Rearrange this to get an expression for the nominal wage in terms of the expected price
level

log(w) = d + Ẽ(log(p)|s). (10)

In period 2, the stock of money is revealed. The firm, taking prices as given, chooses
employment to equate the marginal product of labor to the real wage

fL(l) =
w
p
, (11)

where fL(L) is the marginal product labor. The cash in advance constraint implies that

p(cw + ck) = M, (12)
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where ck is the consumption of the owners of the capital stock. Market clearing for the
consumption good implies that

cw + ck = f (l).

Substituting in the production function into (11) implies that

L =
( W
αP

) 1
α−1

.

Combine this with market clearing, and (12) to get

M
p

= lα =

(
w
αp

) α
α−1

. (13)

Rearrange this to get an expression for the equilibrium price level in terms of the money
stock and the nominal wage

p =
M1−αwα

αα
. (14)

So the equilibrium price is a geometric average of the money stock and the wage. Since the
wage will depend on expectations about the future, this means that the price level depends
both on prior expectations and the realized money stock. Substitute this expression for p
into the wage setting equation (10) to get

log(w) =
d

1 − α
+ Ẽ

(
log M|s

)
−

α
1 − α

log(α) (15)

as the wage in equilibrium. To get equilibrium output, substitute the equilibrium price
(14) into (12) to get

M
p

=
ααM

M1−αwα
=

(
αM
w

)α
.

Finally, equilibrium labor is given by using the production function lα = M/p to get

log(l) = log(α) + log(M) − log(w) = const + log(m) − Ẽ(
(
log(m)|s

)
. (16)

Equations (15) and (16) show that if, for whatever reason, conditional expectations of
the money shock as a function of the signal are more convex than the signal is as a function
of the money shock, we should observe asymmetries in wage-setting and in employment
fluctuations.
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Now, we know that

m|s ∼ N
(
µ +

σ2

σ2 + σ2
s
s,

σ2σ2
s

σ2 + σ2
s

)
.

Denote the signal-to-total variance ratio σ2

σ2+σ2
s

by ψ, and note that ψ ∈ [ψ,ψ]. Then the
equilibrium wage (15) is

w = max
σs∈[σs,σs]

exp
(
d + E(log(pt)|st)

)
= exp

(
d + max

σs
E(log(p)|s)

)
= exp

(
d + max

σs
E(log(M)|s)

)
= exp

d +
σ2

σ2 + σ2
s
s1(s ≥ 0) +

σ2

σ2 + σ2
s

s1(s < 0)

 , (17)

where going from the second line to the third line combines (14) and (15). So, the equilib-
rium wage is

log(w) =
d

1 − α
+ µ + ψs1(s ≥ 0) + ψs1(s < 0) −

α
1 − α

log(α),

and the equilibrium employment (16) is

log(l) =
1

1 − α
log(α) + m −

d
1 − α

− µ − ψs1(s ≥ 0) − ψs1(s < 0). (18)

�

Proof of Proposition 2. From Proposition 1, we know that

log(w) =
d

1 − α
+ µ + ψs1(s ≥ 0) + ψs1(s < 0) −

α
1 − α

log(α).

So,

E(log(w)|m) = const + ψE ((m + εs)1(m + εs ≥ 0)|m) + ψE ((m + εs)1(m + εs < 0)|m) ,

= const + ψ(m(1 −Φ(−m)) + E ((εs)1(εs ≥ −m)|m) + ψ(mΦ(−m) + E ((εs)1(εs < −m)|m) .
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To complete the proof, note that

E (εs1(εs ≥ −m)|m) = φ(−m) = σ2
sφ(m),

and
E (εs1(εs < −m)|m) = −φ(−m) = −σ2

sφ(m).

�

Proof of Proposition 3. The central bank’s problem is

min
g(m)

∫ ∫ (
m − φ(s)

)2
f (s|m)g(m)dsdm

such that ∫
q(m) log(g(m))dm −

∫
q(m) log(q(m))dm ≤ K∫

g(m)dm = 1.

The Lagrangian is given by

min
g(m)

∫ ∫ (
m − φ(s)

)2
f (s|m)g(m)dsdm − λ

∫
q(m) log(g(m))dm − µ

∫
g(m)dm.

The first order condition is given by

d
dt

∫ ∫ (
m − φ(s)

)2
f (s|m)(g(m) + th(m))dsdm

− λ

∫
q(m) log(g(m) + th(m))dm − µ

∫
g(m) + th(m)dm

∣∣∣∣∣
t=0

= 0, ∀h

At the optimum, g(m) solves the following equation∫ (
m − φ(s)

)2
f (s|m) − λ

q(m)
g(m)

− µ = 0.

Rearrange this to get

g(m) =
λq(m)∫ (

m − Ẽ(m|s)
)2

f (s|m)ds − µ
, (19)
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where Ẽ(m|s) is substituted for φ(s). �
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D Nature of Ambiguity

Consider an economy with N types of workers. Each worker i consumes a common q0

and an idiosyncratic qi basket of goods. The price level relevant to a worker of type i is
then

pi = q0 + qi.

Let αi be the proportion of total workers who are type i. Each period, the public signal is
a population weighted average of all price levels

s =

N∑
i=1

αiqi + q0,

creating a similar information structure to Lorenzoni (2010). The volatility of shocks
to monetary policy and the noise in the public signal are both known and common
knowledge (workers believe the reported margins of error in statistics from the Fed). So,

E
(
pi|s, α, σs, σi

)
=
σ2

0 + αiσi

σ2
s

s.

However, workers have ambiguity about the proportion αi of the population who belong
to their type and about the volatility of their own consumption basket σi and σ0. This will
result in similar results to the previous section and can serve as a microfoundation for the
ambiguity.

E Costs of Business Cycles

In this environment, demand shocks are more costly than in standard models of business
cycles. Lucas (1987) calculated that the welfare costs of business cycle fluctuations, mea-
sured in units of life-time consumption, are extremely small (around one-twentieth of one
percent). The basic intuition underlying this result is that negative shocks are cancelled
out by positive shocks, resulting in second order gains from eliminating variance. How-
ever, as has been previously observed, in a world with asymmetries, volatility can have
affect the first moment of output. Figure 2 shows that negative shocks cause far larger
drops than positive shocks in this model – therefore, reducing volatility can raise welfare
for reasons that are independent of risk-aversion.
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To see this note that, let y be output and m be the monetary shocks. Then, the equivalent
variation of the cost of fluctuations is given by

E(u(y(m))) = u(λy(E(m))), (20)

where 1 − λ is the fraction of expected output the decision maker is willing to forego to
eliminate volatility. let γ f be the coefficient of relative risk aversion corresponding to some
function f . Then, a Taylor approximation of (20) yields

λ − 1 = −
1
2
γu

σ2
y

y

 +
1
2

y′′(m)
y

σ2
m.

The first term in the expression above is the traditional Lucas (1987) term, which depends
on the fact that utility is a concave function of output. The second term is the new term
which corresponds to the fact that output is a concave function of monetary shocks, and
is a consequence of Proposition 2.

This approximation yields a very intuitive formula for comparing the relative gains
due to risk-aversion versus the gains due to asymmetry of the Phillips curve. Specifically,
the ratio of the first and second terms in the expression above is independent of the
volatility of the monetary shocks, and is given by

−y
y′′(m)
y′(m)

×
1
γu

=
γy

γu
, (21)

or the ratio of the Arrow-Pratt measure of curvature of the output and utility functions.
We can derive a lower-bound on the gains from eliminating volatility by setting σs = 0.

In this case, to calibrate the gains from eliminating volatility in m, we need to calibrate the
standard deviation σm of m, the labor share of income α, and the asymmetric responses ψ
and ψ. I set σm equal to the empirical standard deviation of annualized inflation 0.013%, I

set α = 0.66, and I calibrate ψ = 0.5 and ψ = 0.13, roughly in line with the estimates from
Table 2. Then the gains from eliminating volatility due to ambiguity are approximately
0.13%. To contrast this to a Lucas-type calculation, the gains from eliminating volatility
due to risk-aversion with log utility is γu × σ2

y/2 = 1 × 0.0091/2 ≈ 0.004%, where 0.0091 is
the standard deviation of output in the calibration just described.
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F Evidence from Argentinean Data

Using household expectations data from Argentina, I verify that higher average inflation
does not appear to affect the existence of the asymmetry. During my sample, Argentine
inflation rates were around 20% on average. I run the same regression with data from
Argentina and present the results in Table 5. Unfortunately, in this case, I only have
access to the median inflation response from the household survey, rather than individual
responses. However, we can still run the same regression on the median response. As
predicted by the theory, the point estimate for B+ is much larger than for B−. Since we
have many fewer observations, the parameters are imprecisely estimated, and we cannot
reject the hypothesis that the coefficients are the same. The inflation data used here are
from a private consulting firm, taken from Cavallo, Cruces, and Perez-Truglia (2015), and
are not official figures from the government (which are widely known to be unreliable).
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Table 5: Responsiveness of Household Inflation Ex-
pectations to Positive and Negative Shocks in Ar-
gentina

(1) (2)
π̂t|t π̂t|t

π̂t−1|t−1 0.778∗∗∗ 0.911∗∗∗

(0.07) (0.04)

πt−1 0.195∗

(0.08)

(πt − πt−1)1(πt − πt ≥ 0) 0.909∗ 1.015∗∗

(0.37) (0.38)

(πt − πt−1)1(πt − πt < 0) 0.365 0.185
(0.62) (0.60)

Constant 0.910 1.843
(1.01) (1.08)

Observations 79 79
t statistics in parentheses
∗ p < 0.10, ∗∗ p < 0.05, ∗∗∗ p < 0.01

Notes: Columns regress median contemporaneous
inflation expectations of households on positive and
negative changes to the inflation rate as measured
by a private consulting company. The inflation ex-
pectation data and the inflation data were kindly
shared by Ricardo Perez-Truglia. Both columns con-
trol for the lagged expected inflation rate. Column
(2) also controls for the lagged inflation rate. The
hypothesis that the coefficients for positive and neg-
ative changes are equal in magnitude cannot be re-
jected. Hats indicate forecasts, subscripts indicate
time periods. The sample period is from August
2006 to March 2013. Observations are at the month
level.
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