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ABSTRACT

A computer-aided diagnosis scheme for the detection of interstitial disease in standard digital posteroanterior
(PA) chest radiographs is presented. The detection technique is supervised—manually labelled data should be
provided for training the algorithm—and fully automatic, and can be used as part of a computerized analysis
scheme for X-ray lung images.

Prior to the detection, a segmentation should be performed which delineates the lung field boundaries.
Subsequently, a quadratic decision rule is employed for every pixel within the lung fields to associate with each
pixel a probabilistic measure indicating interstitial disease. The locally obtained per-pixel probabilities are fused
to a single global probability indicating to what extent there is interstitial disease present in the image. Finally,
a threshold on this quantity classifies the image as containing interstitial disease or not.

The probability combination scheme presented utilizes the quantiles of the local posterior probabilities to
fuse the local probability into a global one. Using this nonparametric technique, reasonable results are obtain
on the interstitial disease detection task. The area under the receiver operating characteristic equals 0.92 for the
optimal setting.

Keywords: chest radiograph, interstitial disease, pixel classification, probability fusion, signal detection, statis-
tical pattern recognition

1. INTRODUCTION

This paper proposes a pixel-based nonparametric technique for the detection of abnormalities in medical images.
Although the framework presented is generally applicable, the evaluation focusses on the detection of interstitial
disease (ID) in digital posteroanterior (PA) chest radiographs. The approach to the detection task is supervised,
meaning that manually labelled data should be provided for training the detection algorithm. Once the training
is done, the detection part can be executed fully automatically, given that, for the image under consideration,
there is an accurate delineation of both lung fields present. Such a delineation may for example be obtained
using an active shape model or any other segmentation technique. Subsequently, a quadratic decision rule is
employed for indicating each pixel’s probability of interstitial disease in terms of a posterior probability. Finally,
the locally obtained probabilities are fused to one overall global posterior probability of the image containing
ID. In this work, a nonparametric quantile-based approach is investigated.
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1.1. Related and previous work

Previous work in ID detection has focused on obtaining estimates of the probability that a certain region contains
interstitial disease.1, 2 The task of fusing this local information into a single global probability for the complete
image containing pathology has not received much attention. In the Van Ginneken et al.,3 the lung fields are
divided up in several areas which are separately subjected to a texture analysis after which a soft probabilistic
label for every region is determined. Subsequently all these probabilities are fused into a single overall probability
using a product rule. In the work of Iskida, Katsuragawa, and co-workers1,2 a similar approach is taken to the
detection task. In the present work, a novel nonparametric probability fusion approach is investigated, which
avoids dividing up the image prior to the fusion.

When dealing with images, it is most often very hard to predict the (conditional) probability of a certain signal
being present in this image given the observations, e.g. due to the dependencies between the several observations,
the individual pixels, or the sheer complexity of the signal. And even if one does succeed in modelling these
probabilities in some way, for example using a Markov random field formulation, it is often very hard to evaluate
them given an actually observed image. However, under certain, sometimes too restrictive, model assumptions
the detection task can be tackled elegantly as is seen, for example, in the work of Barrett and Abbey.4 (For
more on general detection theory we refer to 5, 6 in the list of references.) In our work, explicit modelling of the
signal to be detected is avoided.

In the statistical pattern recognition community, much research is carried out within the field of multiple
classifier systems and decision fusion. Our proposed approach also falls into this category. A specific type of
simple fusion rule is the class of static rules,7 i.e., fusion rules that do not need to be trained but can be used ‘of
the shelf’. Within this category, the well-known combination rules are the average, the median, the maximum,
the minimum, the product and the voting rule.7–9 For more on these kind of fusion rules and an overview of
related topics in the standard statistical pattern recognition setting, the reader is referred to References 8–10
and the relevant references in Jain et al.7 Our approach brings together the median, minimum, and maximum
approach, allowing to tune between these special instances.

Finally, note that the previously mentioned static fusion techniques are mainly used in the standard pattern
recognition setting and—as far as we know—are not readily used in more general signal detection tasks.

2. METHODS

The complete detection scheme consists of four stages.

2.1. Lung field delineation

In the first stage, the lung fields are delineated, using for example an active shape model or some other automatic
technique for shape segmentation.12, 13 As this is not the main topic of this work, we will not delve any deeper
into this problem and restrict the rest of this section to the novelties of the proposed detection method.

2.2. Soft labelling of the pixels

The pixel classifier is the principal supervised part of the method. A quadratic discriminant classifier7, 14, 15 is
trained using manually labelled data. See Figure 1 for two example radiographs and their associated labelled
images. The first image contains no ID. The second image does contain ID, which is indicated by the white area
in the label image.

For every pixel pi in the region of interest of the train set, features are extracted from the image. In our case
these are simply its raw gray value together with the raw intensities of all the pixels lying within a radius of 4 pixels
from pi, resulting in a 49 dimensional feature vector vi. More complicated texture analysis, often used in other
approaches, or additional image preprocessing could of course improve the performance of the classifier, but there
are not considered here. Subsequently, based on the assumption that both classes—‘pixel in a region with ID’ or
‘pixel in normal lung area’—are normally distributed, a quadratic decision rule is derived. Maximum likelihood
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Figure 1. Two example chest radiographs from the ID database and their segmentations. The part with ID, indicated
by an expert, is given in white. The lung fields are given by the conjunction of the gray and white areas. The top row
displays an image without ID, the bottom row show one with ID.

estimates are used to determine the mean vectors mk and covariance matrices Ck (k ∈ {0, 1}, indicating ‘pixel
in normal lung area’ and ‘pixel in a region with ID’, respectively) from the train data:

mk = 1
Nk

∑

i|pi∈class k

vi,

Ck = 1
Nk

∑

i|pi∈class k

(vi − mk)(vi − mk)′,
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Figure 2. Two examples of soft labelled images. The left image corresponds to the top radiograph in Figure 1. The right
one corresponds to the bottom radiograph in the same figure. Black pixels have a local posterior equal to 0, for white
pixels the posterior is 1. Note the artifacts—clearly visible in Figure 1—generate a high probability output. In addition,
note that for example rib borders also give rise to an undesirable high response.

where Nk is the number of samples in the train set coming from class k.

On a new image, for which it must be decided whether or not it contains ID, the quadratic discriminant
classifier is used for soft labelling the region of interest, i.e, in our case both lung fields. The quadratic discriminant
classifier assigns to every pixel the probability of this location belonging to a region containing ID. The higher
this probability is, the higher chances are that this pixel is in such diseased region. (Training this classifier is
straightforward in comparison with, e.g., neural networks, which are also commonly used in these kinds of tasks.
See e.g. 1 or 2.)

As an example, Figure 2 gives the resulting soft labelling of the two images depicted in Figure 1. Note that
the artifacts in the chest radiographs result in a high a posterior probability output equal, or at least close to,
one, i.e., these pixels are suspect to containing ID according to the quadratic classification scheme.

Only the per-pixel posterior probabilities pi is used, indicating the presence of ID in this location: pi =
P (class 1|vi). Under the normal distribution assumption as described above, the following holds:

pi =

p1

det(C1)1/2
exp(− 1

2 (vi − m1)′C−1
1 (vi − m1))

p0

det(C0)1/2
exp(− 1

2 (vi − m0)′C−1
0 (vi − m0)) +

p1

det(C1)1/2
exp(− 1

2 (vi − m1)′C−1
1 (vi − m1))

,

where pk equals the prior probability of class k.

A typicality of these kind of detection tasks is that the prior class probabilities are not reliably estimated from
the data, both which are therefore set to 0.5 in our experiment. For our fusion scheme, this choice is actually of
no essential influence on the final results.

2.3. Quantile determination over region of interest

Having for all pixels the local decisions coming from the quadratic discriminant classifier, a probability fusion
scheme is used to give a global probability—i.e., an overall score—to this image to indicate its probability
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of containing ID. For this a scheme based on the order statistics of the posterior probabilities is used, which
generalizes the median fusion rule.7–9

For a given α ∈ [0, 1], the entity to be computed is

Pα =
p(�αn�) + p(�αn�)

2
, (1)

where �·� and �·� indicate the floor and the ceiling, respectively, and p(i) is the ith order statistic. This latter
quantity can be determined by sorting all, say, n posteriors pi from the region of interest in ascending order and
selecting the ith entry from this list. In practice this scheme can be implemented more efficiently.

Pα gives a population estimate of the α-quantile over all per-pixel posterior probabilities. Setting α to 1
2

one would obtain the median posterior probability; for α = 1, the quantile equals the maximum probability in
the image and for α = 0 the minimum posterior probability is attained. Various values for α were used in the
experiments.

2.3.1. Reason for the choice of fusion scheme

The basic observations underlying this choice of fusion scheme are the following.

To start with, if one was able to come up with a perfectly accurate classification scheme to do a local
prediction of the presence or absence of ID, i.e., assigning flawless posterior probabilities to every pixel, the
optimal detection scheme would decide that an image contains ID if and only if there is at least one pixel pi with
a posterior probability pi higher than 0.5. The latter would simply mean that there is at least one location in
which ID is present and so the whole image must be classified as ‘containing interstitial disease’. A fusion scheme
based on the maximum rule over all posteriors would be equivalent to making the foregoing overall decision.

It is however to be expected that one is far from having such an error-free classifier and that both false
positives as well as false negatives are generated (as is for example clearly visible in Figure 2). The quantile-
based fusion scheme allows for a deviation from the perfect classifier because setting α to values smaller than 1
means that the final decision is not based on the maximum posterior probability. Lowering α means that there
should actually be a number of local decisions that indicate the presence of ID before this verdict is adopted as
being final.

In addition, the fusion rule is insensitive to the exact behavior of the posterior probabilities. The precise
magnitude in every pixel is irrelevant, only the ordering is. A monotonic transformation of the posterior output of
the quadratic classifier results in exactly the same performance of the system. Some of the other fusion schemes
mention in Subsection 1.1 do not exhibit such behavior.

2.4. Thresholding

In the final stage of the detection scheme, for every image, comparing the global probability Pα, obtained after
the fusion stage, to a chosen threshold t, results in the final ‘hard’ decision that this image under consideration
contains ID or not. The former is decided when Pα > t and the latter otherwise.

The choice of the correct threshold t is far from straightforward, if not impossible a priori. One of the reasons
for this, which follows from the aforementioned imperfect classification scheme, is that it cannot be decided
that a pixel contains ID merely because its associated posterior probability pi is higher than 0.5. As a direct
consequence, Pα > 0.5 does not necessarily indicate that the image analyzed contains ID. Furthermore, as also
noted earlier, it is not clear what values should be given to the prior probabilities pk, resulting in additional
uncertainty of how to determine a proper threshold value. Therefore, in the experiments described below, the
detection scheme is evaluated over all values of t in the range from 0 to 1, and an receiver operating characteristic
for the system is determined.

In a final, operational system that would be used in clinical practice further study should determine the actual
t to be used, providing the desirable tradeoff between the sensitivity and specificity of the detection scheme.
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Figure 3. Area under the ROC for varying α (left) and the optimal ROC curve for α = 0.71 (right). Note that deviations
from this optimal value do not cause a significant change in Az value. Also note how this value drops off for α approaching
0 and 1.

3. EXPERIMENTAL RESULTS

3.1. The data

Our detection method was evaluated on a database of 86 normal chest radiographs and 76 radiographs containing
ID for which acceptable lung field segmentations are provided.

This database has been used in various other studies.1–3 The images were obtained from daily clinical practice
at the University of Chicago Hospitals. All normal cases were selected based on consensus of independent review
on each radiograph by four experienced chest radiologists. The abnormal cases, which ranged from subtle to
severe, were selected based on radiological findings, CT, clinical data and/or follow-up radiographs, by consensus
of the same radiologists. There are images in the database that contain artifacts due to clothing or catheters.
One radiologist gave a rough indication of the abnormal areas in the 76 images containing ID. The original
2000× 2000 images were sub-sampled to 512 × 512 in which the pixel size is approximately 0.7 mm.

3.2. The experimental setup

Eighteen-fold cross validation is used for the evaluation of the detection method, i.e., the method is trained
on 153 radiographic images, tested on the other 9, and this is repeated eighteen times for different train and
test sets. In addition, the influence of α was investigated by letting it vary from 0.0 to 1.0 in steps of 0.01.
The performance of the detection scheme is measured using the area under the receiver operating characteristic
(ROC), Az. The ROC is obtained by varying the threshold t ∈ [0, 1].

3.3. The results

An optimum of Az equal to 0.92 was attained for α equal to 0.71. It is noted, however, that deviations up to
0.10 from this value did not have a significant influence on the scheme’s performance. See Figure 3 for a plot of
the Az value over the full range of α for 0 to 1. The figure also depicts the optimal ROC.

What is clearly visible in Figure 3 is that, as expected, the detection performance of the quantile-based method
drops when going towards the minimum or maximum rule. This, however, only happens in the proximity of
these limiting cases and the scheme is rather stable over most of the range from 0 to 1.
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4. DISCUSSION AND CONCLUSIONS

The presented novel ID detection method achieves reasonable performance on the Chicago ID database. The
attained optimal area under the ROC equals 0.92. From this number it is clear that the approach is not yet
competitive to several state-of-the-art (and more complicated) approaches (see e.g. 1–3) of which the Az values
are around 0.98. However, there is quite some room for improving our approach, which will be part of future
investigations.

To begin with experiments will be conducted using a higher resolution of the radiographs to run the detection
scheme on, in this way more detailed texture information is available which may increase the discriminability
between the ID and non-ID class and improve the classification performance. In addition to this, more complex
classifiers7, 14, 15 and/or a more advanced texture analysis scheme for feature extraction may be employed.

From the latter work it is also clear that an ID detection scheme could benefit from positional information,
i.e., using some indication of the whereabouts of the pixels within the lung fields, one may gain in performance.
This positional information may be a coarse indication like top, middle or bottom, or may be more precise like
the coordinates in a local coordinate system based on the lung borders, the spine, or some other anatomically
defined frame of reference. Additionally, considering the example soft-labelling images in Figure 2, a segmenting
the ribs prior to the detection phase may reduce the number of false positives drastically and therefore result in a
higher detection accuracy. Also, pixel that are part of artifact present in the image may be detected beforehand
and excluded in the final analysis. Furthermore, other static fusion techniques may be investigated.

Another interesting direction for further investigations is to see to what extent one can use the inherent
correlation between the posteriors of neighboring pixels (see for example16). For this, a Markov random field
method may be the appropriate theoretical framework to work in.17–19 Another, possibly more obvious, approach
is to inquire to what extent additional post and preprocessing of the image data can add to an improved detection
performance.

However, the principal direction for future research will be aimed at extending the usability of the method
to more difficult tasks like the localization and delineation of abnormal regions, and the automated differential
diagnosis of interstitial lung disease. In particular the automated detection of tuberculosis in chest radiographs
from mass screening programs will be addressed.
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