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ABSTRACT

Age-related Macular Degeneration (AMD) is a common eye disorder with high prevalence in elderly people.
The disease mainly affects the central part of the retina, and could ultimately lead to permanent vision loss.
Optical Coherence Tomography (OCT) is becoming the standard imaging modality in diagnosis of AMD and
the assessment of its progression. However, the evaluation of the obtained volumetric scan is time consuming,
expensive and the signs of early AMD are easy to miss. In this paper we propose a classification method to
automatically distinguish AMD patients from healthy subjects with high accuracy. The method is based on
an unsupervised feature learning approach, and processes the complete image without the need for an accurate
pre-segmentation of the retina. The method can be divided in two steps: an unsupervised clustering stage that
extracts a set of small descriptive image patches from the training data, and a supervised training stage that
uses these patches to create a patch occurrence histogram for every image on which a random forest classifier
is trained. Experiments using 384 volume scans show that the proposed method is capable of identifying AMD
patients with high accuracy, obtaining an area under the Receiver Operating Curve of 0.984. Our method allows
for a quick and reliable assessment of the presence of AMD pathology in OCT volume scans without the need
for accurate layer segmentation algorithms.

Keywords: Optical coherence tomography, age-related macular degeneration, OCT, AMD, clustering, feature
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1. PURPOSE

Age-related Macular Degeneration (AMD) is the primary cause of legal blindness amongst the elder people in
developed countries.1 AMD can progress from early and intermediate stages, with no or subtle visual changes,
to an advanced stage, where the loss of central vision can occur quickly. In the early stage of the disease, AMD
mainly manifests at the Retina Pigment Epithelium (RPE) in the form of drusen, visible on fundus imaging as
yellowish-white subretinal deposits, as shown in Figure 1a and 1b.

Besides 2D fundus imaging, 3D imaging of the retina is made available by Optical Coherence Tomogra-
phy (OCT). An OCT volume scan is composed of a stack of slices (B-scans) covering the macular region of the
retina. In a clinical setting a typical OCT volume consists of about 30 to 100 B-scans. On an OCT image,
drusen can be recognized as bulges in the RPE, as indicated in Figure 1c. It has been shown that the presence
of drusen alone is not a reliable indicator for progression of the disease to advanced AMD. The amount, the size
and the location should all be taken into account when assessing the current stage of AMD.

Analysis of the OCT volume for pathology indicating the presence of AMD is a time consuming and fairly
difficult task, especially in the early stage of the disease when only small changes are visible. Since patients
with intermediate AMD have a high probability of progressing into the advanced stages of the disease,2 early
detection of AMD is crucial to prevent vision loss. To aid the specialist in analyzing and evaluating the OCT
scans, many algorithms have been developed in the past decade.3 However, most of these methods rely heavily
on an accurate segmentation of the intraretinal layers of which the retina is composed. In a recent study,4 good
results were obtained in classifying OCT images with and without AMD pathology, but it was dependent on an
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Figure 1: (a) Drusen as seen on color fundus imaging. (b) Zoomed in region of Figure 1a. (c) Drusen as seen on
OCT imaging.

accurate pre-segmentation of the retina. Complete and accurate segmentation of the healthy retina has been
accomplished in previous works,5–7 but segmentation of pathological retinas still remains a challenge. Moreover,
layer segmentation algorithms are computationally expensive and, consequently, unsuitable for the analysis of
large datasets.

In this paper, we propose an unsupervised feature learning approach, followed by a Bag-of-Words (BoWs)
scheme8 to distinguish retinal OCT volumes containing AMD pathology from healthy control subjects without
relying on segmentation algorithms. Instead of defining custom built features that are aimed at finding the
specific characteristics of AMD pathology, an unsupervised clustering method is applied to find a set of the
most distinguishing features automatically. These features are subsequently used to generate feature vectors
describing each image, which are then fed into a random forest classifier in order to separate the two classes.

2. METHODS

2.1 Data

For this study we used a publicly available dataset4 containing 384 OCT volumes (269 AMD, 115 control)
obtained with a Bioptigen SD-OCT imaging system. The reference was set by certified readers according to the
following criteria: Subjects exhibiting intermediate AMD with large drusen in both eyes (> 125µm) or large
drusen in 1 eligible eye and advanced AMD in the fellow eye were included in the AMD group. The control
group consists of age matched subjects with no evidence of macular drusen or AMD in either eye.

100 B-scans where obtained per volume in a fovea centered rectangular 6.7 × 6.7 mm grid at a resolution of
1000 × 512 pixels, resulting in a 100 × 1000 × 512 volume. Since most of the important information regarding
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Figure 2: Overview of the processing pipeline

AMD pathology is found in the area directly surrounding the fovea, and in order to reduce the amount of data,
we considered for analysis 31 B-scans per volume centered at the fovea. For the evaluation of the proposed
method, the dataset was randomly divided into a training set of 284 volumes (219 AMD, 65 control), and a test
set containing 100 volumes (50 AMD, 50 control).

2.2 Unsupervised feature learning

The classical approach in medical image classification is to train a classifier on features that are aimed at detecting
the pathological characteristics of a certain disease. In this paper however, we take a different approach; instead
of selecting or defining features manually, our method extracts a set of features, in an unsupervised manner, that
is perfectly tailored to the supplied data.

The feature extraction method can be subdivided in four consecutive steps: extraction of interest points,
patch sampling, dimensionality reduction, and finally a clustering step. An overview of the method is shown in
Figure 2. In the first step, interest points are extracted independently in every B-scan of the training data. Points
are selected by thresholding the magnitude of the first order vertical Gaussian gradient to the top 3% values.
Using this empirically established value of 3%, most of the interest points are located within the retina on regions
of large contrast changes, which correspond mainly to high reflective layers where the disease usually manifests,
such as the retinal pigment epithelium (RPE) layer. Figure 3 shows an example of two B-scans from a healthy
subject and AMD patient and the selected points of interest. To reduce redundancy, uniform subsampling by a
factor 8 is applied to reduce the amount of interest points to about 12.000 per OCT volume.

In the next step, a 9× 9 patch of pixel intensity values is extracted around each interest point. We normalize
the patches to zero mean and unit variance, and apply Principal Component Analysis (PCA) to reduce the
dimensionality of every patch from 81 (9 × 9) to 9 principal components. A good tradeoff between information
content and dimensionality reduction is acquired when using only the first nine principal components.

The final step is the creation of a codebook using k-means clustering on the total set of PCA-transformed
patches. The codebook can be considered as a set of k patches that represent the total set of patches. The
required codebook size is strongly dependent on the image content and preliminary experiments show that for
retinal OCT volumes a set of 100 patches (k = 100) is sufficient. Figure 4a depicts the 100 patches that are
selected by k-means clustering as being the best representation of the training set.

2.3 Create patch occurrence histogram

Using the patches created in section 2.2, we create a patch occurrence histogram, or most often called a ”bag of
words”, for every OCT volume in the training dataset. For every volume, about 200.000 patches are extracted
from the locations found by the interest point detector described in 2.2. No subsampling is applied to make
sure enough patches are available to obtain a well defined histogram. Subsequently, a k-nearest neighbour search
is applied to assign every patch to one of the patches from the codebook. After histogram normalization the
patch occurrence histogram can now be interpreted as a feature vector that can be used for training a supervised
classification algorithm.
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Figure 3: Example B-scans for a healthy retina (a), and a retina containing AMD pathology (b), and the
extracted interest points for the respective B-scans in (c) and (d).

2.4 Identification of AMD patients

Using the patch occurrence histograms as feature vectors, a supervised random forest classifier, with the maximum
number of trees set to 100, is trained to separate the healthy subjects from the subjects with AMD. After training
the classifier using the feature vectors extracted from all 284 images in the training dataset, the independent
test set can be classified by following the same steps as described in the previous sections, i.e. interest point
detection, patch extraction, dimensionality reduction, histogram creation, and finally classification using the
previously trained random forest classifier.

3. RESULTS

To provide more insight in the performance of the unsupervised feature learning approach, Figure 5 shows the
relative patch occurrence histogram averaged over all images in the test set. It can be observed that a large
amount of features respond more strongly to one of the two classes as indicated from values deviating from 50%.
It has to be noted that this graph only takes the individual feature responses into account, meaning that features
with a value close to 50% might not have any contribution when viewed alone, but when combined with other
features they might contribute on separating the two classes.

When visually assessing the patches in the generated codebook shown in Figure 4a, it can be seen that many
of the patches are in fact very basic drusen detectors as indicated by the bulging shape or a clearly visible rising
edge. Also a selection of the patches seem to be variations of horizontal edge detectors, which can be expected
to react mainly to a healthy retina for which the RPE is a fairly continuous horizontal structure.

Receiver Operator Characteristics (ROC) analysis was performed to evaluate the performance of the complete
system. Figure 4b shows the ROC curve obtained after classifying the independent testset containing 50 AMD
and 50 control subjects. An area under the ROC curve of 0.984 was obtained using the proposed system.

4. DISCUSSION

In this paper a two-stage classification method for automatic identification of patients who are at high risk of
developing advanced AMD was presented. The unsupervised feature extraction stage is shown to be capable of
generating features that are well fit to the problem of distinguishing AMD patients from healthy control subjects.
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Figure 4: (a) Visualization of the 100 patches (features) in the generated codebook (b) ROC curve of the proposed
system for distinguishing AMD patients from healthy controls.
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Figure 5: Averaged relative feature strength: Visualization of the response of the generated features to both
image classes.

The complete classification system performs at high sensitivity and specificity, and shows promising results to
further obtain a multiclass classification problem of exact staging for AMD based on OCT images. At a false
positive rate of 0.04, which is the optimal point on the ROC curve, only four of the pathological volumes and two
of the control volumes were not identified correctly. A few examples of the misclassifications and the correctly
classified images are shown in Figure 6. The misclassification of the control volume from Figure 6e might be
caused by the myopic retina in this particular volume. The curvature of the retina might have falsely activated
the features aimed at detecting slopes associated with drusen. Flattening the retina prior to processing the image
might resolve this issue. The misclassification of the retina affected by AMD in Figure 6f, might be causes by
the overall low quality of the scans and the minor pathological changes visible. Preprocessing the images with a
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Figure 6: Example classification results.

denoising filter might increase the classification performance.

It has previously been shown that 2D fundus imaging has its limitations when it comes to quantifying drusen
area and the exact delineation of its boundaries,9 and thus also affects the correct staging of AMD. Combining
OCT with fundus imaging might be able to alleviate these issues, and ultimately might result in a more accurate
grading of AMD.

As far as we are aware this paper presents for the first time a method to distinguish AMD patients from
healthy controls in OCT volumes without the need to perform a prior layer segmentation. The presented method
is an essential tool to decrease the cost and time spent on analyzing OCT scans. Since the proposed method
does not require any features to be defined the method should be applicable to many other eye disorders.

5. CONCLUSIONS

The proposed supervised classification method showed excellent results in distinguishing AMD patients from
healthy control subjects. As a building block in the whole chain, the unsupervised feature extraction method
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also showed good results, indirectly visible in the final performance of the complete method. The system might
be improved by extending it to the multiclass classification problem of AMD staging.

This work has not been submitted for publication elsewhere

REFERENCES

[1] Klaver, C., Wolfs, R., Assink, J., van Duijn, C., Hofman, A., and de Jong, P., “Genetic risk of age-related
maculopathy. population-based familial aggregation study,” Archives of Ophthalmology 116, 1646–51 (1998).

[2] Seddon, J. M., Reynolds, R., Yu, Y., Daly, M. J., and Rosner, B., “Risk models for progression to ad-
vanced age-related macular degeneration using demographic, environmental, genetic, and ocular factors,”
Ophthalmology 118, 2203 – 2211 (2011).

[3] Keane, P. A., Patel, P. J., Liakopoulos, S., Heussen, F. M., Sadda, S. R., and Tufail, A., “Evaluation of age-
related macular degeneration with optical coherence tomography.,” Survey of Ophthalmology 57, 389–414
(2012).

[4] Farsiu, S., Chiu, S. J., O’Connell, R. V., Folgar, F. A., Yuan, E., Izatt, J. A., and Toth, C. A., “Quantitative
classification of eyes with and without intermediate age-related macular degeneration using optical coherence
tomography.,” Ophthalmology 121, 162–172 (2014).

[5] Kafieh, R., Rabbani, H., Abramoff, M. D., and Sonka, M., “Intra-retinal layer segmentation of 3d optical
coherence tomography using coarse grained diffusion map.,” Medical Image Analysis 17, 907–928 (2013).

[6] Quellec, G., Lee, K., Dolejsi, M., Garvin, M. K., Abrmoff, M. D., and Sonka, M., “Three-dimensional analysis
of retinal layer texture: identification of fluid-filled regions in SD-OCT of the macula,” IEEE Transactions
on Medical Imaging 29, 1321–1330 (2010).

[7] Vermeer, K. A., van der Schoot, J., Lemij, H. G., and de Boer, J. F., “Automated segmentation by pixel
classification of retinal layers in ophthalmic OCT images.,” Biomedical Optics Express 2, 1743–1756 (2011).

[8] Avni, U., Greenspan, H., Konen, E., Sharon, M., and Goldberger, J., “X-ray categorization and retrieval on
the organ and pathology level, using patch-based visual words,” IEEE Transactions on Medical Imaging 30,
733–746 (2011).

[9] Jain, N., Farsiu, S., Khanifar, A. A., Bearelly, S., Smith, R. T., Izatt, J. A., and Toth, C. A., “Quantita-
tive comparison of drusen segmented on SD-OCT versus drusen delineated on color fundus photographs,”
Investigative Ophthalmology and Visual Science 51, 4875–4883 (2010).

Proc. of SPIE Vol. 9414  94141I-7


