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Chapter 3: Belief aims at the truth

Truth, evidence, and action

In the previous chapter, we saw that by considering the role that confidence plays
in explaining action, we can argue that rational degrees of confidence ought
to be measurable numerically, and satisfy the probability axioms. However,
many philosophers have argued that the kind of irrationality in action that
is characteristic of agents whose degrees of confidence violate the probability
axioms is at most symptomatic of epistemic irrationality, if it is even relevant
to it. Instead, they suggest that epistemic rationality has its own sources that
are independent of the role of belief in guiding action.

The tradition of understanding belief in terms of the actions that it leads
to arises out of the work of Ramsey (1926) and de Finetti (1937), both of
whom were at least partly motivated by behaviorist ideas that mental states
like belief must be constituted in outwardly manifested behavior. However, since
the 1950’s, most psychologists and philosophers have been willing to postulate
a notion of mental states distinct from observable behavior. Once these mental
states are separated from the actions that they help guide, we can then consider
what makes the state successful other than practical success.

Thinking of belief as a representational state with a mind-to-world direction
of fit, it makes sense to say that the goal of belief is to match the world. This
idea is reminiscent of the older idea of James (1896) that belief should be eval-
uated with the way it matches the world. However, as James notes, there are
two aspects to matching the world: “We must know the truth; and we must
avoid error,— these are our first and great commandments as would-be knowers;
but they are not two ways of stating an identical commandment, they are two
separable laws.” He goes on in this passage to use this idea to characterize his
disagreement with William Clifford (1877) about how skeptical or credulous we
should be. Here he puts it in terms of different weight put in the two command-
ments — he says that Clifford sees avoiding error as the primary one, while he
wants to draw attention to the first as well. He thinks that over-skepticism is
an epistemic vice as much as gullibility.
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However, in another passage, James characterizes the disagreement some-
what differently. (It’s not clear that he is talking about Clifford in this passage,
but it seems to me to match some of what Clifford says better than his other
passage.) “Our great difference from the scholastic lies in the way we face. The
strength of his system lies in the principles, the origin, the terminus a quo of
his thought; for us the strength is in the outcome, the upshot, the terminus ad
quem. Not where it comes from but what it leads to is to decide.” The idea
here seems to be that James wants to evaluate beliefs in terms of whether or
not they match the world, while Clifford (or the scholastic) wants to evaluate
beliefs in terms of whether or not they are founded in the right sort of evidence.

The rest of this chapter will investigate various ways of spelling out the two
types of evaluation, in order to see what notions of coherence for belief and
confidence they can motivate.

Full belief

The simplest way to make James’ idea precise is formalized in my (2015). As-
sume that for every proposition, there is some positive value to believing it if
it happens to be true, and some negative value to believing it if it happens
to be false, compared to the neutral baseline of not believing it. The relative
weight given to these two values may vary from agent to agent — James puts
this up to the “passional nature” of each person. Given this characterization,
it’s obvious that the best doxastic state to have would be one that believes all
true propositions and no false ones. However, we are generally not in a position
to recognize whether or if our beliefs satisfy this condition. Thus, we withhold
our judgment on some propositions in order to avoid the risk of being wrong,
even though it deprives us of the chance of being right. Without a full epistemic
decision theory, we can’t say a lot about what an agent should do on the basis of
her imperfect information and her passional nature. But if we assume that our
attitudes to separate propositions are evaluated similarly, and additively, then
it turns out that we can say some things about how our beliefs should relate to
each other.

For instance, consider two propositions p and q. There are four pairs of
attitudes one can have to these — one can believe both, believe neither, believe
p but not q, or believe q but not p. If both propositions are true, then it’s best
to believe both, worst to believe neither, and intermediate to believe one but
not the other. As long as each truth is equally valuable to believe, and each
falsehood is equally valuable to avoid, then in either of these cases, it doesn’t
matter which of the two she believes, if she believes one but not both. If both
propositions are false, then it’s best to believe neither, worst to believe both,
and intermediate to believe one but not the other, with similar indifference as
to which of the two she believes. If one is true and the other is false, then it’s
best to believe the true one but not the false one, worst to believe the false
one but not the true one, and intermediate to believe both or neither, with
the ordering of those two possibilities depending on the balance between one’s
values for seeking truth and avoiding error.
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If p entails q in a way that one can recognize, so that there is no epistemic
possibility according to which p is true but q is false, then one can simplify one’s
choice to some extent. If one believes one but not both, then believing p but not
q could put one in the worst overall position, but believing q but not p couldn’t.
These two pairs of attitudes do equally well if both propositions are true, or
if both are false, so if one is going to believe one but not the other, it should
be q that one believes. Believing p but not q sometimes does equally badly as
believing q but not p, and sometimes does worse, but never does better. Thus,
from one’s own position, one can recognize that one shouldn’t believe p but not
q. One can’t say whether it’s best to believe both, or neither, or q but not p,
but one can rule out one set of doxastic attitudes.

In my (2015) I derive some further norms on belief from this sort of consid-
eration. As long as there is uncertainty about what the truth is, we can’t say
what beliefs an agent should and shouldn’t have individually. However, if she
is certain about some connections between the truth values of various proposi-
tions, then she can eliminate certain possible combinations of attitudes on these
Jamesian considerations. If one combination of attitudes is guaranteed to have
at least as good an overall score as another, and can possibly do better, than
we say that the first “dominates” the second, or that the second is “inadmissi-
ble”. By eliminating inadmissible sets of attitudes, we can get some constraints
on what an agent should believe, but these are wide-scope — we show that
certain combinations of attitudes are bad, but don’t say which particular at-
titude should be changed if the agent has some that conflict. If p entails q,
and the agent finds herself believing p but not q, we don’t say that the agent
should believe q or should withhold judgment on p — we just say that the agent
recognizes a better alternative than her own, and should thus not have chosen
the set of attitudes that she has, though we can’t say whether that particular
alternative or another one is the one that she should have chosen.1

Accuracy and confidence

Arguments of this sort for the evaluation of confidence are somewhat older,
dating back at least to Joyce (1998), and perhaps even Lindley (1982). In the
case of full belief, one just has a choice of whether to believe or not, and belief
opens one up both to the possibility of truth, and the risk of error. The only
interesting variation for the evaluation is the ratio of the value for correctness
and the penalty for error. When evaluating states of comparative confidence
from a truth-directed perspective, there are more attitudes possible, and the
evaluation for each needs to be specified somewhat independently. Presumably,
states of greater confidence are better for propositions that are true, and states of
lower confidence are better for propositions that are false. But how much better

1Much of the description of this situation is phrased in terms of “choosing” doxastic states.
If one doesn’t have a voluntarist view of belief, this may seem inapt. But we can still put the
point in terms of recognizing that one’s doxastic state is worse than another that one could
have had, which seems to suggest some sort of negative evaluation, even if it is not a situation
that merits blame or responsibility.
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or worse it is to be slightly more or less confident in a true or false proposition
seems to again be up to the “passional nature” of an individual, unless we can
make some general arguments about the way these values relate to each other,
perhaps from some deeper understanding of the nature of confidence.

Joyce assumes that degrees of confidence can be represented by real numbers,
with 1 representing full certainty, 0 representing certainty of falsehood, and
values in between representing intermediate degrees of confidence. Given this
framework, Joyce then argues for some further constraints on what the “scoring
rule” evaluating degrees of confidence in terms of their relation to the truth must
be like. In an appendix [to be written for final version, but I don’t have yet]
I will go through these conditions in greater detail, and outline his argument.
But what he shows is that, given some particular assumptions on this scoring
rule, any set of degrees of confidence that fail to satisfy the probability axioms
are inadmissible — there is always some alternative set of degrees of confidence
satisfying the probability axioms that dominate them. Thus, we can put forward
an argument like the one mentioned above for belief — there is a wide-scope
norm of probabilistic coherence for degrees of confidence that can be extracted
from the idea that degrees of confidence must aim at the truth in a particular
sort of way.

However, Joyce’s assumptions are quite strong. The assumption that de-
grees of confidence can be represented by real numbers is controversial in this
context. Proponents of pragmatic arguments based on the role of belief in gov-
erning action can measure degrees of confidence by the types of bets and actions
that the confidence rationalizes. But if we don’t presume any necessary con-
nection between belief and action, then this measurement is more questionable.
However, there may be a version of the argument that doesn’t start with this
assumption, but instead has the representation in terms of real numbers as a
consequence. The argument I have in mind is motivated by some of the formal
mathematical results of Lindley that Joyce appeals to, and I will discuss it in
greater depth in the next chapter.

Joyce shows that, given the assumptions he makes on what the scoring rule
must look like, satisfying the axioms of probability theory is both necessary and
sufficient for a set of degrees of confidence to be admissible. However, if we
can motivate some sort of “epistemic decision theory” that goes beyond admis-
sibility, then we may be able to justify further rules for confidence. Greaves
and Wallace (2006) show that if we assume that agents should plan to maxi-
mize their expected accuracy (as measured by Joyce’s scoring rule), then agents
should plan to update their degrees of confidence by the standard rule of con-
ditionalization. (This will be discussed further in Chapter 7, when I discuss
rationality over time.) Leitgeb and Pettigrew (2010a,b) argue for a very specific
scoring rule, and also derive further rules for confidence from further decision
rules. In particular, they argue that in a state of ignorance about what the
world is like, an epistemic decision maker who is averse to risk should spread
her confidence out equally among all the possibilities, justifying what is often
known as the “Principle of Indifference”. And in later papers [CITATIONS],
Richard Pettigrew has argued that degrees of confidence should track chances
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in the ways recommended by versions of what has been called the “Principal
Principle”.

However, there have also been a series of challenges to this program in recent
years. Although Hilary Greaves did some important early work for this program,
she has pointed out (2013) that there are parallels to some of the challenges of
practical decision theory that arise in the epistemic case. She has pointed out
that when one considers propositions whose truth value might be affected by
one’s attitude toward them, we get analogs of the Newcomb problem, and the
more complicated challenges to the versions of decision theory that are aimed
at solving it. She considers propositions like, “I will successfully leap across this
chasm”, which (in some situations) may be more likely to be true if one is highly
confident in them. While particular versions of epistemic decision theory yield
reasonable verdicts about what degrees of confidence are permitted for these
cases, she argues that no version yet proposed yields intuitively correct verdicts
about all of them. (Michael Caie (2013) and Jennifer Carr (unpublished) also
consider propositions with this feature and raise further problems.) Interest-
ingly, the fact that belief in a proposition can make it more or less likely to be
true is one of the very issues that motivated William James in proposing this
sort of truth-based evaluation of doxastic states over an evidence-based one!

Another problem Greaves raises (which is also raised by Selim Berker (2013))
is that the constraints we derive on confidence only arise from evaluating the
overall total closeness of an agent’s doxastic state to the truth. This means that
confidence in one proposition can be traded off against confidence in another
in evaluating the overall accuracy of a doxastic state. But then one can be led
to very inaccurate beliefs about one proposition by means of “bribes” involving
accuracy on others.

Truth and evidence

One response one might have to these sorts of problems is to follow Clifford in
saying that the origin of beliefs matters to their evaluation as well as their ac-
curacy. This idea has been traditional in much epistemology since Plato’s claim
that knowledge is better than mere true opinion because it is in some sense
“tied” to the truth. By the 20th century, this came to be described in terms
of beliefs being “justified”. Since Gettier (1963) (who describes cases in which
true beliefs are justified by evidence that turns out to be misleading and un-
connected to the actual reason the propositions are true), many epistemologists
have sought to characterize what connection between the truth of a proposi-
tion, one’s justification for believing it, and one’s belief must hold in order for
the belief to qualify as knowledge. Although there have been a great variety
of proposals about what this connection must be like, I will avoid the details
of them here. Instead, I will just talk about “accuracy” of a doxastic state in
terms of the value it derives from the mere truth or falsity of its content, and I
will call any sort of value deriving from the origin or justification of belief the
“evidential value” of that doxastic state.

In the arguments described above, there was an implicit assumption that
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accuracy is the only epistemic virtue that an agent aims to maximize. If one
aims to maximize some overall epistemic value that includes both accuracy and
evidential value, then these arguments won’t go through. (Easwaran and Fitel-
son, 2012) Perhaps evidential value (understood correctly) will help contribute
to a proper understanding of the cases that Greaves brings up. But for the
simple cases that Joyce considers, where one’s degrees of confidence don’t affect
the truth-value of the propositions they are about, and there are no “epistemic
bribes” where false confidence in one proposition can somehow yield extra in-
formation about others, the possibility of evidential value raises the possibility
that degrees of confidence that violate the probability axioms may come out
best overall. He has only shown that probabilistic degrees of confidence are the
only admissible ones when accuracy is the only source of value — if evidential
value can disagree with accuracy, then the best doxastic states overall may not
satisfy the probability axioms.

There have been some attempts to reconcile accuracy and evidential value
with probabilism for these ordinary cases. But none of these attempts have yet
been extended to the cases that Greaves and others have raised, so it’s not clear
whether such a reconciliation succeeds in its aims.

One way to think about the interaction of accuracy and evidential value is
as two separate but incommensurable values. From the perspective of accuracy,
one ought to have as many true beliefs and as few false beliefs as possible, and
one’s degrees of confidence should be as close to certainty in truths and as far
from certainty in falsehoods as possible. From the perspective of evidential
value, one ought to have beliefs and degrees of confidence that are supported
or justified in the right sort of way. As long as one is not in a position to be
justified in having full certainty in all and only the truths, there will be a sort of
conflict between these two values, and there is no overall correct way to resolve
them.

However, if we make some assumptions about what these evidential values
are like, we can argue that the conflict is never visible “from the inside”. Al-
though only extreme degrees of confidence can ever maximize accuracy, we have
seen that (for ordinary propositions) degrees of confidence that satisfy the ax-
ioms of probability theory are at least always admissible from the point of view
of accuracy. Although one knows for sure that they don’t maximize accuracy,
there is no specific alternative that one would prefer from the perspective of
accuracy given one’s imperfect knowledge of the world. As long as evidential
value is always maximized by degrees of confidence that match some probability
function, someone with those degrees of confidence would see no conflict between
accuracy and evidence. We might say that one interesting notion of coherence
is had by maximizing one’s evidential value while at least seeing no guaran-
teed improvements in accuracy from one’s internal perspective. (Easwaran and
Fitelson, 2014)

Of course, more work is needed to justify the claim that in the ordinary
sorts of cases that Joyce considers, evidential value will always be maximized
by matching some probability function. And saying how to maximize evidential
value in the cases raised by Greaves and others will be harder. But if maxi-
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mization of evidential value and admissibility in terms of accuracy come apart
in those cases, then we may have a further explanation of why those cases strike
us as so difficult.

A more ambitious project tries to derive evidential value from considerations
of accuracy instead of treating the two as independent, incommensurable values.
One way to understand Richard Pettigrew’s work is as an attempt to do this.
He shows that the Principle of Indifference follows from accuracy considerations
with a particular sort of risk-averse epistemic decision making, in situations of
ignorance. He shows that the Principal Principle follows from accuracy consid-
erations with a particular rule for dealing with known chances of inaccuracy.
These two principles are some of the evidential principles that are said to apply
to degrees of confidence, and he derives them from accuracy plus a decision
rule. If the right overall set of decision rules can be found, then perhaps every
legitimate evidential principle can be derived from accuracy.

However, on this picture, complying with the evidential principles just in-
volves having the right degrees of confidence. Nothing is required about the
origin of these degrees of confidence — they don’t have to be based on your evi-
dence, as long as they happen to be in line with it. This would be a revisionary
understanding of the role of evidence. Perhaps the right decision rule will tell
us how we ought to base our decisions on uncertainty and value, and this will
fill the gap.

Truth, evidence, and action

Once we consider evidential value and accuracy as two sources of value that
might be combined, we might also want to consider how the role of belief and
confidence in guiding action might interact with them as well. We can think of
the value of a doxastic attitude as coming from three components — evidential
value is the extent to which that attitude follows from the right sources, accuracy
is the extent to which that attitude lines up with the truth, and pragmatic (and
perhaps even moral) value considers the effects of having that attitude (whether
through the actions that attitude leads one to perform, or through other ways
that attitudes affect the world).

One might follow an idealized version of James and take accuracy as the
sole fundamental value. My program mentioned in the previous chapter allows
us to use an accuracy-focused notion of confidence to derive rules for decision-
making. Pettigrew’s program can then combine these two ideas to derive some
evidential values. But if (as I [EDIT: should have] suggested in the previous
chapter) decision theory just tells us which actions (or in this case, doxastic
states) are best, but not what reasoning process we should take to choose them,
then this project leaves out any sense in which decisions ought to be based in
degrees of confidence rather than merely in line with them. Thus, we only get
an imperfect representation of the way that most philosophers have thought of
epistemic value.

Alternatively, the arguments of the previous chapter seem to suggest a way
of considering pragmatic value as the sole fundamental value. Probabilism for
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degrees of confidence is derived from the way that confidences are assumed
to produce action. Accuracy can be characterized as a subsidiary value that
follows from the fact that one wants to act in ways that actually result in good
outcomes, even if the best one can do is act according to one’s confidence in
these outcomes. Deriving evidential values from pragmatic value seems harder.
But Clifford’s motivation for saying that “it is wrong always, everywhere, and
for anyone, to believe anything upon insufficient evidence” is that belief on
insufficient evidence yields both in oneself and others a lack of respect for the
truth, and eventually actions that will harm others because of the bad grounds
on which those actions are based.

In the first chapter I mentioned some views that go under the term of “prag-
matic encroachment”, which note that two people with (apparently) the same
evidence can differ with respect to whether they know a proposition based pri-
marily on the practical importance of that proposition for the decisions that
they are facing. If Hannah needs to be certain that the bank will be open to-
morrow for an important transaction, while Sarah is just curious, then seeing a
printed schedule of bank hours from 3 years ago may suffice for Sarah to count
as knowing that the bank will be open tomorrow but not for Hannah. The
views mentioned in Chapter 1 suggested that they might differ as to whether
they believe that the bank will be open tomorrow while having the same degree
of confidence. But if the value of confidence is partly based on the guidance it
gives to action (and not just on its accuracy), then it may be that different de-
grees of confidence are in fact justified. If Pettigrew says that evidential norms
can be derived from the value of accuracy, it may not be that strange to say that
other evidential norms can be derived from the pragmatic value of an action.
Thus, we might even want to say that Hannah and Sarah have, in some sense,
different evidence (or different evidential support), even if they have the same
background knowledge and are looking at the same printed schedule. But this
may be a revisionary concept of “evidence”.

We might also consider that the practical significance of an action shapes
the extent to which accuracy for that proposition matters. In earlier sections,
I assumed temporarily that each proposition was scored in the same way. But
if pragmatic factors can be intertwined with epistemic ones, then it could be
that the value of being right in believing a proposition, or avoiding being wrong
about it, may depend on the significance of the actions that it would lead one
to engage in. (Or even in the other effects that having the belief may have, if
we want to be expansive in the notion of the effects of a belief.) If the stakes
are high, this may sometimes increase the value in avoiding being wrong (as in
the bank cases, where the high stakes make it important to withhold judgment
and act cautiously), but may also sometimes increase the value in successfully
believing correctly (as may be plausible for belief about an emergency involving
immediate urgent action, where the high stakes may make it important to be
credulous and act quickly). Formalized theories of accuracy could be modified
in many ways to take pragmatic values into account, and these may result in
very different theories, that have not yet been investigated.

Finally, it may be that evidential value, accuracy, and pragmatic value are
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just three independent and incomparable sets of values guiding our belief. Just
as one might think that actions fall under the scope of morality and prudential
rationality as two different guiding sets of rules (which may sometimes conflict),
we might think that belief and confidence are also sometimes subject to com-
peting rules. In this case, the idea that there is one set of rules that belief and
confidence should obey (such as the rules of probability theory) may not be
defensible.
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Easwaran, K. (2015). Dr. Truthlove, or, how I learned to stop worrying and
love Bayesian probability. Noûs.
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