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Unit-1 
Topics to be covered 

 

Understanding Data: Data Wrangling and Exploratory Analysis, Data Transformation & 

Cleaning, Feature Extraction, Data Visualization. Introduction to contemporary tools and 

programming languages for data analysis like R and Python. 

------------------------------------------------------------------------------------------------------------------------------------------ 

 

Understanding of Data: Data Wrangling 

Data wrangling is the process of cleaning, structuring and enriching raw data into a desired 

format for better decision making in less time. Data wrangling is increasingly ubiquitous at 

toda ’s top fi s. Data has e o e o e di e se a d u st u tu ed, de a di g i eased ti e 
spent culling, cleaning, and organizing data ahead of broader analysis. At the same time, with 

data informing just about every business decision, business users have less time to wait on 

technical resources for prepared data. 

This necessitates a self-service model, and a move away from IT-led data preparation, to a more 

democratized model of self-service data preparation or data wrangling. This self-service model 

allows analysts to tackle more complex data more quickly, produce more accurate results, and 

make better decisions. 

 

Data Wrangling in Practice: 

There are typically six iterative steps that make up the data wrangling process. 

1. Discovering: Before you can dive deeply, you must better understand what is in your 

data, which will inform how you want to analyze it. How you wrangle customer data, for 

example, may be informed by where they are located, what they bought, or what 

promotions they received. 

2. Structuring: This means organizing the data, which is necessary because raw data comes 

in many different shapes and sizes. A single column may turn into several rows for 

easier analysis. One column may become two. Movement of data is made for easier  

computation and analysis. 

3. Cleaning: What happens when errors and outliers skew your data?  You clean the data. 

What happens when state data is entered as CA or California or Calif.? You clean the 

data. Null values are changed and standard formatting implemented, ultimately 

increasing data quality. 

4. Enriching: Here you take stock in your data and strategize about how other additional 

data might augment it. Questions asked during this data wrangling step might be: what 

new types of data can I derive from what I already have or what other information 

would better inform my decision making about this current data? 

5. Validating: Validation rules are repetitive programming sequences that verify data 

consistency, quality, and security. Examples of validation include ensuring uniform 
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distribution of attributes that should be distributed normally (e.g. birth dates) or 

confirming accuracy of fields through a check across data. 

6. Publishing:  Analysts prepare the wrangled data for use downstream – whether by a 

particular user or software – and document any particular steps taken or logic used to 

wrangle said data. Data wrangling gurus understand that implementation of insights 

relies upon the ease with which it can be accessed and utilized by others.  

 

Understanding of Data: Exploratory Analysis 

Exploratory Data Analysis refers to a set of techniques originally developed by John Tukey to 

display data in such a way that interesting features will become apparent. Unlike classical 

methods which usually begin with an assumed model for the data, EDA techniques are used to 

encourage the data to suggest models that might be appropriate.  

Statpoint Technologies products provide many EDA techniques, scattered throughout the 

statistical procedures. Some of the most important exploratory data analysis methods include:  

Box-and-Whisker Plots 

Box-and-whisker plots are graphical displays based upon Tukey's 5-number summary of a data 

sample. In his original plot, a box is drawn covering the center 50% of the sample. A vertical line 

is drawn at the median, and whiskers are drawn from the central box to the smallest and 

largest data values. If some points are far from the box, these "outside points" may be shown as  

separate point symbols. Later analysts have added notches showing approximate confidence 

intervals for the median, and plus signs at the sample mean. 

 
Figure 1: Box-and-Whisker Plots 

  

Stem-and-Leaf Display 

Stem-and-leaf displays take each data value and divide it into a stem and a leaf. For example, 

the temperature of the first subject in the data sample to the left had a body temperature of 

.4 deg ees. The fi st t o digits  a e alled the ste  a d plotted at the left, hile the 
thi d digit 4  is called the leaf. Although similar to a histogram turned on its side, Tukey 

thought that the stem-and-leaf plot was preferable to a barchart since the data values could be 

recovered from the display. 
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 Figure 2: Stem-and-Leaf 

Rootogram 

A rootogram is similar to a histogram, except that it plots the square roots of the number of 

observations observed in different ranges of a quantitative variable. It is usually plotted 

together with a fitted distribution. The idea of using square roots is to equalize the variance of 

the deviations between the bars and the curve, which otherwise would increase with increasing 

frequency. Sometimes, the bars are suspending the from the fitted distribution, which allows 

for easier visual comparison with the horizontal line drawn at 0, since visual comparison with a 

curved line may be deceiving. 

 
 Figure 3: Rotogram 

 

Resistant Time Series Smoothing 

Tukey invented a number of nonlinear smoothers, used to smooth sequential time series data, 

that are very good at ignoring outliers and are often applied as a first step to reduce the 

influence of potential outliers before a moving average is applied. These include 3RSS, 3RSSH, 

5RSS, 5RSSH, and 3RSR smoothers. Each symbol in the name of the smoother indicates an 

operation that is applied to the data. 
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 Figure 4: Resistant Time Series 

 

Scatterplot Smoothing 

X-Y scatterplots may be smoothed using any of several methods: running means, running lines, 

LOWESS (locally weighted scatterplot smoothing), and resistant LOWESS. Smoothers are useful 

for suggesting the type of regresson model that might be appropriate to describe the 

relationship between two variables. 

 
 Figure 5: Scatterplot 

 

Median Polish 

The Median Polish procedure constructs a model for data contained in a two-way table. The 

model represents the contents of each cell in terms of a common value, a row effect, a column 

effect, and a residual. Although the model used is similar to that estimated using a two-way 

analysis of variance, the terms in the model are estimated using medians rather than means. 

This makes the estimates more resistant to the possible presence of outliers. 
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Figure 6: Median Polish 

 

Bubble Chart 

The Bubble Chart is an X-Y scatterplot on which the value of a third and possibly fourth variable 

is shown by changing the size and/or color of the point symbols. It is one way to plot 

multivariate data in 2 dimensions. 

 
 Figure 7: Bubble Chart 

 

Resistant Curve Fitting 

Tukey proposed a method for fitting lines and other curves that is less influenced by any 

outliers that might be present. Called the method of 3 medians, the data are first divided into 3 
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groups according to the value of X. Medians are then computed within each group, and the 

curve is determined from the 3 medians. 

 
  

Figure 8: Resistant Curve 

 

Multi-Vari Chart 

A Multi-Vari Chart is a chart designed to display multiple sources of variability in a way that 

enables the analyst to identify easily which factors are the most important. This exploratory 

data analysis technique is commonly used to display EDA data from a designed experiment 

prior to performing a formal statistical analysis. 

 
 Figure 9: Multi-Vary Chart 

 

Violin Plot 

The Violin Plot Statlet displays data for a single quantitative sample using a combination of a 

box-and-whisker plot and a nonparametric density estimator. It is very useful for visualizing the 
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shape of the probability density function for the population from which the data came. A 

separate procedure is available for creating violin plots for multiple samples. 

 

 
 Figure 10: Violin Plots 

 

Wind Rose 

The Wind Rose Statlet displays data on a circular plot, depicting the frequency distribution of 

variables such as wind speed and direction. It may be used to display the distribution at a single 

point in time, or it may show changes over time in a dynamic manner. 
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 Figure 11: Wind Rose 

 

Diamond Plot 

The Diamond Plot procedure creates a plot for a single quantitative variable showing the  n 

sample observations together with a confidence interval for the population mean.  A separate 

procedure is available for creating diamond plots for multiple samples. 

 
Figure 12: Diamond Plot 

 

Heat Map 

The Heat Map procedure shows the distribution of a quantitative variable over all combinations 

of 2 categorical factors. If one of the 2 factors represents time, then the evolution of the 
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variable can be easily viewed using the map. A gradient color scale is used to represent values 

of the quantitative variable. 

 
Figure 13: Hear Map 

 

Population Pyramid 

The Population Pyramid Statlet is designed to compare the distribution of population counts (or 

similar values) between 2 groups. It may be used to display that distribution at a single point in 

time, or it may show changes over time in a dynamic manner. In the latter case, various options 

are offered for smoothing the data and for dealing with missing values. 

Downloaded from  be.rgpvnotes.in

Page no: 9 Follow us on facebook to get real-time updates from RGPV

https://be.rgpvnotes.in
https://www.facebook.com/rgpvnotes.in
https://be.rgpvnotes.in


 
 Figure 14: Population Pyramid 

 

Sunflower Plot 

The Sunflower Plot Statlet is used to display an X-Y scatterplot when the number of 

observations is large. To avoid the problem of overplotting point symbols with large amounts of 

data, glyphs in the shape of sunflowers are used to display the number of observations in small 

regions of the X-Y space. 

 
Figure 15: Sunflower Plot 
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Data Transformation & Cleaning, Feature Extraction 

Pre-processing of data involves a set of key tasks that demand extensive computational 

infrastructure and this in turn will make way for better results from your big data strategy. 

Moreover, cleanliness of the data would determine the reliability of your analysis and this 

should be given high priority while plotting your data strategy.  

1. Data pre-processing techniques 

Since the extracted data tend to be imperfect with redundancies and imperfections, data pre-

processing techniques are an absolute necessity. The bigger the data sets, more complex 

mechanisms are needed to process it before analysis and visualization. Pre-processing prepares 

the data and makes the analysis feasible while improving the effectiveness of the results. 

Following are some of the crucial steps involved in data pre-processing.  

2. Data cleansing 

Cleansing the data is usually the first step in data processing and is done to remove the 

unwanted elements as well as to reduce the size of the data sets, which will make it easier for 

the algorithms to analyze it. Data cleansing is typically done by using instance reduction 

techniques. 

Instance reduction helps reduce the size of the data set without compromising the quality of 

insights that can be extracted from the data. It removes instances and generates new ones to 

make the data set compact. There are two major instance reduction algorithms:  

Instance selection: Instance selection is used to identify the best examples from a very large 

data set with many instances in order to curate them as the input for the analytics system. It 

aims to select a subset of the data that can act as a replacement for the original data set while 

completely fulfilling the goal. It will also remove redundant instances and noise.  

Instance generation: Instance generation methods involve replacing the original data with 

artificially generated data in order to fill regions in the domain of an issue with no 

representative examples in the master data. A common approach is to relabel examples that 

appear to belong to wrong class labels. Instance generation thus makes the data clean and 

ready for the analysis algorithm. 

Tools you can use: Drake, DataWrangler, OpenRefine  

3. Data normalization 

Normalization improves the integrity of the data by adjusting the distributions. In simple words, 

it normalizes each row to have a unit norm. The norm is specified by parameter p which 

denotes the p-norm used. Some popular methods are: 

StandardScaler: Carries out normalization so that each feature follows a normal distribution.  

MinMaxScaler: Uses two parameters to normalize each feature to a specific range – upper and 

lower bound. 

ElementwiseProduct: Uses a scalar multiplier to scale every feature. 

Tools you can use: Table analyzer, BDNA 

4. Data transformation 

If a data set happens to be too large in the number of instances or predictor variables, 

dimensionality problem arises. This is a critical issue that will obstruct the functioning of most 

data mining algorithms and increases the cost of processing. There are two popular methods 
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for data transformation by dimensionality reduction – Feature Selection and Space 

Transformation. 

Feature selection: It is the process of spotting and eliminating as much unnecessary 

information as possible. FS can be used to significantly reduce the probability of accidental 

correlations in learning algorithms that could degrade their generalization capabilities. FS will 

also cut the search space occupied by features, thus making the process of learning and mining 

faster. The ultimate goal is to derive a subset of features from the original problem that 

describes it well. 

Space transformations: Space transformations work similar to feature selection. However, 

instead of selecting the valuable features, space transformation technique will create a fresh 

new set of features by combining the originals. This kind of a combination can be made to obey 

certain criteria. Space transformation techniques ultimately aim to exploit non-linear relations 

among the variables. 

Tools you can use: Talend, Pentaho 

5. Missing values imputation 

One of the common assumptions with big data is that the data set is complete. In fact, most 

data sets ha e issi g alues that’s ofte  o e looked. Missi g alues a e datu s that ha e ’t 
been extracted or stored due to budget restrictions, a faulty sampling process or other 

limitations in the data extraction process. Missing values is not something to be ignored as it 

could skew your results. 

Fixing the missing values issue is challenging. Handling it without utmost care could easily lead 

to complications in data handling and wrong conclusions. 

There are some relatively effective approaches to tackle the missing values problem. Discarding 

the i sta es that ight o tai  issi g alues is the o o  o e ut it’s ot e  effe ti e as 
it could lead to bias in the statistical analyses. Apart from this, discarding critical information is 

not a good idea. A better and more effective method is to use maximum likelihood procedures 

to model the probability functions of the data while also considering the factors that could have 

induced the missing values. Machine learning techniques are so far the most effective solution 

to the missing values problem.  

6. Noise identification 

Data gathering is not always perfect, but the data mining algorithms would always assume it to 

be. Data with noise can seriously affect the quality of the results, tackling this issue is crucial.  

Noise can affect the input features, output or both in most cases. The noise found in the input 

is alled att i ute oise he eas if the oise eeps i to the output, it’s efe ed to as lass 
noise. If noise is present in the output, the issue is very serious and the bias in the results would 

be very high. 

There are two popular approaches to remove noise from the data sets. If the noise has affected 

the labeling of instances, data polishing methods are used to eliminate the noise. The other 

method involves using noise filters that can identify and remove instances with noise from the 

data a d this does ’t e ui e odifi atio  of the data i i g te h i ue.  
7. Minimizing the pre-processing tasks 

Preparing the data for your data analysis algorithm can involve many more processes 

depe di g o  the appli atio ’s u i ue de a ds. Ho e e , asi  p o esses like lea si g, 
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reduplication and normalization can be avoided in most cases if you choose the right source for 

data e t a tio . It’s highl  u likel  that a a  sou e a  gi e ou lea  data.  
 

Data Visualization 

Data visualization can be helpful in many ways and just in case if you are wondering where it is 

being used. Then are some of the popular sectors: 

 By using data visualization it became easier for business owners to understand their 

large data in a simple format. The visualization method is also time saving so business 

does not have to spend much time to make a report or solve a query. They can easily do 

it in a less time and in a more appealing way. 

 Visual analytics offers a story to the viewers. By using charts and graphs or images a 

person can easily exposure the whole concept. As well the viewers will be able to 

understand the whole thing in an easy way. 

 The most complicated data will look easy when it gets through the process of 

visualization. Complicated data report gets converted into a simple format. And it helps 

people to understand the concept in an easy way. 

 With the visualization process, it gets easier to the business owners to understand their 

product growth. Market competition in a better way. The visualization tools can be very 

helpful to o ito  a  e ail a paig . O  o pa ’s o  i itiati e ega di g so ethi g  

Here are the list of popular data visualization techniques as follows: 

Two-dimensional (2D) area 

Such visual forms are mostly geospatial, which means they represent some certain geographical 

location on the globe. 

 
Figure 16: 2-D Dimensional area 

 

 Area or distance cartograms are the copies of some parts of maps, depicting some 

additional parameters like demography, population size, travel times and any other 

variables. 
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Figure 17: Area Cartogram 

 

 Choropleth is a map colored with different colors depending on the level of the 

examined variable, like the sales level per state or the biggest inventory stocks per state.  

 
Figure 18: Choropleth 

 

 A dendrogram is an illustration of a hierarchical clustering of various data sets, helping 

to understand their relations in an instant. 
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Figure 19: Dendrogram 

 

 Connectivity charts show the links between phenomena or events. The chart below, for 

example, shows the connections between machinery failures and their triggers, as well 

as the strength of these connections. 

 
 

Figure 20: Connectivity charts 

 

Introduction to contemporary tools and programming languages for data analysis like R and 

Python 

The Case for Python 

Key quote: I ha e this hope that there is a etter ay. Higher-level tools that actually let you 

see the structure of the soft are ore learly ill e of tre e dous alue.  – Guido van Rossum 

Guido van Rossum was the creator of the Python programming language. 

Why Python is Great for Data Science 

 Python was released in 1989. It has been around for a long time, and it has object-

oriented programming baked in. 

 IP tho  / Jup te ’s ote ook IDE is e elle t. 
 The e’s a la ge e os ste . Fo  e a ple, “ ikit-Lea ’s page e ei es 150,000 – 160,000 

unique visitors per month. 

 The e’s A a o da f o  Co ti uu  A al ti s, aki g pa kage management very easy. 

 The Pandas library makes it simple to work with data frames and time series data. 

Advances in Modern Python for Data Science 

1. Collecting Data 

Feather (Fast reading and writing of data to disk) 
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 Fast, lightweight, easy-to-use binary format for filetypes 

 Makes pushing data frames in and out of memory as simply as possible 

 Language agnostic (works across Python and R) 

 High read and write performance (600 MB/s vs 70 MB/s of CSVs) 

 Great for passing data from one language to another in your pipeline 

Ibis (Pythonic way of accessing datasets) 

 Bridges the gap between local Python environments and remote storages like Hadoop 

or SQL 

 Integrates with the rest of the Python ecosystem 

ParaText (Fastest way to get fixed records and delimited data off of disk and into RAM) 

 C++ library for reading text files in parallel on multi-core machines 

 Integrates with Pandas:  paratext.load_csv_to_pandas("data.csv") 

 Enables CSV reading of up to 2.5GB a second 

 A bit difficult to install 

bcolz Helps ou deal ith data that’s la ge  tha  ou  RAM  

 Compressed columnar storage 

 You have the ability to define a Pandas-like data structure, compress it, and store it in 

memory 

 Helps get around the performance bottleneck of querying from slower memory 

2. Data Visualization 

Altair (Like a Matplotlib 2.0 that’s u h o e use  f ie dl  

 You can spend more time understanding your data and its meaning. 

 Altai ’s API is si ple, f ie dl  a d o siste t. 
 Create beautiful and effective visualizations with a minimal amount of code. 

 Takes a tidy DataFrame as the data source. 

 Data is mapped to visual properties using the group-by operation of Pandas and SQL. 

 Primarily for creating static plots. 

Bokeh (Reusable components for the web) 

 Interactive visualization library that targets modern web browsers for presentation. 

 Able to embed interactive visualizations. 

 D3.js for Python, except better. 

Geoplotlib (Interactive maps) 

 Extremely clean and simple way to create maps. 

 Can take a simple list of names, latitudes, and longitudes as input. 

3. Cleaning & Transforming Data 

Blaze (NumPy for big data) 

 Translates a NumPy / Pandas-like syntax to data computing systems. 

 The same Python code can query data across a variety of data storage systems. 

 Good way to future-proof your data transformations and manipulations. 

xarray (Handles n-dimensional data) 

 N-dimensional arrays of core pandas data structures (e.g. if the data has a time 

component as well). 

 Multi-dimensional Pandas dataframes. 

Dask (Parallel computing) 
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 Dynamic task scheduling system. 

 Big Data  olle tio s like pa allel a a s, dataf a es, a d lists that e te d o o  
interfaces like NumPy, Pandas, or Python iterators to larger-than-memory or distributed 

environments. 

4. Modeling 

Keras (Simple deep learning) 

 Higher level interface for Theano and Tensorflow 

PyMC3 (Probabilistic programming) 

 Contains the most high end research from labs in academia 

 Powerful Bayesian statistical modeling 

The Case for R 

Key quote: There should e a  i terfa e to the ery est u eri al algorith s a aila le.  – 

John Chambers 

John Chambers actually created S, the precursor to R, but the spirit of R is the same. 

Why R is Great for Data Science 

 R was created in 1992, after P tho , a d as the efo e a le to lea  f o  P tho ’s 
lessons. 

 Rcpp makes it very easy to extend R with C++. 

 RStudio is a mature and excellent IDE. 

 CRAN is a candyland filled with machine learning algorithms and statistical tools. 

 The Caret package makes it easy to use different algorithms from 1 single interface, 

much like what Scikit-Learn has done for Python 

Advances in Modern R for Data Science 

1. Collecting Data 

Feather (Fast reading and writing of data to disk) 

 Same as for Python 

Haven (Interacts with SAS, Stata, SPSS data) 

 Reads SAS and brings it into a dataframe 

Readr (Reimplements read.csv into something better) 

 ead. s  su ks e ause it takes st i gs i to fa to s, it’s slo , et  

 Creates a contract for what the data features should be, making it more robust to use in 

production 

 Much faster than read.csv 

JsonLite (Handles JSON data) 

 Intelligently turns JSON into matrices or dataframes 

2. Data Visualization 

ggplot2 (ggplot2 was recently massively upgraded) 

 Recently had a very significant upgrade (to the point where old code will break) 

 You can do faceting and zoom into facets 

htmlwidgets (Reusable components) 

 Brings of the best of JavaScript visualization to R 

Leaflet (Interactive maps for the web) 

 Nice Javascript maps that you can embed in web applications 

Tilegramsr (Proportional maps) 
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 Create maps that are proportional to the population 

 Makes it possible to create more interesting maps than those that only highlight major 

cities due to population density 

3. Cleaning & Transforming Data 

Dplyr (Swiss army chainsaw) 

 The a  R should’ e ee  f o  the fi st pla e 

 Has a bunch of amazing joins 

 Makes data wrangling much more humane 

Broom (Tidy your models) 

 Fixes model outputs (gets around the weird incantations needed to see model 

coefficients) 

 tidy, augment, glance 

Tidy_text (Text as tidy data) 

 Text mining using dplyr, ggplot2, and other tidy tools 

 Makes natural language processing in R much easier 

4. Modeling 

MXNet (Simple deep learning) 

 Intuitive interface for building deep neural networks in R 

 Not quite as nice as Keras 

TensorFlow 

 Now has an interface in R 
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We hope you find these notes useful. 

You can get previous year question papers at  

https://qp.rgpvnotes.in . 

 

If you have any queries or you want to submit your 

study notes please write us at 

rgpvnotes.in@gmail.com 
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