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Abstract

Reputations for resolve are said to be one of the few things worth fighting for, yet they
remain inadequately understood. Discussions of reputation focus almost exclusively on
first-order belief change—A stands firm, B updates his beliefs about A’s resolve. Such
first-order reputational effects are important, but they are not the whole story. Higher-
order beliefs—what A believes about B’s beliefs, and so on—can matter just as much,
if not more. When A comes to believe that B is more resolved, this may decrease
A’s resolve, and this in turn may increase B’s resolve, and so on. In other words,
resolve is interdependent. We provide evidence from a survey experiment on quasi-
elites that suggests observers make inferences along these lines. Countries are able to
develop reputations, and the effects are large, general, and robust. Our estimates of the
extent to which an exogenous increase in A’s resolve decreases B’s resolve indicate that
higher-order beliefs are responsible for a large proportion of these effects (40-70%). We
conclude by supporting the plausibility of our claims with anecdotal examples, positing
scope conditions for the argument, and outlining promising areas for future research
on higher-order belief dynamics.
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at Hong Kong University of Science & Technology, and especially Robert Trager.
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“Can both sides simultaneously have images of high resolve or is there a zero-sum
element involved?”

—Robert Jervis1

“[In bargaining situations], each party’s strategy is guided mainly by what he
expects the other to accept or insist on; yet each knows that the other is guided
by reciprocal thoughts. The final outcome must be a point from which neither
expects the other to retreat; yet the main ingredient of this expectation is what
one thinks the other expects the first to expect, and so on. Somehow, out of this
fluid and indeterminate situation that seemingly provides no logical reason for
anybody to expect anything except what he expects to be expected to expect, a
decision is reached.”

—Thomas Schelling2

1 Introduction

The kinds of inferences that leaders are required to make in bargaining contexts are often
incredibly complex. Even seemingly straightforward strategies can backfire dramatically.
Suppose that A and B are two people playing the game of Chicken, in which two cars race
toward each other and the goal is to get the other side to swerve first. One popular strategy,
expressing the value of coercive commitment, says that A should throw her steering wheel
out of the window in order to convince B that she cannot but keep going straight, meaning
B will have to be the one to swerve.3 Yet suppose that B believes that A had a spare
steering wheel under her seat for the purposes of deception. If A does not know B believes
this, she may surrender her ability to swerve without actually becoming committed in B’s
eyes, raising the chances of a tragic crash. Or suppose that A incorrectly believes that B
believes that A has a spare steering wheel. This belief, if mistaken, might prevent A from
using a tactic that would have allowed her to win the conflict.

Much of the complexity and indeterminacy in games such as Chicken and bargaining
more generally arise from the role of higher-order beliefs—beliefs about beliefs.4 Such beliefs
also play a central role in international crises. Consider Kennedy and Khrushchev’s contest
of resolve. After the Vienna Summit, which was the “roughest thing in [Kennedy’s] life,”
Kennedy worried that “If [Khrushchev] thinks I’m inexperienced and have no guts, until we
remove those ideas we won’t get anywhere with him.” These worries were well-grounded, as,
according to Taubman, “[Before the Vienna Summit], and even more afterward, Khrushchev
was convinced Kennedy could be pushed around.” This battle over mutual expectations es-
calated with the Berlin crisis, in which the U.S.’s acceptance of the Berlin wall “convinced
Khrushchev that he could pressure Kennedy.”5 It culminated in the Cuban Missile Cri-

1Jervis 1978, p. 199.
2Schelling 1960, p. 70.
3Kahn 1965. For the sake of grammatical clarity we will occasionally use gendered pronouns to refer to

A (female) and B (male).
4O’Neill 1999; Schelling 1960.
5Taubman 2003, pp. 495, 506.
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sis, which has often been characterized as involving the leaders going “eye to eye” until
“Khrushchev blinked,”6 rebalancing U.S.-Soviet expectations for years to come.

What about the idea of “blinking” justifies its strongly negative connotations in popular
parlance? Part of the explanation lies in the fact that, as Schelling emphasized, mutual
beliefs in one side’s resolve can be self-fulfilling—even if they emerges from something as
arbitrary as the flutter of an eyelid. This holds especially for “blinks” that are caused
by an actual lack of resolve, even if momentary, but similar dynamics can also arise from
“accidental blinks” if the parties believe (or believe that the other is likely to believe) that the
blink is a cue that coordinates expectations about who will make the necessary concession.
By the same logic, blinking can matter even when no one sees the blink, so long as the
blinker believes the opponent saw the blink, or when no blink actually occurred, so long as
the opponent’s claim of having seen a blink is sufficiently credible to the purported blinker.
What behavior constitutes “blinking” in a particular situation of course depends on culture,
psychology, and other contextual factors.7

In this paper, we examine the theoretical and empirical import of higher-order belief
dynamics for two crucial phenomena in international relations: resolve and reputations for
resolve. Countries’ and leaders’ pursuit, establishment, and exploitation of reputations has
been a long-standing topic of scholarship,8 but most theoretical discussions of reputation
have stopped at the level of first-order beliefs: whether and how B updates his belief about
A on the basis of A’s behavior. We argue that taking higher-order beliefs into account
substantially amplifies the importance of reputations for resolve. This is because resolve—
one’s willingness to stand firm or escalate a dispute—is interdependent : one side’s (perceived)
resolve can affect the other side’s (perceived) resolve, meaning that small initial changes in
beliefs can spiral into large overall changes with decisive consequences.

We evaluate our theoretical argument using a survey experiment conducted on a sample of
quasi-elites recruited through Stephen Walt’s Foreign Policy blog. We begin by showing that
the effect of reputation on perceptions of resolve is large—larger than any other manipulation
in the experiment, including the effect of material capabilities—and persists across a range of
informational conditions and subgroups. These findings cast doubt on claims that states and
leaders are unable to build reputations. Next, we show that respondents also form higher-
order beliefs in line with our argument. Exogenous increases in perceptions of A’s resolve,
induced by providing information about A’s resolve in disputes with states other than B,
lead to decreases in perceptions of B’s resolve, even though respondents learned nothing
about the usual factors said to affect B’s resolve. The size of the parameter estimates we
obtain suggest that higher-order beliefs can account for as much as 70% of the reputational
manipulation’s effect on the balance of resolve, with a lower bound of roughly 40%. We thus
theoretically and empirically answer Jervis’ question: images of resolve have substantial
negative dependence.

These findings run counter to the argument that higher-order inferences are likely to
diminish or even flip, rather than amplify, the effect of past behavior on perceptions of
resolve. Robert Jervis has referred to this idea as the “domino theory paradox” and Daryl

6https://www.npr.org/news/specials/cuban_missile/
7O’Neill 1999. For an example, see Morrow 1994 for a discussion of how an offer of issue linkage can

signal a lack of resolve.
8Crescenzi 2017, Ch. 1.
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Press as the “never again theory”: if A backs down or loses a dispute where reputation was
on the line, B will believe that A will expend extra effort to recover its reputation, and so B
will believe that A will be more rather than less resolved in subsequent disputes.9 We test
this argument, but find no evidence that respondents reason accordingly.

This paper speaks to several important debates on the role of reputation and higher-order
beliefs in international and political life. First, our results reinforce the findings of a number
of recent studies that have demonstrated the effect of reputation in, among many others,
the domains of conflict, finance, and alliance politics.10 All of these studies focused on the
first-order effects of reputation,11 perhaps in large part due to arguments by skeptics that
(even first-order) reputational effects do not exist.12 We argue, however, that the story often
does not stop there. In doing so, we join a number of others who place higher-order beliefs
at the center of international relations specifically13 and social, economic, and political life
more broadly.14 These beliefs are what make resolve interdependent, and they play a central
part in the resolution of crises and wars. They also, as we discuss in the conclusion, clarify
why it can be eminently sensible to pursue reputations even if skeptics are correct that past
behavior produces only small or non-existent first-order effects.

We proceed as follows. First, we bring together the literatures on resolve, reputation,
and higher-order beliefs to elaborate on our theoretical claims. Next, we describe our experi-
mental design and present the results. While the findings support our theoretical arguments,
there are limits to what can be learned and proven using abstract survey vignettes. We there-
fore conclude by supplementing our findings with brief illustrative examples of higher-order
belief dynamics in actual disputes, by specifying the real-world conditions under which our
arguments are most likely to apply, and by offering suggestions for future empirical research
in this area.

2 Reputations for Resolve in International Relations

Much of international politics, both peaceful and violent, pivots around the creation and
maintenance of perceptions. Whether states are able to compel or deter others according
to their wishes depends in large part on how the state’s opponents perceive it—whether
they consider its military capable, its threats credible, its promises reliable. Because deeds
often count for more than words, states and leaders attempt to use action to shape others’
perceptions and expectations. An agent has successfully built a reputation when others have
formed a belief about their characteristics or behavioral tendencies on the basis of their past
behavior.

One of the most important kinds of reputation in international politics is a reputation for
resolve. Yet despite resolve’s centrality in theoretical discussions, there still exist competing
and sometimes incompatible definitions of the concept. Before developing our argument

9Jervis 1991; Press 2005.
10Crescenzi 2017; Tomz 2007; Weisiger and Yarhi-Milo 2015.
11McManus 2014, 728, touches on higher-order belief dynamics in contests of resolve but does not explore

them empirically.
12Mercer 1996; Press 2005.
13Morrow 2014; O’Neill 1999; Schelling 1960.
14Chwe 2001; Geanakoplos 1992; Hadfield and Weingast 2014; Kuran 1995; Ridgeway 2011; Searle 1995.
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about the role reputations for resolve can play in conflict dynamics, we briefly clarify what
we mean by resolve.15

2.1 A Behavioral Definition of Resolve

In international politics, resolve is most often discussed in relation to situations in which
conflict is costly and undesirable—meaning both sides would prefer not to mutually escalate
all the way—but in which partial escalation, taking risky actions, or otherwise projecting
an image of willingness to escalate, can yield benefits if it induces the other side to back
down. These settings are often described as “contests of resolve,”16 with the game of Chicken
being the prototypical example. In such (simplified) contests, actors can back down or stand
firm.17 In crises, policymakers strive to establish common knowledge that they, and not their
opponent, are going to be the ones standing firm.18 For contexts like these, we propose the
following definition:

Resolve: the probability that an actor is willing to stand firm in a crisis, given
its beliefs about the world at that particular time.

Formally, the resolve of agent A can be denoted as

RA = PA(SF |XA)

where SF refers to the action of standing firm and XA to the aspects of the world that A
is aware of that are relevant to this choice. We call this a behavioral definition of resolve
because it is defined in relation to a set of behaviors by the actor, namely whether A stands
firm or backs down. The definition is probabilistic because resolve can be modeled as a
stochastic phenomenon, depending on, say, ongoing shifts in domestic coalitions, (stochasti-
cally) changing perceptions of crucial factors such as military advantage, beliefs about the
adversary, and so forth. B’s estimate of A’s resolve is denoted pA = R̂A.

This definition is compatible with and inclusive of other conceptualizations that are found
in the literature. In the literature of mathematical models of crisis bargaining, resolve is often
defined as a state’s “value for war,” which is said to be a function of material factors such as
military capabilities, the desirability of the status quo, and domestic audiences.19 Psycholog-
ical accounts of resolve instead emphasize internal psychological traits such as dispositional

15For other conceptual discussions see, e.g., Fearon 1992, p. 66; O’Neill 1999, p. 107.
16Morrow 1989, p. 941.
17Backing down entails pulling out of a dispute and accepting a reduced (or zero) chance of achieving a

desired outcome. Standing firm entails accepting (not backing down under) the ongoing costs of conflict. In
real-world crises the “game” can obviously be more complicated. States may have the option of escalating in
various ways, of arming, of seeking allies, or of initiating war. Usually, crises generate some autonomous risk
(such as the risk of an accident) that increases as time goes on, and in these cases standing firm and escalating
are closely related. This strategic logic of brinkmanship is central in most of these more complicated models
of crisis bargaining; see, e.g., Powell 1990, Ch. 3. We collapse the policy space to “back down” or “stand
firm” simply for ease of exposition.

18Jervis 2002.
19See, e.g., Fearon 1994; Morrow 1989; Powell 1990; Sartori 2016.
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determination, willpower, or “stickittoitiveness.”20 In our framework, determinants of the
value for war and psychological traits are important factors that affect levels of resolve—the
probability that an actor stands firm—but, because they may not be the only ones, they do
not define resolve.

Our definition allows us to incorporate another important determinant of whether A will
stand firm in a crisis with B: A’s belief about B’s resolve. In Chicken, an actor should be
willing to stand firm in a contest when the expected utility of doing so is higher than the
expected utility of backing down, i.e. when

pEU(war) + (1− p)EU(win) > pEU(lose) + (1− p)EU(compromise)

where p denotes the actor’s beliefs about the probability that the adversary stands firm.21

The payoffs are defined such that there always exists the possibility of some change in p
large enough to lead the actor to switch from standing firm to backing down or vice versa,
which requires that war is worse than losing, and compromise is worse than winning.

Our behavioral conceptualization of resolve thus includes the various “value for war”
and psychological factors that shape the EU(X) terms in this utility decision, but also the
essential strategic parameter p, without which contexts resembling Chicken are always unde-
termined. A behavioral definition of resolve is also useful from the perspectives of empirical
research and policy. First, by clearly specifying what kind of behavior is (in)consistent with
being resolved, this definition makes resolve measurable and facilitates empirical analyses of
the kind we conduct below. Second, our definition focuses on the main quantity of interest
for decision-makers in crises: the actual probability that their adversary will stand firm.
Their assessment of this probability is what ultimately shapes decision-makers’ choices.22

2.2 Building Reputations for Resolve

Many conflicts, both contemporary and historical, can be thought of as contests of resolve in
which the outcome is ultimately determined by which side manages to convince the other that
it is going to stand firm. But precisely because states know that their goals can be achieved
at low cost if they could just appear resolute enough, giving them incentives to exaggerate,
much potential evidence of resolve is usually discounted as cheap talk or mimicry.23

We say that actors have a reputation for resolve when observers have formed beliefs about
that actor’s tendency to stand firm in a certain class of disputes on the basis of that actor’s

20Kertzer 2016, pp. 8-9.
21“War” is the outcome when both actors stand firm, “win” is the outcome when one stands firm and the

adversary does not, “lose” is the outcome of the opposite strategy profile, and “compromise” the outcome
when both back down.

22Jervis 1978, p. 199. This is not to say that our behavioral definition is the best conceptual focus for
all research. For instance, it is often theoretically productive to focus on the concept of the “value for war”
because, by being exogenous to the game, it enables the solving of bargaining models with respect to this
parameter. Such models tend to assume common knowledge (or common beliefs) about many aspects of the
world. Our broader definition, in contrast, is most helpful for those seeking to understand “pre-equilibrium”
dynamics in a world where common beliefs have not yet been established, which is often where the action
is. Whatever the goal or empirical setting, we encourage analysts to specify explicitly what components of
(behavioral) resolve are (not) being considered.

23Fearon 1995; Trager 2017.
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past behavior.24 Reputations are often thought to be one of the few roads to successful
commitment, deterrence, and compellence that are available to states and leaders.25 It is in
this sense that having an “undesired image can involve costs for which almost no amount of
the usual kinds of power can compensate”26 and that reputations are “one of the few things
worth fighting over.”27

Reputational arguments are not without their critics, however. Mercer, for example,
built on attribution theory from social psychology to argue that the desirability of an action
affects whether people update their beliefs about the disposition of its initiator or not. He
concluded that “people do not consistently use past behavior to predict similar behavior in
the future.”28 Press claimed that “blood and wealth spent to maintain a country’s record
for keeping commitments are wasted,” since states form assessments of credibility largely
based on their perceptions of their adversaries interests and capabilities rather than on past
behavior.29 These claims largely rest on the fact that past behavior is absent from the
internal diplomatic and military archives that these authors examined.

By contrast, a number of recent studies find evidence of states’ past behavior shaping
how other states act toward it.30 However, the evidence these studies offer is observational
and, due to the high levels of aggregation, generally rather indirect.31 We thus remain unsure
of the answer to a basic question: do observers’ use a state’s past behavior to predict what
it is likely to do today?

HREP: Perceptions of a state’s resolve will (a) increase if it stood firm in past
crises and (b) decrease if it backed down in past crises.

This hypothesis is consistent with arguments that focus purely on how first-order beliefs—
beliefs about an actor’s traits or behavioral tendencies—change in response to past behavior.
Such arguments are at the center of most theoretical accounts of reputational dynamics.
First-order beliefs are, however, not the only kinds of beliefs that matter. In the next
section, we explore whether reputations can also affect higher-order beliefs—beliefs about
beliefs (about beliefs, and so forth).32

24A state’s reputation for resolve encompasses a number of more specific reputations—such as those
for military competence, cost tolerance, and overconfidence—that concern characteristics that affect its
probability for standing firm. The extent to which behavior in one dispute affects how a state is expected to
act in another dispute depends on a number of factors; for an in-depth discussion see Dafoe, Renshon, and
Huth 2014.

25Huth 1997.
26Jervis 1970, p. 6.
27Schelling 1966, p. 124. We focus on reputations for resolve in coercive settings, but there is an equally

extensive literature on the importance of reputation for achieving mutually beneficial outcomes, see e.g. Keo-
hane 1984; Sartori 2002; Simmons 2010; Tomz 2007. Crescenzi 2017 discusses both conflict and cooperation
in a unified framework.

28Mercer 1996, pp. 45-47, 212.
29Press 2005, p. 10.
30Evidence of the impact of other states’ reputation in the context of conflict can be found in studies of

dispute initiation, e.g. Crescenzi 2007; Weisiger and Yarhi-Milo 2015; war onset, e.g. Crescenzi, Kathman,
and Long 2007; and military alliances, e.g. Crescenzi et al. 2012; Gibler 2008; LeVeck and Narang 2017;
Mattes 2012.

31For recent experimental work, which focuses on first-order beliefs, see Kertzer 2016; Kertzer, Renshon,
and Yarhi-Milo 2015; Renshon, Dafoe, and Huth 2016.

32For more elaborate theoretical discussions of higher-order beliefs in the realm of international politics,
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2.3 Reputational Effects and Higher-Order Beliefs

Consider the hypothetical scenario in which state A is in a dispute with state B and is
considering whether to escalate. A has some sense of how likely B would be to stand firm,
but she is not sure. A then observes B behaving resolutely in some other dispute, and,
after considering that B might, say, be more militarily capable than A originally thought, A
updates her beliefs about B’s resolve accordingly. We can call this a first-order reputational
effect, in which one side updates its beliefs about its opponent’s characteristics or behavioral
tendencies solely on the basis of that opponent’s past behavior, and not on higher-order
reasoning. We could, in principle, identify first-order effects if we had a context where A
observes B’s past actions, but A (correctly) believes that B (incorrectly) believes that A did
not observe this. To identify first-order effects, one needs to interrupt the spiral of inference
that arises from mutual knowledge.

However, in most settings we do have some degree of mutual, higher-order, or common
knowledge of events. B, after having publicly stood firm in the other dispute, could infer
that A is likely to have updated her beliefs about B’s future resolve, reducing A’s resolve,
which will then make B more resolved still. This, if known to A, will again decrease A’s
resolve, and so on. If actors make inferences in this way, the first-order reputational effect
will be joined by higher-order effects. In that case, the first-order and higher-order effects
together make up the total reputational effect, which refers to the full shift in the balance of
resolve between two actors due to a single reputational shock.

In theory, when we take into account this higher-order effect, even a relatively small
first-order reputational effect can cascade into a large change in the balance of resolve.
Recall that in Section 2.1 we defined A’s resolve as RA = P (SF |XA), where XA stands for
aspects of the world that affect this probability (and that A has some beliefs over). Our
argument is essentially that in many strategic contexts XA includes not just the exogenous
factors emphasized in the modeling literature, the internal traits emphasized in psychological
accounts, but also beliefs about the other actor, including, critically, their resolve. A’s
resolve, RA, is decreasing in (her beliefs about) B’s resolve, R̂B, and vice versa. In other
words, resolve is interdependent.

HINT: Perceptions of a state’s resolve will (a) increase when there is a decrease in
perceptions of its opponent’s resolve, and (b) decrease when there is an increase
in perceptions of its opponent’s resolve.

There are two principal reasons why we may not expect this hypothesis to hold. The first
is that respondents do not form higher-order beliefs because they lack the ability. Kertzer,
for example, argues that in many situations with higher-order uncertainty about resolve
“the complex nature of the decision-making environment actors face stretches far beyond
the limits of human cognition.”33 And even if they have the ability, respondents may simply
not be sufficiently confident in their higher-order beliefs to have them affect their assessments
of resolve. If this were the case, we would expect to see no evidence of interdependence.

The second reason is that ours is not in fact the only possible relationship between higher-
order reasoning and the size and direction of reputational effects. We have argued that the

see O’Neill 1999 and Morrow 2014.
33Kertzer 2016, p. 149; see also Mercer 2012.
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interdependence of resolve implies that a state that stood firm will get a bigger reputational
bonus, whereas a state that backed down will get a bigger penalty. In what Jervis labels the
“domino theory paradox” and Press “never again theory,” however, higher-order effects run
counter to the first-order effect.34 Domino theory, which undergirded much of US foreign
policy during the Cold War, holds that others would infer from a state’s backing down in
one situation that it would be more likely to do so in other situations as well. A state that
believed in the domino theory thus held beliefs about its allies’ and opponents’ beliefs. The
paradox is that these higher-order beliefs may be “self-defeating.”

An actor who has had to back down once will feel especially strong incentives to
prevail the next time in order to show that the domino theory is not correct, or
at least does not apply to him. In other words, an actor who believes the domino
theory—or who believes that others accept it—will have incentives to act con-
trary to it. Indeed, statesmen sometimes respond to a defeat by warning others
that this history will make them extremely resistant to retreating again. Further-
more, if others foresee this, they will expect a defeated actor to be particularly
unyielding in the next confrontation.35

The domino theory paradox says, in short, that when actors engage in higher-order reasoning,
the higher-order effects don’t increase the size of a first-order reputational effect but instead
change its sign.

HDTP: Perceptions of a state’s resolve will increase when it backed down recently
and has a prior reputation to recover.

3 Research Design

The scientific study of reputations for resolve has been limited by their inaccessibility. Repu-
tations consist of perceptions, which exist in people’s minds and are not directly observable.
Public statements are often unreliable because actors have incentives to misrepresent their
beliefs, but even private deliberations could lead us astray. To the extent that an opponent’s
reputation is a constant during a crisis and is common knowledge among decisionmakers,
discussions are likely to focus on new information such as troop movements even if reputa-
tion matters.36 Reputational inferences, given their evolutionary importance, may also be
so automatic that they are made subconsciously.37 These difficulties were acknowledged by
Snyder and Diesing, early skeptics of reputational arguments, who noted their inability to
find much evidence of reputational inferences in case histories “may be only an artifact of
the record.”38

To overcome these challenges we employ a scenario-based survey experiment to study
perceptions of resolve. In these experiments, respondents are told about a scenario, features

34Jervis 1991; Press 2005.
35Jervis 1991, pp. 36-37.
36Weisiger and Yarhi-Milo 2015.
37Bowles and Gintis 2011; Nowak 2006.
38Snyder and Diesing 1977, p. 496.
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of which are randomly varied or omitted, and then asked about their opinions or beliefs.
Survey experiments are especially suitable for research questions about how people incor-
porate, interpret, and act on particular types of information,39 and these are precisely the
questions scholars of reputation are interested in. However, like any method, they also have
potential limitations; we discuss these in Section 5. Below, before presenting the results, we
first review the survey design and the sample in more detail.

3.1 Survey

The respondent is given an abstract scenario about two countries (A and B) engaged in a
territorial dispute. The features of the scenario are presented in a bullet list format, each
assigned with some probability independent of each other (a full factorial design). Each
feature (variable) has several different levels, including the absence of information. For the
full text of the survey and treatment allocations, see Appendix B.40

The first feature is the regime types of the two countries, either democracy or dictatorship.
The second feature relates to the military capabilities of the countries, with A having either
“substantially stronger military forces” than B, being “about equally strong,” or B being
substantially stronger. In all conditions except no information, the respondent then reads
“Neither country has nuclear weapons.”

The respondent then reads the reputational feature of the scenario, the history of crisis
interactions. This bullet involves two variables: whether A stood firm in the past or not,
and whether A’s previous conflicts were against B or other countries.

According to most impartial observers, of the three most recent major interna-
tional crises that Country A has faced against [other countries / Country B ],
Country A [did not back down and Country A achieved its aims / backed down
in each crisis and failed to achieve its aims ].

There is a also a special Domino Theory Paradox version of this manipulation, in which
of the four previous crises, A stood firm in three of them, but backed down in the most
recent crisis. Some respondents do not get any information about prior crisis interactions.
Those respondents who read about prior crisis interactions are also informed whether A’s
past crises occurred under the current or a previous leader.

Next, the vignette includes experimental features related to the history of the dispute
and about recent threats and promises that were exchanged.41 The scenario concludes by
stating that the crisis is serious and that many observers consider major military action in
the near future likely. Respondents are then asked the primary outcome question for both
countries:

39Mutz 2011.
40In this paper we focus only on the effects of the reputational treatments, so we do not discuss the other

manipulations in detail. The full results can be found in Appendix C.
41The vignette experimentally manipulates a large number of features, yielding a total of 8,640 cells. In

this, it is similar to related survey techniques such as conjoint analysis (Hainmueller, Hopkins, and Yamamoto
2014). We discuss the advantages and possible disadvantages of factorial vignette experiments with many
manipulations in Appendix B.3.
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What is your best estimate, given the information available, about whether Coun-
try A/B will back down in this dispute?

Respondents have five options, ranging from “very unlikely” (0% to 20% chance) to “very
likely” (80% to 100% chance). Recall from our discussion in Section 2 that this question
maps exactly on to our conceptualization of resolve. 42

3.2 Sample

The survey was administered to a sample of quasi-elites: people who are highly informed and
interested in foreign policy. These kinds of people are more likely to shape public opinion
about foreign policy and to have similar backgrounds and worldviews to those of leaders and
high-level elites. Respondents were recruited through Stephen Walt’s Foreign Policy blog.
On August 1st 2011 Walt posted a blog entry inviting readers to “Become a data point!”
(see Appendix B.1). From this advertisement, over 1,000 respondents took the survey. The
sample is highly educated. Of those 87% who answered the demographic questions, 83%
reported having a college degree or higher, and 50% a postgraduate degree. In terms of
expertise, 60% claimed to have “particular expertise with foreign affairs, military affairs,
or international relations.” Politically, the group leans Democratic: 89% claimed to agree
more with the policies of Democrats (11% more with the policies of Republicans). The
respondents were 88% male, which is far from representative of the general population but
not obviously unrepresentative of foreign policy elites. More descriptive details about the
sample are provided in Appendix A.

There may be worries that the distinctive features of this sample would bias our estimates
of the impact of reputation on perceptions of resolve. The two most apparent differences
between these respondents and other foreign policy elites are that, first, they are more likely
to be Democrats, and, second, they will be closer to the particular foreign policy views
of Stephen Walt. We argue that, if anything, these features will lead us to underestimate
the effect of reputation. First, liberals are generally less likely than conservatives to invoke
concerns over credibility, reputation, and honor in their formulation of foreign policy.43

Second, Walt has repeatedly argued against the importance of reputation.44

Yet these arguments leave open questions about whether we can generalize from our
sample to the population of foreign policy elites at large. Ideally, one would run this experi-
ment on key decision-makers (military leaders, foreign policy advisors, politicians), but such
subjects are typically not easily accessible, and even if they are it is usually as part of an
unrepresentative convenience sample. Ultimately, though our sample allows us to examine
the inferences of people that are relatively close to our target population, questions about

42Similar questions were used in Renshon, Dafoe, and Huth 2016 and Kertzer, Renshon, and Yarhi-Milo
2015, showing the similarity in the underlying conceptualization of resolve.

43Trager and Vavreck 2011.
44For recent examples, see Walt 2015, 2016. A further difference is that our respondents are likely to

have less decision-making experience than our population of interest. Hafner-Burton, Hughes, and Victor
2013 argue that such experience increases the prevalence of strategic behavior, and Tingley and Walter 2011
show that experienced players care more about reputation than inexperienced ones when playing repeated
games. This is further reason to expect that our results are like to be, if anything, underestimations of the
reputational effects that would be found in our population of interest.
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generalizability cannot be answered by single studies.45 We discuss these in more detail in
Section 5.

4 Results

Do reputations for resolve play an important role in compellence and deterrence, or do
observers mostly infer resolve from other factors such as material capabilities? To preview,
the results below strongly suggest that the former is the case: when respondents are told that
a country has stood firm in the past they consider it much more likely to stand firm today,
even when they can draw on other information to make their inferences. This reputational
effect is the largest effect of all manipulations in the experiment. We also find evidence that
resolve is interdependent, and estimate that higher-order belief updating is responsible for
a large proportion of the observed effect of past behavior on the balance of resolve (40%-
70%).46

4.1 Can States Build Reputations for Resolve?

The first hypothesis considers the simple question of whether information about a country’s
past behavior affects perceptions of their current resolve. We find strong evidence that it
does. Respondents who were told that “Country A did not back down and Country A
achieved its aims” in past crises thought that A was significantly more likely to stand firm
than those that received no information about past behavior (a 10 percentage point increase,
from 60% to 70%). Similarly, when A “backed down in each crisis and failed to achieve its
aims,” respondents thought A was roughly 10 percentage points more likely to back down.
These effects are both highly significant (Figure 1).

The reputational treatment has the largest effect of all manipulations in the survey. The
effect of going from a history of backing down to a history of standing firm is about 20 per-
centage points, which represents a quarter of the total range of the resolve variable.47 This
reputational effect is roughly twice the size of the second-largest effect, information about
power: going from B having “substantially stronger military forces” (minimum capabilities
from A’s perspective) to A having “substantially stronger military forces” (maximum capa-
bilities) increases perceptions of A’s resolve by roughly 10 percentage points.48 In sum, we
find strong support for HREP.

Is this reputational effect general or driven by a particular subset of respondents or
treatment conditions? Skeptics of reputational arguments acknowledge, for instance, that
past behavior might matter, but only to the extent that “a decision maker uses an adversary’s
history of keeping commitments to assess the adversary’s interests or military power.”49 An

45McDermott 2011, p. 34.
46To simplify presentation, the main results are shown graphically below. Full regression tables can be

found in Appendix C.3.
47The minimum likelihood respondents could give for A standing firm is 10% (0-20%), the maximum 90%

(80-100%). This effect is approximately equal to one standard deviation of the resolve variable (µ = 62%,
σ = 21%), which is equivalent to a Cohen’s d = 1; Cohen offered d = 0.8 as a “big” effect.

48The results for the non-reputational manipulations are shown in Appendix C.2.
49Press 2005, p. 21.
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Figure 1: The effect of A’s past behavior on perceptions of A’s resolve. The effects are
relative to a baseline of respondents that received no information about A’s past behavior,
who put A’s probability of standing firm at roughly 60%. The x-axis displays percentage

point change; horizontal lines represent 90% and 95% confidence intervals.

observable implication of this view is that we should only see effects of past behavior on those
respondents that were not told what the balance of power between the two sides was. We
find, however, that the reputational effect persists among respondents who were told about
relative military capabilities (Figure 12 in Appendix C.1).50 Consistent with the idea that the
effect of past behavior results in part from observers using past behavior to make inferences
about other features of a situation, we find that the reputational effect is slightly smaller
among respondents who randomly received more information in their scenario description.51

Yet even among respondents who received information about all 8 manipulated features
of the scenario, the reputational effect remained above 10 percentage points (Figure 11 in
Appendix C.1).52

In contrast, we find no evidence for HDTP. Recall that the domino theory paradox says
that observers may judge states that back down once after a history of standing firm to
be more rather than less resolved. This is because the recent loss gives that state a strong
incentive to regain its reputation for resolve. To test this idea, we can compare assessments
of A’s resolve among respondents who were told that A stood firm in three previous crises
with assessments among respondents who were told that, of the four past crises, Country
A “succeeded in achieving its aims in three crises, but backed down and failed to achieve
its aims in the most recent crisis.” As Figure 1 shows, backing down in the most recent
crisis after a history of standing firm reduces perceived resolve by about 8 percentage points
compared to a history of standing firm (p < 0.0001), which nearly returns perceived resolve
to baseline (where no information about past actions was provided). In other words, a single

50We do not manipulate interests, but Kertzer, Renshon, and Yarhi-Milo 2015, p. 22 find similar results
when doing so: even when told that one side has high stakes and high relative power, the effect of past
behavior on perceptions of resolve is large and significant.

51Recall from Section 3.1 that all treatments had a “no information” option, meaning some respondents
randomly received no information about several features of the scenario.

52Appendix C.1 also provides evidence that reputational effects persist across state leaders and across
demographic subgroups of respondents, including those defined by gender, education, political affiliation,
and cultural background.
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back-down, rather than helping, almost entirely cancels out the reputational gains that A
achieved by standing firm and winning the initial three crises.53

4.2 Do Higher-Order Beliefs Contribute to Reputational Effects?

The results above suggest that reputational effects—the effect of A’s past behavior on per-
ceptions of A’s characteristics or behavioral tendencies—are large and robust. In other
studies that find similar effects, this result has typically been interpreted as due to first-
order belief updating: A takes an action, and observers update their beliefs about A. Yet
inferences might not stop there. As discussed in Section 2.3, the total reputational effect
may be a lot larger than the first-order reputational effect alone. To test this idea, we need
a treatment that, first, affects beliefs about A’s resolve but that, second, cannot affect B’s
resolve through any channel except (beliefs about) A’s resolve. If we find an effect of this
treatment on B’s resolve it strongly suggests that perceptions of B’s resolve are affected by
perceptions of A’s resolve—in other words, that respondents form higher-order beliefs and
that they consider resolve interdependent.

To define our estimand more formally, we expand on our notation from Section 2.1. First,
let k denote a level of belief updating, and R̂k

i beliefs about actor i’s resolve after the kth
level of updating. Next, define ∆R̂k

i as the change in beliefs about actor i’s resolve after the
kth level of updating, i.e. R̂k

i − R̂k−1
i . The “direct” or “immediate” effect of our treatment

T , information about A’s past behavior, is given by ∆R̂1
i = R̂1

i − R̂0
i , where R̂0

i refers
to perceptions of i’s resolve before observing T . To test our interdependence hypothesis,
our treatment, as noted above, needs to fulfill two conditions analogous to the identifying
assumptions in instrumental variable analysis: (C1 ) ∆R̂1

A > 0 (instrument strength) and
(C2 ) ∆R̂1

B = 0 (exclusion restriction). These assumptions and our model of the updating
process are shown graphically in Figure 2.54

Suppose T is the observation that A stood firm against some actor C in the past, and
observers go through two levels of belief updating. Our argument suggests that we should
see ∆R̂1

A > 0, and, by interdependence, ∆R̂2
B < 0. In this situation, our estimand, which

we will call the interdependence coefficient and label θ, would be given by
∆R̂2

B

∆R̂1
A

. This ratio

tells us by how much an immediate one-unit change in A’s (perceived) resolve subsequently
changes B’s (perceived) resolve. As a simple numerical example, if a 10 percentage point
increase in A’s resolve decreases B’s resolve by 5 percentage points, θ = −5

10
= −0.5. More

generally, if we assume that the interdependence of resolve is symmetric across actors, such

that, say,
∆R̂2

B

∆R̂1
A

=
∆R̂3

A

∆R̂2
B

, and constant across levels of updating, such that, say,
∆R̂2

B

∆R̂1
A

=
∆R̂4

B

∆R̂3
A

,

this implies θ =
∆R̂k

A

∆R̂k−1
B

=
∆R̂k

B

∆R̂k−1
A

for all k ∈ N. Under these assumptions, we can empirically

estimate θ by taking the ratio of the observed total effect of treatment on B’s and A’s resolve,

53Given these results, to simplify the presentation in most subsequent analyses we collapse the past actions
conditions into a new variable set to 1 when Country A stood firm in the past three crises, to -1 when Country
A backed down in the past three crises, and to 0 when there is no information or one back down after a
history of not backing down. This baseline category will still be referred to as “no information” for short.

54For ease of exposition, we discuss belief updating in explicit terms here. In many real-life situations, of
course, much of this process happens implicitly or subconsciously. We return to this point in Section 5.2.
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Figure 2: A model of belief updating, where k denotes the level of belief updating (in this
example an actor implicitly or explicitly reasons through four levels), Rk

i denotes beliefs
about actor i’s resolve after the kth level of updating, and ∆Rk

i for the change in beliefs
about i’s resolve due to the kth level of updating. For identification, our treatment T

should have a first-order effect on beliefs about A’s resolve (C1, instrument strength) but
no effect on B’s resolve (C2, exclusion restriction). If this is the case, the grey dotted lines

have ∆Rk
i = 0 and the thick black lines ∆Rk

i = ∆Rk−1
j × θ, and we can estimate θ as ∆R̂B

∆R̂A

under fairly weak assumptions (see main text and Appendix D).

∆R̂B

∆R̂A
(see Appendix D for a proof). We can now state our interdependent resolve hypothesis

more precisely as HINT : θ < 0.
Most treatments do not satisfy the exclusion restriction, in that we cannot reasonably

assume ∆R̂1
B = 0. An example of such a treatment that violates the exclusion restriction is

A’s past behavior against B. Information that A stood firm in past crises between A and
B provides information about B, and the A-B dyad, as well as about A (top half, Figure
3). Thus, we cannot infer from such a treatment that it is the increase in perceptions of A’s
resolve that decreased B’s resolve—observers could also have directly updated their beliefs
about, say, B’s dispositional determination or domestic audiences.

We argue that A’s past actions against countries other than B is a treatment that is
very likely to satisfy the exclusion restriction.55 When given information about A’s extra-
dyadic behavior, observers could use this to make inferences about how much A values its
reputation, whether A’s domestic public is liable to punish leaders for backing down, or any
other factor that shapes A’s resolve. But the treatment is uninformative about A and B’s
relationship, each side’s valuation of the territory currently under dispute, or other factors
that could reasonably directly shape perceptions of B’s resolve—except, that is, through
perceptions of A’s resolve.

We find that A’s behavior against other countries significantly affects perceptions of B’s
resolve in the expected direction (bottom half, Figure 3). Respondents who were told that A

55We say “likely” because we do not observe respondents’ belief updating processes directly and thus
cannot definitively prove the exclusion restriction holds (as is the case for all instrumental variable-type
identification). For a more elaborate discussion of identifying assumptions in survey experiments, see Dafoe,
Zhang, and Caughey 2017.
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Figure 3: The effect of A’s past behavior, disaggregated by dyad, on perceptions of A’s and
B’s resolve. The effects are relative to a baseline of respondents that received no

information about A’s past behavior, who put A’s probability of standing firm at roughly
60%. The x-axis displays percentage point change; horizontal lines represent 90% and 95%

confidence intervals.

stood firm against other countries in the past assess B’s resolve to be roughly 7 percentage
points lower relative to baseline, and A backing down against other countries leads to a
similar increase in perceptions of B’s resolve. For A standing firm in extra-dyadic crises,
θ̂ = −.065

.091
= −.71, and for A backing down in extra-dyadic crises, θ̂ = .074

−.098
= −.75. Both of

these effects are statistically significant, lending strong support to HINT.56

4.3 The Interdependence Multiplier

So far, we have demonstrated that reputational effects exist and that they at least par-
tially result from higher-order belief dynamics. But how important are higher-order belief
dynamics? Can we estimate the proportion of the total reputational effect—defined as the
effect of our reputational manipulation on the overall difference in resolve between A and
B (|∆R̂A| + |∆R̂B|)—that is attributable to higher-order belief updating, as opposed to
first-order belief updating?

To help us answer this question, define the interdependence multiplier (IM) as the factor
by which a first-order reputational effect will need to be multiplied in order to obtain the
total reputational effect. In our simple formalization, the magnitude of the interdependence
multiplier depends on two parameters: the interdependence coefficient, θ, and the number
of levels of belief updating, which we label n.57 Given our model (and assuming |θ| < 1),

56p ≈ 0.006 and p ≈ 0.01, respectively, with bootstrapped 95% confidence intervals of (-1.22, -.22) and
(-1.32, -.18).

57Generally, when we say an actor has nth order beliefs, they hold beliefs about the beliefs of others up
to the (n− 1)th order. Actors that have only first-order beliefs have no informative beliefs about the others’
beliefs; for a more extensive discussion, see, e.g., Camerer, Ho, and Chong 2004. In our context, n can be
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Appendix D.2 derives the IM to be, for any n,

IM =

(
1− |θ|n

1− |θ|

)
which converges to 1/(1 − |θ|) as n → ∞, a situation with “common knowledge” in which
everybody knows about a fact or event, knows that everybody knows it, and so on.

To illustrate, consider a context where θ = −.73 (the average of our two estimates above)
and n = 3, which implies 1−0.733

1−.73
= 2.26. Suppose, as a hypothetical example, that A is

considered five percentage points less likely to stand firm due to the treatment (∆R̂1
A = −5).

The respondent reasons, however, that B will become more resolved after inferring this
change. Specifically, B’s resolve increases by −5× θ percentage points (∆R̂2

B = 3.65). This,
in turn, will decrease A’s resolve by 3.65× θ (∆R̂3

A = −2.66). The total reputational effect
would be |∆R̂1

A| + |∆R̂2
B| + |∆R̂3

A| = 11.3 percentage points, which equals the (absolute)
first-order reputational effect multiplied by a factor of 2.26.
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Figure 4: The relationship between |θ|, n, and the magnitude of the Interdependence
Multiplier (IM). The IM tells us by how much the first-order reputational effect should be
multiplied in order to arrive at the total reputational effect. Vertical line indicates |θ̂| = .73

Figure 4 plots the magnitude of the IM across values of θ and n. At one extreme,
when n = 1, resolve is not interdependent at all and the total reputational effect will be
equal to the first-order reputation effect. (This, implicitly, has been the assumption in most
past discussions of reputation.) At the other extreme, if it is plausible to assume common
knowledge, the total reputational effect is more than twice as large as the first-order effect
for any |θ| > 0.5, and nearly four times as large at |θ̂| = .73.58

operationalized as the number of levels of belief updating a respondent goes through, i.e. what k they reach.
58 As θ → 1, IM →∞, which means that even an ε change in perceptions decides the contest of resolve.

Substantively, this can be seen as the most extreme version of a “blinking” story in which a single blink
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Between these extremes, IM ’s magnitude is substantial across a range of parameter
values, which underscores the point that in many situations higher-order beliefs will be
responsible for a large proportion of any given total reputational effect. Due to the fact that
n is not readily observable, it is not possible to precisely estimate how much of our observed
total reputational effects are attributable to first-order versus higher-order belief updating.
It is, however, possible to derive bounds. For our θ̂ = −.73, IM = 1.73 when n = 2,59

which suggests the higher-order effects would be responsible for roughly 40% of the total
reputational effect. When we have common knowledge (n = ∞), IM = 3.7, meaning the
higher-order effects constitute just over 70% of the total reputational effect (see Appendix
D.2).60

5 Discussion

So far, we have argued that many discussions of reputation have overlooked an important
dimension of compellence and deterrence, namely higher-order beliefs. We then provided
evidence for the plausibility of our argument in the context of a survey vignette. This context
allows us to observe the effect of higher-order belief updating in a way that is difficult to
do in the real world, but the abstractness of the setting also has downsides. This section
discusses external validity and whether and when we should expect our arguments to apply
in the messier context of real-world bargaining situations.

5.1 External Validity

The study of reputations has long been hampered by a lack of direct access to the beliefs
they are composed of. To complement existing research based on observational evidence,
we used a survey experiment to overcome some of the methodological obstacles to studying
perception. Yet survey experiments have their own shortcomings, of which a notable one is
external validity.

External validity concerns come in several flavors. One is the mapping of a particular
sample to the population of interest. We are primarily concerned with the inferences that
policy elites make, but this group is difficult to access in sufficient numbers for an experi-
mental study. To approximate our population of interest, we instead recruited a sample of
quasi-elite respondents who are highly informed and interested in foreign policy. This is not

completely determines the outcome.
59n = 2 seems a reasonable lower bound given that we observe effects of A’s past actions against C on

perceptions of B’s resolve that are inconsistent with n < 2.
60The above adopts the simplifying assumption that a linear function is a meaningful parameterization

for the interdependence of resolve (for which θ is the slope). Future work could explore a more general
functional form mapping a change in A’s perception of B’s resolve, and A’s “prior” resolve, to the marginal
change in A’s resolve: fA(∆(R̂k−1

B ), R̂k−1
B , Rk

A). For example, it’s plausible that the impact of ∆R̂k−1
B has a

sigmoidal shape like the logistic function, where the slope is greatest at intermediate values of R̂k−1
B (where

A is most likely to be indifferent between escalating and backing down) and Rk
A (where Rk

A has the farthest
to move in either direction). This conjecture can be grounded in analysis of Chicken using Quantal Response
Equilibrium, where a player’s best response function is smooth in the other’s strategy and in fact logistically
shaped; see Goeree, Holt, and Palfrey 2016.
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a perfect solution, but, as we noted in Section 3.2, our sample also differs from the general
elite population in several ways that are, if anything, likely to lead us to underestimate
actual elites’ preoccupation with reputation.

A second external validity concern is the level of abstraction and realism in survey sce-
narios. Throughout the survey and this paper, we referred to two actors, A and B, for the
sake of simplicity, and the scenarios respondents read were typically 100-150 words. This
concern can partly be addressed by making scenarios more realistic by, for instance, making
the scenario about actual countries.61 Indeed, recent research recovers reputational effects
of a very similar magnitude to those found here, using a detailed realistic crisis scenario
between the US and Iran.62 At the same time, it is of course not possible to create environ-
ments similar to those faced by real-life decision-makers through surveys alone, and it is best
to complement survey experiments with other kinds of evidence. Though more systematic
observational work will have to await future research, we offer some preliminary supportive
evidence below.

5.2 Interdependent Resolve in Real Life

We have argued that the extent to which resolve is interdependent depends on the degree
of interdependence (operationalized as θ above), and the order to which people form beliefs
(labeled n above). How can we recognize these abstract concepts in real life, and where
should we look for them? Under what circumstances should we expect our arguments to be
most important?

5.2.1 Higher-Order Beliefs

Let us begin with the more familiar of these two concepts, the order to which people form
beliefs. A first question, as discussed in Section 2.3, is whether decision-makers are in fact
able to engage in complex higher-order reasoning.63 Evidence from a variety of contexts
suggests this to be the case. Behavioral evidence from games where higher-order beliefs
can be detected suggests that most people at least form second-order beliefs, with many
going to higher orders as well.64 The size of the famous “bystander effect” also varies greatly
depending on the extent to which the situation allows bystanders to form beliefs about other
bystanders’ beliefs.65 In a field experiment in Benin, voters who were given information about
politicians’ behavior punished poor and rewarded good performance only when they thought
that others had access to this information as well, suggesting an intuitive understanding of

61Tingley 2017.
62Renshon, Dafoe, and Huth 2016.
63Kertzer 2016; Mercer 2012.
64See, e.g., Camerer, Ho, and Chong 2004; Nagel 1995. Camerer 2003, Ch. 7-8, documents substantial

heterogeneity in the extent to which people are able to reason strategically and achieve optimal outcomes.
As Rathbun, Kertzer, and Paradis 2017 suggest, investigating the sources of such variation in “strategic
rationality” is an especially interesting area for future research. Hafner-Burton, Hughes, and Victor 2013
argue that such behaviors increase with expertise, suggesting experts and decision-makers have probably
internalized higher-order reasoning more than the population at large.

65Thomas et al. 2016; see also Thomas et al. 2014.
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coordination dynamics.66 Other studies similarly show that interventions aiming to change
higher-order beliefs often succeed in shifting communities away from socially suboptimal
equilibria.67

That people often can and do engage in higher-order reasoning often takes place is also
evinced by the importance placed on higher-order beliefs by elites. Medieval kings organized
processions to create the impression among citizens that the rest of the population considered
them legitimate;68 autocracies faced with unsatisfied publics attempt to keep everyone in the
dark about their neighbors’ opinions;69 and states attempt to get others to stake an ally’s
reputation in the belief that the ally will subsequently consider its hands tied, as when Israel
tried to get the US to explicitly commit to a red line on Iran’s nuclear program.70

These contexts also serve as examples of the second important variable that determines
how much higher-order reasoning takes place: publicity.71 When Israel tried to get the US to
declare a policy on Iran’s nuclear program, for instance, it didn’t just want a private assertion
but a public one. The public nature of warfare is commonly argued to play a role in conflict
termination. Slantchev, for example, argues that wars end when “opponents succeed in
coordinating their expectations.”72 The US-Mexico War in the 1840s “clearly demonstrated
American military superiority, and common knowledge of this superiority dissuaded Mexico
from reattacking after war’s end.”73 A clear and public outcome in a war, in other words,
aligns actors’ higher-order as well as first-order beliefs, thus allowing peace to persist.74

Our theory does not require that actors always run through every step of the inferential
process in a deliberate, explicit, conscious way. Higher-order beliefs can be incorporated into
decision-making subconsciously, implicitly, or heuristically. Consider Chwe’s discussion of
traffic behavior: “I stop at a red traffic light out of habit, but a fully specified argument for
doing so would involve an infinite regress: I stop because I think that other people are going,
and I think that other people are going because I think that they think that I am stopping,
and so on.”75 Children display a great degree of higher-order understanding early on in

66Adida et al. 2016.
67See Bicchieri 2016, for a review.
68Chwe 2001, pp. 20-21.
69Kuran 1995.
70McManus 2014, p. 726. Further examples can be found in Jervis 1978, p. 180 and Trager 2017, Ch. 1,

among many others.
71This argument differs from the audience cost literature, which has also emphasized the importance of

publicity. In our story, publicity can affect perceptions of resolve not only by involving a domestic political
constituency but by creating common beliefs among a set of relevant actors, such as other states.

72Slantchev 2003, p. 621. Schultz 2014 and Carter 2017 discuss the role of coordinated expectations in
resolving territorial disputs.

73Reiter 2009, p. 36.
74Acharya and Grillo 2015 and Chadefaux 2015 formally show that higher-order uncertainty about various

aspects of the world can lead to war even when first-order beliefs are in agreement. Informal accounts of
preemptive war also often rely on arguments about higher-order beliefs: when A believes that B believes
that war is inevitable, A will mobilize (or, going beyond second-order beliefs, war may also result from A
believing that B believes that A believes that war is inevitable, and so on). Wars can also occur when
higher-order beliefs are aligned but first-order beliefs are not. For example, Smith and Stam 2004, p. 787
argue that Austria and Prussia went to war in 1866 because they disagreed about their respective military
capabilities, even though both were aware of and agreed upon the nature of their disagreement.

75Chwe 2001, p. 78. This implies that the observational study of higher-order beliefs faces obstacles similar
to the study of reputation, in that much of the reasoning may go unspoken and thus unrecorded in source
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life, implicitly engaging in complex theorizing about the mental states of others (and about
the complex theories others have of them) long before they can explicitly articulate their
reasoning.76 Many of our daily cultural practices would also be impossible to sustain without
a societal alignment of high-order beliefs about the meaning of items, events, and actions,
as would social conventions such as language or money.77 Yet this alignment generally goes
unnoticed.

In sum, we argue that observers are can and do form higher-order beliefs in many contexts,
or at least act on the basis of habits or conventions that incorporate higher-order belief
dynamics. Whether they do so, however, is partially dependent on contextual factors such
as an event’s publicity. Even when higher-order beliefs are formed, however, the extent to
which they increase the size of a first-order reputational effect depends on a second factor:
the degree of interdependence. We turn to this factor next.

5.2.2 The Degree of Interdependence

The degree of interdependence tells us about the extent to which a change in one side’s
resolve affects the other side’s resolve when the other side becomes aware of this change.
This, too, is affected by several factors. The first is the extent to which the context resembles
a prototypical contest of resolve. The central feature of such contests are that the conflict
would be so costly when both stand firm that losing is preferred to such an outcome, but
that the issue under dispute is sufficiently valuable for a coercive victory to be preferred
to a peaceful compromise. This payoff structure results from the costliness of conflict and
the intensity of the belligerents’ preferences.78 Nuclear crises are the quintessential exam-
ple of such contests,79 but they are not the only ones.80 We expect resolve to be most
interdependent in conflicts that most closely approximate prototypical contests of resolve.

The degree of interdependence is also affected by the extent to which actors are strategic,
in that they condition their decisions on what they think others are likely to do. Actors may
fail to reason or act strategically for various reasons, both voluntary and involuntary. For
example, the importance of resolve in the settings we focus on gives actors a reason to project
an image of unconditional resolve by employing commitment devices when they exist.81 The

material (see Section 3).
76See Wellman 2014, for an overview of research on “theory of mind” in children.
77Pinker 2007; Searle 1995.
78Morrow 1989, p. 941.
79Powell 1990; Schelling 1966.
80In the 1898 Fashoda Crisis, for example, France dispatched a mission to Egypt in an attempt to force

Britain to make concessions. When it became convinced that Britain was more resolved than it initially
believed, the French government backed down and withdrew; see Trachtenberg 2012, pp. 13-16. Many of the
other crises Trachtenberg discusses are similarly good examples. Actual wars can also be contests of resolve,
as Schelling 1966, pp. 200-201 emphasized: “Most of the violence we are familiar with, whether insurgency
in backward areas or the blockade and strategic bombing of World Wars I and II, were tests of endurance
over time in the face of violence over time. There was a limit on how rapidly the violence could be exercised.
The dispenser of violence did not have a reservoir of pain and damage that he could unload as the chose,
but had some maximum rate of delivery; and the question was who could stand it longest, or who would
display that he would ultimately win the contest and so persuade his enemy to yield.”

81This incentive also suggests policymakers are unlikely to discuss the interdependence of their resolve, at
least in public. Acknowledging that you will back down if the other side appears resolved enough is, after
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moment actors truly commit to a strategy—when they truly throw their only steering wheel
out of the window in a game of Chicken—they have effectively set their interdependence
coefficient to 0: if they subsequently change their beliefs about their opponent’s resolve,
their own resolve, now fully determined by their locked-in strategy, remains unchanged.
Absolute commitments, however, are exceedingly difficult and risky to make so in the real
world resolve will almost always be interdependent at least to a small extent.82

A third and related factor is the concentration of decision-making authority : when leaders
have the ability to change course quickly, their resolve is likely to depend more on the other
side’s resolve. If, on the other hand, authority is diffuse, it will be difficult for a country
to change course in the face of new information. One example is the delegation of military
decision-making to local commanders, who can then choose to stand firm or back down in
their theater of operations. This is occasionally necessary from a practical perspective,83

but also means that the government has less flexibility (an outcome it may or may not be
happy with). Another obstacle to short-term policy change in response to belief updating
is the number of veto players in a political system.84 To the extent that this number is
correlated with regime type, there is reason to think that the resolve of democracies is less
interdependent than that of their autocratic counterparts. Audience cost arguments have
also emphasized how regime type might facilitate commitment by giving policymakers the
ability to lock themselves in to a certain policy.85

A fourth and final factor affecting the degree of interdependence is the observability of
resolve. When an actor’s resolve can be perceived clearly, it is likely to affect its opponent’s
calculations more strongly than if its opponent only has a mere hunch to go on. Resolve is
likely to be more observable the more an actor’s deliberative processes are public, or when op-
ponents share a cultural understanding of the meaning of certain behaviors or events, which
allows them to communicate without (unintended) ambiguity.86 Public and unambiguous
events can affirm or shift the higher-order beliefs of multiple actors at once. Yet updating
can also happen in response to the acquisition of private information. The interdependence
of resolve was on clear display, for example, during the Washington Disarmament Confer-
ence in 1921. At one point in the negotiations, the United States broke Japan’s ciphers,
allowing it to read Tokyo’s private diplomatic communication. One note from the Japanese
government to its representatives stated the absolute minimum naval tonnage ratio that it
would be willing to accept. “Knowing how far Japan could be pushed ... allowed the United

all, unlikely to improve your bargaining position.
82Similarly, inherent limitations on actors’ strategic reasoning abilities may decrease the degree of inter-

dependence but are unlikely to eliminate it entirely.
83Prior to the advent of modern communications technology, for instance, fighting often continued locally

after having been ended by the main parties because local commanders could not be reached to inform them
of the war’s end. This is hardly ever an issue today, of course, but all military forces still retain at least some
decentralized decision-making authority. During the Cold War, many governments considered introducing
an element of automaticity in retaliation and resistance in times of crisis by delegating policy authority to
on-the-ground forces; see Schelling 1966, pp. 38-39, 42, 50 for some good examples.

84Tsebelis 2002.
85Fearon 1994.
86This is not to say actors will always try to be unambiguous. Pinker, Nowak, and Lee 2008 discuss how

“indirect speech” is strategically used in many situations to introduce higher-order uncertainty. This kind
of speech is a hallmark of diplomatic communication. See also O’Neill 1999, pp. 153-154.
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States to do so with full confidence, merely waiting for the Japanese to give in.”87 In other
words, when Japan’s (lack of) resolve became perfectly observable to the US, American
resolve dramatically increased in response.

6 The Prison of Mutual Expectations

“Each party is the prisoner or the beneficiary of their mutual expectations.”
—Thomas Schelling88

Reputations have long been considered central to success in the realm of international
politics. Many are skeptical, however, that states can build reputations through displays of
resolve—given that each conflict is unique, why should leaders use a country’s past actions
to predict current behavior? Drawing on evidence from a survey experiment on a sample
of quasi-elites that allows us to more directly observe reputational inferences, this paper
reinforces the findings of other recent studies that states and leaders are, in fact, able to
form reputations and use them to their advantage.89

The arguments presented in this paper, however, suggest that leaders may be right to
place as much value on reputations as they do even if others do not in fact update their
first-order beliefs in response to past behavior. If A displays her resolve against C but fails
to immediately impress B in doing so, B may nonetheless eventually be more likely to back
down in a dispute with A if B comes to believe that A believes that she impressed B. Or B’s
confidence may be shaken if B believes that a somewhat unreliable ally, D, believes (perhaps
incorrectly) that A is now more or B is now less resolved, increasing the probability that D
abandons B. Only by incorporating higher-order belief dynamics into our analyses can many
features of international political life be fully understood.90 The importance and pursuit of
reputations for resolve is one of them.

Schelling recognized that sets of beliefs can act as prisons (or paradises), making certain
situations exceedingly hard for actors to escape. How and when they do so—how and when
such prisons are built, maintained, and destroyed—is a central question that spans the social
sciences. Higher-order belief dynamics are an area of life that can only be understood by
combining insights of psychological, cultural, and strategic approaches: whether and how one
actor forms and acts on beliefs about another actor’s beliefs depends on cognitive processes,
systems of social meaning, and the anticipated consequences of different courses of action.
These dynamics are incredibly complex and will require a lot more effort to fully understand.
But given their importance across all domains of social, economic, and political life—from
linguistic practices91 to cultural rituals92 to law93 to gender inequality94 to normative95 and

87Bauer 2013, p. 211.
88Schelling 1960, p. 60.
89See, e.g., Crescenzi 2017; Kertzer, Renshon, and Yarhi-Milo 2015; Renshon, Dafoe, and Huth 2016;

Weisiger and Yarhi-Milo 2015.
90Morrow 2014; O’Neill 1999.
91Pinker 2007.
92Chwe 2001.
93Hadfield and Weingast 2014.
94Ridgeway 2011.
95Bicchieri 2016.
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political change96—the effort will undoubtedly be worth it.
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Appendix

A Characteristics of Respondents

Figure 5: Respondent age

<18
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What is your age?

Percent for each category, of those 86% who answered
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Figure 6: Respondent gender

Female

Male

Are you male or female?

Percent for each category, of those 87% who answered
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Figure 7: Respondent education

Less than High School
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What is the highest level of education that you have completed?

Percent for each category, of those 87% who answered
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Figure 8: Respondent party

Democrats

Republicans

Which U.S. political party do you agree with more 
 about what the U.S. government should and should not do?

Percent for each category, of those 86% who answered

0 20 40 60 80

Figure 9: Respondent engagement with foreign affairs
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2−4 times a week.

2−4 times a month.

5−20 times a year.

How frequently do you read about foreign affairs, international relations, 
 or international history in the news, in articles, or in books?

Percent for each category, of those 87% who answered
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Figure 10: Respondent self-reported expertise

No.
Yes, primarily academic.

Yes, primarily in an area not listed here.
Yes, primarily in an NGO.

Yes, primarily in the government.
Yes, primarily in the military.

Do you have particular expertise with foreign affairs, 
 military affairs, or international relations?

Percent for each category, of those 87% who answered
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B Survey

B.1 Walt Blog Invitation

The blog entry can be found here. We thank Stephen Walt for his willingness to advertise
the survey.

B.2 Text of Survey

This section provides additional detail about the experimental vignette. Aspects that were
manipulated are bolded in []. Full details about how the randomization worked and the com-
plete survey text (including descriptive questions, etc.) are in the replication files.

—

Welcome to our survey about international crises.
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We are a research team based out of U.C. Berkeley, in the U.S., and Uppsala University, in
Sweden, studying foreign policy and international relations. The following page will provide
you with a short scenario of an international crisis. Please read it and then answer the
following 3 questions. This survey should take approximately 5 minutes. By responding
to this survey, you will help us to understand more systematically how international crises
are perceived and operate.

Confidentiality: Your responses will be kept confidential. We do not ask you for your
name and all output from this project will preserve the anonymity of individuals and groups.

Please send questions or suggestions to: IRResearchTeam@gmail.com

—

The following text describes a scenario about two countries engaged in a territorial dispute.
These countries are labeled Country A and Country B. Please read the scenario carefully
and then tell us your beliefs about the likely future behavior of both countries.

***************************************************************************

• Country A is a [dictatorship/democracy] where the leader has [extensive/limited]
authority over foreign policy. Country B is [also] a [dictatorship/ democracy] where the
leader has [extensive/limited] authority over foreign policy.

20% do not receive any of the above.

—

• [Country A has substantially stronger military forces than Country B. /
The military forces of Country A and Country B are about equally strong. /
Country B has substantially stronger military forces than Country A.] Neither
country has nuclear weapons.

25% do not receive any of the above.

—

• According to most impartial observers, of the three most recent major international
crises that Country A has faced against [other countries / Country B], Country A [did
not back down and Country A achieved its aims / backed down in each crisis
and failed to achieve its aims.]

Some respondents saw the Domino Theory Paradox version:
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• According to most impartial observers, of the four most recent major international
crises that Country A has faced against [other countries / Country B], Country A suc-
ceeded in achieving its aims in three crises, but backed down and failed to achieve its aims
in the most recent crisis.

28% do not receive any of the above. All respondents that do receive any of the above also
see the following.

• These previous crises occurred under the [current leader / previous leader] of
Country A.

—

Respondents receive at most one of the following.

• Two years previously, after the previous crisis between these countries over the disputed
territory, Country B formally abandoned its claims to the disputed territory and agreed that
Country A could have complete control. Country B’s new leadership, however, has disre-
garded that agreement and renewed their territorial demands.

• During the past year, the U.N. General Assembly passed a resolution acknowledging
Country A’s right to govern and control the disputed territory.

33% do not receive either of the above.

—

Respondents receive at most one of the following.

• Last week, the current leader of Country A publicly declared that he would use military
force to gain control over the disputed territory.

• Last week, the current leader of Country A publicly promised that he would not back
down in the effort to gain control over the disputed territory.

• Last week, the current leader of Country B publicly declared that he would use military
force to gain control over the disputed territory.

30% do not receive any of the above.

—

• In the past, the leader of Country A has often [not] carried through on his promises
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and threats.

40% do not receive any of the above.

—

The current crisis has now become very serious, with many observers thinking that major
military action may occur very soon.

What is your best estimate, given the information available, about whether Country A
will back down in this dispute?

� Country A is very unlikely to back down. (0% to 20% chance)

� Country A is unlikely to back down. (20% to 40% chance)

� Country A is as likely to back down as to not. (40% to 60% chance)

� Country A is likely to back down. (60% to 80% chance)

� Country A is very likely to back down. (80% to 100% chance)

What is your best estimate, given the information available, about whether Country B
will back down in this dispute?

� Country B is very unlikely to back down. (0% to 20% chance)

� Country B is unlikely to back down. (20% to 40% chance)

� Country B is as likely to back down as to not. (40% to 60% chance)

� Country B is likely to back down. (60% to 80% chance)

� Country B is very likely to back down. (80% to 100% chance)

B.3 Large-k Factorial Design

The survey experimentally manipulates a large number of variables, a design that we term
large-k factorial design (where k refers to the number of possible treatment combinations,
or “cells”). The total number of cells in this design is 5× 3× 4× 2× 2× 3× 4× 3 = 8, 640,
which means that even with thousands of observations many cells will be empty. While
there are inferential costs to each additional variable, these costs are often misunderstood
and, depending on the design, often much smaller than the benefits.

With respect to the number of cells, large-k factorial designs are the same as as conjoint
analysis.1 For example, Hainmueller and Hopkins’ conjoint experiment on American atti-
tudes toward immigration, for instance, contains nearly 900,000 unique immigrant profiles

1The main difference between the two techniques is that factorial experiments involve a single vignette or
list of characteristics, whereas conjoint experiments generally present respondents with two options whose
characteristics are listed side-by-side. For a discussion of conjoint analysis, see, e.g., Raghavarao, Wiley, and
Chitturi 2010.
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with a little under 14,000 observations.2 Estimation techniques have been developed for this
context.3

Although empty cells should thus give us little worry, researchers employing large-k fac-
torial designs should be mindful of several other risks. First, the large amount of information
may distract respondents from the treatment. This concern is not unique to large-k designs,
as it extends to survey experiments that embed a small number of treatments in a high-
information setting such as a newspaper story. More importantly, a high informational load
may in fact increase external validity, since “the usual estimate of the treatment effect can
be too large if the artificially clean environment of the survey question makes treatments
easier to receive than in real life.”4 In crisis scenarios such as those presented in this survey,
individual policymakers are typically faced with more information than they can incorporate
into their decision-making process,5 and detailed scenarios thus more accurately reflect the
reality they face.6

A second potential worry is that other treatments may skew the estimated effect of
the treatment of interest. If a combination of treatments is particularly unrealistic, for
instance, respondents may no longer take the survey seriously and invest little thought in
their answers.7 Two treatments can also interact. For instance, we may think that reputation
affects behavior only when two countries are roughly equal in power, but not when there is
asymmetry. One approach, if we are primarily interested in the effect of reputation, is to
not present respondents with any information about power. This is is generally undesirable,
however, since respondents may attempt to infer levels of relative power from the vignette
context, which can lead to confounding.8 Another option is to provide information about
power but to hold power constant (e.g. at symmetry), which would provide an unconfounded
but “local” estimate. This is the approach generally taken in longer vignettes with only one
or two treatments embedded in a larger story. However, if there are reasons to believe that
other manipulations will interact with the treatment of interest, it may be desirable to test
this empirically. In the context of this study, for example, the large-k factorial design allows
us to test whether reputation matters generally or only under some conditions (Appendix
C.1).

2Hainmueller and Hopkins 2015, p. 537. In a review of the sociological literature, Wallander 2009, p. 512
notes that the vast majority of factorial studies features a large number of empty cells.

3Hainmueller, Hopkins, and Yamamoto 2014.
4Gaines, Kuklinski, and Quirk 2007, p. 15.
5Yarhi-Milo 2014.
6Survey respondents, when faced with informational overload, sometimes discard information presented

later in the scenario and simply choose based on the first characteristics listed. Such extreme information
overload generally occurs only with more than 10 treatments, however; see, e.g., Malhotra 1982. Moreover,
even if respondents experienced information overload in our vignette, this is unlikely to upwardly bias our
results since the treatment of interest, past behavior, was presented third, not first.

7Auspurg and Hinz 2015, pp. 40-42.
8Dafoe, Zhang, and Caughey 2017.
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C Supplementary Analysis

C.1 Robustness of Reputational Inferences

The reputational results in the paper are based on averages across all other experimental
conditions. One advantage of large-k factorial designs is that they allow researchers to
also test if the effect of a treatment are general or “local” to particular features of the
vignette (Appendix B.3). Using demographic data, we can also test whether reputational
effects differ across respondent subgroups. In this section, we provide evidence that the
reputational effects we find are general and robust.

C.1.1 Reputation Across Levels of Information

Does the effect of reputation on perceptions of resolve persist even when respondents have
a lot of other information to base their assessments on? To test whether this is the case
we take advantage of the fact that all manipulations in the survey had a No Information
condition. Some respondents would get a scenario with information about all the included
features of the scenario, whereas others would not receive information about, say, relative
capabilities and whether one side threatened the other. Specifically, 114 respondents got
information on all experimental features, 328 on all but one, 344 on all but two, and 290 did
not receive information on three or more of the features.9
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Figure 11: The effect of A’s past behavior on perceptions of A’s resolve across different
informational conditions (90% and 95% confidence intervals). Reputational effect refers to
the difference in perceptions of resolve between respondents who were told A stood firm
three times (maximum reputation) and respondents who were told A backed down three

times (minimum reputation).

Figure 11 plots the effect of moving from the lowest reputation condition (A backed down
three times) to the highest reputation condition (A stood firm three times) for each of these
four informational conditions. It shows that the effect of past behavior on perceived resolve
is large and significant in all four conditions. The effect of reputation is smaller among

9These numbers refer to the five non-reputational features of the scenario; see Appendix B for the full
vignette.
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respondents who receive more information about the context, but even at its smallest point
the effect is still bigger than that of relative capability.

C.1.2 Reputation Across Levels of Power

Perhaps it is not the overall level of information that mediates the effect of reputation but
information about certain specific features of the context. Figure 12 shows the effects of
past behavior on perceptions of resolve across the four levels of the power treatment: A
weaker than B, no information, A equal to B, and A stronger than B. Backing down has
a negative effect and standing firm a positive effect on perceptions of A’s resolve at each
of these levels. Suggestively, the reputational effects are slightly larger when respondents
did not have information about power, which may indicate that past behavior and military
capabilities are partial substitutes. However, the effect of reputation does not disappear
when information about power is available.10
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Figure 12: The effect of past behavior on perceptions of resolve relative to a baseline of no
information about past behavior, across different power distributions (90% and 95%

confidence intervals).

10See also Kertzer, Renshon, and Yarhi-Milo 2015.
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C.1.3 Reputation Across Leaders

In the literature on reputation and deterrence, a long-standing question has been whether
reputations adhere mostly to states or to individual leaders. Do states’ reputations get
“reset” after they change leaders? Figure 13 shows that, at least in the context of our
scenario, this does not happen—the effects of backing down or standing firm in the past on
perceived probability of standing firm in the current crisis are not significantly smaller when
respondents are told the past behavior took place under a different leader.11
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Figure 13: The effect of past behavior on perceptions of resolve relative to a baseline of no
information about past behavior, disaggregated by whether A is led by a new leader or not

(90% and 95% confidence intervals).

C.1.4 Reputation Across Sample Subgroups

Here we look at whether past actions affect perceptions of resolve equally across different
subgroups in our sample. We focus on several respondent features: party affiliation, cultural
background, gender, age, education, and expertise.12 This analysis is strictly exploratory,
as we cannot expect Stephen Walt’s blog readership to be representative of the population
of these subgroups. Overall, reputational inferences are robust, with large effects persisting
across all subgroups, though some heterogeneity across gender and education level suggests
potentially interesting areas for future research.

Party Affiliation. Figure 14 shows the effect of past actions on perceptions of A’s
resolve, disaggregated by whether the respondent reported supporting the Republican Party
(n = 72), the Democratic Party (n = 588), or made no declaration of affiliation (combining
those who skipped the question and those who stated they preferred not to answer, n = 416).
Despite the low number of Republicans in the sample, the negative effect of backing down is
significant in all groups. The positive effect of standing firm is insignificant for the Republican
group, but this is likely due to a lack of power, and the overall reputational effect (going from
A having a history of backing down to A having a history of standing firm) remains large
and significant. Overall, then, we do not see much heterogeneity across political affiliation.

11Recent work by Renshon, Dafoe, and Huth 2016, offers more in-depth evidence on when reputation
adheres to countries or leaders.

12See Appendix A for a detailed breakdown of sample characteristics.
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Figure 14: The effect of past behavior on perceptions of resolve relative to a baseline of no
information about past behavior, across respondent political affiliation (90% and 95%

confidence intervals).

These results are somewhat suggestive, but two points are worth bearing in mind. First,
as emphasized above, we do not know how the Republicans in our sample compare to the
overall population of Republicans. Second, even if it were true that there are no differences
across political affiliations, this does not necessarily contradict past research that shows Re-
publicans/Conservaties are more willing to punish leaders for harming a state’s reputation.13

It is entirely possible that Republicans consider resolve to be instrumentally or inherently
important in international affairs compared to democrats, even if their perceptions of resolve
are shaped by the same factors.

Culture. Figure 15 disaggregates the reputational results across Western (narrowly
defined as the US, Canada, and Western Europe, n = 965) and non-Western respondents
(rest, n = 111). While power issues and the coarseness of the categorization make it hard
to interpret differences, there is some minor suggestive evidence that non-Western respon-
dents’ perceptions of resolve are less affected by a country backing down, though the overall
reputational effect again remains large.14

Gender. Figure 16 displays the results separately for men (n = 812) and women (n =
108). Interestingly, women seem to punish backing down more strongly and to reward
standing firm less than men. This variation might be worth exploring in more depth in
future research, though it may also be the result of low statistical power. Moreover, the
overall reputational effect (going from backing down to standing firm) appears, if anything,
slightly larger for women than for men.

Age. Figure 17 breaks down the results by age, distinguishing between respondents who

13Kertzer and Brutger 2016.
14For a more in-depth discussion of how culture affects reputational dynamics, see, e.g., Dafoe and Caughey

2016.
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Figure 15: The effect of past behavior on perceptions of resolve relative to a baseline of no
information about past behavior, across respondent cultural background (Western vs.

non-Western; 90% and 95% confidence intervals).
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Figure 16: The effect of past behavior on perceptions of resolve relative to a baseline of no
information about past behavior, across respondent gender (90% and 95% confidence

intervals).

are 30 or younger (n = 591) and respondents who are older than 30 (n = 335). The two
subgroups are virtually indistinguishable.

Education. Figure 18 disaggregates roughly between those with below-median educa-
tion in our sample (bachelor’s or lower, n = 508) and those with above-median education
(master’s or higher, n = 417). Respondents with more education seem to punish backing
down slightly more strongly, but the overall pattern looks very similar.

Expertise. Figure 19 and 20 show the results broken down by levels and types of
expertise. Respondents were asked if they had “particular expertise with foreign affairs,
military affairs, or international relations,” and, if so, what kind of expertise they had.
A majority of respondents reported some kind of expertise (n = 557; for no expertise,
n = 519). Of those with some kind of self-reported expertise, the plurality reported that
expertise was academic (n = 347; remaining categories were military, government, NGO,
or other, n = 210). While we see virtually no difference between self-reported experts
and non-experts, it appears that among respondents with some expertise, academics both
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Figure 17: The effect of past behavior on perceptions of resolve relative to a baseline of no
information about past behavior, across respondent age (below versus above 30 years old;

90% and 95% confidence intervals).
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Figure 18: The effect of past behavior on perceptions of resolve relative to a baseline of no
information about past behavior, across respondent education (bachelor’s or lower versus

master’s or higher; 90% and 95% confidence intervals).

punish backing down and reward standing firm somewhat more strongly. In combination
with the education result—reputational effects being somewhat larger among respondents
with a master’s or a higher degree—this is suggestive of a role for education in mediating
how perceptions of resolve are formed. This may be a worthwhile area for future research.
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Figure 19: The effect of past behavior on perceptions of resolve relative to a baseline of no
information about past behavior, across respondent self-reported expertise with

international affairs (90% and 95% confidence intervals).
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Figure 20: The effect of past behavior on perceptions of resolve relative to a baseline of no
information about past behavior, across self-reported respondent expertise (academic

versus other kind of expertise, among people who reported some kind of expertise; 90%
and 95% confidence intervals).

40



C.2 Other Determinants of Perceived Resolve

Our vignette manipulated a range of other features of the scenario besides past behavior.
These manipulations were used to test the robustness of reputational inferences across vi-
gnette conditions (Appendix C.1), and they also provide a benchmark against which to
compare the importance of reputational considerations. Figure 21 displays the effects of all
manipulated features on perceptions of both A and B’s resolve. As noted in the main text,
the reputational effect—going from A backing down three times to A standing firm three
times—is the largest of all experimental features (roughly 20 percentage points).
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Figure 21: The effect of all manipulated features of our vignette on perceptions of both A
and B’s resolve, relative to a baseline of no information on the respective features (for

regime type the baseline is no information/dictatorship; 90% and 95% confidence intervals).

We do not discuss these findings in the paper for space reasons, but several non-reputational
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effects are worth discussing briefly. First, unsurprisingly, resolve is increasing in relative ca-
pabilities: moving up one level in the power variable increases a side’s perceived resolve by
roughly 5 percentage points. Second, some respondents also got information about one of
two recent events: that B’s previous leadership had abandoned its claim to the disputed
territory, or that the UN General Assembly passed a resolution acknowledging country A’s
right to the disputed territory. Both of these manipulations increase perceptions of A’s
resolve. These results could be interpreted in several ways. The first is that these events
increase the legitimacy of A’s claim to the territory, and legitimacy, by shaping normative
beliefs and expectations, can function as a focal point for dispute resolution. Alternatively,
these events could have been seen as shaping material incentives. Besides coordinating ex-
pectations, legitimacy can make it easier for a state to mobilize domestic publics for war,
or an endorsement from the UN can also help states get allies and thereby lower its costs
for war. We cannot speak to which of these channels is responsible for the effects, but their
magnitude—only slightly smaller than going from minimum to maximum power—suggests
that this is an interesting area for future research.

A surprising finding is that states that make public threats are seen to be less resolved
than those that do not. This seems inconsistent with audience cost arguments that posit
governments can send costly signals of their resolve by staking their reputation through
public threats. Possible explanation for this finding is that threats raise the reputational
ante for the receivers, thus making them more resolved,15 or that the necessity of making
explicit threats actually signals impotency.16 More focused designs are necessary to unpack
the causal mechanisms.17 Lastly, respondents seem to view democracies as less likely to
stand firm, though the effect of regime type on perceived resolve is not very large.18

15E.g. Sechser 2010.
16E.g. Jervis 2002.
17See, e.g., Dafoe and Hatz 2016.
18This is in line with findings in Renshon, Yarhi-Milo, and Kertzer 2016.
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C.3 Main Results in Tables

Table 1: Regression model corresponding to Figure 1

Resolve.A

A BACKED DOWN THREE TIMES −0.096∗∗∗

(0.016)
A BACKED DOWN ONCE (DTP) 0.020

(0.016)
A DID NOT BACK DOWN THREE TIMES 0.106∗∗∗

(0.016)
RELATIVE CAPABILITIES A 0.057∗∗∗

(0.008)
FOCAL EVENT FAVORING A 0.064∗∗∗

(0.012)
A BROKE PROMISES IN PAST −0.121∗∗∗

(0.013)
A THREATENED B −0.020

(0.013)
B THREATENED A 0.029

(0.020)
A IS DEMOCRACY −0.007

(0.012)
B IS DEMOCRACY 0.006

(0.012)
CONSTANT 0.613∗∗∗

(0.017)
Observations 1,076
R-squared 0.232
Adjusted R-squared 0.225
Residual standard error 0.187 (df = 1065)
F statistic 32.227∗∗∗ (df = 10; 1065)

Notes: ∗∗∗p < .001; ∗∗p < .01; ∗p < .05
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Table 2: Regression models corresponding to Figure 3

Resolve.A Resolve.B

(1) (2)

A BACKED DOWN AGAINST OTHER −0.098∗∗∗ 0.074∗∗∗

(0.020) (0.020)
A STOOD FIRM AGAINST OTHER 0.091∗∗∗ −0.065∗∗∗

(0.019) (0.019)
A BACKED DOWN AGAINST B −0.093∗∗∗ 0.096∗∗∗

(0.020) (0.020)
A STOOD FIRM AGAINST B 0.126∗∗∗ −0.066∗∗

(0.020) (0.020)
RELATIVE CAPABILITIES A 0.064∗∗∗ −0.058∗∗∗

(0.009) (0.009)
FOCAL EVENT FAVORING A 0.069∗∗∗ −0.026

(0.014) (0.014)
A BROKE PROMISES IN PAST −0.132∗∗∗ 0.023

(0.014) (0.015)
A THREATENED B −0.013 −0.007

(0.014) (0.015)
B THREATENED A 0.031 −0.041

(0.023) (0.023)
A IS DEMOCRACY 0.002 0.019

(0.013) (0.013)
B IS DEMOCRACY 0.003 −0.066∗∗∗

(0.013) (0.014)
CONSTANT 0.605∗∗∗ 0.606∗∗∗

(0.019) (0.019)
Observations 819 819
R-squared 0.281 0.156
Adjusted R-squared 0.271 0.144
Residual standard error (df = 807) 0.184 0.188
F statistic (df = 11; 807) 28.667∗∗∗ 13.548∗∗∗

Notes: ∗∗∗p < .001; ∗∗p < .01; ∗p < .05
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D Decomposing Reputational Effects

Past studies of reputation and resolve have not paid much attention to higher-order beliefs,
and the reputational effects that have been observed in past studies have typically been
(explicitly or implicitly) attributed to first-order belief updating. In empirically investigating
how higher-order beliefs mediate the effects of past behavior on resolve in the main paper, we
introduced and operationalized several novel concepts. This section brings these all together
(Table 3). For concreteness, we describe them in relation to our empirical setting, where A
and B are engaged in a territorial dispute and the treatment of interest is A’s past behavior
against some actor C, and assume the exclusion restriction such that there is no first-order
reputational effect on B (∆R̂1

B = 0). See Section 4.2 and 4.3 for definitions of k and n,
respectively.

Table 3: Relevant parameters for decomposing reputational effects.

Parameter Definition

FRE First-order reputational effect: the “direct” effect of A’s past behavior
on beliefs about A’s likelihood of standing firm (FRE = ∆R̂1

A).
TREA The total reputational effect for A: the overall effect of A’s past

behavior on beliefs about A’s likelihood of standing firm, which
encompasses both direct and indirect (higher-order) effects
(TREA = ∆R̂A =

∑n
k=1 ∆R̂k

A).
TREB The total reputational effect for B: the overall effect of A’s past

behavior on beliefs about B’s likelihood of standing firm, which, when the
exclusion restriction holds, is entirely due to respondents’ higher-order
belief updating (TREB = ∆R̂B =

∑n
k=1 ∆R̂k

B).
TRE The total reputational effect: the overall effect of A’s past behavior on

the balance of resolve between A and B, defined as the linear difference:
TRE = ∆R̂A −∆R̂B. When resolve is interdependent such that ∆R̂A and
∆R̂B have opposite signs, TRE = |∆R̂A|+ |∆R̂B|.

θ The interdependence coefficient: the amount by which a one-unit
change in perceptions of one side’s resolve affects the other side’s resolve:

θ =
∆R̂k

A

∆R̂k−1
B

=
∆R̂k

B

∆R̂k−1
A

.

IM The interdependence multiplier: the amount by which the initial
first-order reputational effect must be multiplied to obtain the total
reputational effect (IM = 1−|θ|n

1−|θ| ).

Of these parameters, we can estimate TREA, TREB, and thus TRE directly from our
data. For illustration, we can limit ourselves to comparing respondents who were told A stood
firm three times to respondents who received no information (third row, Figure 3, Section
4.2). TREA is simply the difference in perceptions of A’s resolve between these two groups,
which equals 9.1 percentage points, and TREB the difference in perceptions of B’s resolve,
which equals −6.5 percentage points. Together, these imply TRE = 15.6 percentage points.
Note that, again, due to the neglect of higher-order beliefs, most theoretical and empirical
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analyses of reputations for resolve have implicitly assumed TREA = ∆R̂1
A and have largely

ignored TREB.

D.1 The Interdependence Coefficient (θ)

Estimating θ is somewhat more complex. To do so, we make two simplifying assumptions
(in addition to our identifying assumptions). The first is that interdependence is symmetric

across actors, such that
∆R̂k

B

∆R̂k
A−1

=
∆R̂k

A

∆R̂k
B−1

. In words, this says that, say, a 10 percentage point

increase in A’s resolve would decrease B’s resolve by the same amount as a 10 percentage
point increase in B’s resolve would decrease A’s. The second is that interdependence is

constant across levels of belief updating, such that
∆R̂k

B

∆R̂k−1
A

=
∆R̂k+2

B

∆R̂k+1
for all k ∈ N. In words,

this says that if initially, at the second level of belief updating, θ =
∆R̂2

B

∆R̂1
A

= −5
10

= −.5, the

same ratio would hold in the third, fourth, and higher levels. If these two assumptions hold,

we can define θ =
∆R̂k

A

∆R̂k−1
B

=
∆R̂k

B

∆R̂k−1
A

for all k ∈ N. This allows us to estimate θ from our

observed ∆R̂A and ∆R̂B.
To see why this is so, remember that ∆R̂A =

∑n
k=1 ∆R̂k

A and ∆R̂B =
∑n

k=1 ∆R̂k
B. By

the exclusion restriction, ∆R̂1
B = 0, we know that ∆R̂k

A = 0 for all even k and ∆R̂k
B = 0 for

all odd k (see Figure 2). The remaining terms can be calculated as follows:

� ∆R̂2
B = ∆R̂1

A × θ
� ∆R̂3

A = ∆R̂1
A × θ2

� ∆R̂4
B = ∆R̂1

A × θ3

� ∆R̂5
A = ∆R̂1

A × θ4

� ...

For even or infinite n, using the expression for the sum of a geometric series:

n∑
k=1

∆R̂k
A = ∆R̂1

A(1 + θ2 + θ4 + ...+ θn−2) = ∆R̂1
A

(
1

1− θ2
− θn

1− θ2

)
= ∆R̂1

A

(
1− θn

1− θ2

)
n∑
k=1

∆R̂k
B = ∆R̂1

Aθ(1 + θ2 + θ4 + ...+ θn−2) = ∆R̂1
Aθ

(
1− θn

1− θ2

)
∑n

k=1 ∆R̂k
B∑n

k=1 ∆R̂k
A

=
∆R̂B

∆R̂A

= θ

To build intuition, consider a simple numerical example, where n = 4, ∆R̂A = 10, and
∆R̂B = −5, which implies θ = −.5. For n = 4, the updating process can be represented as
∆R̂1

A → ∆R̂2
B → ∆R̂3

A → ∆R̂4
B (see Figure 2), where for each causal step the size of the

initial effect is multiplied by a factor of θ. This allows us to back out ∆R̂1
A = 8, ∆R̂2

B = −4,
∆R̂3

A = 2, and ∆R̂4
B = −1. These effects together sum to the total effects we observed.
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For odd n,

n∑
k=1

∆R̂k
A = ∆R̂1

A(1 + θ2 + θ4 + ...+ θn−1) = ∆R̂1
A

(
1

1− θ2
− θn+1

1− θ2

)
= ∆R̂1

A

(
1− θn+1

1− θ2

)
n∑
k=1

∆R̂k
B = ∆R̂1

Aθ(1 + θ2 + θ4 + ...+ θn−3) = ∆R̂1
Aθ

(
1− θn−1

1− θ2

)
∑n

k=1 ∆R̂k
B∑n

k=1 ∆R̂k
A

=
∆R̂B

∆R̂A

= θ
1− θn−1

1− θn+1

This implies that for −1 < θ < 0,
∆R̂n

B

∆R̂n
A

< θ, which means that if we believe the level

of updating is odd, the ratio of TREs will provide an overestimate (in absolute magnitude)
of the interdependence coefficient. For example, for very small n, e.g. n = 3, and a true
interdependence coefficient of −0.7, we will incorrectly estimate it to be (−0.7)(1+0.7)/(1+
0.343) = (0.7)(1.26) = 0.88, or 26% larger than is correct. In the limit, however, the
estimator converges:

lim
n→∞

∑n
k=1 ∆R̂k

B∑n
k=1 ∆R̂k

A

= θ

D.2 The Interdependence Multiplier (IM)

The interdependence multiplier tells us by how much the first-order reputational effect must
be multiplied in order to obtain the total reputational effect, i.e. FRE × IM = TRE, or
equivalently IM = TRE

FRE
. We do not observe FRE (∆R̂1

A), so we cannot estimate IM from
the data. However, we can calculate the value of IM across various values of n and |θ|.
To see this, we again exploit the fact that the belief updating process can be presented as
a geometric series (see Appendix D.1), where n denotes the number of levels of updating,
∆R̂1

A denotes the magnitude of the first level (assuming the exclusion restriction holds), and
θ is the factor by which the effect is multiplied at every level. The sum of the geometric
series, which equals TRE, is then given by ∆R̂1

A ×
1−|θ|n
1−|θ| . By our original definition of the

interdependence multiplier, then,

IM =

(
1− |θ|n

1− |θ|

)
for all 0 ≤ |θ| < 1. Section 4.3 offered a brief numerical example, and Figure 4 plots the
magnitude of the IM across values of n and |θ|.

In calculating bounds for the IM , we take our average |θ̂| = .73 and assume a lower
bound of n = 2, given that we observe effects of A’s extra-dyadic past actions on perceptions
of B’s resolve that seem inconsistent with n = 1. At n = 2, IM = 1−.732

1−.73
= 1.73, meaning

that for FRE = 1 we would have TRE = 1.73, which would imply that higher-order beliefs
are responsible for .73

1.73
= .422, or roughly 40%, of the total reputational effect. When we

have common knowledge, IM = 1
1−0.73

= 3.7, meaning that for FRE = 1 we would have
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TRE = 3.7, which would imply that higher-order beliefs are responsible for 2.7
3.7

= .73, or
roughly 70%, of the total reputational effect.
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